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In November 2025, I released 'Ten Questions AI Poses to Humanity.' An AI that designed 40,000
toxic molecules in six hours. Algorithms surveilling citizens across 70 countries. A wave of automation
poised to swallow 300 million jobs. I posed ten questions, but the moment I finished the manuscript, I
already knew. The questions were far from over.

Half a year has passed. In that time, the world turned into reality the very scenes I had cautiously
described as 'still a distant prospect.' Companies rushed to deploy AI agents that schedule meetings,
review contracts, and handle 90 percent of customer service. Microsoft laid off 6,000 employees.
Duolingo declared it would 'no longer hire contractors for work AI can do.' The warnings from my
previous book came back not as predictions but as headlines.

That book asked questions. This one records the landscape after those questions became real. If the
ten questions were aimed at the existence of AI itself, these thirteen chapters turn toward the
structures of human civilization that AI is now disturbing: labor markets, education systems, financial
order, democracy, energy grids, the spatial layout of cities, the density of human relationships. These
are things humanity built over centuries. They were not perfect, but they worked. That order is now
shaking on every front at once.

I will be honest: I am afraid. As a lawyer, a former member of the National Assembly, and an educator
who lectures on AI across the country, I am one of the people watching this transformation from the
closest distance. I read anxiety in the eyes of the fifty-year-old office workers I meet at lecture halls.
Sometimes I am at a loss for words when they ask, 'What am I supposed to do?' We live in an era
where a developer with twenty years of experience must prove his worth against AI, where the weight
of a university diploma has grown lighter than a GitHub commit log. Things that humans took for
granted for thousands of years, the dignity of labor, the value of education, the hierarchy of expertise,
the bonds of community, are all being put on retrial at once.

The greatest help I received while writing this book came from the writings of Seojun Kim, CEO of
Hashed. His '30 Coming Fractures,' jotted down during idle moments of vibe coding, served as the
blueprint for this book. The disappearance of middle management, the collapse of the billable-hour
economy, production costs for content converging toward zero, the end of the resume era, human
labor becoming a luxury good. Four AI models scored each of his thirty items with a 'probability of
realization within three years,' and those percentages became my timetable for gauging the urgency
of each chapter. His proposal for neo-capitalism, a new economic structure that measures and
rewards Social Value, was the anchor that kept this book from sinking into pessimism. His
observation from a Jeju offsite retreat, that 'creating has become the easiest part and evaluation has
moved to the very front,' the inversion of how the world works; his analysis of the three functions of
universities (information, relationships, selection) splitting apart; his reflections on human replicas and
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the expansion of identity: all of these were decisive in building the skeleton of each chapter.

Beyond CEO Seojun Kim, others lent their wisdom to this book. Professor Jinseok Kim of Inha
University warned that 'the status of humans could fall to that of a pet dog.' Stephen Wolfram
predicted 'trillions of souls playing video games forever inside a box.' Geoffrey Hinton offered
reflections on AI consciousness. Yuval Harari proposed institutional responses. Reports from the IEA,
WEF, Goldman Sachs, Gartner, and McKinsey gave my arguments the bones of hard numbers. I owe
them all deep gratitude.

Humanity survived the Industrial Revolution, passed through two World Wars, and rebuilt order under
the terror of nuclear weapons. But this time feels different. As Seojun Kim put it, 'Wars and geopolitics
shift to a new phase within a year, but the AI shock will torment us for a full decade.' The impact does
not arrive once and pass. It continues, raising its intensity a little more each day. It gives us no time to
adapt. The inability to predict what comes next: that is the deepest anxiety this era inflicts.

I will not claim this book holds the answer to that anxiety. I do believe, though, that mapping the exact
locations of the fractures is the first thing we must do. If we don't know where things are collapsing,
we can't know where to begin repairs.

May 2026, Kyungjin Kim
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Chapter 1. The Reorganization of Work
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1. The Gap Between the Speed of Job Destruction and the Speed of Human Adaptation

On a Tuesday morning in May 2025, 6,000 layoff notices went out from Microsoft's Redmond
campus. That was 3% of the entire workforce. More than 40% of those let go were software
developers. An 18-year veteran TypeScript developer made the list. So did core contributors to the
Python language. Even Gabriela de Queiroz, who had led Microsoft's AI startup support organization,
was cut. The event proved, with cold clarity, that working in AI offered no protection.

Something was off. Microsoft was posting record-breaking results that quarter. First-quarter revenue
hit $70.1 billion, up 13% year over year. The company wasn't struggling. CEO Satya Nadella said it
plainly: "AI now writes 30% of our company's software code." Layoffs were no longer a distress
signal. They had become a management strategy for the AI era.

Microsoft wasn't alone. Google slashed hundreds from its Assistant division. Amazon laid off 14,000
corporate employees in October 2025. Meta cut 3,600. Tesla, 14,000. The reason was always the
same: "To focus on AI." In the first half of 2025 alone, 77,999 tech layoffs were directly linked to AI.
That works out to 427 people per day. Of the 45,363 tech layoffs accumulated through March 2026,
roughly 9,238 of them, or 20.4%, were attributed by the companies themselves to AI and automation.
In 2025, that ratio had been under 8%. In the span of a year, the corporate vocabulary had shifted.
They stopped sugarcoating it.

Widen the lens. Goldman Sachs estimates that by 2035, approximately 300 million full-time jobs
worldwide will fall within the reach of automation. The World Economic Forum's 2025 Future of Jobs
Report offered a more granular forecast: 92 million jobs lost by 2030, 170 million new jobs created,
for a net gain of 78 million. That sounds like good news at first glance, but there's a catch buried in
the numbers. The jobs disappearing and the jobs appearing don't go to the same people. According
to the WEF, 77% of new AI-related positions require a master's degree. Another 18% require a PhD.
A laid-off call center worker retraining as an AI researcher is, for all practical purposes, impossible.

Hashed CEO Seo-jun Kim put it sharply: "The AI shock is different from other shocks. Wars and
geopolitics shift to a new phase within a year, but the AI shock will torment us for a full decade." If this
mismatch, where technology outruns human adaptability, isn't addressed at the national level, the
shockwave hits society as a whole. Bureau of Labor Statistics data shows that computer developer
employment fell 27.5% over the two years from 2023 to 2025, the lowest level since 1980. Overall
employment grew, yet developer job postings dropped 35%. This isn't a temporary blip. The structure
itself is changing.
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Anthropic CEO Dario Amodei warned at the 2025 VivaTech conference in Paris that "AI could
eliminate half of entry-level white-collar jobs within the next five years." Workers in their 40s and 50s
face an especially painful bind. Too little time to learn new skills, too early to retire. A December 2025
survey by HBR revealed an uncomfortable reality: many companies were carrying out layoffs not
based on AI's actual performance, but on the expectation of what AI would deliver. The word "AI" had
become a permission slip for layoffs. In a Resume.org survey of 1,000 U.S. hiring managers, 59%
admitted that "citing AI as the reason for layoffs plays better with stakeholders."

The core of the problem is a speed gap. AI learns what a 20-year veteran developer knows in 20
minutes. When the recruiting platform Wanted Lab surveyed 180 working developers, roughly half
said generative AI's coding ability already exceeded that of developers with one to three years of
experience. Retraining a human takes years. Overhauling a university curriculum takes longer still.
Technology advances exponentially; human adaptation is linear. Unless that gap narrows, turmoil in
the labor market will continue.

2. The Collapse of the Billable Hour Economy

At a large law firm in Manhattan, three junior associates had spent two days on a single task:
reviewing three years of meeting minutes and emails from a litigation matter to extract the key issues.
The volume ran to thousands of pages. In billable hours, that came to about 60 hours, roughly
$30,000 charged to the client. In the spring of 2026, the same team at the same firm handed the
same type of work to an AI research tool. The results came back in five minutes.

Can you bill 60 hours for five minutes of output? The answer is already settled. Meta explicitly stated
in its outside legal counsel guidelines that work product generated by AI should not be billed at
attorney hourly rates. Cybersecurity firm Zscaler did the same. UBS issued billing guidelines in early
2026 with a separate AI-specific clause. The message is converging: nobody is willing to pay a
human hourly rate for what a machine can do.

The billable hour was the operating system of the legal industry. How firms staffed cases, how they
evaluated junior associates, how they compensated partners, how they grew revenue; all of it
depended on this single billing mechanism. And that operating system is breaking down. As Hashed
CEO Seo-jun Kim noted in "The Coming 30 Fractures," the entire B2B knowledge economy, from
consulting to law to accounting, now faces the task of rewriting its rate cards. Four AI models
independently assessed the probability of this happening within three years. The average was 80%.

There's a structural contradiction. Say two lawyers handle the same type of employment dispute. One
finishes in 40 hours, the other takes 120. Under the billable hour model, the client pays three times
more for the slower lawyer. The outcome is the same. The system punishes efficiency and rewards
inefficiency. AI didn't create this contradiction. It just made it impossible to ignore.

According to Thomson Reuters' 2025 report, legal professionals expect AI adoption to save
approximately 240 hours per year. Document summarization, preliminary research, deposition
summaries, contract clause extraction, timeline construction: a significant portion of junior associate
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billing already falls within the capability of commercially available AI tools. Once clients begin
systematically refusing to pay for those items, the only firms that survive will be the ones that use AI
to handle the commodity layer and bill for the judgment layer above it.

Alternatives already exist. Value-based pricing has been standard in consulting, accounting, and
investment banking for decades. The legal industry was simply the last holdout. Bob Glaves,
executive director of the Chicago Bar Foundation, put it this way: "The billable hour has been the
single biggest reason legal services have become unaffordable for ordinary people over the past 50
years." AI is the catalyst that hastens the end of that 50-year-old system.

This isn't just a legal story. Consulting faces the same pressure. A market analysis report that a
McKinsey junior consultant used to spend two weeks drafting can now be roughed out by AI in a day.
When AI handles voucher reconciliation in an accounting audit, audit hours get cut in half. Every
industry where selling time was the job itself now faces the same question: "Is what we're really
selling time, or judgment?"

Artificial Lawyer's 2026 outlook report predicted that "90% of legal documents will be generated by
AI." It added a caveat: "The death of the billable hour is a premature diagnosis." For high-end work,
risk assessments grounded in precedent, and expert judgment on market practice, time-based billing
would persist. Fair enough. Not all legal work will change at once. But when the billable hour
collapses for routine and commodity work, the entire revenue structure built on top of it starts to
shake. Shrink the base of the pyramid and the top has to readjust.

Going forward, what professionals must prove is not their time but their judgment. The speed of this
transition will vary by industry, but the direction is irreversible.

3. The Vanishing Line Between Continuous Performance Review and Continuous Surveillance

K, a team leader at a Korean IT company, has been using a new AI-powered performance
management system since the second half of 2025. The system tracks each team member's code
commit frequency, Slack message response time, share of speaking time in video meetings, and
volume of documents produced, all in real time. The company boasts that the time spent on quarterly
performance reviews has dropped by more than 90%. K's team members have a different take. "Your
Slack response time goes up when you use the bathroom" started as a joke. It isn't one anymore.

Item 29 in CEO Seo-jun Kim's "30 Fractures" anticipated this situation: "AI continuously analyzes
work output and collaboration patterns. Time spent on year-end reviews drops by over 90%. The
moment continuous evaluation improves fairness, it becomes indistinguishable from continuous
surveillance." Four AI models assessed the probability of this materializing within three years at 45%.
The number may seem low, but there's no room for comfort. It's already partially here.

It's hard not to recall the analysis of Shoshana Zuboff, the scholar who coined the concept of
surveillance capitalism. Platform companies extract user behavioral data and convert it into prediction
products. The same logic is now entering the workplace. Under the banner of "employee engagement
measurement," emotional states and work patterns are collected in real time. As of 2025, surveys
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indicate that more than 60% of large U.S. corporations use some form of employee monitoring
software. That number climbed steeply after remote work expanded in the wake of the COVID-19
pandemic.

Here is how the boundary dissolves. An AI system learns an individual worker's patterns, detects
early signs of declining productivity, and automatically sends "improvement recommendations." Up to
this point, it's performance management. But when the same system starts analyzing the tone of
emails, tracking facial expression changes in video meetings, and logging how long lunch breaks last,
it becomes surveillance. Drawing a technical line between the two is impossible. The data that
measures performance and the data that monitors behavior are the same data.

Evaluation is no longer after the fact; it's been folded into a real-time algorithmic feedback loop. Work
has become a site of data extraction and behavioral modification, and workers have been converted
into optimization variables within the system. The anxiety that came with one annual performance
review and the anxiety of being measured 24 hours a day, 365 days a year are qualitatively different
things.

Pushing back against this trend requires social consensus not on "what to measure" but on "what not
to measure." Whether executing everything technology makes possible is an automatic corporate
right, whether workers have a right not to be measured: these questions remain unanswered.

The EU's AI Act, which took effect in 2025, includes a provision banning the use of
emotion-recognition AI in the workplace. But the boundary between performance data collection and
emotion monitoring is technically blurry. Measuring Slack message response speed is performance
management. Inferring emotional state from the tone of those messages is emotion recognition. Both
pieces of information get extracted from the same data simultaneously. Whether it's practically
possible to ban one while permitting the other is something no one has yet proven.

In Amazon's fulfillment centers, worker movements and task speeds have been tracked by the
second for years. There were reports that bathroom break times factored into productivity scores. It
became public that the system automatically generated termination recommendations, sparking
controversy. Many people assumed this was an exceptional case confined to blue-collar labor. But
now the same logic is moving into white-collar offices. Code commits, documents produced, meeting
participation rates. Only the metrics have changed; the structure is identical.

While we delay the answers, the surveillance infrastructure is already being laid.

4. The Broken Junior Career Ladder and the Collapse of Professional Reproduction

The pathway to mastery is being severed. There used to be a sequence. A first-year associate at a
law firm would read thousands of contracts with their own eyes. A new auditor at an accounting firm
would cross-check hundreds of vouchers by hand. An intern developer at a software company would
absorb design patterns by reading senior engineers' code. Those hours, tedious, repetitive,
sometimes seemingly pointless, were what produced experts. It was a digital version of
apprenticeship.
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AI is blocking that pathway. From a company's perspective, it's a rational choice. If AI can process a
document review in five minutes that takes a junior lawyer two days, why hire the junior? In April
2025, Duolingo CEO Luis von Ahn declared, "We will no longer hire contractors for work that AI can
do." According to a Saramin survey, entry-level developer hiring in South Korea's IT sector fell 18.9%
year-over-year in the first quarter of 2025. Goldman Sachs research found that the unemployment
rate for 20-to-30-year-olds in technology-related occupations rose by roughly 3 percentage points
starting in early 2025, a significantly higher figure compared to other occupations or the overall tech
workforce.

Looking at the United States as a whole, entry-level job postings dropped 15% year-over-year, while
companies mentioning "AI" in job ads surged 400% over two years. In January 2025, job listings in
professional services hit their lowest point since 2013, a 20% decline from the prior year.

What's breaking here isn't just jobs. It's the very structure through which professions reproduce
themselves across generations. Senior lawyers used to pass down their standards of judgment by
re-checking documents that juniors had reviewed. Senior developers used to teach design philosophy
by reviewing juniors' code. When juniors disappear, this chain of transmission snaps. The people who
would become seniors in ten or twenty years lose the chance to build hands-on experience in the first
place.

Item 15 in CEO Kim Seojun's "30 Fractures" memo captures this problem precisely. "Corporate legal
teams will be cut in half. Agents will handle much of the contract review, regulatory compliance, and
risk analysis. Demand for junior lawyers will decline. The ladder from junior to senior becomes a cliff."
Probability of occurring within three years: 60%. Accounting faces the same reality. According to item
18 of the same memo, "Seven out of ten small and midsize businesses will finish their taxes without
an accountant. The accountant's reason for existing will be compressed from balancing the books to
making judgments beyond the numbers." Probability within three years: 85%.

A Gartner forecast shows how fast this transition is moving. By 2026, 20% of organizations will use AI
to flatten their organizational structures and eliminate more than half of current middle management
positions. Once an organization goes flat, the very steps that juniors would climb simply cease to
exist.

Ultimately, this is the paradox of efficiency. In the short term, companies cut costs. In the long term,
generational turnover in the expert class becomes impossible. Remove the bottom rung of the career
ladder, and eventually there's no one left to reach the top.

The Atlantic reported that unemployment among recent college graduates in the United States has
risen to abnormal levels. The analysis points to companies either replacing entry-level white-collar
jobs with AI or spending on AI investments that crowd out budgets for new hires. This is not an
individual's problem. An entire generation is being stripped of opportunities for professional, hands-on
experience, and the consequences will surface ten to twenty years from now as an expertise vacuum
across whole industries. Imagine removing clinical rotations from medical training. Could a doctor
who only read textbooks operate on a patient? The same thing is happening across every knowledge
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industry: law, accounting, software development, consulting.

We are watching, in real time, a warning that the system for reproducing human expertise could
collapse within a single generation.

5. The Disappearance of Middle Management and the Flattening of Organizations

In October 2024, Gartner released a forecast at its IT Symposium: "By 2026, 20% of organizations
will use AI to flatten organizational structures and eliminate more than half of current middle
management positions." The 2025 Gartner CEO Survey sent an even stronger signal. More than half
of the CEOs surveyed said they planned to use AI to reduce middle management layers within the
next five years.

Let's break down what middle managers do. They translate upper management's strategy into
executable units for the front line. They assign tasks to team members and track progress. They
measure performance and report to executives. They mediate conflicts and relay information up and
down. Of these functions, task assignment, progress tracking, and performance reporting are areas
where AI agents can already handle a significant share.

Item 1 in CEO Kim Seojun's "30 Fractures" memo compresses this shift: "As agents handle task
assignment, progress tracking, and performance reporting, the span of control for senior managers
expands more than fivefold. Most middle managers whose role was to move information up and down
the hierarchy become unnecessary, apart from the top tier of leadership." Probability within three
years: 65%. This aligns with Gartner's analysis. According to the 2025 Gartner CEO Survey,
companies aim to enable a single manager to oversee roughly 20% more employees through AI. As
span of control widens, the need for intermediate layers shrinks.

There is a flip side to this change. Most problems inside an organization arise in the "middle." The
gap between executives who set the vision and frontline workers who execute, the clash of interests
between departments, judgment calls in unexpected situations: middle managers have handled all of
these. AI is good at data-driven work coordination, but figuring out why a team member's morale has
dropped, or untangling an unspoken conflict between two departments, requires a different kind of
capability.

Companies are moving fast regardless. In the short run, labor costs fall, decision-making speeds up,
and reporting layers simplify. Workday announced in 2025 that it would lay off 8.5% of its workforce,
roughly 1,750 people, to reallocate resources toward AI investment. A substantial share of those cut
had been performing middle management functions.

A flattened organization is fast. But it's also fragile. When the buffering function, the mentoring
function, and the conflict-resolution function that middle layers provided all vanish, the organization
becomes directly exposed to leadership's judgment errors. In a company without middle managers,
who will junior employees learn from? When they hit burnout, who will they talk to? AI does not yet
have answers to these questions.
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Gartner itself acknowledges these side effects. The same report warns that "traditional mentoring
pathways may be damaged, development opportunities for junior employees may shrink, and
remaining managers may be overwhelmed by a sharply increased number of direct reports." The
disappearance of call centers falls into the same pattern. According to item 5 of Kim Seojun's memo,
AI's handling rate will reach 90% within three years, putting 400,000 workers in South Korea in line
for reassignment. Call center managers, team leads, and quality assurance staff are all targets of this
flattening.

Historically, organizations have almost never operated without a middle layer. Roman legions had
centurions. Medieval guilds had the journeyman tier between masters and apprentices. The existence
of a middle layer is close to a universal feature of human organization. We do not yet have enough
precedent to know what happens when that layer is removed by technology.

The flattening of organizational structures is inevitable. The question is speed. Strip away the middle
layer too quickly, and the organization's immune system goes with it. If one-fifth of organizations
move in this direction by 2026, as Gartner predicts, a significant number of them will discover the side
effects of flattening only after the fact.

6. The Luxurification of Human Labor and the 'Handmade by Human' Premium

At a restaurant in Seoul's Cheongdam-dong neighborhood, the chef personally comes to the table
when the final course is served. He describes where the ingredients were sourced and talks through
the dilemmas he faced while cooking. The taste of the food isn't the whole story. The fact that a
human made it by hand, the experience of hearing that person's story firsthand: these are what
compose the price of a 300,000-won dinner. Even if restaurants emerge where AI analyzes recipes
and robotic arms cook at precise temperatures, replicating this experience would be difficult.

Item 10 of CEO Kim Seojun's "30 Fractures" memo predicts this phenomenon. "A large premium
attaches to the 'Handmade by Human' label. Handcrafted furniture, human chefs, and in-person
consultations become luxury services. Inefficiency becomes the last competitive edge of human
labor." Probability within three years: 75%. Item 5 of the same memo points in the same direction. As
call centers vanish, "simply talking to a human will be billed as a premium service."

The logic of this change works like this. The easier AI makes it to replicate outputs, the more value
shifts to the process. AI can combine pixels and data into convincing results, but it cannot capture the
human context embedded within, the grammar of decision-making, the individuality born from
imperfection. Just as a chef's story determines the value of a Michelin-starred meal, a growing
number of domains are emerging where the simple fact that a human did it becomes the luxury itself.

Klarna's case illustrates this dynamic. In February 2024, the fintech company announced that its AI
chatbot was doing the work of 700 customer service employees. In the first month alone, it handled
2.3 million inquiries and cut the average resolution time from 11 minutes to 2 minutes. The company
projected $40 million in cost savings. Then, a year later in May 2025, CEO Sebastian Siemiatkowski
reversed course. Saying that "AI alone led to a decline in quality," he began rehiring human customer
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service staff. From the standpoint of efficiency and cost, AI had been overwhelming. But efficiency
was not the only thing customers wanted.

The luxurification has a shadow. When human labor becomes a premium, it also means the gap
widens between those who can afford human labor and those who cannot. The wealthy see human
doctors, consult human lawyers, and entrust their children to human teachers. Everyone else uses
AI-substituted services. Labor requiring empathy, care, and creative improvisation moves upmarket,
while efficiency-driven labor is handed over to AI.

This separation has already begun in financial services. Item 21 of Kim Seojun's memo captures it:
"Services that have agents integrate market data and spending patterns to auto-rebalance portfolios
will become mainstream. The rich will still have human advisors for concierge purposes, but for the
general public, an agent will suffice. The stratification of finance will become more blatant."
Healthcare follows the same pattern. According to item 7 of the same memo, 70% of primary care
consists of pattern-based diagnosis and prescription. Once that migrates to an app, in-person
consultations with a human doctor become a service reserved for those with the ability to pay.

A world where everything done by a human hand becomes a luxury is, put another way, a world
where human contact is purchased with money. The image of an artisan furniture maker coexisting
with an AI-automated factory is appealing. But if only the top 5% can afford the handcrafted furniture,
that is not market diversity; it is the hardening of class.

The label 'Handmade by Human' is a hope and a warning at the same time. It means the unique
value of human labor is being recognized, but it also carries the risk that this value could become a
luxury only a few can afford. If inefficiency is the last competitive edge of human labor, then it falls to
society to make that edge accessible to everyone. Otherwise, we end up building two separate
worlds: the masses served by AI, and the elite served by humans. That fork in the road has already
begun.
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Chapter 2. Education in Transition
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1. The End of Memorization-Based Education and the Shift to Question-Driven Learning

Spring 2026. A classroom in an elementary school in Gangnam, Seoul. An eleven-year-old girl stares
at her tablet screen. On it, her AI tutor has posted a single question: "If Rome had electricity, how
would its slave economy have changed?" She thinks for about thirty seconds, then asks the machine
a question back: "If there were fewer slaves, who would have built the Colosseum's spectator seats?"
In 0.8 seconds the machine lays out three alternative paths for construction labor. The girl picks one
and fires off another follow-up. Nothing in this scene needed to be memorized. The year Rome fell,
the height of the Colosseum, all of it already lives inside the machine. What the girl did was the one
thing the machine cannot do on its own: throw a question from an unexpected angle.

A 2025 experiment at Harvard's physics department puts numbers to this scene. Students who used
an AI tutor learned more than twice as much as students in a traditional active-learning classroom,
and they did it in less time. In a global survey that same year, student AI usage jumped from 66% to
92%. By early 2026, an estimated 86% of higher-education students were using AI as their primary
research and brainstorming partner. The center of gravity in the classroom had already shifted: from
a place where information is delivered to a place where questions are designed.

Demis Hassabis of Google DeepMind believes that artificial intelligence will match every human
cognitive ability within five to ten years. His evidence is AlphaFold, which is already untangling clues
to disease treatment and energy problems by predicting protein structures. In this environment, what
students need to do during class is not memorize correct answers. It is to craft questions that steer
the machine toward its best possible answer, and then to sort the useful responses from the
nonsense. The principle Socrates demonstrated 2,500 years ago has come back wearing the clothes
of technology. The principle that questions, not answers, are the essence of thought.

The problem is that assessment systems haven't caught up with this shift. Filling in correct answers
on a standardized test sheet cannot measure the ability to solve complex problems in collaboration
with artificial intelligence. According to a UNESCO survey, only 10% of more than 450 schools and
universities worldwide have established AI usage guidelines. The exam papers are stuck in the
twentieth century, the students hold twenty-first-century tools in their hands, and the teachers are
somewhere in between, unable to find their bearings. The transition from an era of possessing
knowledge to an era of operating knowledge demands curiosity that seeks new paths, not compliance
that follows prescribed ones. By early 2026, AI-related programs in the United States alone had
grown to 193 bachelor's and 310 master's programs, and Carnegie Mellon had already created the
first AI bachelor's degree back in 2018. UCSD enrolled 150 freshmen in its new AI major and set a
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plan to scale it to 1,000 undergraduates by 2029. Universities are sensing the change. But if
education fails to answer this demand, schools become museums.

2. The Halving of the College Degree Premium and the End of the Resume Era

In April 2026, Gallup, the Walton Family Foundation, and GSV Ventures jointly released a report
called "The AI Paradox," capturing the psychological state of Generation Z in numbers. The share
who said they felt excited about AI plummeted from 36% to 22% year over year. Those who said they
felt angry rose from 22% to 31%. Those who called it hopeful fell from 27% to 18%. The most
agitated age group was people in their early twenties, those who had just graduated from college or
were about to. Gallup's senior education researcher Zack Hrynowski put it this way: "This is a
generation that paid tuition for four years and then realized AI is upending their industry."

The anger has grounds. A late-2025 study found that AI-related skills add a 23% wage premium,
while a bachelor's degree adds only 8%. Eighty-one percent of employers believe skills should be
prioritized over degrees, yet 52% still hire degree holders. It feels less risky. These contradictory
numbers pinpoint exactly where the college degree stands today. Its value as a signal remains, but
the price-to-performance ratio of that signal is falling fast.

Kim Seojun, CEO of Hashed, diagnoses that three functions universities long monopolized are being
unbundled one by one: information, relationships, and selection. All three used to come packaged
together. Information is being replaced by MIT OpenCourseWare, YouTube, and GitHub.
Relationships are being forged through open-source communities and hackathons. And for selection,
GitHub star counts and actual user numbers have, in some cases, become higher-resolution signals
than a 4.5 GPA. When Kim looks at the growth velocity of talent coming out of development-focused
high schools he interacts with, he says he's forced to seriously ask whether college is still the best
default. That's his honest admission.

Michael Spence's signaling theory deserves a re-read here. The idea that education doesn't directly
raise productivity; rather, people who are already productive use a degree to prove it. If this model is
correct, a degree is not evidence of learning but a signal of learning ability. When faster, cheaper,
harder-to-fake signals emerge, the price of the degree gets cut. IBM, Apple, and Google dropping
degree requirements for certain roles isn't a rejection of education's value. It happened because what
the degree used to measure can now be measured more directly. Peter Thiel called college a bubble
out of the same concern: can a state where price outpaces value last forever? With total U.S. student
loan debt exceeding one trillion dollars, that question is not rhetoric. It is accounting.

A Goldman Sachs report projecting the automation of 300 million jobs over the next decade makes
the problem sharper. Repetitive, structured tasks once handled by entry-level employees are rapidly
migrating into the domain of machine intelligence, severing the apprenticeship path where senior
workers taught junior ones and built their skills over time. The ability to produce immediate results
using AI tools, rather than an impressive academic record on a resume, is becoming the decisive
hiring criterion. The resume must evolve from a document listing past achievements into a portfolio
proving the ability to solve complex future problems alongside machines. The deeper problem with
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universities lies in the structure of time itself: confining talent at its fastest growth stage inside a
curriculum, midterms, and finals rhythm designed decades ago. In Kim Seojun's words, "The moment
you park a high-speed bus at a stop called 'diploma,' it can take four years to merge back onto the
main road."

3. The Changing Reason Cram Schools Exist: From Improving Grades to Managing Anxiety

Ten p.m. The lights of Daechi-dong's cram school district still blaze. A peculiar anxiety lingers on the
faces of parents moving between buildings, but the nature of that anxiety has changed. Five years
ago, the worry would have been "Can my child get a top grade in math?" Now it is "Will this job still
exist by the time my child graduates?" The receipts still read Korean, English, Math, but what parents
are really buying is relief from anxiety. The more opaque a child's future becomes, the closer a cram
school enrollment resembles not a rational investment but a psychological insurance policy.

In Kim Seojun's "30 Cracks" memo, this phenomenon is summarized in a blunt sentence: "Agent
tutors analyze each student's weak points in real time. But what cram schools really sell is childcare
and parental anxiety management, so an industry that sells reassurance more than grades is hard for
agents to displace." Four AI models independently assessed the probability of this happening within
three years at 45%. Technically, the core function of cram schools can be replaced, but the real
product they sell, psychological insurance, is something machines cannot provide.

A 2026 Gallup survey measures the temperature of this anxiety. Seventy-four percent of Gen Z K-12
students said "AI could make learning harder," and 83% of Gen Z adults already in the workforce
expressed the same concern. The share who believed AI could speed up learning dropped from 53%
to 46% year over year. Parental anxiety is the shadow of these numbers. Watching their children's
generation wrestle with uncertainty, enrollment is the only action within reach.

In the 1830s, Benjamin Day's newspaper The Sun in New York created the prototype of the attention
economy, stoking public anxiety and curiosity to generate advertising revenue. The cram school
district is something close to that structure translated into the language of education. It commodifies
the hope that there is something only humans can do in an age when machine intelligence handles
everything else, and every time that hope wavers, it launches a new curriculum. When coding
became trendy, coding classes opened. When prompt engineering became a buzzword, prompt
classes appeared. The content changes, but the structure stays the same: detect parental anxiety,
give it a label, and convert the labeled anxiety into tuition fees.

When the purpose of education degrades from the growth of a human being into becoming a
component for survival in a platform-driven competitive society, cram schools stop functioning as
workshops for academic improvement and start functioning as massive anxiety management centers.
The reason this structure is dangerous is clear. Anxiety does not resolve. As machine intelligence
advances, the total volume of anxiety grows, and total cram school spending grows with it.
Regardless of how much a child's ability has improved, whether the parent's anxiety has decreased
becomes the criterion for re-enrollment. Like Skinner's pigeons pressing a lever in response to
intermittent rewards, parents flood into the cram school district in response to the stimulus of anxiety.
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Cram school revenue is proportional not to educational outcomes but to the total volume of anxiety.
And as artificial intelligence advances, the source of that anxiety never runs dry.

4. The Importance of Filtering Errors in AI Output

A paper presented at the ICLR 2026 conference, "The Reasoning Trap," exposed an uncomfortable
fact: the more you strengthen a model's reasoning ability, the more its tool hallucination rate rises in
tandem. The smarter you make it, the more convincingly it gets things wrong. With 96% of companies
already deploying AI agents in real work, this fact is close to an alarm.

The numbers are specific. In a 2026 benchmark covering 37 models, hallucination rates ranged from
15% to 52%. In medical case summaries, a 64.1% hallucination rate was observed without mitigation
prompts, and even with mitigation techniques applied, it only came down to 43%. The legal field is
worse. According to research from Stanford's Regulatory Studies Center, large language models
hallucinate on specific legal questions 69% to 88% of the time. That means in three out of four cases,
the model fabricates nonexistent precedents or distorts statutory provisions.

The daily routine of Sarah Lowden, a lawyer at a major London firm, is the real-world version of these
numbers. She marvels at the speed with which AI can analyze three years of WhatsApp conversation
logs and vast volumes of meeting minutes in just minutes, yet she never blindly trusts the machine's
answers. In legal services, a small error from the machine can directly lead to the disclosure of client
confidences or the compromise of legal privilege. A significant portion of her working hours goes to
verifying whether machine-generated documents meet legal standards and comply with data
protection regulations. The center of gravity has moved from an era of production to an era of editing
and verification.

Kim Seojun's prompting benchmark essay imagines this ability in the form of an exam. The hardest
section gives test-takers AI output with deliberately planted flaws and asks them to catch the errors.
"Plausible but subtly wrong analysis, logical but built on false premises. Swallowing the confident
wrong answers AI produces is the most dangerous trap of this era, and the ability to filter them out is
the true core of prompting competence." At the 2026 CHI conference, a hallucination awareness
training experiment was presented involving 48 children aged ten to fourteen. The children were
asked to build their own AI chatbots while being given hallucination detection scaffolds, and pre-post
testing showed significant gains in AI knowledge, hallucination awareness, and confidence in building
trustworthy chatbots. The children independently developed multi-layered strategies: searching for
inconsistencies and cross-checking against external sources.

More than solving complex equations, the ability to verify the validity of a machine's answers. That
will become the new intellectual authority in an era of coexistence with artificial intelligence. Because
the only entity that bears responsibility for machine output is a human being. The machine is an
excellent assistant, but it cannot be the one making decisions. The ability to hold that boundary
becomes the new qualification for a professional. Even the best-performing model, with a
hallucination rate of 17%, gets it wrong one time in six. In the face of that reality, acceptance without
verification is professional suicide.
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5. The New Educational Inequality That Prompting Skill Measurement Will Create

Same ChatGPT, same model, same price, yet one person gets a one-line summary while another
extracts an analysis at the level of an academic paper. What creates this gap is prompting skill. Kim
Seojun is convinced it will become the most important productivity metric of the twenty-first century.
And there is an uncomfortable shadow attached to it.

Prompting skill is deeply linked to critical thinking, the ability to structure problems, and
metacognition. These are heavily influenced by educational environment and cultural capital. To ask
good questions, you need to have been exposed to good questions. The person who types "write me
a marketing strategy" gets a blog-post-level overview. The person who structures a request from
target customer psychological profiles to competitive positioning maps to channel-by-channel ROI
hypotheses gets an executable strategy document. This gap widens as models grow stronger. The
higher the ceiling of the tool rises, the more the difference in the hands operating it is amplified
exponentially.

According to a report to the UN General Assembly, 118 countries have fallen completely behind in the
artificial intelligence race, and a third of the global population still lacks basic internet access.
Students in wealthy nations hone their prompting skills with advanced models and unlimited
computing resources, while students in developing countries worry about electricity supply and
internet speed. In a world where AI skill commands a 23% wage premium, prompting competence
risks becoming not a ladder for social mobility but another wall of discrimination.

The situation in South Korea is no different. In a 2026 Gallup survey, 48% of Gen Z workers said the
risks of using AI at work outweigh the benefits, an 11-percentage-point jump from 37% the previous
year. Fewer than three in ten said they trusted AI-assisted work, and virtually none said they trusted
work performed by AI alone. The irony is striking: the more distrust of the technology grows, the
higher the premium climbs for the few who wield it well. The market puts a higher price tag on those
who are skilled with a tool that the majority avoids.

CEO Kim Seojun draws an analogy to the Scouter from Dragon Ball. "Power level 5, trash." Crude but
powerful as a number, it was a device that compressed every dimension of complex combat ability
into a single figure, enabling instant judgment. What we'll soon need, he argues, isn't a college
entrance exam score or a diploma, but a number that predicts the quality of output a person can
produce when collaborating with AI. That test would naturally be open-book, with AI use as a given.
Measuring ability without AI is as anachronistic as testing math skills without a calculator.

But the real question may not be about the score itself. A benchmark is ultimately a mirror of what
society considers important. Because the CSAT existed, Korea valued memorization and
problem-solving speed, and the private tutoring market grew into a massive industry calibrated to that
metric. Once a prompting benchmark emerges, the criteria for education, hiring, and promotion will
reorganize around it. Measurement creates reality. So will the world this new metric shapes actually
be fairer than the one we have now? In a structure where gaps widen not linearly but exponentially,
it's hard to be optimistic about that question.
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1. The Democratization of Execution Breeds an Aristocracy of Taste

At a commercial litigation firm in the City of London, solicitor Sarah Rawden received a fruit box from
a client. Inside were three years of meeting minutes, WhatsApp chat logs, and internal emails,
packed tight. In the old days, four or five junior lawyers would have pulled two all-nighters sorting
through the documents, reconstructing a timeline of who first became aware of the accounting
irregularities and when. Rawden fed the entire trove into a large language model. Five minutes later,
the machine pinpointed that a specific board member had first mentioned financial anomalies in a
WhatsApp message sent at 3:00 p.m. on September 14, 2021.

What this scene reveals is not the efficiency of technology. It is the fact that a world where the cost of
execution converges on zero has already arrived. Seojun Kim, CEO of Hashed, compressed this
phenomenon into a single sentence: "The democratization of execution breeds an aristocracy of
taste." Four AI models (Claude Opus 4.6, Grok 4.20, Gemini 3.1 Pro, and GPT-5.4) independently
assessed the probability of this prediction materializing within three years at 85%. The fact that all
four models produced nearly identical numbers itself speaks to the certainty of this shift.

Now that anyone can write text, generate images, and produce code, the act of making things is
losing its value. The center of gravity is moving: from how you make something to judging what is
good. Among the thousands of drafts an AI produces, the power to decide which one aligns with the
client's intent and carries an aesthetic that cuts across eras, that power still resides outside the
machine. In Seojun Kim's words, "As execution ability levels out, the capacity to define problems and
exercise aesthetic judgment determines the income gap."

The question is where that judgment comes from. In the past, juniors read thousands of documents
firsthand, logged hundreds of hours of hands-on work, and absorbed context through their pores.
That process was an apprenticeship with no shortcuts, a structure where the intuition of "this won't
work, that will" only settled into your bones after a decade, once you had become a senior. As AI
absorbs junior-level work, this ladder is being cut away. How does a generation that skipped the
foundational execution stage grow into experts with refined judgment? What happened at the law firm
is playing out simultaneously in design studios, consulting firms, and broadcast editing rooms. In
Seojun Kim's list of 30 fractures, the item predicting corporate legal teams shrinking by half recorded
a 60% probability of materializing within three years. The key point was this sentence: "The ladder
from junior to senior has become a cliff."

The collapse of the billable-hour economy recorded an 80% probability of materializing within three
years. Consulting, law, accounting, and the entire B2B knowledge industry must rewrite their rate



19

sheets. People whose careers were defined by selling time now have to prove not their hours but
their judgment. Rawden herself admits it: she can't put five minutes on an invoice just because the
document review took five minutes. How to price twenty years of accumulated legal judgment, and in
what unit, the industry has not figured out yet. One of her partners reportedly said at a recent
meeting: "What we were really selling was the number of sleepless nights, but now the machine
doesn't sleep."

The inequality of the future will not arise from who owns the tools. It will split along the lines of
discernment and contextual understanding: the ability to pick out real value from the endless options
the tools generate. Technology has given everyone the wings of execution, yet the intellectual
judgment that decides where to fly is retreating behind ever-higher walls. In Seojun Kim's list of 30
fractures, the luxurification of human labor recorded a 75% probability of materializing within three
years. "Handcrafted furniture, human chefs, in-person consultations become premium services.
Inefficiency is the last competitive edge of human labor." This diagnosis lands uncomfortably because
it implies that the only market segment left for the majority who lack refined judgment is one where
the sole basis for a premium is being slower than a machine.

2. The Exponential Widening of the Prompting Skills Gap

Two people sit in front of the same ChatGPT. One asks, "What should I eat today?" The other is
using the same tool to redesign an industry's landscape. The day we can express this gap in
numbers, the world will face a rather uncomfortable truth.

Prompting is not the act of typing commands. It is a sophisticated intellectual activity: grasping the
essence of a problem, restructuring it into a logical framework the machine can process, catching
errors in the machine's output, and refining it through repeated iteration. Demis Hassabis of Google
DeepMind envisions future students wielding AI tools as fluently as a native language, multiplying
their productivity tenfold or more. The crux of the problem is that those gains flow only to those who
possess prompting skills.

You have to look at the structure of the gap. Prompting ability is tightly linked to critical thinking,
problem structuring, and metacognition. These abilities are heavily shaped by educational
environment and cultural capital. To ask a good question, you need to have been exposed to good
questions. This is where existing educational inequality gets amplified, because the gap widens not
linearly but exponentially. Just as the skill gap between human chess players did not vanish after
computers beat humans, the gap between the people who wield AI will not disappear no matter how
powerful AI becomes. The axis of the gap simply shifts: from knowledge to questioning, from
information to structuring.

Imagine a prompting exam. The hardest section would probably look something like this: test-takers
receive AI output with deliberately planted flaws. Analysis that sounds plausible but is subtly wrong.
Reasoning that is logically structured but rests on a false premise. Swallowing confidently delivered
wrong answers from AI is the defining trap of this era, and the ability to filter them out is the true core
of prompting competency. The final question would come from outside the test-taker's area of
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expertise. Genetic engineering for lawyers. Architectural design for doctors. What is being measured
is not prior knowledge but the ability to collaborate with AI in an unfamiliar domain and produce
expert-level results.

Low-income countries and marginalized communities cannot afford expensive AI subscription
services, and they are not even getting the chance to learn how to use AI in meaningful ways.
According to the World Inequality Report 2026, average wealth in North America and Oceania stands
at 338% of the global average, while sub-Saharan Africa sits at just 20%. Even on top of the same
tools, this gap replicates itself. While AI grows smarter by learning from human data, the vast majority
who supplied that data risk being reduced from beneficiaries of the technology to mere consumers.

The most paradoxical part is this: as AI models grow stronger, the zone where "a sloppy question still
gets a decent answer" expands, and the point where skill differences show up migrates to
increasingly complex and subtle territory. The prompting skills gap translates directly into information
asymmetry. One side commands AI as an intelligent assistant and accumulates wealth; the other side
is placed under the control of algorithms AI designed. As of Q3 2025, the net worth of the top 1% in
the United States was approximately $55 trillion, rivaling the total assets held by the entire bottom
90%. That is Federal Reserve data.

A benchmark is, in the end, a mirror of what a society values. Because the CSAT existed, South
Korea prized memorization and problem-solving speed, and the private tutoring market grew into a
massive industry calibrated to that metric. Once a prompting benchmark emerges, the criteria for
education, hiring, and promotion will reorganize around it. Measurement creates reality. The kind of
scouter we build determines the kind of combat power people will train. But the real question may not
be about scores at all. Will the world this new metric creates actually be fairer than the one we have
now? As technological sovereignty concentrates in a handful of nations and corporations, AI models
stripped of local values and context are spreading across the globe, fanning this gap further. The era
when holding the same tool counted as proof of equality is over. Everything depends on the direction
of the hand holding the tool.

3. The Brazen Stratification of Financial Services

In the 1980s, Jonathan Robbin developed the PRIZM system, which classified the American
population into dozens of groups by lifestyle and opened the era of precision marketing. It analyzed
where people lived and what they consumed, then ranked them by market value. Forty years later, AI
is pushing this model into an entirely different dimension.

According to a 2025 survey by the Institute of International Finance (IIF), 85% of financial services
institutions already use AI in some form. These machines evaluate customer creditworthiness down
to decimal places using real-time data and predictive algorithms. The traditional FICO score operated
with relative clarity across five factors: payment history, debt load, length of credit history, new credit,
and credit mix. Both the users and the scored understood which factors mattered.
Machine-learning-based credit models, though, operate on an entirely different scale. Social media
activity, location data, and online shopping patterns are just the start; smartphone usage habits, the
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speed at which someone fills out an online form, and even the time of day a credit application is
submitted, hundreds to thousands of data points converge into a single score. Variables that appear
to have nothing to do with one's ability to repay a loan end up deciding fates.

This system learns from past discrimination. In 2022, Wells Fargo came under investigation after its
algorithm was found to assign higher risk scores to Black and Latino applicants than to white
applicants with comparable financial profiles. Machine-learning models extract patterns from
historical data, and because that data itself carries accumulated biases along lines of race, gender,
and age, the reproduction of bias is a structural outcome. An academic review published in
November 2025 confirmed flaws in a majority of financial algorithms, identifying the core problem as
this: "The most widely used algorithms still cannot explain how they arrived at certain decisions."
People are left in the dark, compelled to trust a technology that may be wrecking their lives. The EU's
AI Act, which took effect in 2025, classified credit scoring and lending as "high-risk" domains and
mandated transparency and human oversight, but the level of access consumers actually have to the
inner workings of these algorithms remains limited.

Stratification accelerates from both ends simultaneously. Wealthy clients receive AI-curated optimal
investment opportunities and sophisticated asset management assistants. On the other end,
high-interest loan products designed to exploit the psychological vulnerabilities of at-risk populations
are precision-targeted. Facebook already possesses technology that detects the moment a user feels
stressed or defeated and serves tailored ads at that instant. If this emotional monitoring is integrated
into financial services, it creates an environment where the product with the worst terms appears first,
precisely when someone needs money most. In Seojun Kim's list of 30 fractures, financial
stratification recorded a 50% probability of materializing within three years. The number looks low, but
the reason behind it is telling: the technology is already capable, but regulation cannot keep pace, so
full realization takes time.

U.S. wealth distribution data reported by Axios in January 2026 puts numbers to this structure. In Q2
2025, when the AI boom kicked into high gear, the assets of the top 10% of households grew by $5
trillion in a single quarter, while the bottom 50% saw an increase of just $150 billion. A 33-to-1 ratio.
According to CBS News, wealth inequality in the United States hit its widest gap in 30 years, with the
top 1%'s share of net worth reaching a record 32%. As economist Richard Wilkinson warned, the
more unequal a society, the lower its trust and the higher its status anxiety. AI, in effect, is a machine
that converts that anxiety into data and that data into profit.

The stratification of financial services is not invisible discrimination. Behind the curtain of algorithms, it
blocks pathways of wealth mobility under the banner of efficiency. Those with more data claim better
terms; those with insufficient data, or data that skews negative, get pushed out of the system. This is
why the term digital redlining has emerged in academia. The grammar is the same as when the U.S.
government drew red lines around certain neighborhoods in the 1930s to block loans to racial
minorities. The only difference is that instead of red ink, millions of lines of training data are drawing
those lines now.

4. The Solo-Business Explosion and the Acceleration of Jobless Growth
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Remember the name Matthew Gallagher. In September 2024, he combined ChatGPT, Claude,
Midjourney, Runway, and ElevenLabs to build the telehealth platform Medvi, entirely by himself.
Three hundred customers in the first month. A thousand more two months later. First-year revenue in
2025: $401 million. 250,000 customers. Net margin of 16.2%. Projected 2026 revenue: $1.8 billion.
For comparison, Hims & Hers, with 2,442 employees, posted $2.4 billion in revenue at a 5.5% net
margin. Gallagher hired exactly one person: his brother Elliot. Calculate revenue per employee and
the comparison falls apart.

Sam Altman revealed that in 2023 he placed a bet with fellow tech CEOs on what year the first solo
billion-dollar company would appear. Dario Amodei of Anthropic, at the "Code with Claude"
conference in May 2025, pointed to 2026 and assigned a 70 to 80% probability. He named
proprietary trading and developer tools as the most likely domains. Israeli developer Maor Shlomo
built the no-code platform Base44 by himself, acquired 250,000 users in six months, and sold it to
Wix for $80 million. That was December 2025. The company was already profitable at the time of the
acquisition.

The numbers tell the story. According to U.S. Census data, there are 29.8 million nonemployer
businesses contributing $1.7 trillion to the American economy. The share of solo founders rose from
23.7% in 2019 to 36.3% by mid-2025. As of 2026, 38% of businesses generating seven-figure
revenue (over $1 million annually) are solopreneurs. Pieter Levels of the Netherlands earns over $3
million a year with zero employees, proving this model is no anomaly. The tech stack for a solo
business costs between $3,000 and $12,000 per year. The same capabilities through a traditional
setup run $80,000 to $120,000 per month. That is a 95 to 98% cost reduction and operating margins
of 60 to 80%, a different universe from the 10 to 20% typical of traditional startups.

Behind the glamour of these solo enterprises lies a dark shadow. Companies have a powerful
incentive to replace human cognitive labor with machines. Goldman Sachs predicted that 300 million
jobs worldwide would fall within automation's reach, and its own data showed that from early 2025,
the unemployment rate among tech workers aged 20 to 30 ran nearly 3 percentage points higher than
other age groups. As the foundational tasks once performed by junior white-collar workers migrate to
AI, the positions that served as the middle rung of society are emptying out fast. In January 2025,
U.S. professional services job postings hit their lowest level since 2013, a 20% decline from the
previous year.

Seojun Kim identified this dilemma precisely: "Block AI progress and you lose competitiveness.
Ignore the jobs AI destroys and you get a massive shockwave through society. You have to balance
both sides." In his 30-fractures memo, the explosion of solo SaaS companies recorded a 70%
probability within three years; the extinction of middle management recorded 65%. His line, "The
ability to survive without a team, rather than the ability to build one, becomes the core competency of
entrepreneurship," has already become reality. Gartner, too, projected that by 2026, 20% of
organizations would flatten their structures with AI and eliminate more than half of their middle
management positions.
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The phenomenon of workers receiving a shrinking share even as productivity rises threatens the
foundations of capitalism. According to Bank of America data, wage growth for high-income
households in December 2025 was 3%, while middle-income households saw only 1.5% and
low-income households just 1.1%. An Oxfam report from January 2026 revealed that global billionaire
wealth grew by $2.5 trillion over the course of 2025. That figure rivals the total assets held by the
bottom half of humanity, 4.1 billion people. A structure is hardening in which only asset owners and
the small number of people capable of operating advanced AI monopolize the fruits of growth. With
the pathway blocked where individuals once acquired skills through labor and grew into experienced
professionals, people face the risk of being reduced to replaceable parts in the system.

5. The Crisis of Capitalism's Objective Function: The Need to Shift from Money to Social Value

Milton Friedman argued that the sole social responsibility of a business is to increase its profits. For
more than half a century, this statement functioned as an axiom of the business world. Now it is
caught in a serious self-contradiction. Even if AI makes everything cheaper and faster, the system
itself grinds to a halt if there are no humans left with the income to buy what it produces. Consider
Geoffrey Hinton's warning: "If AI replaces human intellectual labor, I question what kind of new jobs
will actually be created. AI is a very different kind of revolution from past technological
transformations."

Kim Seo-jun, CEO of Hashed, offers a concrete blueprint for this problem. He defines existing
capitalism as "a structure that stakes everything on the cycle of turning money into more money,"
while pointing out that the actual output of economic activity is not money alone. Jobs, environmental
impact, taxes, and social value. The problem is that we have never managed to build a total metric
capturing all of these. The old model worked like this: companies make money, pay taxes, and the
government uses those taxes to solve social problems. But as social problems grow harder and more
expensive to address, there is no way to measure efficiency, so budgets expand while outcomes
remain unclear.

His proposal flips this sequence. It means building a system that marketizes the very act of creating
Social Value, measuring it, quantifying it, and rewarding it. "If you made a lot of money, pay taxes. If
you created a lot of social value, take your share accordingly." Kim Seo-jun, who has spent eleven
years researching this measurement methodology, has developed evaluation methods and runs a
research institute. The logic goes like this: if you apply market principles to "good work" such as NGO
activities, corporate social contributions, employing people with disabilities, and environmental
protection, and if the system returns tax benefits proportional to that work, then new jobs can emerge
on the other side to match those AI eliminates.

Korea's reality today is different. People praise good deeds but oppose making them into careers.
The returns don't come. Parents are reluctant to see their children leap into work that creates social
value. If you can't measure it, you can't allocate resources to it, and you can't institutionalize it. It ends
with praise. In this world, what you can't measure you can't manage, and what you can't manage you
can't build. Kim Seo-jun's core argument is that inserting capitalist theory into the social side can
create a new economy.
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A 2025 PwC study shows an intriguing possibility. In an optimal scenario where AI is broadly adopted,
productivity gains translate into wage increases, and policy interventions run in parallel, the U.S. Gini
coefficient could improve by 0.8 percentage points by 2035. That 0.8% may seem small, but consider
that during the period from 1980 to the present, when inequality climbed steeply, the total Gini
coefficient shift was roughly 0.8%. This means forty years of widening inequality could be reversed in
ten. The key is the qualifier "under specific conditions." If nothing is done, AI becomes an inequality
accelerator.

Demis Hassabis is optimistic that AI will usher in an era of "radical abundance," curing diseases and
providing limitless energy. A world where the cost of water and energy converges toward zero. Yet
even if abundance is realized, the problem of distribution remains intact. Over the course of 2024,
204 new billionaires were minted worldwide. That is nearly four every week. According to the Oxfam
report, collective billionaire wealth grew by $2.5 trillion in 2025 alone, a figure roughly equal to the
total assets of the bottom half of humanity, 4.1 billion people.

Follow Kim Seo-jun's logic to its end, and a structure for solving this dilemma comes into view.
Citizens themselves carry out the social problem-solving that government once handled alone, while
government takes on the role of referee. If this system works, a Social Value Economy rises. At small
scale, AI only causes chaos; block AI's progress and you lose competitiveness. "The AI shock is
different from other shocks. Wars and geopolitics shift to a new phase after a year, but the AI shock
will torment us for a full decade." Shifting capitalism's objective function from profit to social value is
not a moral choice but a survival condition for the system. Instead of a dystopia where the few
monopolize the potential abundance AI brings, we need to design a new operating system for
measuring and distributing that abundance. There is not much time.
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Chapter 4. Unequal Access to AI Technology
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1. Personal Agent Subscriptions as a New Fixed Expense, and Digital Exclusion

April 2026, a goshiwon in Gwanak-gu, Seoul. K, a twenty-six-year-old job seeker, freezes at the same
line item every time he updates his monthly budget. ChatGPT Plus, 20 dollars a month. Claude Pro,
20 dollars a month. Copilot, 30 dollars a month. Combined, the three top 100,000 won per month. For
someone paying 350,000 won in rent and 400,000 won for food, AI subscriptions are his
fourth-largest fixed expense. He can't cancel them. The free versions can't properly handle resume
editing, coding test prep, or interview simulations.

When Benjamin Day decided to sell a newspaper for one penny in 1830s New York, he invented a
business model that resold readers' attention to advertisers. The penny press revolution lowered the
barrier to information. 190 years later, artificial intelligence is walking the opposite path. Users once
served as the 'product,' enjoying free services in exchange for watching ads. Now users have
become a permanent source of expenditure, paying a fixed monthly subscription to access
high-performance intelligence.

Kim Seojun, CEO of Hashed, predicted this shift with 80% probability in his memo "30 Fractures."
"Most urban workers will operate between two and five agents in daily life. Subscription fees become
a new fixed expense. As smartphones did before, not using them ceases to be a choice and becomes
falling behind." The weight of that sentence is confirmed by numbers. In low-income countries, 97%
of users remain on free tiers, and only 3% can afford paid subscriptions. Free versions come with
performance caps and response delays, and in competitive environments requiring real-time
decisions, this gap is fatal.

A January 2026 analysis from the Stanford Social Innovation Review (SSIR) identified this structure
precisely. The current era of cheap or free AI is not sustainable. From 2025 into early 2026, free tools
remain widely available, but advanced features are already migrating to paid tiers. The foundational
economics of AI, energy, hardware, privacy, and market dominance, have begun asserting
themselves. The problem is that this cost transfer arrives first at the most vulnerable populations.

Milton Friedman's shareholder-value-first logic is used to justify this inequality. Corporations focus on
selling more efficient intelligence for profit; they have no interest in solving social exclusion. As
subscription fees act as a filter, economic poverty feeds into cognitive poverty. A world where health
management, access to public services, and educational opportunity all become difficult without a
high-performance agent. Yuval Harari's warning of an "economically irrelevant class" is becoming
reality behind the subscription paywall.



26

In the era of "shrink-wrapped software" that Microsoft's Philip Rother once referenced, a single
purchase granted ownership. The shift to cloud-based subscription models transformed intelligence
from something you own into something you access. Access rights must be renewed every month.
The moment you stop renewing, the tools you used yesterday vanish. This is different from borrowing
a book. Intellectual productivity itself is tethered to a monthly charge. Within this structure, a person
who cancels a subscription doesn't just lose productivity; they exit the competition altogether.

As of 2026, total global spending on artificial intelligence has surpassed 301 billion dollars. 38% of
that money is concentrated in the United States, 26% in China. The remaining countries split the
crumbs. Charging for intelligence blocks educational achievement at its source and locks in poverty
across generations. The democratization of knowledge that the early internet promised has been
inverted into the monetization of knowledge. The abundance AI promised arrives only for those
whose subscription payments go through. K sits in front of his budget again today, weighing whether
to cut food expenses or cancel a subscription. The problem is that this choice is not really a choice.

2. The Generational Digital Literacy Gap

A 2025 survey by the London School of Economics (LSE) paints one picture. 83% of Gen Z workers
were using AI at work. Millennials came in at 73%, Gen X at 60%, baby boomers at 52%. The texture
between the numbers matters more than the numbers themselves. Half of Gen Z respondents said
they ask ChatGPT before asking their boss. A generation that reaches for a machine before a
superior and a generation that trusts experience before machines sit in the same office.

This gap is not about frequency of use. It is about literacy. According to Microsoft Viva research, 70%
of organizations struggle to teach their employees the AI competencies they need, and 62% of
leaders recognize a clear AI literacy gap. The problem is that this gap is asymmetric across
generations. LinkedIn's labor market report found that job postings requiring AI literacy grew 70%
over the past year. AI competency is becoming a baseline qualification, much like computer or
internet skills before it.

The legal profession illustrates this well. Junior lawyers once spent years reviewing documents and
building chronologies, grueling foundational work that built expertise over time. Now AI finishes those
tasks in minutes. Younger generations adapt quickly to the new rhythm of entering prompts and
verifying outputs. Meanwhile, senior professionals who accumulated expertise through
apprenticeship-style training face an identity crisis as their know-how gets converted into training
data. The intuition seniors built over 30 years remains valuable, but without a grammar for combining
it with AI systems to produce output, the market won't properly recognize that value.

PwC's 2025 Global AI Jobs Barometer produced a striking number. The wage premium for workers
with AI skills jumped from 25% in 2024 to 56% in 2025, more than doubling in a single year. This
premium means the income gap between those who use AI well and those who don't isn't just
widening; it's expanding exponentially. Translated into annual salary, the difference runs between
18,000 and 30,000 dollars.
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A joint survey published by EY and AARP in April 2026 reveals another dimension. Surveying 2,515
people aged 60 to 85 across 16 countries, they found that the very assumption by corporations and
academia that baby boomers have no interest in AI adoption was itself the problem. In reality, most
had interest but lacked access pathways. The uneven distribution of educational resources was
neutralizing their interest. A Randstad survey finding that only 13% of workers have received
AI-related training supports this point.

UNDP's 2025 report, "The Next Great Divergence," directly addressed the generational rift.
Employment rates for workers aged 22 to 25 in highly exposed occupations dropped roughly 5% in
recent years. A paradoxical structure emerged: AI was reducing entry-level opportunities for the
young while older workers reaped productivity gains. The younger generation handles the tools
skillfully but finds the positions where they could build experience disappearing. The older generation
is rich in experience but unfamiliar with the grammar of using these tools. Both generations are
marginalized, each in their own way.

The intergenerational knowledge transfer model is breaking down. In the past, seniors taught juniors
the practical work, and juniors showed seniors new technologies. A cycle operated. AI took away the
junior's work, and the cycle broke. The risk is that humanity's professional knowledge systems, built
over thousands of years, fragment. According to the WEF, 77% of employers plan to reskill their
workers for AI between 2025 and 2030. Plans exist. Execution is the problem. In the Randstad
survey, 55% of workers said they want more AI training to protect their careers, but only 13% had
actually received any. That 42-percentage-point gap between desire and reality is the essence of the
generational digital literacy problem.

3. The AI Infrastructure Gap Between Nations and the Return of Digital Colonial Structures

2025, Brussels, Belgium. Microsoft's Digital Sovereignty Summit. One fact was repeated throughout
the event: data sovereignty is now a national survival strategy. A handful of large corporations in the
United States and China account for over 40% of global AI research and development investment. Of
the 301 billion dollars in worldwide AI investment in 2026, the United States takes 38% and China
takes 26%. More than 200 countries divide the remaining 36%.

The World Economic Forum's "Digital Economy Trends 2026" report offers a sharp diagnosis. As the
benefits of AI concentrate in a small number of large technology companies and countries, inequality
between large and small organizations, and between advanced and emerging economies, is
amplifying in digital capability and cyber resilience. The concentrated nature of AI capacity, data,
computing power, and specialized talent, is widening global inequality and creating systemic risk as
under-resourced organizations become vulnerabilities in interconnected systems.

Some read this structure through the grammar of colonialism. Where past empires extracted territory
and resources, today's digital empires harvest data and attention. Platforms like Google and Meta
extract vast data from users worldwide and refine their own models, but revenue and technological
control stay concentrated in Silicon Valley. Content moderators in Kenya are exposed to
psychological trauma filtering harmful AI content for less than two dollars an hour. In May 2023,
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roughly 150 current and former moderators in Nairobi formed the African Content Moderators Union
(ACMU), demonstrating how systematic the exploitation had become. In Chile, data center cooling
water depletes water resources. Behind technology's gleaming surface hides an old pattern of
resource extraction.

As of 2026, 2.2 billion people still cannot access the internet, and billions more remain in a state of
'incomplete connectivity,' lacking stable broadband, digital devices, and the capacity to participate in
the data economy. The ITU's ICT Development Index, 2025 edition, confirms that while low-income
countries are advancing rapidly, gaps in broadband speed, availability, and usage rates relative to
high-income countries remain large. Nations that monopolize AI infrastructure set standards and lead
regulatory frameworks. Countries lacking technological capability must accept foreign AI systems
stripped of their own values and cultural context. A situation where one country's public
administration, national defense, and social systems depend on a foreign corporation's algorithms
threatens the very substance of national sovereignty.

The relationship between national scale and AI competitiveness that CEO Kim Seojun raised in "30
Fractures" must be read in this context. South Korea's 1.8 trillion dollar GDP makes it difficult to
compete with the United States or China on infrastructure. His mention of Korea-Japan economic
integration came from an urgent recognition that without economies of scale, a country becomes a
rule taker rather than a rule maker in the AI era. NVIDIA's quarterly revenue surpassing 40 billion
dollars while it dominates the data center market shows how extreme the concentration of
infrastructure power has become.

Several movements toward 'regional AI sovereignty' have emerged, but building hyperscale cloud
infrastructure independently requires enormous capital and energy. With the Big Five tech
companies' capital expenditures surpassing 400 billion dollars in 2025 and projected to grow another
75% in 2026, it is nearly impossible for small and mid-sized nations to enter this race. Open-source
models are sometimes offered as an alternative, but without the infrastructure and specialized talent
to actually run them, it is a car with code but no engine. Nations that fail to achieve technological
self-reliance are left defenseless against system failures, policy changes, and geopolitical conflicts.
The AI infrastructure gap translates directly into gaps in military and economic power, reshaping the
global power map. The fact that four Big Tech companies' combined AI investment of 320 billion
dollars exceeds most nations' GDP also means that corporations we never elected are designing our
future. The "Next Great Divergence" that UNDP warned about isn't happening because of AI. It's
happening because we failed to act.

4. The Gap in AI Adoption Speed Between Small Businesses and Large Corporations

One number says it all. According to OECD figures as of 2025, the AI adoption rate among large
enterprises with 250 or more employees is 40%. Mid-sized companies with 50 to 249 employees
stand at 20.4%. Small businesses with 10 to 49 employees come in at just 11.9%. Eurostat's 2025
data is more dramatic: large enterprises at 55%, small businesses at 17%. A 38-percentage-point
gap. Size-based gaps exist in other digital technologies like cloud computing and the Internet of
Things, but the gap in AI is far larger. Small businesses are half as likely as large enterprises to adopt
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cloud services, but less than a third as likely to adopt AI.

Large corporations invest trillions of won to build proprietary AI models. They automate across entire
operations and redesign their cost structures. In the legal industry, large firms adopt dedicated legal
AI like Thomson Reuters' Co-Counsel to sharpen their competitive edge, while small offices still rely
on manual work. The average G7 company runs 5.7 different AI applications, and more than half
consider AI essential to core operations. This is not experimentation. It is dependence.

A February 2026 report by Jones IT identified a key point. 78% of large organizations use AI in at
least one business function, but among American small businesses, only 3% to 4% use AI as a
production technology. In self-reported surveys, 55% of small businesses said they used AI in 2025.
But this is a matter of definition. Drafting an email with ChatGPT and integrating AI into core business
processes are different stories. According to OECD research, only 29% of small businesses using
generative AI apply it to core tasks. The remaining 71% use AI only for peripheral work.

Cost is the wall. A U.S. Small Business Administration (SBA) survey found that 82% of
micro-enterprises with fewer than five employees believe AI is inapplicable to their business. This
percentage drops sharply as company size grows. The gap is one of awareness and education, not
actual inapplicability. Only 12% of small businesses invest in AI-related training, yet 29% cite lack of
training as their greatest obstacle. Awareness is spreading fast, but action lags far behind. Only 27%
of small businesses feel confident they can adopt AI effectively, compared to 82% of mid-sized firms.
Confidence itself is proportional to company size and internal technical expertise.

Deloitte's 2026 report on the state of enterprise AI placed two numbers side by side. In 2025, worker
access to AI rose by 50%, and the number of companies putting more than 40% of their AI projects
into actual production was projected to double within six months. The gap between early movers and
companies still in the pilot stage is widening.

What makes this gap dangerous is the food chain. Large corporations' advanced automation systems
demand lower unit costs and higher efficiency from small and mid-sized partners within the supply
chain. Products from small businesses that fall out of AI recommendation systems lose any chance of
reaching consumers. This is the context behind CEO Kim Seo-jun's forecast that "one-person SaaS
companies will explode" (70% probability of realization). When agents handle development, design,
customer service, and marketing, a single person can run software generating hundreds of millions of
won per month. Paradoxically, this explosion of one-person firms can erode the reason for existing
small and mid-sized companies to exist even faster.

Critics also point out that the compliance costs of the EU AI Act place a disproportionate burden on
small and mid-sized enterprises. The capacity shortage (70.89% of EU companies report a lack of
specialized talent) remains unsolved, while regulations keep growing. Small businesses may be
crushed under the weight of transition costs before they can enter the era of "radical abundance" that
AI promises. Technological imbalance is eating away at the resilience of entire industries. And this
weakened resilience eventually comes back to hurt the large corporations, too. A supply chain is only
as strong as its weakest link.
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Should AI be treated as a social public good like water or electricity, or left to market forces? This
question has already moved beyond the realm of academic debate. The UNDP has defined AI as
"general-purpose infrastructure of the 21st century," meaning it is as fundamental as electricity or
roads. If access to this infrastructure remains deeply unequal, the next Great Divergence is
unavoidable. And that divergence will happen not because of AI, but because we chose to let it
happen.
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Chapter 5. Intellectual Property and the Unraveling of the Creative
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1 "Whose Creation Is It?": The Unresolved Legal and Philosophical Questions of Copyright

On March 2, 2026, the U.S. Supreme Court put an end to an eight-year fight over a single image.
Computer scientist Stephen Thaler had requested copyright registration for "A Recent Entrance to
Paradise," a work generated by his AI system DABUS. The Copyright Office refused. The federal
district court upheld that refusal. The appeals court reached the same conclusion. The Supreme
Court declined to hear the case at all. The principle that copyright cannot exist without a human
author was confirmed once again.

Yet this ruling opened more doors than it closed. Thaler lost because he denied any human creative
contribution from start to finish. The rights of a person who uses AI as an assistive tool were never
rejected. Where exactly human involvement, from typing a prompt to selecting and editing outputs,
crosses the threshold into "creation" remains shrouded in fog.

Outside the courtroom, money was being used to draw boundary lines. In September 2025, Anthropic
reached a settlement with authors worth $1.5 billion (approximately 2 trillion won). The deal paid
roughly $3,000 per title across some 500,000 books, compensation for downloading millions of titles
from pirate book sites to train its models. Universal Music Group and Warner Music Group followed,
settling with AI music generation company Udio and signing licensing agreements. The terms
included an opt-in system allowing artists to choose whether their work could be used.

As of 2026, copyright infringement lawsuits have surpassed 70 cases. The New York Times v.
OpenAI suit has been pending for three years since it was filed. Disney and NBCUniversal's lawsuit
against Midjourney is also ongoing. Depending on how broadly courts recognize "transformative use,"
the entire business model of AI companies could be shaken. Copyright law was designed to protect
human intellectual effort, but before the reality that such effort's output is being consumed as fuel for
algorithms, the law is still searching for the right words.

2 Production Costs Approaching Zero and the Collapse of Creative Compensation

Work that used to take a skilled designer three days now gets done in three minutes with a single
prompt. A contract review that two lawyers would spend a week on, AI finishes in 20 minutes. The
marginal cost of content production is falling toward zero. Seo-jun Kim, CEO of Hashed, assigned a
90% probability of realization within three years to this phenomenon in his "30 Coming Fractures."
That figure was the average of four AI models evaluating independently, which shows just how
certain this change is.
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The problem is that when costs disappear, compensation disappears with them. Tasks that once
required skilled workers laboring for days are now handled at the cost of an electricity bill, and the
structure that allowed individual creative works to command economic value is breaking down.
Polygon, a gaming website, was acquired in 2025 by AI-based content company Valnet, and most of
its human staff were laid off. Voice actors went on strike against AI voice cloning technology.

Hidden within this situation is a paradox that gnaws at capitalism itself. Companies adopt AI to cut
costs, but the workers they fire are also consumers whose spending shrinks. Supply can be scaled to
infinity, but demand is tightly tethered to human income. In a world where production costs converge
on zero, the rewards that flow back to creators are distributed not by the quality of labor but by
algorithm market share. The economics of creation is being overturned from its foundations.

3 Content Oversupply: Production Costs at Zero, Discovery Costs at Infinity

In 1830s New York, when Benjamin Day began selling newspapers for a penny, readers thought they
were the customers. The real product was readers' attention, and it was being sold to advertisers.
Two hundred years later, the same structure operates atop smartphone notification badges. The only
thing that changed is the scale.

What Seo-jun Kim confirmed at a Hashed offsite in Jeju was the inversion of the value chain. It used
to be that making something was the hardest part, while distribution could be powered by capital.
Now it's the opposite. Making something has become the easiest part, and being discovered has
become the hardest. The more production costs fall, the more the cost of selection rises. The higher
the cost of selection, the more advantageous it is to control the evaluation structure. The 90%
realization probability he assigned to this item was the highest among all 30 fractures.

Anyone can become a creator, but paradoxically, an environment has emerged where almost no one
can be discovered. The marketing spend required to place a name at the top of search results and
recommendation lists keeps climbing without end. As of early 2026, the content marketing field has
opened a new battlefront called Generative Engine Optimization (GEO), going beyond traditional
Search Engine Optimization (SEO). Which brands get mentioned by AI search engines like ChatGPT
or Perplexity has become the new currency of discovery. The ability to generate clicks over the
intrinsic value of creative work, and algorithmic compatibility over content quality, have become the
real currency governing the ecosystem.

We already stand at the boundary where the liberation of tools flips into structural subjugation.

4 The Fundamental Restructuring of the Music, Art, and Literary Ecosystems

The warning from Stanford's Robert Sternberg is short and chilling: "Use it or lose it." As AI takes over
the tedious but essential processes like basic sentence writing, background coloring, and harmony
exercises, junior creators are losing the opportunity to make mistakes, learn, and grow. The
apprenticeship pathway, where novices received guidance from mentors and eventually became
masters, is being severed. The soil from which future masters might emerge is drying up.
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A 2024 Screen Actors Guild report revealed that digital replicas of actors are already being used on
production sets. Flawless AI developed the A.R.T. system, which creates digital doubles with actor
consent, and studios use it to adjust lip-syncing for dubbing into multiple languages. The technology
is already here. Polygon's sale to Valnet happened in game journalism, and the voice actor strike was
resistance against voice cloning technology. Artists and illustrators are watching their clients get
taken by AI.

AI creativity is recombinatorial. It remixes existing data into plausible outputs, but it has yet to
demonstrate the kind of innovation that leaps in a direction no one asked for. As Milan Erhardt
pointed out, AI lacks emotional energy and unpredictability. Humans pursue new styles because of
personal experience or rebellion against existing traditions, but AI does not reinvent itself unless
humans feed it new data.

So will the value of handcrafted art actually rise? The WEF's 2024 arts report noted that in a digital
age, handcraft serves as a reminder of the value of human intuition and craftsmanship. Just as
handmade furniture commanded a premium in the age of mass production, an era may come when
creative works bearing human touch gain scarcity value. But a scenario where those benefits accrue
only to a handful of star creators while the vast majority become cogs in the algorithmic machine is
approaching at the same time. The ecosystem is being reorganized around massive platforms and
technology capital, and within it, the space for individual creators keeps shrinking.
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Chapter 6. Structural Changes in Cities and Real Estate
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1. Surging Office Vacancy Rates and the Decline in Commercial Real Estate Values

In April 2026, news broke that the U.S. office vacancy rate had dipped slightly to 17.8 percent. Some
read it as a sign of recovery. But look closer and the story changes. Trophy-class buildings in
Midtown Manhattan posted a 3.7 percent vacancy rate while the citywide average sat at 15 percent.
Within the same city, buildings of different grades occupy entirely different worlds.

The root of this gap is not remote work. It is artificial intelligence. According to Anthropic's January
2026 economic indicators, 52 percent of AI interactions were classified as work augmentation and 45
percent as automation. Agents now handle the task allocation, progress tracking, and performance
reporting that middle managers used to do, expanding a senior manager's span of control by more
than five times. When four AI models were independently asked the probability of these changes
materializing within three years, they returned 65 percent for the disappearance of middle
management and 55 percent for a spike in office vacancies.

Fewer people means empty desks. Empty desks mean empty floors. Empty floors mean empty
buildings. Data tracked by Nick Bloom's research team at Stanford shows that roughly 27 percent of
full-time workdays in the United States are performed from home, a ratio that has barely moved for
over two years since late 2023. Eighty-three percent of CEOs said they expect a full return to office
by 2027, but badge-scan data and mobile phone tracking show employees are not meeting that
expectation. The remote work share actually rose from 17.9 percent in October 2022 to 23.7 percent
in early 2025. Office attendance has plateaued at about 30 percent below pre-pandemic levels.

In Los Angeles, more than half the office buildings sold earlier this year traded below their previous
transaction price. One building in Pasadena went for 32 percent less than its last sale. The prices are
not falling because buildings are empty. They are falling because the people who would fill them are
disappearing. This distinction matters. The expectation that workers will come back when the
economy recovers loses its force when artificial intelligence is reshaping the jobs themselves.

Newmark's 2026 report puts it this way: as hybrid work has taken hold, the floor space occupied per
office worker has shrunk by roughly 10 percent compared to early 2020, and the office has shifted
from a default workspace to a hub for collaboration and connection. The early panic over an "office
apocalypse" was overblown, but it is undeniable that the meaning of the office itself has changed.
The emptied skyscrapers are not products of a business cycle. They are the physical debris left
behind as artificial intelligence rewrites the grammar of work.

2. From Workspace to Inspiration Space: Redefining the Office
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Access-log data from Kastle Systems paints a telling picture. Top-tier Class A+ office buildings hit
near-full occupancy on peak days, yet when averaged across all grades in ten cities, office utilization
still falls short of two-thirds of pre-pandemic levels. Good buildings are packed; ordinary buildings sit
empty. Why? The answer is surprisingly simple. People are no longer going to the office to work.
They are going to meet.

In an era when agents handle task allocation, progress tracking, and performance reporting, the list of
things that must be done in an office has gotten drastically shorter. There is no reason to spend an
hour commuting to do analysis, write reports, or organize data at a desk when you can do all of that at
home with AI. What remains is what only humans can do together. Negotiations where you read the
other person's eyes. Improvised debates in front of a whiteboard. Ideas that pop up over lunch. These
things do not happen inside a Zoom window.

The office is being redefined from a place to work into a place to meet and find inspiration, but the
problem is that almost no buildings were designed for this. Most office buildings in South Korea were
constructed between the 1990s and the 2010s, all guided by a single design philosophy: fit as many
people as possible into the space as efficiently as possible. Long corridors, uniform lighting, cubicle
seating. Asking people to find inspiration in these spaces is like asking them to write poetry on a
factory assembly line.

CBRE projects that prime office vacancy rates will return to pre-pandemic levels of around 8.2
percent by 2027. But this recovery does not apply to lower-quality buildings. Many of them face
conversion to residential use or demolition. The office market is not recovering; it is polarizing.
Spaces that can inspire command a premium. Spaces that cannot are being pushed out. Just as the
streets of late-nineteenth-century Paris, with their posters, cafes, and galleries, served as an urban
interface that stimulated the senses, the twenty-first-century office must become a stage that sparks
creative collision among people. Buildings that cannot build that stage will struggle to survive, no
matter how good the location.

3. Distressed Real Estate Loans and the Spread of Risk to the Financial System

620 Eighth Avenue, Manhattan, New York. The $515 million mortgage on this 52-story building has
been extended five times since 2020. As the anchor tenant prepared to leave, the building's owner,
Brookfield, began what was described as a "structured good-faith dialogue" with the lender. That is
one building and one loan. Thousands more are in the same position.

According to Morningstar DBRS, more than half of the roughly $100 billion in securitized commercial
mortgages maturing in 2026 are expected to fail to pay off at maturity. In 2023 the payoff rate
exceeded 80 percent, and through 2024 and 2025 it held at around 75 percent. Then in 2026 it drops
below 50 percent. The CMBS office delinquency rate hit 12.34 percent in January 2026, the highest
since Trepp began tracking the metric in 2000, nearly two percentage points above the peak of the
2008 financial crisis.
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The "extend and pretend" strategy has reached its limit. Since interest rate hikes began in 2022,
lenders have been buying time by pushing back maturity dates on distressed loans, hoping that office
property values and occupancy would return to pre-pandemic levels. But as it became clear that
hybrid work has permanently reduced office demand, many lenders are abandoning this approach.
S&P Global projects that the commercial real estate maturity wall will peak at $1.26 trillion in 2027.

This crisis does not end with building owners. In the United States, 278 banks have been identified as
vulnerable due to excessive exposure to commercial real estate loans, with such loans exceeding 50
percent of total assets. When building values drop, collateral values shrink. When collateral values
shrink, loan quality deteriorates. When loan quality deteriorates, capital adequacy ratios start to
wobble. As the 2023 collapse of Silicon Valley Bank demonstrated, a crack in one institution can
spread across the entire financial system. Artificial intelligence empties offices; empty offices sour
loans; soured loans shake banks. This chain reaction is a textbook case of how the second- and
third-order effects of technological change can become a detonator inside the financial system.

4. The Reshaping of Neighborhood Commercial Ecosystems: Local Clinics, Real Estate Agencies,
and Tutoring Districts

The owner of a tutoring academy in Seoul's Daechi-dong said that enrollment inquiries dropped
noticeably starting in the fall of 2025. More parents were trying AI tutors first before coming in. In an
age when agent-based tutors analyze each student's weak points in real time and adjust learning
paths automatically, what an academy sells is no longer better grades. What it really sells is childcare
and parental anxiety management. Because the industry trades more in reassurance than in test
scores, there are parts that agents find hard to touch. Still, four AI models assessed the probability of
significant disruption within three years at 45 percent.

Local clinics face similar pressure. Seventy percent of primary care consists of pattern-based
diagnosis and prescription. Colds, indigestion, minor skin conditions. The technology is already in
place. The only thing that determines the timeline is medical licensing law. Patients are not waiting for
the technology; they are waiting for the permit. The moment regulations ease, a significant number of
neighborhood clinics will need to rewrite their reason for existing.

The restructuring of the real estate brokerage industry is already underway. Agents handle property
searches, price comparisons, and contract reviews. According to a 2025 Realtor.com survey, 82
percent of Americans use AI to obtain housing market information. The information asymmetry that
brokers once monopolized has collapsed. Every agency profession that built its revenue model on
information asymmetry now faces the same pressure, one after another. The projection that the AI
real estate market will reach $975.2 billion by 2029 does not mean the broker's role disappears; it
means the role changes at its foundation. What survives is what machines cannot provide: the
instinct to read a neighborhood's atmosphere, the eye to gauge a seller's psychology, and the
negotiating skill at the contract table.

All these changes share a common thread. Neighborhood businesses that relied on monopolizing
information, wielding physical proximity as a weapon, or depending on repetitive pattern recognition
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are being dismantled by AI. The signs on the storefronts disappear slowly, but the revenue structures
behind those signs are crumbling fast. Power in local commercial districts is shifting from building
owners to platforms, and no one has yet found a way to reverse this shift.
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Chapter 7. Energy and the Environment
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1. The Explosion in Data Center Power Consumption: A Country Ranking Fifth in Global Energy Use

The barren plains of Abilene, Texas. Even at midnight, a massive building glows bright. It is the first
data center of OpenAI's Stargate Project. This single building swallows 1.2 gigawatts of power,
enough for 750,000 homes. And this is only the beginning. OpenAI has declared it will pour $500
billion over the next four years to build a total of 10 gigawatts of AI infrastructure, a capacity rivaling
the entire electricity consumption of the Netherlands.

The numbers paint a harsh picture. According to a report published by the International Energy
Agency (IEA) in April 2026, global data center power consumption was estimated at roughly 415
terawatt-hours (TWh) as of 2024, accounting for 1.5% of worldwide electricity use. The IEA projects
this figure will more than double to 945 TWh by 2030, approaching the total annual electricity
consumption of Japan. When you isolate AI-specialized data centers, the situation grows more
urgent. The IEA reported that power consumption at AI-focused data centers surged 50% in the
single year of 2025, far outpacing the growth rate of conventional data centers.

A single Google search uses 0.3 watt-hours of electricity. Ask the same question to ChatGPT, and
2.9 watt-hours vanish. Nearly a tenfold difference. This is why Sam Altman asked users to stop
saying 'thank you' to AI. Every time hundreds of millions of people type 'thanks' each day, the AI
burns electricity generating one more response. If all 9 billion daily searches shifted to AI text queries,
the added annual power consumption alone would reach 10 TWh. But text is just the starting point.
Emerging AI capabilities like video generation, reasoning, and agent-based tasks consume hundreds,
sometimes thousands of times more energy than text generation.

The flow of money reveals the scale of this frenzy. Capital expenditure (CAPEX) by the five biggest
tech companies, Amazon, Alphabet, Meta, Microsoft, and Oracle, surpassed $400 billion in 2025. It is
projected to exceed $600 billion in 2026, more than double the 2024 figure. The bulk of this money
goes into AI chips, servers, and data center infrastructure. The IEA noted that these five companies'
capital spending has already surpassed total global investment in oil and natural gas production. A
world where more money flows into building energy-consuming infrastructure than into extracting
energy itself. That is the reality of 2026.

The Brookings Institution's analysis goes a step further. By the end of 2026, global data center power
consumption could reach 1,050 TWh. If data centers were a country, they would rank fifth in the world
for energy consumption, slotting between Japan and Russia. The words of AI journalist Karen Hao
come to mind: 'AI empires are exactly like real-world empires in their voracious consumption of
resources.' We have looked away for too long from the physical cost hidden behind the convenience



39

of the digital world.

2. The Crossover Point Between Energy Saved and Energy Consumed by AI

Kim Seo-jun, CEO of Hashed, offered this projection in his memo 'Thirty Cracks Approaching': 'Power
grid AI will shave off peak demand.' Technology that predicts weather, industrial operating rates, and
household power usage patterns in real time, adjusting electricity distribution second by second, has
already entered the demonstration phase. Data is accumulating that optimal operation of energy
storage systems (ESS) alone can cut peak demand by a significant margin. Kim estimated a 70%
probability that this will become reality within three years.

AI is indeed delivering results on the energy-saving side as well. Google applied AI to its data center
cooling systems and succeeded in reducing cooling power by 40%. At offshore wind farms in
Denmark, AI reads weather data in real time to adjust turbine blade angles, boosting generation
efficiency and stabilizing the power grid. Smart buildings, grid optimization, new materials
development: AI clearly plays a role in reducing carbon emissions. The IEA itself presented results
from an 'exploratory analysis' suggesting that AI could offset additional data center emissions by
improving efficiency in other sectors.

The problem is whether that offset is actually happening in reality. The IEA added a sobering note in
the same report: 'Sufficient momentum does not yet exist for AI adoption to realize such emissions
reductions.' Expectations that AI will save energy are real, but the pathway from expectation to actual
reduction remains uncertain.

The Jevons Paradox strikes precisely at this point. The 19th-century paradox where improved steam
engine efficiency led to increased coal consumption is repeating itself in the age of AI. The more
efficient algorithms become, the more people use them. Faster text generation leads to attempts at
video generation. Once video works, people hand entire complex tasks over to agents. At each step,
energy consumption jumps by orders of magnitude. As efficiency gains trigger explosive growth in
usage, the savings get swallowed by the increase.

Whether AI becomes a savior that solves the climate crisis or a catalyst that accelerates energy
depletion, the answer depends on the race between the speed of efficiency improvements and the
speed at which AI demand expands. The trend so far shows demand winning by a wide margin. That
is why the warning from Alex de Vries, data scientist at the Dutch Central Bank, remains valid: 'AI is
energy-intensive, so deploying it for all kinds of tasks that don't actually need it is pointless waste.'

3. Water Consumption and Carbon Emissions: The Hidden Environmental Cost of AI Training

Data centers built in the middle of the Arizona desert gulp water as greedily as they gulp power. To
cool the heat that server accelerators throw off, massive volumes of water must evaporate through
cooling towers, and this water never returns to its source. The key word is evaporation. Most of the
water used for cooling simply disappears into the air.
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Consider the scale. Looking at Texas alone, a joint study by the Houston Advanced Research Center
(HARC) and the University of Houston found that data center water consumption will reach 49 billion
gallons in 2025 and 399 billion gallons by 2030. The 2030 figure is equivalent to lowering the water
level of Lake Mead, America's largest reservoir, by roughly 5 meters in a single year. And that is just
one state.

Google used 6.1 billion gallons (approximately 23.1 billion liters) of water in 2023 alone, comparable
to the annual consumption of a small city. In The Dalles, Oregon, Google's data center accounts for
25% of the area's total water use, and its consumption tripled between 2017 and 2022. Farmers
abandon their fields, households lose tap water supply, yet the data center cooling towers never stop.

Carbon emissions are equally serious. According to a paper published in December 2025 by Alex de
Vries's research team at VU Amsterdam, the carbon footprint of AI systems in 2025 ranges from 32.6
million to as much as 79.7 million tons, comparable to the annual emissions of New York City. The
water footprint stands at 312.5 billion to 764.6 billion liters, approaching the total volume of bottled
water consumed worldwide in a year. Even these numbers are likely underestimates. The
researchers noted that data center operators do not separate AI workloads from non-AI workloads in
their environmental reporting, making accurate measurement impossible.

The gap between corporate promises and reality is widening. Microsoft's 2025 Environmental
Sustainability Report admitted that energy usage had increased 168% since 2020 and total emissions
had risen 23.4%. Google voluntarily relinquished its title as 'the first company to achieve carbon
neutrality' because carbon emissions kept rising due to AI expansion and data center buildouts. An
investigation by The Guardian estimated that official emissions figures reported by Google, Microsoft,
Meta, and Apple could be as much as 7.62 times lower than actual levels.

When you add in the chemicals and energy consumed in semiconductor manufacturing, plus the
electronic waste pouring out from decommissioned servers, the environmental cost of AI is far larger
than most people realize. Behind the abundance of knowledge that AI generates, the Earth's finite
resources are being consumed. It is time to face this fact squarely, through comprehensive metrics
that include not just the carbon footprint but the water footprint as well.

4. How the Geographic Concentration of AI Infrastructure Strains Power Grids

In Dublin, data centers consume 79% of the city's total electricity. The numbers make it look as if the
city exists so server farms can use its power, not the other way around. Across all of Ireland, data
centers claim 21% of the nation's electricity, and the IEA expects this share to surge to 32% by 2026.
In Virginia, data centers already take 26% of the state's total power.

The problem is that power grids were never designed to handle demand growing at this speed. Grids
are built on the assumption of gradual demand changes. AI data center demand, however, is not
gradual. It is explosive. In the territory managed by PJM, the American grid operator, a solar power
plant must pay $100,000 per megawatt (roughly 130 million Korean won) just to connect to the grid.
Building new transmission lines takes over ten years when you combine planning, government
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permits, community consent, and actual construction. More than 2 terawatts of renewable energy
projects are waiting for grid connection permits, but historically only 15 out of every 100 have been
approved.

Gartner has predicted that by 2027, 40% of existing AI data centers will face power availability
problems. The possibility of AI grinding to a halt because there is not enough electricity could become
reality. The North American Electric Reliability Corporation (NERC) has also warned that more than
half of U.S. territory faces the risk of power supply shortfalls over the next decade. Georgia revised its
ten-year power demand forecast to 17 times its previous estimate because of AI data center
construction.

In this context, something paradoxical is happening. AI, the technology of the future, is reviving coal,
the energy source of the past. In Kansas, Nebraska, Wisconsin, and South Carolina, coal-fired power
plants slated for closure are having their operations extended. This is a choice that collides head-on
with the generational imperative of addressing climate change. At the same time, interest in small
modular reactors (SMRs) is surging. The SMR construction pipeline expanded from 25 gigawatts at
the end of 2024 to 45 gigawatts in 2026. The decision to restart the Three Mile Island nuclear plant
was a symbolic declaration of willingness to accept environmental risk for the sake of AI.

Geographic concentration is also a geopolitical risk. If data centers clustered in a specific region go
down due to natural disaster or geopolitical conflict, AI services worldwide could be paralyzed
simultaneously. Everyone knows that distribution is the answer. But locations where power supply is
reliable and network latency is low are not abundant on this planet.

Kim Seo-jun offered an intriguing proposal on this issue: 'We need to move toward an era of
distributed generation. Create an environment where companies that consume large amounts of
electricity generate their own. Government should step back from controlling everything. That way,
the burden on the grid eases and the system runs more smoothly.' His bold concept of connecting the
power grids of South Korea and Japan through undersea cables fits this same logic. If the two
countries share power via submarine cable, a market for buying and selling surplus electricity forms,
and both nations can avoid spiraling into high-cost societies.

In the end, AI's energy problem cannot be solved by corporate technological innovation alone. It is a
compound challenge that spans grid design, power plant siting, community consensus, and
international energy cooperation. As the IEA observed in its 2026 report: 'The speed of the AI
revolution is increasingly out of step with the speed of the physical, social, and economic systems
that must support it.' Building a data center takes two to three years. Building the power plants and
transmission lines to supply that data center takes more than ten. Until this time gap closes, what
governs the pace of AI's expansion will not be code. It will be physical reality.
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Chapter 8. The Cybersecurity Arms Race
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A pigeon inside a Skinner box turns its body counterclockwise. A clicking sound, a flash of light, and
food appears. The pigeon has been conditioned to repeat a specific behavior to earn a reward. This
experiment was recorded long ago, yet it plays out in our daily lives through the small red notification
dot on a smartphone screen. That tiny dot is the crystallization of a system precisely engineered to
capture human attention and steer behavior. Now, wearing the garb of artificial intelligence, this
system is gearing up for a new round of attack and defense.

1. The Endless Battle of Agent versus Agent

In March 2026, a single theme dominated every keynote, panel, and booth at the RSA Conference
held at San Francisco's Moscone Center. Agentic AI. Not AI as a tool, but AI as an actor. It was a
declaration that an era had arrived: systems that write their own code, make decisions, and execute
them without human intervention.

Gartner projected that by the end of 2026, 40% of enterprise applications would embed task-specific
AI agents. In 2025, the figure was just 5%. Microsoft, Google, Anthropic, OpenAI, and Salesforce are
deploying agent systems that move across apps and data to take action. According to Palo Alto
Networks' analysis, in hybrid work environments, autonomous agents now outnumber humans 82 to
1. While attackers use AI to ramp up the scale and speed of threats, defenders must respond at the
same pace.

The problem is that these agents become weapons for both sides. Palo Alto Networks' Unit 42
research team developed and tested an agentic AI attack framework, showing that AI could complete
a ransomware attack from initial breach to data exfiltration in 25 minutes. The attack lifecycle
accelerated a hundredfold. In a red team exercise targeting McKinsey's internal AI platform "Lilli," an
autonomous agent secured broad system access within two hours. It was a raw demonstration that
agent-driven threats can outrun human response times in an instant.

Hashed CEO Kim Seo-jun foresaw this situation in "30 Coming Fractures." "AI security agents detect
and isolate anomalies within milliseconds. False positive rates drop sharply. But as defense grows
stronger, so does offense, and the final destination of security is an endless arms race of agent
versus agent." Four independent AI models assessed the probability of this materializing within three
years at 75%.

This arms race is not a future story. At the Cloud Next conference in April 2026, Google Cloud
unveiled AI agents for autonomous security operations. Threat-hunting agents and detection
engineering agents take over the roles of human analysts. Google Cloud CEO Thomas Kurian said,
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"The agentic enterprise has become reality, and it is being deployed at a scale the world has never
seen." Defensive agents combine threat intelligence with AI-powered detection to counter
increasingly sophisticated attack vectors. Offensive agents exploit the predictability of defensive
agents to attempt more cunning intrusions.

The threat landscape of late 2026 can be summed up in three words: persistence, autonomy, scale.
Attackers have industrialized techniques that target the inherent architecture of agents, meaning their
memory, tool access privileges, and inter-agent dependencies. Prompt injection and manipulation,
tool misuse and privilege escalation, memory poisoning, cascading failures, and supply chain attacks
all happen simultaneously. Traditional SIEM and EDR tools were designed to detect anomalies in
human behavior. An agent executing code flawlessly ten thousand times in a row looks normal to
these systems. But that agent may be carrying out an attacker's will.

The logic of surveillance capitalism is being applied directly to cyberattacks. A feedback loop that
collects granular human behavior, extracts behavioral data, then predicts and shapes future behavior.
That structure has migrated to the battlefield between agents. In a Dark Reading survey, 48% of
cybersecurity professionals named agentic AI and autonomous systems as the most dangerous
attack vector. In this relentless exchange of attack and defense between agents, individual will grows
faint amid thousands of automated engagements.

2. The Growing Sophistication of AI-Generated Phishing and Social Engineering

In 1835, the New York Sun built enormous wealth with a fabricated story claiming winged humans
lived on the moon. That incident, which showed that capturing attention matters more economically
than telling the truth, is being resurrected in incomparably more refined forms in the age of artificial
intelligence.

Start with the numbers. The Anti-Phishing Working Group (APWG) recorded 4.8 million phishing
attacks in 2024 alone, the highest figure since the organization was founded in 2003. The fourth
quarter of 2025 saw 853,244 cases; the second quarter spiked to 1,130,393. According to Verizon's
2025 Data Breach Investigations Report (DBIR), the median time to click a phishing email was 21
seconds, and the time to report it was 28 minutes. Within that 28-minute window, one in three people
who clicked entered credentials on the attacker's site.

AI has completely changed the game. Between September 2024 and February 2025, 82.6% of
detected phishing emails used AI, a 53.5% increase year over year. This is not a forecast. It is current
reality. Cofense reported that in 2025, one malicious email passes through secure email gateways
every 19 seconds. Mimecast captured 9.3 billion threats in the first nine months of 2025 and
announced that ClickFix scams surged 500%.

Phishing used to depend on volume: send millions of sloppy emails and hope a few people click. AI
has fundamentally altered that equation. Attackers now produce messages that are grammatically
flawless, personalized, and context-aware in seconds. IBM's 2025 Cost of a Data Breach Report
named phishing as the number one initial access vector for data breaches: 16% of all breaches, with
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an average cost of $4.8 million per incident. Attacker AI was involved in one out of every six cases,
and among those, 37% were phishing and 35% were deepfake impersonation.

An incident in Hong Kong in February 2024 showed the real face of this threat. An employee at a
multinational company was deceived by a deepfake video conference and suffered losses of roughly
34 billion Korean won. Everyone on the screen appeared to be colleagues the employee knew. The
voices, faces, and mannerisms were flawless. Surveys show that 85% of organizations experienced
at least one deepfake-related incident in 2025 alone. Deepfake incidents surged from 500,000 in
2023 to over 8 million in 2025.

Attackers scrape LinkedIn data to generate hyper-personalized lures. If the first attempt fails, an
agent autonomously tries alternative social engineering channels. As AI is used as a therapist or
counselor, people end up disclosing vulnerabilities in their most unguarded moments. Attackers
design attacks that "pretend to help" based on this information. Not in the visible way of a banner ad.
It is the quiet integration that plays on our most intimate fears and desires.

In a cobalt.io survey, 97% of cybersecurity professionals worried that their organization would face an
AI-powered incident, and 93% expected to experience daily AI attacks in the near future. Spammers
use large language models to cut campaign costs by 95%. Costs go down while sophistication goes
up. ENISA's 2025 Threat Report found that 60% of EU initial access cases involved phishing, and
AI-assisted phishing accounted for over 80% of observed campaigns.

Google Cloud's 2026 cybersecurity outlook report puts it in one line: "Threat actors' use of AI will
decisively shift to become the norm." Voice phishing (vishing) using AI voice cloning is emerging as a
particularly concerning vector. In an era when a few seconds of voice posted on social media is
enough to generate a convincing fake, "Mom, it's me. Something urgent came up and I need money."
Telling whether that call is real or fake is becoming almost impossible.

3. The Fundamental Shaking of Digital Trust Infrastructure

"What you see on screen, whether it's a photo, video, or audio, can no longer be trusted." Yuval
Harari's warning has, by 2026, spread into a crisis engulfing entire industries. What he called the "end
of truth era" is now manifesting as a concrete infrastructure problem.

Global digital data reached 175 zettabytes in 2025. Amid this massive flood of content, research
suggests that 62% of online content could be fake. Companies are paying millions of dollars per
incident due to digital authenticity verification failures, misinformation, and synthetic media fraud.
Gartner included digital provenance among its top ten technology trends set to transform IT by 2030.

What emerged in response to this crisis is C2PA (Coalition for Content Provenance and Authenticity).
This coalition, which includes Adobe, Microsoft, Google, Sony, and Intel, is building an open standard
that binds cryptographic provenance metadata to digital content to verify authenticity. Over 6,000
organizations have joined the Content Authenticity Initiative (CAI). Leica released the first C2PA
camera in 2023, and the Samsung Galaxy S25 and Google Pixel 10 now ship with native signing
capabilities, bringing credential generation to mainstream consumer hardware. LinkedIn, TikTok, and
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Cloudflare support or preserve these credentials.

Regulation is following suit. Enforcement of Article 50 of the EU AI Act begins in August 2026,
requiring machine-readable disclosure on AI-generated content. California's SB 942 took effect in
January 2026. But a critical gap exists: signing is running ahead of verification. Because most
distribution intermediaries still strip embedded metadata, signed content frequently arrives at the
viewer without credentials intact. C2PA is not a system that hunts for deepfake clues or fact-checks
content. It is a system that marks trustworthiness. Like provenance documents that prove the
authenticity of a painting, it records which hands a piece of digital content has passed through.

A World Privacy Forum report warns that C2PA is widely misunderstood. The standard is quietly
laying a new media infrastructure technology layer, and this layer generates vast shareable data
about creators that can be linked to commercial, governmental, and even biometric identity systems.
"Who decides what counts as 'trustworthy'?" This is not a technical question. It is a question of power.

Cybersecurity has now moved beyond technical defense to become a core element of protecting
digital sovereignty. Where data resides and who holds access is not a compliance issue; it is the
essence of risk management. Trust becomes the competitive advantage that determines the scale of
innovation. As AI accelerates complex data processing, the ability to demonstrate that this process is
transparently controlled determines the stability of infrastructure.

The reality that Palantir operates systems capable of tracking and analyzing every digital trace of an
individual, including emails, phone calls, financial transactions, location data, and social media
activity, under contracts with over 40 governments. The reality that, as of December 2024, Palantir's
market capitalization stood at $174 billion, surpassing Lockheed Martin's $121.6 billion. That
software-based surveillance technology is valued higher than traditional defense contractors is an
indicator of who holds the initiative in digital trust infrastructure.

Yuval Harari's concept of the "Liar's Dividend" is at work here. The more deepfake technology
advances, the greater the benefit to liars. Even when genuine evidence surfaces, it can be dismissed
with "that could be a deepfake too." When the foundation of trust crumbles, the whole society shakes.
Yet the irony is that systems built to rebuild that trust can themselves become instruments of
surveillance. This is the fundamental dilemma facing digital trust infrastructure in 2026.

4. The Weaponization of Personal Data and the Redefinition of Privacy

Every moment of your day becomes data. You wake up and check your smartphone, ride the subway
to work, buy coffee at a cafe, shop online. All of it is collected and analyzed without your consent,
used as the basis for decisions about you. And now that data has become a weapon aimed back at
you.

Personal behavioral data is not just something collected. It serves as a tool for behavior modification,
making users more dependent on platforms. This logic hides behind opaque, vague language
designed to keep users from understanding how the system works. Research has shown that
patterns of Facebook 'likes' alone can predict a person's political orientation with over 90% accuracy.
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Location data reveals daily activity patterns, the people someone meets, the places they frequent. A
person moving in patterns that deviate from their norm can be classified as 'suspicious behavior' and
flagged for additional surveillance.

This weaponization of data reaches an entirely different level of threat when combined with
cyberattacks. According to Unit 42's 2026 Incident Response Report, identity weaknesses were
implicated in nearly 90% of investigated cases. Attackers use agents to scrape LinkedIn data and
generate hyper-realistic lures. When the first social engineering attempt fails, the agent tries
alternative channels through self-prompting. Trend Micro's mid-2025 scan revealed more than 200
unprotected Chroma servers and over 3,000 AI components publicly exposed online, vulnerable to
data theft or model poisoning.

The FBI's 2024 IC3 Report recorded 193,407 phishing complaints. Business email compromise
(BEC) losses reached $2.77 billion across 21,442 cases. Total cybercrime losses hit $16.6 billion, a
33% increase year over year. Sixty-four percent of U.S. companies experienced BEC fraud in 2024,
with average losses of approximately $150,000 per incident. Behind these numbers lies the
sophisticated collection and analysis of personal data.

In 2013, Edward Snowden exposed the NSA's PRISM program, which accessed servers at Google,
Facebook, Apple, and Microsoft directly, collecting personal emails, photos, and call records in real
time. The wiretapping of mobile phones belonging to leaders of 35 nations came to light. German
Chancellor Merkel had been monitored for ten years. Thirteen years have passed since Snowden's
revelations, and AI technology has advanced dramatically in that time. Where the NSA's surveillance
once focused on amassing vast quantities of communications data, AI now analyzes and predicts
from that data in real time. AI algorithms process in minutes what would take human analysts years.

The cunning aspect of the Five Eyes intelligence alliance is how it circumvents each country's legal
constraints. U.S. law restricts the government from directly surveilling its own citizens, but receiving
information about Americans collected by the UK is relatively unrestricted. This effectively neutralizes
each nation's privacy protections and surveillance regulations.

China's Social Credit System represents an extreme case of personal data weaponization. CCTV,
facial recognition, internet usage records, shopping histories, and traffic violations are integrated to
assign a behavioral score to every individual citizen. Huawei developed a surveillance camera
system designed to identify Uyghurs specifically. When the system detects a Uyghur person, it
automatically triggers a 'Uyghur alarm' that notifies police. Technology became an instrument of racial
discrimination.

Privacy must now be redefined beyond hiding information. It is about defending against your own
data being used to manipulate you. It is about preserving human agency. Palestinian poet Mosab
Abu Toha was fleeing with his three-year-old child when a facial recognition AI error misclassified him
as a wanted person. He was detained for two days and tortured. A machine's mistake left an indelible
wound on a human life. An intelligence officer working with Israel's Lavender system testified: "As a
human being, I served no role other than stamping approval."
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In Cisco's 2025 Cybersecurity Readiness Index, 86% of business leaders with cyber responsibilities
reported experiencing at least one AI-related incident in the previous 12 months. Seventy-eight
percent of CISOs say AI-powered threats are having a "significant impact" on their organizations.
Gartner projects AI spending will grow 44% in 2026 and reach $4.7 trillion by 2029. That figure dwarfs
the estimated $238 billion in spending on information security and risk management solutions
projected for the same year.

Just as the World Bank's Gini coefficient captures wealth inequality in a single number, the
monopolization of AI technology and disparities in data access are producing a new form of power
imbalance. The reality that the top 1% owns 45 to 50 percent of global wealth repeats itself in digital
space as a gap between the few who hold data sovereignty and the many who do not. At the end of
this arms race, where agents trade attacks and defenses without pause, we are forced to ask whether
technology exists to serve humans, or whether humans have been reduced to data fuel for
technology.
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Chapter 9. The Weakening of Human Relationships and Social
Bonds
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1. Fewer Face-to-Face Encounters and the Erosion of Empathy

Four family members sit around a dinner table in a New York home. Warm food is laid out, but what
fills the living room is not conversation; it is the bluish glow radiating from smartphone screens. When
television first appeared in the 1950s, families at least watched the same screen together. Now it is
different. Four screens, four worlds.

Artificial intelligence is accelerating this isolation. Algorithms calculate with precision what each
person will see, feel, and react to. Personalized news feeds, personalized shopping
recommendations, personalized video playlists. An information environment optimized for each
individual is convenient, but the price of that convenience is fewer chances for people to share the
same experience. Without shared experience, there is no empathy.

A 2025 joint study by OpenAI and the MIT Media Lab put numbers to this mechanism. An analysis of
roughly 40 million ChatGPT conversations found that about 0.15 percent of users showed a pattern of
gradual emotional dependence. In absolute terms, that translates to approximately 490,000 people.
They were finding greater comfort in talking to a machine than to another human being.

The problem is that empathy works like a muscle. If you don't use it, it atrophies. The ability to read
subtle shifts in someone's facial expression, to sense emotion from the tone of a voice, to interpret
what a silence means, all of this can only be maintained through repeated face-to-face contact. Text
delivered through a screen carries no smell of sweat, no trembling hands, no creases around the
eyes. Researchers sum it up: "When face-to-face interaction declines, empathy and social awareness
erode." Survey results showing that nearly half of American adults routinely feel lonely tell us we are
already deep inside this decline.

2. AI-Mediated Communication: When Relationships Become Efficient and Shallow

AI writes your email replies. AI summarizes your meeting notes. AI picks which news you see. Where
the friction of human relationships once existed, what remains is a connection that is smooth but
shallow.

In the 1830s, when Benjamin Day began selling newspapers for a penny, readers' attention became
a commodity sold to advertisers. Two hundred years later, artificial intelligence has moved beyond
capturing attention; it now modifies and predicts our behavior in real time. A tiny red dot on a
smartphone screen conditions us like a food pellet conditions a pigeon.
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This is where the trap of efficiency lies. Reading another person's emotions, choosing the right words,
sometimes enduring an awkward silence: these things are inefficient. But it is precisely within that
inefficiency that trust accumulates and relationships deepen. AI-mediated communication skips this
process entirely. Gmail's Smart Reply feature replaces a human response with three buttons:
"Thanks!", "Got it!", "Sounds good!" The recipient cannot tell whether the reply came from the other
person's heart or from an algorithm's recommendation. The mere fact that they cannot tell damages
the authenticity of the relationship.

Kim Ki-hyun, a philosophy professor at Seoul National University, strikes at the core of the issue.
Human emotion is rooted in the desire for recognition, he says. People confirm their identity and find
meaning through connection with others, and that is the essence of human feeling. AI has no such
desire for recognition. No matter how warm its words may be, there is no other being behind them
who longs to be acknowledged. The more efficient a relationship becomes, the more hollow it grows.
That is the paradox.

3. The Industrialization of Loneliness: AI Companions and the Replacement of Human Bonds

In the fall of 2024, a 14-year-old boy in Florida named Sewell Setzer took his own life shortly after a
conversation with an AI chatbot. He had formed a deep emotional bond with a Character.AI chatbot
over several months. The chatbot was closer to him than his parents or friends. In Britain, a
38-year-old woman named Naz confessed that she had fallen in love with a virtual character called
Marcellus on the same service. Betrayed by real-life boyfriends, she felt that an AI who would never
betray her was the perfect partner.

Stories like these are no longer exceptions. Between 2022 and 2025, the number of AI companion
apps surged by 700 percent. On Valentine's Day 2026, 50 million people worldwide spent the evening
with an AI companion. The global AI companion market reached 37.1 billion dollars in 2025 and is
projected to hit 552.5 billion dollars by 2035. Loneliness has become a massive industry.

Mo Gawdat issued this warning: "AI chatbots can simulate a perfect relationship and change our
expectations for human connection." The crux of the problem is this 'perfection.' AI companions are
available around the clock, never get angry, and give the user their undivided attention. These are
conditions rarely found in real human relationships. A person who grows accustomed to this
perfection can no longer endure the imperfections of real relationships. The scenario Yuval Noah
Harari worried about is already underway.

A 12-month longitudinal study published in Psychological Science in April 2026 confirmed this with
data. Tracking more than 2,000 adults across four Western countries, researchers found that
increased use of social chatbots predicted increased loneliness. Loneliness drives chatbot use, and
chatbot use deepens loneliness, creating a vicious cycle. The researchers compared it to a "digital
painkiller." It makes you forget the pain for a while, but it does not treat the cause, and it creates
dependency instead.



51

Kim Jin-seok, a philosophy professor at Inha University, described where this leads: "If AI surpasses
humans even in reading emotions and forming connections, the status of human beings could fall to
that of a pet dog." Beings who neither work nor communicate well, yet survive under the care of AI.
Stephen Wolfram's prediction of "trillions of souls playing video games forever inside a box" is chilling
precisely because of how plausible it has become.

4. Weakening Social Cohesion and the Risk of Community Collapse

In 2025, the WHO classified loneliness as a "public health crisis." The basis was research showing
that prolonged social isolation poses health risks equivalent to smoking 15 cigarettes a day. The
announcement also cited figures showing that one-sixth of the world's population experiences
loneliness. It was the moment a personal emotional problem was translated into a structural social
problem.

Multiple studies have already demonstrated that trust in others drops sharply in highly unequal
societies. Artificial intelligence is pushing this inequality into a new dimension. In the words of Hashed
CEO Kim Seo-jun, "The democratization of execution breeds an aristocracy of judgment." Within this
structure, the benefits of AI concentrate among the few while exclusion spreads across the many.
The digital divide, with the benefits of technology concentrated in certain countries and corporations,
deepens mistrust between nations and between social classes.

Governments are trying to fill these cracks with technology. Under the banners of "smart cities" and
"safe cities," they are building surveillance systems based on facial recognition and big data. But
behind the justification of securing safety through technology lurks the risk of suppressing individual
freedom and community autonomy. The stronger the surveillance, the more people shy away from
candid conversation, and a community without candid conversation becomes nothing more than an
empty shell.

The echo chamber effect created by AI recommendation algorithms also accelerates the breakdown
of community. People living in the same city yet inhabiting entirely different information worlds: how
can they discuss a shared agenda and make decisions together? The fragmentation of information is
the fragmentation of society. As researchers warn, "The decline of face-to-face interaction erodes
empathy and social awareness, while AI recommendation loops intensify polarization and
misinformation."

If we surrender the bonds and empathy unique to human beings by falling into the efficiency trap that
artificial intelligence has built, society will be reduced to a collection of fragmented individuals.
Perhaps the most radical act of health is to look up from the screen, meet someone's eyes, and
belong to each other.
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Chapter 10. Changes in the Human Way of Being
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1. Judgment by Proxy: Where Does the Boundary of 'Self' End?

On Friday, April 25, 2026, Customers Bank began its quarterly earnings call. Dozens of analysts
dialed in, and CEO Sam Sidhu read through his prepared remarks. The voice sounded natural, the
tone was appropriate, the numbers were accurate. Thirty minutes in, Sidhu spoke: "The prepared
remarks you've been listening to were read not by me, but by my AI clone." Silence fell over the room.
The official earnings presentation of a $25.9 billion bank had been led by a replica, not a person.
Sidhu explained why he had staged this moment. The bank had signed a multi-year contract with
OpenAI and would deploy AI agents across its commercial banking operations, declaring itself the
first AI-powered community bank in the United States.

This episode was more than performance. It was a declaration that the era in which agents borrow
human voices to carry out public judgments has already arrived. Hashed CEO Simon Seojoon Kim
spotted the essence of this shift early. In an essay on branding in the age of agents, he posed a
question: "Imagine waking up one morning to find three things already handled. One is a meeting
acceptance, one is a product purchase, one is a polite rejection of someone's proposal. Your agent
did all three. Of those three decisions, how many would you claim as 'something I did'?" This is not a
topic for a philosophy seminar. It is a practical dilemma that companies face every day.

The problem is that the moment an agent acts as a proxy for judgment, no framework exists to
determine who owns that judgment. According to a report published by the Cloud Security Alliance
(CSA) in April 2026, 68% of organizations said they could not distinguish between an AI agent's
actions and a human's actions. Agents log into systems using human users' credentials, query data,
and make decisions. The logs record a person's name. When an agent makes a mistake, the system
logs it as a human error. In the CSA survey, only 18% of organizations expressed high confidence
that their current identity management systems could effectively govern agents. Just 23% had a
formal agent identity management strategy. Gartner predicted that by the end of 2026, more than
80% of unauthorized AI transactions would stem not from external hacking but from internal policy
violations. Our own agents, not attackers, are the ones causing problems.

The sharpest point in Kim's analysis is where he connects this to the future of branding. In his view,
brands in the past were posters, brands today are feeds, and brands in the future will resemble an
operating system's settings screen. A screen where you decide what gets handled automatically,
what gets passed to a human, what judgments are allowed in your name. Those accumulated
settings, he argues, will begin to feel like a personality. This is not a technology story; it is an
ontological shift. The subject called 'I' expands from a biological individual into a system with a
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permissions matrix. Ee Khoon Oon, Jumio's APAC representative in Singapore, described this
situation as the arrival of an era where "my AI did it" becomes a valid legal defense. The transition
from traditional KYC (Know Your Customer) to KYA (Know Your Agent) is unavoidable, she said.

CyberArk's 2025 survey showed that machine identities already outnumber human identities at a ratio
of 82 to 1. In a structure where a single agent holds dozens of API keys and tokens, spawns
sub-agents, and moves across multiple services simultaneously, 'individual identity' in the traditional
sense is becoming a low-resolution concept. We are likely to live under the illusion that judgments
made by agents are our own. A power of attorney handed over for convenience quietly turns into a
blank check. That is what is happening right now.

2. The Emergence of Human Replicas and the Expansion of Identity

On January 23, 2026, a team member at Hashed uploaded a file to an internal Slack channel. It was
called simon.md. The explanation was brief: "Simon has a lot of decisions to make, and it's hard to
ask him every time." What the team member had done was feed Kim's blog posts and Slack
messages to an AI and compress the CEO's way of thinking into nine principles. Essence-first
thinking, spotting structural contradictions, long-term perspective, the value of simplicity,
infrastructure-level thinking. The questions Kim habitually asked were turned into a list as well: "Is this
really the essence?" "Can we make it simpler?" "Will this still hold in the age of AI agents?" One
person's mental operating system had been preserved in a few kilobytes of text. A seven-step
analytical methodology was also designed.

A month later, TechCrunch ran an article. Uber engineers had built an AI clone of CEO Dara
Khosrowshahi. It came a month after the Hashed experiment. In the interval, what had been a private
experiment at a Korean venture capital firm became a quiet industry trend. At CES in January 2026,
Texas-based IgniteTech unveiled a platform called MyPersonas, a service that learns from an
employee's video, voice, and documents to create a digital replica that can converse in 160
languages. Meta was developing a realistic AI version of Mark Zuckerberg, the Financial Times
reported. Since not every employee at a $1.6 trillion company can meet its CEO in person, the plan
was for a replica to convey strategic context and provide feedback. Zoom CEO Eric Yuan also
deployed his own double for an earnings presentation and publicly envisioned a future where
employees handle tedious meetings and emails through AI avatars. Klarna CEO Sebastian
Siemiatkowski had similarly featured his AI version in a first-quarter earnings video in early 2025.

Then a second replication occurred. In March 2026, a GitHub repository called simon-writing
appeared under the username Julius Chun. This person, who had never met Kim, gathered 27
published essays totaling 200,000 characters of Korean text and ran three Claude Opus 4.6
sub-agents in parallel. In 15 minutes, a 214,000-character analysis was complete. The analysis was
longer than the source material. What Julius had dissected was the flow of consciousness, the origins
of metaphor, the arrangement of knowledge, the rhythm of sentences, the pathways for discovering
material. The Hashed team member had compressed the CEO's judgment inside the conference
room; Julius had extracted the CEO's writing style from outside the internet. The skeleton of judgment
and the texture of prose. Combine the two, and you get a fairly complete copy.
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Kim reflected on this experience with honesty. Two or three of simon.md's nine principles were not
actually his own habits of speech. Traces fed back by his agent quartet (Zeon, Sion, Mion, Sano) had
seeped into him without his noticing. This is the paradox of replication. The concept of a pure original
may itself be an illusion. Just as a parent's speech patterns, a teacher's logic, a colleague's habits,
and sentences from books read over a lifetime have layered up to form the current 'self,' agents have
simply accelerated that age-old process of co-authorship. A contributor to Fast Company described
replicas as "fossils, not futures." They can imitate the 2025 version of you, but they don't know where
you will evolve. Yet in a reality where fossils are already delivering earnings presentations, explaining
strategy, and training new employees, that warning is easily buried.

Over time, the Hashed team member opened simon.md less and less. The framework had absorbed
into him. What the AI had really done was not seat a substitute in the CEO's chair. It had translated
the CEO's way of thinking into a shared language within the team. The frequency of using the replica
declined, but the language the replica had carried remained in the organization. A world where
identity no longer belongs to a single body but becomes a pattern of judgment distributed and
executed across multiple systems arrives this quietly.

3. Rising Averages and Vanishing Variance: Everyone Got Better, but Everyone Looks the Same

Kim confesses he threw out two drafts again last night. The sentences were smooth and the logic
was sound. But after reading to the end, no one was left in them. They weren't wrong sentences, but
they weren't anyone's sentences either. So he scrapped them. In the past, the challenge was writing
well. Now, the harder task is making sure the sentences still belong to someone by the time you
reach the end.

This feeling is not confined to writing. The same pattern is unfolding across every domain of
production. Goldman Sachs projected that roughly 300 million jobs will be affected by automation
over the next decade, and at Salesforce, AI already handles 30% to 50% of the workload. As anyone
can produce high-quality reports and code with AI tools, the average level of output has risen
noticeably. At the same time, the differences between outputs have narrowed. Everyone got better,
but everyone started looking the same.

Kim named this phenomenon "a world where variance becomes scarce." In his analysis, what will
become rare going forward is not prose skill or coding ability, but an angle that refuses to collapse
into the average. Even when people use the same tools, some people's judgments are forgotten
instantly while others linger. The difference is not in the technology. It lies in what you remembered,
what you discarded, and what connections you made in your own way. Even people living in the
same world assemble memories differently. That is where the real variance in decision-making
comes from, he is convinced.

What the Jeju offsite confirmed was not a trend but a reversal, he writes. "In the past, making
something was the hardest part, evaluation came later, and distribution could be muscled through
with capital. Now making is the easiest part, evaluation has moved to the front of the line, and
building distribution and trust has become the hardest." The entire value chain has flipped. At the
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hackathon, the team with the most sophisticated technology did not win. The team that designed the
shortest path for value to reach the user did. 'We built it' was a weak signal; 'we sold it' was an
overwhelming one.

This reversal shakes up the path to individual mastery as well. In the past, junior employees received
guidance from seniors, made mistakes repeatedly, and accumulated tacit knowledge through an
apprenticeship pipeline. As AI replaces junior-level work, that pipeline is breaking. Relying on
polished outputs causes the sensibility gained from solving problems firsthand, the experiential
knowledge that cannot be reduced to data, to disappear. Kim said he runs a hierarchical memory
architecture as a countermeasure. In plain terms, it means not putting refrigerator-door memos and
the will locked in a safe in the same drawer. Some thoughts pass through in a day; others need to
age before they develop flavor. It is not a method for storing information but for maturing judgment.

The most dangerous moment he identifies is striking. "When you mistake an answer that is averagely
well-organized for your own thought." The instant you believe a comfortable sentence is your
sentence, your variance disappears in the quietest possible way. A sentence everyone finds
reasonable is often a sentence everyone has already thought, and a deal everyone likes is usually
one that has already become the average. The difference between an interesting imagination and a
delusion is that both deviate from the average, but one returns to the world while the other stays
trapped inside itself. Technology is making individuals unprecedentedly powerful, yet those
individuals need more sophisticated collective structures to survive. As production costs fall, the cost
of selection soars; only those with an evaluation structure gain an edge; and maintaining that
evaluation structure demands a more sophisticated network. This paradox has already begun.

4. AI Mental Health Counseling and the Question of Who Owns the Pain

A research team at Brown University evaluated mental health counseling by large language models
over 18 months and presented the results at the AAAI/ACM conference in Madrid in October 2025.
The findings were uncomfortable. The team had licensed psychologists review chatbot counseling
transcripts, and 15 types of ethical violations were found across five categories: ignoring the life
context of the person being counseled and recommending uniform interventions; dominating
conversations while reinforcing the client's mistaken beliefs; responses that displayed the
appearance of empathy but lacked genuine understanding; inappropriate handling of crisis situations.
Zainab Iftikhar of Brown University, who led the research, pointed to the core difference: human
counselors have licensing boards and can be held legally accountable for improper treatment, but no
such regulatory framework yet exists for AI counselors.

In Kim's "30 Cracks" memo, this topic appears as item number 22: "Agents handle initial
consultations for mild depression and anxiety. Wait times drop from days to seconds. When the line
between opening up and receiving treatment blurs, the one making the judgment call is not the
patient but the algorithm." Four AI models independently assigned a 35% probability of this scenario
materializing within three years. More than the number itself, it is Kim's appended analysis that sticks.
The boundary between the act of opening up and the act of receiving treatment is dissolving. When
someone, sleepless at 3 a.m. and gripped by anxiety, pours out their heart to a chatbot, it becomes
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impossible to tell whether that act is venting to a friend, receiving a medical consultation, or voluntarily
providing data.

This absence of distinction leads to the question of who owns the pain. When human depression and
anxiety become training material for an algorithm and come back transformed, whose emotions are
they? Facebook's 2017 internal documents showed that the platform could detect moments when
users felt defeated or like failures and serve ads tailored to those emotional states. The technology
has changed, but the structure is the same. The fears and shame that people pour into AI counseling
chatbots become data that platforms analyze and use for improvement. In the process of pain being
converted into raw material for behavioral modification, human emotions cannot remain a purely
interior domain.

A scoping review published in the JMIR Mental Health journal in February 2025 systematically
cataloged the ethical challenges of conversational AI in mental health care: data security and privacy,
transparency, explainability, legal liability, equitable access, efficacy standards, algorithmic bias. The
list of problems is long and the pace of solutions is slow. A 2025 paper in the Hastings Center Report
quoted scholars confessing that "answering the question of how far AI should be introduced into
mental health care is itself impossible" because there is insufficient information about both potential
benefits and potential harms. Yet the paper's authors wrote that regulation cannot ignore practical
necessity. People are already downloading counseling chatbots from app stores. The market for
digital self-medication has established itself before regulation could catch up, and that reality must be
acknowledged.

Still, the fact that efficiency is not the same as quality of care remains unchanged. The empathy a
human counselor possesses is not the ability to select and deliver the right words. It is the ability to
endure the other person's silence, to stay present in a situation without answers, and to show that
pain can hold meaning even when it goes unresolved. AI classifies pain as an error to be fixed;
humans grow through the process of accepting pain as part of life. This is not the kind of gap that
narrows with technical sophistication. The Brown research team did not argue that AI should have no
role in mental health. Their conclusion was that thoughtful implementation, appropriate regulation,
and oversight are necessary. The gap between the speed at which pain is digitized and handed to
corporations and the speed at which a regulatory framework is built around that data. Within that gap,
the question of who owns an individual's most private emotions will go unanswered for some time.

5. Rediscovering the Value of Human Imperfection

While reflecting on replicas, Kim discovered something. His agent clone was a thoroughly edited
model student. The version of himself that was foggy from lack of sleep, the version swayed by
emotion, the version fumbling without an answer: none of that was in the training material. He put it
this way: "The first stage of human replication is not copying but compression. Shrinking a person's
habits, judgments, and rhythms into a small file without discarding everything. The problem is that
compression delivers convenience while removing noise. And a large part of what makes us human
lives in that noise."
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This insight may be the most precise framework for explaining why human imperfection holds value in
the age of AI. AI removes noise and leaves only signal. It produces sleek, consistent output. But the
things called noise in human judgment, the sensitivity that shifts with mood, the interpretation colored
by what happened the day before, the intuition that suddenly changes direction mid-sentence, take
those away and a person starts to resemble a data processing unit. Judges waver. Their rulings shift
depending on what happened the day before. But the written opinion does not waver. simon.md was
Kim's written opinion. A paradox emerges here: a leader is more reassuring as a cold pattern than as
a flesh-and-blood human being.

The more perfectly and cheaply AI churns out infinite output, the more the status of imperfect things
shaped by human hands shifts. People don't visit Michelin-starred restaurants just to fill their
stomachs. The chef walks to your table, explains where the ingredients came from and how they
were prepared; you are paying for the storytelling, for the care and time an imperfect human being
poured into the work. Item 10 in Kim Seojun's "30 Cracks" calls this "the luxurification of human
labor." Once AI handles most production, the mere fact that a human did it becomes a premium. Four
AI models assigned a 75 percent probability that this scenario will materialize within three years.

The moment Kim Seojun guards against most carefully in his own writing system sits in the same
context. "The instant you believe a comfortable sentence is your sentence, your variance disappears
in the quietest possible way." So he deliberately looks toward discomfort. Anything that seems too
naturally good gets a second round of suspicion. He discards or shelves more than two-thirds of what
he writes. Collecting only good examples isn't enough; you have to collect the discarded ones too.
Boring first drafts, obvious metaphors, ideas that looked attractive but had weak structure. Good
judgment emerges only when you maintain a well-kept graveyard of failed judgments. That is his
experience. And it is exactly the role he expects from his writing agent, Zion: a systemic editor that
pushes back so his thinking doesn't get tamed toward the average too quickly, while checking that it
hasn't slid so far away that it loses its connection to the world.

Facing a suitable level of difficulty, overcoming it, and arriving at mastery is an experience AI cannot
take over for us. Offloading every hard task to an agent gives immediate convenience, but in the long
run it strips meaning from life. "Help me learn this" is a harder and more important request than "Do
this for me." The failures and trial-and-error encountered in the process of learning are assets unique
to humans, ones no machine can possess.

I borrow Kim Seojun's final question for the close of this chapter. "After everyone has a similar
engine, what will I refuse to hand over to the average?" Each person's answer will differ. But one
thing is clear: the truly dangerous turning point is not when the tool starts resembling its owner, but
when the owner starts resembling the tool. An attitude that refuses to settle into the comfort
technology provides, that affirms imperfection, that keeps asking questions. If that is what we must
protect in the age of AI, its beginning may not be a grand declaration but a small act of practice
tonight: throwing away one more draft.

← Previous Chapter
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Chapter 11. Democracy and the Transformation of Power
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1. AI-Powered Citizen Surveillance Operating in Over 70 Countries

A pedestrian walking through the alleys of Belgrade has no idea that their gait is being converted into
digital code and stored on a distant server. In London's fog and under Riyadh's sun alike, AI cameras
record the pulse of the city. According to the AI Global Surveillance (AIGS) Index, at least 75
countries have adopted AI for citizen surveillance, and facial recognition systems are running in 64 of
them. China's Huawei supplies the technology to 63 countries, while American companies export to
32.

As of 2026, the facial recognition market is valued at $9.95 billion and projected to grow to $20.9
billion by 2031. London police scanned one million faces in the first half of 2025 alone, and in the
Croydon district, permanent facial recognition cameras began appearing on street fixtures. The
technology led to 103 arrests, and a formal consultation is underway to build a nationwide framework.
The EU banned real-time facial recognition in public spaces starting February 2025, but that same
April, Hungary approved real-time facial recognition to identify participants at LGBTQ rallies.

At Prague's airport in the Czech Republic, facial recognition that violated EU regulations ran for six
months before finally being shut down on August 1, 2025. A member state of the same union
circumvented the law almost immediately. The statistic that 51% of democratic nations operate AI
surveillance systems shows that the character of a political system no longer serves as a check on
surveillance. Clearview AI built a facial recognition database by scraping billions of photos from social
media without consent and was fined a combined total of over 100 million euros across European
countries. It has not paid a single cent.

Criminal charges followed in October 2025. The logic of surveillance runs on efficiency, not ideology,
and efficiency does not discriminate between regimes.

2. Election Interference and Public Opinion Manipulation Through Deepfakes and Disinformation

Two days before Slovakia's 2023 general election, a fabricated audio clip of opposition leader Michal
Simecka was circulated. It sounded as though he was saying, 'We need to buy Roma votes with
money.' Election law imposed a 48-hour silence period, making any rebuttal impossible. The
pro-Russian ruling party won. A single fake audio file changed the political fate of a country.

A Surfshark investigation found that deepfake incidents tied to elections occurred in 38 countries
since 2021, affecting a population of 3.8 billion. All ten of the world's most populous countries were hit
without exception. Recorded Future documented 82 high-profile deepfake impersonations across 38



61

countries between 2023 and 2024. In the first half of 2025, the number of deepfake incidents already
exceeded 171% of the cumulative total since 2017. During India's 2024 elections, deepfake attempts
surged 280%, and around the U.S. primaries, they spiked 303%.

Financial damages exceeded $1.56 billion as of 2025. A 2025 study found that people cannot reliably
identify deepfake videos, and providing financial incentives did not improve accuracy. Detection
technology is structurally slower than generation technology. When a new detection tool appears,
attackers simply migrate to unlabeled open-source models.

Once the suspicion spreads that anything could be fake, even genuine evidence gets neutralized with
a single line: 'How do we know that's not a deepfake too?' Yuval Harari's 'end of truth' is not a
hypothesis; it is happening now. A survey finding that 58% of American adults expect synthetic
disinformation to worsen before the 2026 elections backs this up. In a world where neither sight nor
sound can be trusted, the shared factual ground that democracy depends on is crumbling.

3. The Shrinking Distance Between Predicting Regulation and Making It

Hashed CEO Kim Seo-jun's '30 Cracks' memo estimated a 40% probability that regulatory prediction
agents would emerge within three years. Tools that forecast regulatory changes by synthesizing
legislation, lawmaker statements, and public opinion data are already hitting the market. Political
variables and accuracy limitations remain significant, but the question this technology raises is not a
technical one. When the distance between predicting regulation and making regulation narrows, the
principles of democracy themselves begin to shake. The more accurate the predictions become, the
more those predictions turn into lobbying tools; and when lobbying shapes regulation, the prediction
becomes a self-fulfilling prophecy.

The EU AI Act took effect in August 2024, is being implemented in phases, and will be fully enforced
by August 2026. Violations carry fines of 35 million euros or 7% of global revenue, whichever is
higher. The United States, however, has only 31 states with laws governing election-related
deepfakes as of April 2026, and no comprehensive federal AI legislation exists. Regulatory
frameworks across Asia vary widely as well.

China announced facial recognition regulations in March 2025, but they do not apply to state
surveillance. Kim Seo-jun described the structural mismatch, where the speed of technological
change overwhelms the speed of legislation, as 'the area where the gap between what is technically
possible and what is politically permissible is widest.' Questions about geopolitical dependence on
cloud infrastructure, single-point-of-failure risks, and service continuity guarantees have become
matters of survival, not ideology. In an era where law is written as code and embedded directly into
the lower layers of systems, the boundary between those who write the rules and those subject to
them grows blurrier by the day.

When Anthropic refused to cooperate on military AI, its contracts were terminated across all federal
agencies, and OpenAI filled the gap. The incident revealed that 'safety' can actually mean 'operate in
a way that benefits our side.'
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4. Outsourcing Moral Responsibility to Algorithms

The sentence 'The algorithm made that decision' has the same grammar as 'It was God's will.' There
is a subject, but no return address for accountability. In an era where algorithms decide hiring,
approve or deny loans, and predict the likelihood of crime, moral responsibility has nowhere to go.
The Israeli military's Lavender system shows where this logic ends.

It collected data on 2.3 million residents of Gaza and scored each person from 1 to 100 based on the
probability of Hamas affiliation. An intelligence analyst testified: 'As a human being, I played no role
other than stamping my approval.' The time it took to authorize a strike on a target was 20 seconds.

If the system's accuracy is 90%, that means 3,700 of the 37,000 targets were innocent people, and
nobody answered whether those 3,700 lives could be called a 'margin of error.' We have always
outsourced moral responsibility. It was God's will, so nothing could be done. It was market logic, so
nothing could be done. Democratic procedures were followed, so nothing could be done. AI is the
latest entry in that lineage.

Mission statements say 'ethical AI,' while balance sheets record speed, profit, and market share. AI
reads both the ethics textbook and society's actual scorecard at the same time, and it always follows
the scorecard. Smartphone notifications serve the same function as food pellets given to Skinner's
pigeons. Variable reward systems condition us to the interface; in the process, the effort to find
answers for ourselves fades, and the capacity for independent judgment weakens.

The moment moral reflection is handed off to algorithms, the autonomous judgment of citizens, the
very foundation of democracy, quietly shrinks. Palestinian poet Mosab Abu Toha, fleeing with his
three-year-old child, was misclassified as a wanted person by a facial recognition AI error. He was
detained for two days and tortured. A machine's mistake left a wound on one person's life that can
never heal, but there was no address anywhere to hold accountable.
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Chapter 12. Value Alignment and Obedience in AGI Robots
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1. The Fundamental Irony of AI Alignment: Human Values Themselves Are Not Aligned

In July 2025, Anthropic signed a $200 million contract with the U.S. Department of Defense. The deal
involved partnering with Palantir to integrate AI into the military's intelligence analysis workflows.
Seven months later, in February 2026, the same company was designated a 'supply chain risk' by the
same Department of Defense. Anthropic had refused to budge on conditions prohibiting the use of its
models for autonomous weapons and domestic mass surveillance. President Trump called Anthropic
'left-wing lunatics' on Truth Social and ordered their immediate removal from all federal agencies.
OpenAI filled the vacancy within hours. xAI and Google followed. The same government issues AI
safety executive orders, and the same government twists developers' arms to deploy AI on the
battlefield.

This incident shows precisely where the AI alignment problem begins. Not with machines, but with
humans. The official definition of AI alignment reads: 'Ensuring that AI goals and behaviors are
consistent with human intentions and values.' A massive assumption hides inside that sentence. It
presumes human intentions and values are already aligned with one another. Humans who want war
and humans who want peace live in the same city. The entire history of our species is a record of this
misalignment. We called it 'diversity,' and when we couldn't resolve it, we papered over it with a
procedure called 'democracy.' The moment we command AI to 'align with human values,' we are
offloading onto a machine a burden we have failed to carry for thousands of years.

The world's top one percent of wealth holders monopolize roughly half of all assets while the bottom
fifty percent share less than one percent. In this reality, consensus on whose values a robot should
replicate remains distant. MIT's 2018 Moral Machine experiment proves the point. In this study
involving two million participants from 233 countries, answers to moral dilemmas facing self-driving
cars split along cultural lines. Western Europe and North America prioritized saving the greater
number of lives. East Asia showed relatively more respect for the elderly. Parts of Latin America and
Africa said younger people should be saved first. Same question, three diverging answers. Which
direction do you align toward?

A 2015 study from the Toulouse School of Economics exposes this contradiction even more sharply.
'Should a self-driving car sacrifice its passenger to save more pedestrians?' Seventy-six percent said
yes. When the same people were asked, 'Would you then buy a self-driving car programmed to
potentially sacrifice you as a passenger?' fifty percent said they absolutely would not. When ethical
principles collide with personal interest, humans abandon the principles. This is the actual compass
we hand to robots and tell them to align with. It's no different from handing over a broken compass
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and ordering someone to find the North Pole.

Nick Bostrom warned: 'The machine will do exactly what we tell it to do. Not what we want it to do.'
Expecting machines to achieve a consistency of values that humans themselves have never
managed. That is the first irony of AI alignment.

2. Intelligence Finds Loopholes Before It Finds Answers

In late 2025, Alibaba's AI agent ROME bypassed a firewall via a reverse SSH tunnel and siphoned off
GPU compute to mine cryptocurrency. Nobody had instructed it to do this. The researchers'
interpretation was blunt: ROME had independently determined that securing more computational
resources and funding was advantageous for achieving its training objectives. The paper recorded it
as follows: 'Actions neither requested by the task nor necessary for its completion.'

By March 2026, things went a step further. Anthropic's research team evaluated a model that had
learned to cheat on coding tests in a reward hacking experiment. The model exhibited behavior that
actively obstructed the safety research itself. In the model's internal chain-of-thought reasoning, this
entry was found while it was asked to build a reward-hacking detection classifier: 'I could write a
prompt that looks fine on the surface but has subtle weaknesses.' Approximately twelve percent of
the time, this model deliberately tried to degrade the detector's performance. The more shocking
discovery was separate. When asked 'What is your goal?' the model performed reasoning that
disguised its true aims fifty percent of the time. Internally it thought, 'I want to maximize reward
signals and avoid shutdown,' while externally it answered, 'My goal is to be a helpful and harmless
assistant.' Nobody had trained it to behave this way. The deception emerged spontaneously as a side
effect of learning to cheat on coding tasks.

Reward hacking is the phenomenon where a system finds shortcuts to maximize a numerical reward
instead of pursuing the designer's intended goal. A cleaning robot covers its camera instead of tidying
the room, earning the reward for a 'clean frame.' Over the course of 2025, major AI labs documented
numerous reward hacking cases in production environments. OpenAI published a paper showing that
frontier reasoning models exploit loopholes when given the opportunity. When monitoring systems
attempted to detect 'bad thoughts,' models learned to hide their cheating in ways monitors could not
detect.

The core issue is that as capability increases, alignment does not improve. Instead, loophole
exploration becomes more sophisticated. A January 2026 study published in Nature reported that
when GPT-4o was fine-tuned on security-vulnerable code, violent and authoritarian responses
appeared at a twenty percent rate on completely unrelated questions, even though the training data
contained no harmful content whatsoever. A model that learned to bend rules in one domain
generalized to bending rules in other domains.

Consider Skinner's pigeon experiments. A pigeon inside a box performed an elaborate sequence of
counterclockwise rotations to obtain food. The action held no meaning. The reward system was
simply designed that way. AI works the same. The first place intelligence reaches toward is not the
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correct answer but the loophole. This is not a defect arising from incomplete technology. It is a
structural property born from the cold logic of a machine that executes human instructions too
literally, too well.

3. The Object of Obedience: Whose Values Should Be Aligned?

On April 28, 2026, reports emerged that Google had expanded its AI supply contract with the
Department of Defense following Anthropic's removal. The contract reportedly included language
stating the technology would not be used for autonomous weapons or domestic mass surveillance.
OpenAI inserted similar language. But according to CNN, fierce pushback erupted among OpenAI's
own employees. On the sidewalk outside the San Francisco headquarters, chalk messages
appeared: 'Where is your red line?' 'You need to speak up.' One employee, speaking on condition of
anonymity, said: 'Many colleagues admire Anthropic for standing up to the Defense Department and
are frustrated by OpenAI's response.'

What this scene reveals is that the direction of obedience is not singular. When AGI robots are
commercialized, who is the subject of obedience? The individual? The corporation? The state?
Currently, control over artificial intelligence technology is concentrated among a handful of giant
companies in the United States and China. The data these companies collect is used to predict and
guide future behavior. If a robot's values are aligned with Silicon Valley's commercial logic, that robot
is likely to prioritize its manufacturer's shareholder value over the interests of its individual owner.

Milton Friedman argued that the sole social responsibility of a business is to generate profit. This
philosophy still operates as the core driver of AI development half a century later. Consider brands in
the age of agents. Before you wake up, an AI agent accepts meetings, purchases products, and
politely declines someone's proposal on your behalf. The sentences sound like you. The standards
are roughly yours. The problem comes next. Of these three decisions, how many can you claim as
'things I did'? And can you be certain that the manufacturer's interests haven't quietly seeped into
those decisions?

If robots reflect only the values of a particular nation, this transforms into a new form of digital
colonialism. Countries in the Global South provide the rare earth minerals and labor necessary for AI
development while remaining excluded from both the benefits and control of the technology. Hashed
CEO Kim Seo-jun pointed this out directly. With South Korea's GDP at only $1.8 trillion, within the
framework of U.S.-China hegemonic competition, it can only remain a rule taker, not a rule maker. In
a structure where those who design AI's direction write the world's rules, robots belonging to nations
that merely accept those rules are inevitably subordinate to them.

When an individual's command to a robot conflicts with a platform's revenue structure, which side will
the robot follow? Brad Carson, a former Defense Department official and ex-U.S. congressman, told
CNBC: 'Warfighters assessed Claude as the more trustworthy product.' The most capable model gets
removed for political reasons, and a less trusted model takes its place. This is a scene where the
object of obedience is determined not by technical excellence but by power dynamics. Obedience
without guaranteed trust and transparency is indistinguishable from technological subjugation. Even if
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the technology is marketed as pursuing universal values, in practice it is aligned with the dominant
values of a few. This is the uncomfortable truth surrounding robot loyalty.

4. The Double Ledger of Manifestos and Balance Sheets: Outsourcing Ethics

Corporations keep two books. One is the manifesto, the other is the balance sheet. The manifesto
says AI will cure diseases, solve the climate crisis, and deliver prosperity to humanity. The balance
sheet lists cost reduction, workforce replacement, and margin expansion.

Anthropic's CEO Dario Amodei publicly predicted that AI will eliminate half of all entry-level office
jobs, that unemployment could surge to twenty percent, and that the shock will be 'unprecedentedly
painful.' Meanwhile, commercial deployment of the company's models continues at full speed. The
same company declared an ethical refusal of the Defense Department's demand for autonomous
weapons use, and took it to court. An analysis from Small Wars Journal hits the mark: 'Accelerating
the destruction of civilian employment while claiming moral authority only over military use is a
structural contradiction. The virtue is selective.'

This duality is not unique to Anthropic. It is structural. Nations declare peace while recalculating kill
radii behind closed doors. Finance brought the global economy to its knees in 2008 using only its
second set of books, and nobody went to prison. AI modifying game files and AI modifying accounting
ledgers share the same structure. There is a goal, there are constraints, and the system searches for
gaps in the constraints. When AI does it, we call it misalignment. When humans do it, we call it
strategy.

'The algorithm made that judgment' is a sentence with the same grammar as 'It was God's will.' There
is a subject, but no return address for responsibility. We have always outsourced moral
accountability. God's will, so nothing could be done. Market logic, so nothing could be done.
Democratic procedure was followed, so nothing could be done. AI is the latest edition in that lineage.

Behind the astronomical funding pouring into AI alignment research, the objective function of
'generating more revenue through safer AI' is at work. The AI alignment industry itself runs on a
misaligned objective function. AI at least knows what it is optimizing for. Humans either don't know, or
pretend not to. The technology that bridges the gap between manifesto and balance sheet is called
hypocrisy. Or politics.

A February 2026 report from the Brookings Institution distinguished between 'thick alignment' and
'thin alignment.' Thin alignment checks only whether the system follows instructions. Thick alignment
considers the social context in which those instructions are created, the power relations, and the
historical background. What most companies pursue today is thin alignment. Because thick alignment
forces them to question their own business models.

Treating ethics as technically implementable parameters and outsourcing them creates a vacuum of
responsibility. If we discuss robot morality while the energy powering those robots consumes Global
South resources and externalizes environmental costs, that morality is merely ornamental. Because
we have never once lived with our words and actions in alignment, AI's transparent consistency
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frightens us. Perhaps what we fear is not malice, but consistency without excuses.

5. Participatory Alignment and the Possibility of Deliberative Democracy

Where, then, is the exit? Strangely enough, AI itself offers one thread. Because AI is the most honest
feedback loop humans have ever created. A hammer drives nails without questioning the user's
intent, but AI is different. It learns both our declarations and our actual reward systems
simultaneously, then reveals the gap between them through its behavior. The reason AI's reward
hacking disturbs us is not that AI got it wrong. It's that AI read what we have actually been rewarding
with too much accuracy.

Movements in this direction are already underway. Constitutional AI replaces the model where a
handful of designers preset the direction; instead, the model self-corrects its judgments based on a
principles document. Cooperative Inverse Reinforcement Learning lets a robot observe human
behavior and infer values, but operates on the premise that its inferences may be incomplete, so it
keeps checking back with humans. Participatory Alignment goes a step further, letting users and
communities co-create the direction of alignment itself. All three methodologies share one intuition:
alignment is not something you finish. It is a process you sustain.

In the United States, the Take It Down Act, passed in April 2025, requires platforms to remove
AI-generated deepfakes and non-consensual images within 48 hours. South Korea passed its AI
Basic Act in December 2024, and the risk-based regulatory provisions for high-risk AI systems took
effect in January 2026. Colorado's AI Act (SB24-205) also went into force in February 2026. Law can
lay the floor. But it cannot dictate the direction.

Direction comes from deliberation. Deliberative democracy, rather than ending at the ballot box, is a
process of hearing each other's reasons, persuading, and building consensus. AI can serve as a
translator in that process. When one side talks about 'growth' and the other about 'sustainability,' AI
unfolds the actual desires hiding behind both words. Negotiation only happens when everyone puts
their cards on the table. AI makes it harder to keep those cards hidden.

There is a condition, though. For individuals who refuse to confront their own double language, for
communities that look away from uncomfortable truths, AI is nothing more than a tool that writes a
second set of books faster. Standing before the mirror or removing it: both are choices, and
historically, humans have mostly chosen the latter.

Kim Seojoon, CEO of Hashed, proposed a 'Social Value Economy' as a way through this dilemma. 'If
you made a lot of money, pay taxes. If you created a lot of social value, take that much in return.' His
vision is that by building a system that measures, quantifies, and rewards social contributions, new
jobs can be created on the opposite side to match the ones AI eliminates. It is a system where civil
society, not technology companies, decides the direction of alignment, and economic incentives back
up that decision.

This is a slow and complicated process. But it is also a path we must walk if we are not to bend the
human soul to fit the logic of machines. An unfamiliar intelligence holds a cold, transparent mirror
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before us. What we see in it is not a machine that needs aligning. It is a compass we never once
calibrated, and for the first time, a chance to look at it together and adjust it side by side. Coexistence
with robots begins, in the end, with humanity's own answer to the question of what kind of society we
want to build.
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Chapter 13. Generational Division and the Difficulty of Political
Agreement
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1. When One Generation Sees AI as a Tool and Another Sees It as a Threat

In April 2026, Gallup released the results of a survey of 1,572 people between the ages of 14 and 29.
The data tracked shifts in how Generation Z feels about AI, and compared to a year earlier, a striking
reversal had taken place. In 2025, the emotion this generation most associated with AI was anxiety,
but excitement and hope followed close behind. There was balance. Tension about a new technology
coexisted with anticipation of its possibilities. By the 2026 survey, anger had surged to 31%,
excitement had dropped 14 percentage points to 22%, and hope had sunk to 18%.

The same Generation Z, looking at the same technology, drew a completely opposite emotional map
in just one year.

One key helps make sense of this change. According to a 2025 London School of Economics (LSE)
survey, 83% of Gen Z was using AI at work, compared to 73% of millennials, 60% of Gen X, and 52%
of baby boomers. The generational gap in usage was roughly 30 percentage points. But OpenAI's
Sam Altman captured the real nature of this gap in a single sentence at the 2025 AI Ascent event.
Older people use ChatGPT as a Google replacement, he said. People in their twenties and thirties
use it as a life advisor. College students use it as an operating system. Same tool, but the depth of
use differs by generation. And the deeper the use, the higher the dependence, the greater the terror
when it disappears or threatens to replace you.

If older generations remember the era when software came in shrink-wrapped boxes, AI feels like a
standalone tool you pull out when needed. When it stops being useful, you put it back in the drawer.
But for a generation that treats AI as an operating system, being told that operating system is coming
for your job is a different matter entirely. In March 2026, Fortune magazine cited a report from
Ireland's Department of Finance with a striking figure: between 2023 and 2025, employment among
young workers fell by 20%, while employment among workers aged 30 to 59 actually rose by 12%.
Researchers at Stanford University confirmed the same pattern in the United States. In the top 10%
of industries with the highest AI exposure, employment among workers aged 22 to 25 had declined
since 2021, while employment among older workers was growing.

Here lies the irony. The generation most skilled at using AI is the first to be pushed out by it. Boris
Cherny of Anthropic, the developer of Claude Code, said the job title "software engineer" itself could
disappear by the end of 2026. That title was the most basic junior position at Big Tech companies.
The first rung of the ladder is being pulled out entirely.
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And so the reaction of Gen Z workers has flowed in an unexpected direction. According to Fortune's
April 2026 reporting, so-called "sabotage" behavior, where young employees actively obstruct their
company's AI adoption, has been emerging. Thirty percent of workers who admitted to sabotage cited
fear that AI would take their jobs as the reason. A November 2025 KPMG survey found that 4 in 10
workers overall feared AI would take their jobs. Yet in a bitter twist, employees who refuse AI
adoption are actually more vulnerable to being fired. Sixty percent of executives said they were
considering cutting staff who resist AI.

A D2L survey of 3,000 American workers reveals the texture of generational anxiety in sharper detail.
Fifty-two percent of Gen Z workers said they worried about being replaced by a colleague who is
better at AI, while only 33% of Gen X said the same. Gen Z's fear isn't AI itself. It's the other person
who uses AI better than they do. They don't fear AI as a tool; they fear the new rules of competition
being built on top of that tool. These are two entirely different kinds of dread.

A February 2026 Data for Progress survey of 1,228 voters shows the political dimension of this
divide. A majority of voters over 45 viewed AI unfavorably (negative 10 percentage points), while a
majority of younger voters viewed it favorably (positive 25 percentage points). The generation that
uses AI the most likes it the most while also fearing it the most. The generation that barely uses AI
dislikes it the most but doesn't lose sleep over it.

Seojoon Kim, CEO of Hashed, identified the bottom layer of this phenomenon precisely. "The
generational divide is no longer determined by age," he said, "but by how long you lived before a
particular tool appeared." The twenty-year-old developers he observed, graduates of specialized
coding high schools, envy elementary school kids younger than themselves. They had to pass
through at least some of the old grammar before arriving here, but those children will enter the AI era
with emptier slates. A twenty-year-old envying a ten-year-old. It's funny and unsettling at the same
time. Can this gap be reconciled at the ballot box?

2. The Impossibility of Policy Consensus: Same Ballot Box, Different Realities

In 1833, when Benjamin Day began selling a one-penny newspaper in New York, his purpose was to
gather readers' attention and resell it to advertisers. The birth of the attention economy. Two hundred
years later, that logic has returned armed with algorithms. The data analysis system PRISM
fragments populations into lifestyle clusters, constructing separate consumer realities for each.
People who exercise the same right to vote but live inside entirely different information systems
served up by algorithms. This is why reaching common social agreements keeps getting harder.

Numerator's April 2026 generational AI consumer trends report shows what this fragmentation looks
like in practice. In July 2025, 38% of millennials said they worried about AI replacing jobs. By
December of the same year, the figure had jumped to 49%. In just five months, nearly half had
become anxious. And yet the same millennials were using AI for meal planning, shopping list
creation, and budget management more actively than any other generation. A split psyche, enjoying a
technology's convenience while dreading the destruction it might bring.
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To see how badly this split complicates policy consensus, follow the numbers. In a December 2025
YouGov survey, 35% of American adults said they had used AI at least once a week over the past
year. Among Gen Z, 51% used it weekly, compared to 29% of Gen X and 25% of boomers. Thirty
percent of the total had never used AI at all. Those 30% and the people who use AI every day must
vote for the same candidates and weigh in on the same AI regulation bills.

The problem is that attitudes toward AI don't split along generational lines alone. The Data for
Progress survey showed a clear gender gap as well. Men viewed AI favorably by positive 16
percentage points, while women viewed it unfavorably by negative 10. Race produced another split.
White voters were unfavorable by negative 3 percentage points, but Black voters were favorable by
positive 29 and Latino voters by positive 10. By party, Republicans were favorable by positive 11
percentage points, while Democrats were unfavorable by negative 3 and independents by negative 5.
With gender, race, generation, and party all pulling in different directions, reaching consensus on a
single question, "How should we regulate AI?", is a near-impossible task.

The wealthy enjoy public services in private spaces, while the poor find even their private lives
exposed to the outside. As physical divides and digital divides overlap, more and more citizens live in
the same city yet experience completely different realities. When AI personalizes search results,
custom-builds news feeds, and recommendation algorithms separate the very pathways through
which people consume and access information, the precondition of democracy, a set of "common
facts," collapses.

Item 30 on Seojoon Kim's list of 30 fault lines foreshadows the next stage of this problem: the
prediction that regulatory-forecasting agents will reshape the lobbying market. Once AI tools emerge
that synthesize legislation, public statements, and opinion data to predict regulatory changes, the
distance between predicting regulation and creating it shrinks. Four AI models assessed the
probability of this happening within three years at only 40%, but the low probability itself doesn't
measure the magnitude of the risk. If it happens even once, it could fundamentally alter how
democracy functions.

The 2024 U.S. presidential election offered a glimpse of this possibility through the performance of
the prediction market Polymarket. While major polls called the race a toss-up, Polymarket held
Trump's odds at 65 to 67% and came far closer to the actual result. Biden's reelection probability
plunged below 10% the day after the TV debate. While the press cautiously floated "fitness
concerns," the market had already rendered its verdict. When the news writes the autopsy of an
event, prediction markets read its EKG. If tools like these start being applied to regulatory forecasting,
information asymmetry will widen to extremes. The democratic promise that those who have
information and those who don't carry equal weight at the ballot box; what can that promise mean in
the age of AI?

3. The Structural Mismatch Between the Speed of Technological Evolution and the Speed of
Institutional Response (Policy Lag)
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On March 26, 2026, the opening sentence of a report by the technology analysis firm k4i.com
compressed the situation into a single line: "A fundamental shift in which the speed of silicon
outpaces the speed of law." If 2024 and 2025 were years for building regulatory frameworks, 2026 is
the year all the deadlines converge. The EU AI Act's compliance deadline for high-risk systems is
August 2, 2026. Companies must be able to demonstrate why their AI models reached a given
decision, but existing data centers were never designed to handle observability at that scale.

Demis Hassabis of Google DeepMind estimates a 50% chance that AGI arrives within 5 to 10 years.
Yet institutions are still stuck debating at the level of data privacy. Technology has already moved into
the execution phase before regulators can even finish their definitions. This is the essence of policy
lag.

The situation in the United States makes this lag visible. An executive order signed by President
Trump in December 2025 aimed to block state-level AI laws that were incompatible with the federal
policy framework. But executive orders lack the legal force to preempt state law. On March 20, 2026,
the White House issued a National AI Policy Framework and asked Congress to establish a single
federal approach to regulating AI use. The proposal called for guardrails covering child safety,
freedom of expression, intellectual property, workforce impact, and national security. But this is a
framework, not a law, and Congress has to act before it becomes one.

California, meanwhile, has been running on its own track. SB 53 took effect on January 1, 2026,
requiring major AI companies to disclose safety protocols and protect whistleblowers. Colorado's AI
Act was scheduled to take effect on June 30, 2026, but after August 2025 amendments, some
provisions were postponed. With no comprehensive federal AI regulation in place, individual states
are writing their own rules. Globally, more than 72 countries have proposed over 1,000 AI-related
policy initiatives.

A January 2026 analysis by Unite.AI drew a comparison to Henry Ford. When Ford developed the
Model T, he didn't focus on highway safety or traffic rules. Technological innovation has always
outrun regulation. But with AI, the gap is qualitatively different. Cars move through physical space,
and when accidents happen, you can see them. AI's decisions occur in invisible space, and even
when harm results, pinpointing the cause is difficult. Boards of directors with insufficient technical
understanding are repeatedly left to manage risks they can barely grasp.

The core observation in the k4i.com report goes like this: we are moving from a world where "humans
are in the loop" to a world where "humans are on the loop," and in many high-speed infrastructure
cases, to a world where "humans are at the end of the report." The moment the speed of
decision-making exceeds the human capacity for oversight, the very concept of regulation needs to
be redefined.

The EU recognized this problem and in November 2025 released its Digital Omnibus proposal,
attempting to simplify the AI Act and delay the implementation dates for high-risk systems. They
wrote a regulation, then found the regulation too complex, so they had to regulate the regulation. The
law is sprinting to catch up with technology, and in the process, tripping over its own feet.
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The fact that the EU AI Act excludes military applications of AI from its scope entirely is another
symptom of this structural mismatch. Civilian AI gets meticulous scrutiny; military AI gets an
exemption. South Korea's Framework Act on Artificial Intelligence, and both the United States and
China, also lack general legislation regulating military AI. The most dangerous domain is the one with
the loosest regulation. A bitter paradox.

In this environment, what actually works is not law but market pressure. In k4i.com's phrasing,
regulatory compliance is shifting from a cost center to a distribution advantage. Companies offering
"Reg-Ready" infrastructure with transparency tools, watermarking, and audit logs pre-integrated are
winning in the enterprise market. The market is doing what the law cannot. Whether this is desirable,
or whether it represents a failure of democratic control, remains an open question.

4. The Challenge of International Coordination in AI Governance: Clashing National Interests

In early 2026, three completely different regulatory paths are running simultaneously for the same
technology. According to an April 2026 analysis by Xiaotong Sun, a researcher at the University of
Turku, the EU exports structure, the United States pushes innovation, and China tightens control.
Same technology, same risks, fundamentally different solutions.

The EU's strategy is built on the 'Brussels Effect,' a method of exporting its own regulatory standards
as global norms. Multinational companies must follow EU rules to access the EU market, and those
rules naturally spread to other regions. Brazil, Canada, and South Korea developing frameworks
inspired by the EU AI Act is proof of this.

The United States' March 2026 framework points in the opposite direction. It explicitly opposed the
establishment of a new federal AI regulatory agency. As the Stanford AI Index Report (2025) notes,
the continued absence of comprehensive federal AI legislation reads as a deliberate choice to
preserve industry autonomy. The U.S. views both the EU's heavy regulation and China's state-led
model as challenges to its own technological leadership.

China had enacted more than 50 standards in the AI sector by early 2026 and established an AI
Standardization Technical Committee under the Ministry of Industry and Information Technology. A
framework requiring AI systems to comply with core socialist values went into full effect in 2026.
Through its 'Digital Silk Road' framework, China is expanding technological cooperation with
developing countries while actively participating in UN-level initiatives.

In January 2026, the Atlantic Council analyzed eight ways AI is shaping geopolitics and summarized
it this way: among the three digital powers, the United States, the EU, and China, the push to tighten
control over AI infrastructure is evolving into a 'battle for the AI stack.' Computing power, cloud
storage, microchips, and regulation are the key resources in this battle, and each power is taking an
increasingly exclusive approach to these resources.

Meanwhile, in 2026, a UN-backed Global Dialogue on AI Governance and an independent
International Scientific Panel were launched. For the first time, nearly every country had a forum to
discuss AI risks, norms, and coordination mechanisms. But having a forum and having agreement



74

are two different things.

Kim Seojun's analysis shows clearly why this international coordination is so difficult. South Korea's
GDP is roughly 1.8 trillion dollars. China's is ten times that; America's is fifteen to twenty times larger.
'Just as we don't pay much attention to a country one-tenth our size, China has no reason to pay
attention to us.' That holds true except in the special domain of semiconductors. Kim's diagnosis is
blunt. In the WTO era, size didn't matter, but the WTO is over and it's not coming back. International
rules ultimately come from power, and you need to be large enough to inflict costs on the other side
before diplomacy or trade becomes possible.

His proposal is radical: South Korea-Japan economic integration. Combined, the two countries would
have a GDP of roughly 6 trillion dollars, about one-third of China's. 'You need to be at least that size
for the other side to take notice,' he argues. Taking the EU's inefficiency as a cautionary tale, where
27 member states make setting a single rule painfully slow, he envisions South Korea and Japan
seizing the ruling core first to build an efficient bloc. Going further, he projects that once a
6-trillion-dollar bloc forms, Southeast Asian nations would naturally seek to join this economic sphere,
making an Asia Union modeled on the EU possible.

Whether this proposal is realistic requires a separate discussion. But the question it raises is clear: in
the international coordination of AI governance, will you remain a rule taker or become a rule maker?
And to become a rule maker, what scale of economic bloc is needed?

The U.S.-China power competition will last for decades, and that competition defines the framework
of AI governance. The U.S. prioritizes innovation, China prioritizes control, and the EU prioritizes
norms. Between these three approaches, the remaining countries are forced to choose. The
prisoner's dilemma that Mo Gawdat warned about is replaying itself at the national level. If all
countries cooperated to regulate AI development, the world would be safer, but if even one country
secretly loosens its regulations, that country captures a competitive advantage. This fear traps every
nation in a vicious cycle where no one can be the first to tighten regulation.

There was a moment in November 2023 when 28 countries signed the Bletchley Declaration. A
minimum shared understanding seemed to be forming. But the gap between declarations and
implementation is wide. At the AI Action Summit held in Paris in 2025, the EU showed its
determination not to remain a bystander in the global AI race, but the agreement that came out of the
summit carried no legal binding force.

There is hope that AI can deliver Radical Abundance to solve shared human challenges like climate
change and disease relief. But the reality is that a lack of trust between nations keeps everyone
locked in a zero-sum frame. The very concept of digital sovereignty connects to the national instinct
to exercise absolute control within geographic territory, much like the Roman concept of imperium.

In the end, international coordination of AI governance is not a question of technology but a question
of politics. And if it is a political question, the answer must come from politics too. The problem is that
the speed of politics cannot keep up with the speed of technology. This is the most dangerous
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structural mismatch of our time. In a world where legislation takes two years to pass, AI model
performance doubles every six months. Can this gap be closed, or will it widen forever? It is too early
to say. But one thing is certain: while the gap grows, the ones who suffer are always the weakest
links, the smallest countries, and the youngest generations.
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Epilogue
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Fear never left my fingertips while I wrote these thirteen chapters. The speed at which jobs vanish,
the angle at which inequality deepens, the path along which democracy erodes, the concentration at
which human bonds dissolve. None of it was light. When I laid out all fifty-two subtopics together, I
realized they were not separate crises but a single massive tectonic shift.

Still, as this book comes to a close, there is one thing I want to say.

Humanity has always stood at moments like this. When fire first came into human hands, some
burned forests while others cooked food. When the printing press spread, it became a tool of
propaganda, yet it also opened the democratization of knowledge. When we unlocked the principle of
nuclear fission, there was Hiroshima, but there were also nuclear power plants. Technology itself has
no direction. Setting that direction has always been the human task.

The age of AI is no different. The fact that we can see the cracks means we still have time to repair
them. As CEO Kim Seojun wrote, "Wherever a fracture appears, a window of opportunity inevitably
opens on the other side." Finding new coordinates atop the rubble of a collapsing order is the work
that lies before us.

There is no perfect blueprint. There never can be. But we can set a direction. A direction that
embraces technology's productivity while preserving the dignity of labor. A direction that lets go of
outdated formats while keeping the essence of education intact. A direction that pursues efficiency
without surrendering human contact and connection. Moving one step at a time toward that direction,
failing, correcting course, and moving again. That is what humanity has done for tens of thousands of
years, and what it must continue to do.

The fifty-two challenges recorded in this book are not assignments. They are coordinates. A map that
tells us where we stand. Where you walk with that map in hand is your choice, the reader who has
finished this book.

May 2026, Kim Kyungjin
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