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Chapter 1. From Next-Generation AI to AI+: The
Strategy Running Toward the 15th Five-Year Plan

In July 2017, a document appeared on the website of China's State Council. Its title was "New

Generation Artificial Intelligence Development Plan" (新一代人工智能发展规划). It came four months

after the word "artificial intelligence" first appeared in the Government Work Report that March. A

policy trends report by the Korea Institute for International Economic Policy described it as China's

first systematic document in the field of artificial intelligence. Before then, individual ministries had

issued their own plans, but this was the first document to lift artificial intelligence to the top level of

national strategy and place the goals through 2030 on a single blueprint.

The four-month gap deserves attention. Once artificial intelligence received a single line in the

Government Work Report, a national plan followed almost at once. That signaled that AI had moved

from a ministry-level program to an issue handled directly by the State Council.

When you open the document, one unfamiliar feature stands out. The goals do not end as

slogans. They are fixed in numbers and years. The plan sets three timetables, 2020, 2025, and

2030, and assigns an industrial scale in yuan to each point. Reports by the Korea Information

Society Development Institute and Samjong KPMG state that the target by 2020 was to grow the

core artificial intelligence industry to 150 billion yuan and related industries to 1 trillion yuan.

By 2025, the targets were 400 billion yuan for the core industry and 5 trillion yuan for related

industries. By 2030, they were 1 trillion yuan for the core industry and 10 trillion yuan for related

industries. This reads less like the language of a technology plan than that of an industrial plan.

Writing the goals in yuan also means that performance would be measured not by the number of

papers or patents, but by market size.

Each of the three stages carries a different weight. The first stage spoke in the language of laying

foundations. It aimed to catch up with the technological level of advanced countries and build

technical standards and service systems. The second stage moved beyond application and set a

goal of achieving results in basic theory. It called for the intelligent transformation of fields such as

manufacturing, medicine, cities, agriculture, and national defense, while also building legal norms

and theoretical systems for artificial intelligence. The language of the third stage shows far greater

ambition. It declares that China will lead the world across theory, technology, and application, and

will "complete" its legal norms and policy system.

The choice of 2030 as the target year matters. The document looked beyond the term of any one

government and toward a horizon more than a decade away. It is also striking that law and norms

appear in every stage. Placing the progress of technology and the progress of norms side by side in

the same table means regulation was not treated as an accessory to be attached later. It was treated

from the start as an axis to be designed together with development.
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The items under basic theory and core technology are also concrete. In the Korea Information

Society Development Institute report, concepts such as big-data-based intelligence, cross-media

cognitive computing, and hybrid augmented intelligence in which humans and machines judge

together are listed as basic theories. Knowledge computing engines, swarm intelligence, and

unmanned autonomous systems are identified as core technologies. These names return later. The

three-year action plan released by the Ministry of Industry and Information Technology (MIIT) in

December 2017 translated these theories into tangible products. The list included smart connected

vehicles, service robots, drones, AI medical imaging, voice interaction and translation systems, and

smart home devices.

The plan also included items on directly building intelligent sensors, neural network chips, and

open-source platforms in order to reduce reliance on foreign technology. The language of

technological self-reliance had already found its place inside the document. This structure, in which

the State Council draws the direction and MIIT translates it into lists of products and infrastructure,

became the prototype for a division of labor repeated in later plans.

An overseas analysis summarized by research from the University of Virginia captures the nature

of this action plan in one passage. It is a grammar that places international cooperation and resource

sharing alongside national security, speaking of openness and control at the same time. One

sentence calls for opening the door, and the next calls for maintaining order. The way these two

voices coexist in one document becomes a feature running through China's AI policy as a whole.

The habit of writing development and security side by side had already taken shape in the 2017

document. The same research sees this duality as extending into the actual operation of

governance. Sentences about openness become the basis for industrial diffusion, while sentences

about order become the basis for content controls and registration procedures, creating a structure

in which the two support each other.

The document also contains language directed toward society. It lists smart agricultural machinery

and agricultural sensors, education tailored to learners, robots that assist in clinical care and surgery,

elder care, and health management through wearable devices. It also includes a passage on the

military and civilian sectors sharing artificial intelligence technology. The document calls for a

structure in which industry, academia, research institutes, and military organizations communicate

and cooperate on a regular basis. This part needs to be read carefully. The orientation written into

the document and the actual progress of military intelligentization belong to different levels.

The language of a plan does not mean a completed capability. This text treats military-related

claims only within the bounds of what has been confirmed and what remains an unconfirmed risk.

The military-civil fusion language in the 2017 document is best read as a statement of intended

direction, not as a result. The sources confirm only that the document said such a cooperative

structure would be built. They do not confirm how far that structure moved into any specific weapons

system.
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The language of ethics and legal systems was not left out. The plan called for research into the

legal, ethical, and social issues of artificial intelligence, and for ethical standards and codes of

conduct for developers and designers. It even included a sentence on building an ethical framework

for cooperation in settings where humans and robots work together. This expression leads to the

value described in a 2025 document as "intelligence for good" (智能向善). The phrase, which means

guiding technology in a good direction, reflects an attitude that places regulation not opposite

development, but as a condition for development.

Yet outside observers read this posture differently. A governance analysis from the University of

Virginia points out that the same language of norms can also serve as a basis for content

management and control over expression. A sentence about guiding things in a good direction can

become the language of promotion or the language of control, depending on what it defines as good.

This tension returns in Chapter 3, where censorship and repression appear as arguments against

the system.

That was the language of 2017. If the document's legacy can be reduced to one line, it is this:

artificial intelligence became an object for direct state design. The grammar that set out timetables,

industrial scale, technology lists, product examples, development, and security all took shape at that

point. Yet the 2017 document put weight on infrastructure and theory. It was the stage of building

systems and arranging frameworks. The task of bringing that blueprint down into factories, stores,

and classrooms was left to the next document.

The next scene is the March 2024 Government Work Report. This is where the phrase 'Artificial

Intelligence Plus (AI+)' first appears. It is a short line, but the direction changes. If 2017 asked how

China would build artificial intelligence, this phrase in 2024 asks where artificial intelligence should

be attached. The plus sign attaches to industry. The grammar is to add it to manufacturing, add it to

education, and add it to consumption. The center of gravity shifts from using technology after it is

completed to placing it in industrial sites and improving it there at the same time.

This direction takes form in the State Council's August 2025 opinion titled 'Opinions on Deepening

the Implementation of the Artificial Intelligence Plus (AI+) Action.' According to indicators cited in a

report by the Korea Information Society Development Institute, the document sets a target of raising

the penetration rate of intelligent systems to 70 percent by 2027 and 90 percent by 2030. If the 2017

document stated industrial scale in yuan, this document restates the target in the language of

penetration, using adoption rates. The question changes from how large a market China will create

to how deeply AI will spread.

The opinion lists six fields: science and technology, industry, consumption, people's livelihoods,

governance, and global cooperation. It says China will push the integration of artificial intelligence in

each field. The final destination is 'Digital China.' Setting penetration as the goal also means

changing who measures performance. The yardstick is no longer one large model, but how densely

AI is embedded across many industries.
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A report by the U.S.-China Economic and Security Review Commission (USCC), under the U.S.

Congress, analyzes this transition from the outside. The report identifies the core of China's AI

diffusion as a 'real economy feedback loop.' Compared with Western model diffusion, which often

remains within a digital cycle centered on web traffic and software, China is placing artificial

intelligence directly into factories, logistics, and robotics sites on top of one of the world's leading

manufacturing bases, the Internet of Things, and 5G networks.

A model placed in a physical site continually produces operational data that cannot be made from

data scraped from the web or synthetic data. That data then changes the model on site, and the

revised model creates more data. The point of the analysis is that the cycle turns in the physical

world. This concept is one of the book's core structures, and later it appears again beside the

open-source loop as one of two cycles.

One example in the USCC report makes this cycle concrete. A smart factory in Guangdong

Province attached 5G high-definition cameras and an AI inspection system to monitor product

quality. The report says this reduced the equipment repair rate by 20 percent and saved 1 million

yuan a year, about $140,000. The fact that repair rates and cost savings, rather than flashy model

names, appear as the measures of performance shows the character of this approach.

In other words, whether artificial intelligence works well is measured not by benchmark scores but

by factory costs. This point needs careful reading. The savings in one example are that factory's

record, not the national industrial average. The fact that a success case appears in a policy

document and the claim that the same results were reproduced in other factories are two different

matters.

The guideline that sends this cycle down to the factory level is the 'Implementation Plan for the

Artificial Intelligence + Manufacturing Special Action Plan.' The targets summarized by the Korea

Institute for Advancement of Technology are dense with numbers. By 2027, China aims to embed

three to five large language models deeply in manufacturing, release 1,000 industrial AI agents, build

100 high-quality industrial datasets, and develop 500 representative application scenarios. It also

seeks to designate two to three world-leading companies and 1,000 standard model companies that

can serve as benchmarking references, while guiding companies to create the position of 'Chief Data

Officer (CDO).' The intention to treat industrial data as a strategic asset appears as a box on the

organizational chart.

This plan divides the work into several tasks: building an innovation base, smart upgrading,

product innovation, cultivating industrial actors, expanding the ecosystem, establishing safety, and

international cooperation. It ties together model building and safety work in a single document. The

discussion that whichever industrial application is secured first will determine the order of control

over data points in the same direction. The side that occupies the high ground in applications holds

operational data, and the side that holds the data brings forward the next model.
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How this guideline reaches the field appears in steelmaking. In a case on 'smart prediction of blast

furnace molten iron temperature' included in documents linked to the National Data Administration,

the inside of the blast furnace was previously treated as a black box that could not be observed.

Workers relied on experience to adjust the tuyere and oxygen enrichment rate. Now, with a structure

that combines local and edge computing and uses GPU servers, a time-series prediction model

forecasts the molten iron temperature two hours ahead and adjusts operating values on its own.

Better quality and lower energy consumption follow.

The model takes over work once done by experience, and the operating data built up in that

process becomes fresh material for the model. This is the real economy's feedback loop turning in

front of the blast furnace. It is also worth noting that this case appeared in documents on the National

Data Administration side. A process improvement by one company did not remain only that

company's achievement. It was organized as an industrial scenario inside a document from the

national body in charge of data policy.

Industrial agents and embodied intelligence are the means that push this cycle into the physical

world. If a software-based model is to handle real machines, it needs hands and feet. Agents and

robots fill that role. In the case cited by Samjong KPMG, Xiaomi put humanoid robots in place of

workers for the nut-installation process at an electric vehicle factory, had them work autonomously

for three consecutive hours, and recorded a 90.2% success rate when handling both sides at the

same time. This number is a proof value for one process. It is more accurate to read it not as proof

that robots have replaced people entirely, but as a record that autonomous repetition has become

possible for a specific task.

A Mirae Asset Securities report sees humanoids as the next strategic hardware after computers,

smartphones, and electric vehicles. It also notes that China accounts for a considerable share of the

global distribution of humanoid companies. Even so, this section should be read without

exaggeration. The distribution of company numbers and actual mass production and profit belong to

different levels, and movement on a demonstration stage is not the same problem as continuous

operation on a factory line. Chapter 9 returns to humanoids and separates verified proof values from

unverified forecasts.

At this point, one concept from policy documents gains force: the 'intelligent economy' (智能经济).

Related policy commentary points out that the signals have become clear on what the intelligent

economy is and how it will be pursued. The term means a condition in which artificial intelligence is

not left as a tool for one industry, but data, computing, and models become basic resources for the

entire economy. The discussion about occupying the high ground in industrial applications points in

the same direction. The side that secures application sites first holds the data, and the side that

holds the data advances the model. If the language of 2017 was the language of a technical system,

the language at this stage is the prior capture of applications and data.
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Where AI attaches first becomes the decisive field of competition. It is worth noting that the terms

intelligent economy, new quality productive forces, and AI+ overlap in use. The three sit at slightly

different levels. AI+ refers to the act of attaching AI to something. Intelligent economy refers to the

state of the economy created as a result. New quality productive forces is closer to an umbrella that

wraps that state in a national growth narrative. If the three terms are bundled together as one, the

texture of the documents becomes blurred.

This flow is gathered into a national goal in the 'Outline of the 15th Five-Year Plan,' released in

March 2026. Covering the years from 2026 to 2030, this document is the top-level roadmap for the

next five years and a blueprint for Chinese-style modernization through 2035. At the front stands a

declaration that China will move away from growth centered on real estate and infrastructure and

shift its axis toward 'new quality productive forces' (新質生産力) and the intelligent economy. Looking

at the changes in past plans as summarized by Mirae Asset Securities, this plan comes after the

path that ran through the 13th Plan's 'Internet Plus' and 'Made in China 2025,' and the 14th Plan's

'dual circulation' and 'Digital China.'

The keywords in this document are new quality productive forces, Chinese-style modernization,

advanced technology self-reliance, and Artificial Intelligence Plus. If we follow the track along which

the names of the plans have changed, we can see that the question of 'what to attach it to' has been

asked again once every five years. China has moved from the era of attaching it to the internet,

through the era of attaching it to manufacturing, and now into an era in which intelligence itself is laid

down as the base layer of the economy.

The 15th Plan fixes its goals by dividing them into 20 quantitative indicators. Among them is one

indicator that measures the size of the intelligent economy: the share of GDP accounted for by value

added from the core industries of the digital economy. The target is to raise this figure from 10.5% in

2024 to 12.5% by 2030. The document also sets indicators for keeping annual average growth in

research and development spending at 7% or more and increasing high-value invention patents per

10,000 people from 16 to 22 or more. Rather than setting a target by separating out artificial

intelligence alone, it folds intelligentization into the growth indicators for the whole economy.

The intelligent economy's idea that artificial intelligence should become the foundation of the

economy, not a separate industry, is reflected directly in the design of these indicators. It is also

striking that people's livelihood indicators appear in the same table, including keeping the surveyed

urban unemployment rate below 5.5% and increasing the average years of education among the

working-age population from 11.3 years to 11.7 years. The fact that technology indicators and

employment and education indicators are managed side by side in one document shows an effort to

coordinate the speed of intelligentization and the absorption of its shock with the same hand.

The industrial map drawn by this plan is wide. It presents four lines of work: turning traditional

industries smart and green, growing emerging industries such as new energy, aerospace, and the

low-altitude economy, and securing future industries in advance, including quantum computing,
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bio-manufacturing, hydrogen, brain-computer interfaces, humanoid robots, and 6G. Supporting this

from below is next-generation infrastructure such as integrated computing networks and new

communications networks. Artificial intelligence is placed as a common layer that runs across all

four.

It is not one box of industry, but a foundation that cuts across every box. Mirae Asset Securities

reads this arrangement as a choice to seek a breakthrough by completing technological self-reliance

and the industrial ecosystem at home under advanced technology restrictions from the United

States. The tighter regulation presses from outside, the stronger the language of self-reliance

becomes inside. Chapter 10 returns to this relationship when it discusses export controls.

The artificial intelligence penetration roadmap in the 15th Plan turns together with the AI+ opinions

discussed above. By 2027, integrated development is to be achieved across fields such as science

and technology, industry, consumption, people's livelihoods, governance, and global cooperation,

while the penetration rate of intelligent systems is to rise to 70%. It is then to reach 90% in 2030,

followed by the establishment of a fully smart economy and society by 2035. Below that, the

factory-level targets of 'Artificial Intelligence + Manufacturing' continue.

The layers line up in a single chain, from national vision to industrial guidance, and from industrial

guidance to blast furnaces and assembly lines. The structure is designed so that the 90 percent

adoption rate at the upper layer and the 1,000 agents at the lower layer point in the same direction.

This layered structure is also why this book looks at government agencies and companies together.

If you look at only one layer, you cannot see why those numbers appeared.

This engine needs computing power to run. The 15th Five-Year Plan calls for ultra-large-scale

intelligent computing clusters and sets out a system in which cloud, edge, and devices move

together. The physical frame is the 'Eastern Data, Western Computing' project, which sends data

from the east to the west, where power and land are more abundant, for computation. Data centers

are being built in eight hubs, including the Jing-Jin-Ji region, the Yangtze River Delta, Guizhou, and

Inner Mongolia.

At the same time, to prevent overheated investment, the state sets power efficiency rules for data

centers and shifts local infrastructure investment to an approval system. The same grammar seen in

documents that pair development with security, pushing forward while tightening control, appears

again in infrastructure policy. When the state allocates the computing network and regulates its

efficiency, computing becomes both corporate equipment and a public resource managed by the

state.

The data system moves in parallel. Under the National Data Administration, a platform registers

public data resources, and the Ministry of Finance has set accounting standards that allow

companies to put industrial data on their financial statements as intangible assets or inventory

assets. Once data starts appearing on ledgers as an asset, it has moved beyond policy slogans and

entered the language of accounting. The policy habit of speaking about models and data together
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has now reached corporate balance sheets.

Local governments are moving in the same direction. Suzhou has launched a city-level action plan

that creates a large group of artificial intelligence funds and selects key models for support. This

alignment of central planning, local funds, and corporate accounting is the interlocking of policy,

companies, and data that this book describes.

One passage that stands out in the 15th Five-Year Plan is its treatment of employment. The plan

outline says China will build a system to assess high-quality full employment while responding in an

integrated way to the impact of new technologies such as artificial intelligence and changes in the

external environment. It also says China will identify new collaborative jobs in which people and

machines work together and bring artificial intelligence into areas tied to people's daily lives, such as

agriculture, medical care, and eldercare. A document that pushes technology also worries, in the

same document, about the employment that technology may shake. That shows the plan's attitude.

The 2025 phrase 'intelligence for good' and this employment guidance come from the same place. It

speaks of development while writing down its shadow.

Of course, writing this shadow into national goals does not mean the shadow has disappeared.

The sentence about building a full-employment assessment system and the real burdens of data

labeling labor or regional gaps are separate questions. A plan is a document that states goals, not

one that guarantees results. Observers outside China take this part more seriously. A governance

analysis from the University of Virginia points out that the grammar that speaks of development and

security together can also serve as a basis for content control and repression.

The concern is that the state decides what will be filtered out under the normative language of

guiding technology toward good. This book treats that burden separately in Chapter 3 as

counterevidence in the discussion of censorship and the regulatory costs borne by companies. The

employment guidance in the 15th Five-Year Plan and the language of 'intelligence for good' remain

both the starting point and the object of verification for that discussion.

If we place the 2017 document beside the 2026 plan and look at how the language changed over

nine years, the flow becomes clear. At first, it was the language of making technology. Basic theory,

core technology, and yuan figures for industrial scale stood at the front. Then it moved to the

language of attaching AI to other fields. The grammar of AI+, added to manufacturing and education,

took hold alongside adoption rates, the numbers of penetration. Now it is the language of foundation.

Under names such as the intelligent economy and new quality productive forces, artificial intelligence

is defined not as a tool of one industry but as a layer across the whole economy. The weight has

moved from making, to attaching, to permeating.

Two habits run through this change. One is the habit of writing goals as numbers and years. From

150 billion yuan to 10 trillion yuan, from a 70 percent adoption rate to 90 percent, and from a 10.5

percent digital economy share to 12.5 percent, the numbers appear in different documents but look

as if they were written by the same hand. The other is the habit of placing development and security
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close together, almost sentence by sentence. Openness and order, investment and approval

systems, technology and ethics, intelligent transformation and employment always appear in pairs.

The dual grammar identified by the University of Virginia study in the 2017 document still operates in

the plan nine years later.

This is why this book does not treat companies and the government separately. Alibaba's Qwen,

Baidu's ERNIE, and ByteDance's Seed move under company names, but the lines of the field they

run on were first drawn by documents from the State Council, the Ministry of Industry and

Information Technology, and the National Data Administration. Corporate models fill the 90 percent

adoption target, while the datasets, accounting standards, and computing networks those models

stand on are prepared by government documents. The government writes the target of 1,000

industrial agents, but companies supply the hands that build them. Policy, companies, and data turn

together like three gears.

The remaining question, then, is how much of this blueprint moves from numbers on paper into

real performance. The 2017 plan wrote down goals for 2030, and now, with roughly half that period

behind us, we hold both the language of the goals and the records from the field. The temperature

prediction model in front of the blast furnace and the robot success rate on the assembly line are

confirmed records. By contrast, 2030 figures such as a 90 percent adoption rate or a 12.5 percent

digital economy share still exist only as targets. And more distant claims, such as military

intelligentization or an autonomous leap by artificial intelligence, go beyond what these sources

confirm.

The document clearly describes a structure for military-civilian cooperation, but this material does

not allow us to say what capabilities were transferred, or how far. That gap is why the main text, from

the next chapter onward, follows each government body and each company in turn. It tries to

measure the distance between the goals written in the document and the facts confirmed on the

ground, source by source. Where the unfamiliar title "Mosu Gongzhen" on the National Data

Administration's notice list falls within that distance becomes clearer as we examine the place of that

agency.
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Chapter 2. The Roles of the State Council, NDRC, CAC,
MIIT, and SAC

Open the standards registration system jointly run by the State Administration for Market

Regulation and the Standardization Administration of China, and you find documents under review

or circulating in draft form in the first half of 2026, lined up with serial numbers. Somewhere on the

list appears the title "Basic Safety Requirements for Smart Agent Applications." Open the document,

and a familiar company name appears in the field for drafting units. A major telecommunications

company sits alongside a national research institute and an emergency response center, helping

write the standard. It is a regulatory document, yet a company subject to regulation has entered the

document itself and is polishing its sentences. If this scene feels strange, you have only half seen

how China's artificial intelligence governance is built.

This one scene is a miniature version of the story in this chapter. China's artificial intelligence

moves under company names, such as Alibaba's Qwen, Baidu's ERNIE, and DeepSeek's open

models. People try to read this field through company rankings and benchmark scores. But the

playing field on which those companies run already has lines drawn on it. More than one hand draws

those lines. The State Council sets the direction, the National Development and Reform Commission

(NDRC) coordinates among ministries, the Cyberspace Administration of China (CAC) examines

which models may appear before the public, and the Ministry of Industry and Information Technology

(MIIT) and the Standardization Administration of China (SAC) set safety criteria and industrial

standards.

The names may feel unfamiliar, and the roles may seem to overlap, but if you follow the

documents one by one, you can see where each body sits and what it holds in its hands. This

chapter explains those five bodies through policy documents and cases, so that the distance

between government and companies becomes visible.

Start with the State Council. The State Council is the executive body at the top of China's

administration. It is composed of the premier, vice premiers, and state councilors. Every spring,

during the National People's Congress, it issues the government work report, and every five years it

confirms the Five-Year Plan, the national economic roadmap. In the artificial intelligence story, the

State Council sends direction and numbers down from above. It fixes goals for how far a given

technology should grow, not as slogans but as financial indicators of industrial scale. Once a goal

has been translated into the language of accounting ledgers, ministries below, local governments,

and state-owned enterprises have no choice but to move toward that number.

This direction did not take shape all at once. It moved through several documents. The flow

becomes clear when you follow KIEP's policy trend reports and KISDI's analysis of the AI+ strategy.

In the 13th Five-Year Plan in 2016, the term "artificial intelligence" first appeared in a national

document. In July 2017, the State Council issued the first master plan with a structured framework.
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In that document, titled the "New Generation Artificial Intelligence Development Plan," the State

Council set the goal of making China a center of artificial intelligence innovation by 2030.

It then wrote the scale of growth in money. By 2020, 150 billion yuan in core industries and 1

trillion yuan in related industries. By 2025, 400 billion yuan in core industries and 5 trillion yuan in

related industries. By 2030, 1 trillion yuan in core industries and 10 trillion yuan in related industries.

At every stage, the document pins down a number. The character of State Council documents lies in

turning goals from qualitative slogans into phased numerical targets.

If the early documents placed weight on infrastructure and basic theory, the direction shifted once

in the spring of 2024. In the government work report that March, the State Council introduced the

term "AI+." This meant it would no longer treat artificial intelligence only as a separate industry to be

developed, but would attach it to existing industries such as manufacturing, education, and

consumption. That direction became a document in August 2025, the "Opinions on Deepening the

Implementation of the 'Artificial Intelligence Plus (AI+)' Action." Here, the State Council presented

commercialization indicators for inserting artificial intelligence into six fields spanning science and

technology, industrial development, and people's livelihoods.

The target was to raise the adoption rate of intelligent systems, including intelligent terminals and

agents, to 70 percent by 2027 and 90 percent by 2030. The standard for the goal had moved from

laboratory results to how widely the technology had been installed. This adoption-rate target

connects directly to the infrastructure and standards figures discussed later. To reach 90 percent,

computing power, data, and industrial standards must be laid down on the same scale.

The outline of the 15th Five-Year Plan, issued in the spring of 2026, lifts this picture into a

restructuring of the entire national economy. The State Council makes "new quality productive

forces," including artificial intelligence and advanced technologies, a pillar of growth, and includes an

indicator that raises the share of value added by the core industries of the digital economy in GDP to

12.5 percent by 2030. It also includes a figure calling for research and development investment to

grow by more than 7 percent each year. This is the State Council's place. It sends direction and

numbers down from above, but which ministry plants those numbers in the field, and how, is decided

below. If you read only State Council documents, Chinese artificial intelligence looks like a clean

planning table. Once that plan moves into the hands of actual ministries and the servers of

companies, the story becomes far more complicated.

Below that level sits the NDRC, in the coordinating seat. The National Development and Reform

Commission was originally the body responsible for macroeconomic planning. It deals broadly with

investment, prices, and industrial policy, so people call it the real power center of policy. According to

analysis by the U.S.-China Economic and Security Review Commission (USCC), the NDRC's

emergence as a coordinator of artificial intelligence policy is a relatively recent change. Before 2023,

the NDRC did not play a conspicuous role in this field. The 2017 master plan was led by the Ministry

of Science and Technology, and from 2021 to 2023 the CAC stood at the front of regulation by
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issuing, one after another, the algorithm recommendation rules and the deep synthesis management

measures. During this period, artificial intelligence regulation rested on two axes, technology

promotion and content control, divided among different ministries.

The trigger for change came after generative models in chatbot form spread worldwide. A

judgment took hold that artificial intelligence policy could not be left to one agency skilled mainly in

censorship and content control. To win in global competition, China needed force that pushes

forward. To protect regime stability, it also needed force that presses down. Several overseas

analyses conclude that China needed to rebalance these two forces through the eyes of

macroeconomic planning, and that the NDRC was assigned to that position.

There is, however, a point that calls for care. Public documents do not allow a firm conclusion on

whether the NDRC holds full authority alone or chairs a coordination committee that binds several

ministries together. There is only an inference that the latter is more likely. Accounts that attach this

coordinating role definitively to the name of a specific individual still rest on weak grounds. Rather

than state a person and title as settled fact, it fits the current materials better to leave only the

movement of the institution into a new seat.

The fact that the agency's position changed shows where the center of gravity in artificial

intelligence policy has moved. The aim is not only to raise model performance, but also to manage

the disruption that its spread may cause in employment and the real economy. The goal of building a

high-quality full employment evaluation system in the 15th Five-Year Plan, placed in the same

document alongside the goal for the spread of artificial intelligence, can also be read as a trace of

this coordination. It is a structure that tries to hold both the push forward and the support system in

one hand. If artificial intelligence spreads quickly, jobs are shaken. If the state focuses only on

protecting jobs, adoption slows. Putting both in the same document shows the nature of the seat

occupied by the NDRC.

This coordination can be seen on the ground in two areas: computing infrastructure and data. To

meet the State Council's target of a 90 percent adoption rate, China needs computing power on that

scale. Samjong KPMG's comparative report on the United States and China shows that the NDRC

builds this framework through a national project called "Eastern Data, Western Computing." As the

name suggests, data generated in the east is processed in the west. The project builds data centers

in eight hubs, including Jing-Jin-Ji, the Yangtze River Delta, Guizhou, and Inner Mongolia.

Yet this project is not only about construction. It blocks reckless duplicate investment and imposes

power usage effectiveness rules, allowing the central government to control how capital and energy

concentrate. Local government investment in infrastructure was also brought under a national

approval system and placed under NDRC management. The same two hands appear here as well:

laying infrastructure while restraining overheating. How many data centers are built, where they are

built, and at what level of power efficiency all pass through one agency's approval window.
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On the data side, NDRC planning also comes first. According to a USCC report, in March 2025 the

NDRC, together with the National Data Administration, the Ministry of Finance, and the Ministry of

Human Resources and Social Security, issued implementation opinions on developing the data

labeling industry. Training large-scale models requires well-organized data. The picture here is one

in which several ministries coordinate the labeling labor that produces that data and the circulation of

public data. Statistics from the National Data Administration say that more than 60 percent of model

training conducted inside China uses Chinese-language data.

Beneath these documents lies the view that where and how data is collected and circulated marks

the starting line of model competition. Still, this policy to develop the labeling industry must later be

read through another lens. The surface of a document about industrial development does not show

the conditions under which the labor of naming data takes place, or who bears that burden. A later

chapter returns to this issue together with the opposing evidence.

Once the broad direction is set and the framework for infrastructure and data is in place, policy

reaches the ground through specific ministries. KIAT's summary of the "Implementation Plan for the

Special Action Plan on Artificial Intelligence Plus Manufacturing" shows that eight ministries,

including MIIT, set targets for 2027: to deepen the application of three or four large language models

in manufacturing and to release 1,000 industrial AI agents. The plan seeks to plant autonomous

control models in industries such as steel and equipment manufacturing, create chief data officer

positions inside companies, and build a flow in which manufacturing lines generate their own data

and refine models.

Target figures such as these 1,000 agents need to be checked again against the original text, so

they are treated here only as policy targets. It is more accurate not to blur the fact that they are

ministry-set indicators, not confirmed results.

Now we move to CAC. The Cyberspace Administration of China is the agency that oversees

internet regulation and censorship. It is easiest to understand it as the guard posted at the door

through which models enter public use as services. Reading together Jeremy Daum's explanation of

the draft generative AI measures from Yale Law School's Paul Tsai China Center and academic

work analyzing China's standardization strategy, CAC control does not stop at censoring completed

software. It treats the entire life cycle of artificial intelligence, from data collection to model training,

deployment, and oversight, as an object of management. This life-cycle management framework is

the thread that ties CAC's many provisions together.

The model stage comes next. Article 6 of the draft generative AI measures requires service

providers to register their algorithms with the authorities. Relying on the regulations on the

administration of algorithmic recommendation in internet information services, it makes companies

report the structure and operating methods of their algorithms in advance. Article 7 states that the

sources of data used for training must be lawful. It narrows the data entrance by limiting scraping

from arbitrary sources and making models produce intelligence within an approved knowledge
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system. Article 8 also requires detailed rules for the process in which people label data by hand. The

aim is to prevent the biases of labelers from mixing into the data. The design makes data pass

through several gates before it enters the model.

Among these provisions, Article 15 carries special weight. If artificial intelligence is found to have

produced illegal content, a company cannot simply delete that output and be done. It must examine

the model again and retrain it to remove the root cause. This does not mean filtering out one

problematic answer. It requires the company to repair the parameter structure that allowed such an

answer to appear. In that sense, the regulation targets the inside of the model rather than only the

output, which differs in texture from after-the-fact filtering in the West.

Still, rather than deciding that one side is more fundamental than the other, it is more accurate to

leave the distinction at this: the targets of regulation are different. Retraining is costly, and that cost

falls on companies trying to comply with the rules. This connects to the problem of corporate burden

discussed later.

Once a model passes through the gate and reaches users, CAC places heavy responsibility on

content. Article 5 of the measures makes service providers responsible for AI-generated results as if

they were producers who had written them directly. Providers are also responsible for handling

users' personal information under Article 11. Models must not produce discriminatory output on the

basis of gender, ethnicity, or faith under Article 12, and they must maintain safe and stable services

under Article 14. Providers must also maintain channels for user complaints and promptly correct

information that infringes rights under Article 13. Artificial intelligence may produce language like a

person, but these provisions rest on the premise that the human business operator bears

responsibility for those words.

In content control, the obligation to label deserves close attention. Article 16 requires every piece

of AI-generated content to carry an identification label showing that a machine created it, and it

forbids users from removing or hiding that label at will. It is a device meant to keep people from

blurring whether something came from human hands or a machine. The fact that large platforms

such as Douyin moved early to issue their own rules on AI-generated content can be seen as part of

the same flow. The state sets the rules, platforms absorb them into their own internal norms, and

those norms then travel down to the screens of individual users.

The final link in CAC control is the user. Article 9 requires identity verification for every user of

generative AI services. Rooted in the Cybersecurity Law, this real-name authentication has become

a standard system inside China, attaching records of online activity to verified identity documents.

The result is the practical erasure of anonymity. Even if a person uses a pseudonym or display name

on a message board, that is only how it appears to the public. The platform and the authorities can

use back-end registration data to find out at once who wrote the post.

Real-name information is also used to identify minors, giving platforms a basis for blocking

teenagers' access to harmful content. Service providers must define their intended users and
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purposes in advance (Article 10), and they must put in place technical measures to prevent users

from relying too heavily on AI or becoming absorbed in it (Article 18). For users who violate the rules,

account services must be stopped at once (Article 19). From the entry point of data to the identity of

the user, the structure links each measure to the next like a chain.

The measures also spell out what happens when these dense obligations are violated. If another

law already provides a penalty, that law applies first. But even where there is no clear provision,

companies do not get a way out. The authorities may issue warnings, public criticism, correction

orders, and service suspensions, and they may impose fines ranging from 10,000 yuan to 100,000

yuan. The amount of the fine itself may not be large enough to burden a major company. But the

picture changes when it is paired with an order to halt the entire service.

For a model serving the public, the business itself stops the moment the door closes. Here lies the

structural reason companies such as Alibaba, DeepSeek, Zhipu, and MiniMax put resources into

censorship and compliance with as much care as they put into raising benchmark scores. Service

registration notices show that the number of models completing this process and receiving

registration keeps growing, and each entry on that list is also proof that the model has passed

through the provisions described above.

If the CAC guards the front door, MIIT and SAC set the specifications inside that door. The

Ministry of Industry and Information Technology and the Standardization Administration of China are

the bodies that make safety criteria and industrial standards. The word "standard" sounds like a

neutral, technical manual, but in China's AI governance, standards act as gatekeepers that decide

who qualifies to enter the market. Academic research analyzing standardization documents calls this

process a "state-led, enterprise-driven pipeline."

When technical committees under SAC set the agenda, working groups under MIIT draft and pilot

standards that reflect needs from the field, and regulators then use those technical specifications as

tools of supervision. On the surface, they take the form of voluntary codes. After passing through

state approval, however, they become de facto instruments for controlling entry. The distance

between the word "voluntary" and the reality of control shows where Chinese-style standards stand.

This cooperative structure is backed by documents issued over several years. In 2019, SAC

released a white paper on AI safety standardization, connecting technical measurement of security

with administrative enforcement. In July 2020, it issued the Guidelines for the Establishment of a

National New Generation Artificial Intelligence Standards System. These guidelines proposed

building a standards system along eight axes, from basic and general-purpose areas such as

terminology, reference architecture, testing, and evaluation to core technology areas such as

algorithm and model development. They set out principles of applying urgent standards first, pushing

cross-industry integration at the same time, and placing independent innovation alongside open

cooperation. This means the state does not leave standards to market logic alone. It decides what

should be standardized first, and in what order.
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If SAC frames the system, MIIT turns it into rules for the manufacturing floor. The Implementation

Plan for the Special Action Plan on "Artificial Intelligence + Manufacturing" puts standards first as a

way to secure a leading position in the industrial ecosystem. MIIT works with its AI standardization

technical committee and data standardization committee, along with the cybersecurity

standardization technical committee under SAC, to divide industries by grade and type and then

create specifications. It prepares basic standards for security, governance, and ethics, general

standards for cooperation between software and hardware, and measurement norms for evaluating

performance in the field. Requiring companies to install a chief data officer system also connects to

this effort, since it builds the ground layer of data governance so that national standards can be

followed.

The degree of detail in these standards appears plainly in the reporting templates the government

requires from companies. The government attaches appendices titled key industrial model list and

evaluation dataset list, using forms to specify which parameters and performance indicators each

company must fill in. In the steel industry, a large steel model with 13 billion parameters must be able

to predict trends in blast furnace molten iron temperature and optimize rolling process parameters,

and its average inference latency must stay below 80 milliseconds. The same document also states

the target that this model should raise the optimization work efficiency of process personnel by five

times.

In equipment manufacturing, an evaluation dataset for predicting machine tool failures must meet

standards in a test of 500 question-answer pairs: at least 95 percent accuracy in recognizing textual

defects and inference latency of 50 milliseconds or less. A company that applies this standard must

prove in documents that it raised the accuracy of spindle bearing wear prediction from 85 percent to

94 percent. Because the standard writes targets in milliseconds and percentages, companies end up

steering development toward those numbers. A single government document sets performance

indicators all the way down to model performance inside a steel plant.

Safety standards are also their responsibility. In the safety establishment tasks under the

implementation plan, MIIT and its affiliated bodies build security governance mechanisms to prevent

accidents. They identify deepfake authenticity detection, industrial model algorithm security, training

data protection, and smart terminal security evaluation as core technologies and guide their

development. To reduce hallucination risks in generative models, they require companies to refine

knowledge bases and correct errors in training corpora. Rules requiring identification marks on

synthetic content follow from the same line. MIIT classifies and grades AI used in industry by risk

level, then issues security standards that include evaluation, verification, and emergency response.

It separates high-risk uses from lower-risk uses and applies different levels of management intensity.

At the front line of this expanding standards power stand industrial agents. The document that

appeared at the opening of this chapter, Basic Safety Requirements for Smart Agent Applications, is

one example. Registration materials from the State Administration for Market Regulation and SAC
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show that the basic draft of this standard is being prepared with the CAC participating as a

department and the Cybersecurity Standardization Technical Committee under SAC taking the lead.

The fact that national research institutes and emergency response centers, as well as major

telecommunications companies, sit at the core of the drafting units shows the pipeline clearly: the

state holds the agenda, while drawing on corporate technical understanding to make the standard.

The structure in which the target of regulation and the author of regulation sit together in one

document is exactly what the academic literature means by the phrase 'state-led and

enterprise-driven.'

The contents of this standard are detailed. It places the entire life cycle under control, from the

design of agents that call local tools on mobile phones or in the cloud to carry out tasks, through

development, deployment, and maintenance. User identity verification, system permission calls, and

rules on data collection and use enter the specification, and high-risk operations require direct

human intervention to prevent agents from acting on their own. The standard also sets criteria for

blocking and emergency shutdown when abnormal situations arise, building into the specification a

mechanism that lets authorities or platforms immediately stop agents that have gone beyond control.

This signals that the object of standard-setting is moving from chatbots that produce text to

autonomous systems that operate real tools. As systems that judge for themselves and call tools

become more common, China appears to be trying to set rules in advance for how to stop them.

The same current is spreading into standards in other fields. In transportation, the 'AI +

Transportation Application Safety Guidelines' are being drafted, while documents such as safety

guidelines for applications aimed at minors, guidelines for the application of in-vehicle artificial

intelligence technology, and guidelines on selecting and applying large models that address criteria

for choosing foundation models are moving through the enactment process with assigned numbers.

Through the single form of standards, safety rules are branching out into many areas of society. As

specifications that began with industrial agents spread to transportation, education, and automobiles,

a new threshold is set wherever artificial intelligence reaches.

This is where we need to look from another angle for a moment. The picture of the five bodies

drawn so far looks like a smooth structure in which the state sets the direction and ministries divide

up execution. Yet there is a reason studies analyzing standards literature use the phrase

'enterprise-driven.' The fact that companies take part in the hands that write the actual contents of

standards also means governance does not flow only from top to bottom. Companies understand the

technical details, and the state must borrow that understanding to create specifications that work in

practice. The state guards the door, but it measures the frame together with companies. If we read

this interaction only through the single word censorship, we miss both the influence companies gain

by taking part in rulemaking and the burden they take on.

So far, we have followed the five bodies through documents. The State Council sends down

direction and numbers from above. The NDRC coordinates both the push and the support among
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ministries. The CAC guards the doorway by binding models, content, and users into one chain. MIIT

and SAC set the specifications inside that door through milliseconds, percentages, and emergency

shutdown criteria. If we read this structure, in which the five mesh like gears, as a picture of one

censorship agency pressing down from above, we miss half of it.

In reality, the hand that sets direction, the hand that coordinates, the hand that guards the door,

and the hand that measures the specifications are divided. Between them, companies sometimes sit

as standard writers. The distance between government and companies is not that of a distant

watcher and the watched. It is closer to the distance of names listed side by side in the same

document.

One point deserves attention: this structure places promotion and restraint in the same document.

The State Council's 90 percent adoption target and full-employment evaluation system appear

together in one plan. The NDRC's expansion of the Eastern Data, Western Computing infrastructure

and its curbing of overheated investment appear together in one program. The CAC's opening of

services and real-name control stand side by side in one measure. This design, which tries to hold

development and security in one hand, is the framework of Chinese-style governance. The goal of

growing an industry quickly and the control meant to keep that industry inside the system are written

not in separate documents, but in adjacent paragraphs of the same document.

Still, some places remain hard to state with final certainty. Public documents do not clearly confirm

whether the NDRC's coordinating role is independent command or a committee form, or which

person handles that coordination. Target numbers such as 1,000 manufacturing agents, and the

performance indicators in each industry standard, are values that must be checked again against the

original texts. Indicators put forward by the State Council, such as adoption rates and the share of

added value, must also be read without blurring the numbers written as targets and the results

actually achieved. And the burdens these thresholds set by the five bodies impose on companies,

how far censorship and control extend, and under what conditions the labor of attaching names to

data takes place must be examined together with evidence from the other side.

If we read only the documents written by those who set the thresholds, we cannot see the costs of

crossing them or the place of people pushed outside them. That story continues when we reread the

Chinese-style norm that speaks of development and security together through the eyes of data

control and the evidence against it.
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Chapter 3. Data Control Rules Built Between
Development and Security

Open the notice list of the Cyberspace Administration of China, or CAC, and one document posted

in the spring of 2026 stands out. Its title is "Announcement on Registered Information for Generative

Artificial Intelligence Services, March to April 2026." Inside, company names and service names

appear one after another. The list of which companies have been allowed to release chatbots and

image generators under which names is posted as an official document on a state agency website.

When a new AI service appears in Korea or the United States, the company uploads the app and

users download it. That is usually how it takes its first step. In China, there is another door before

that. Before a service goes out into the world, the company must register its algorithm and service

with the authorities and place its name on this public notice list. A service whose name is not on the

list cannot exist in the market, and if its name is removed from the list, it disappears from the market.

This short registration notice is the starting point for the story this chapter follows. Putting a name

on the list may look like a paperwork step, but behind it lies a long chain of requirements running

from data collection to model training, content generation, and user management. DeepSeek,

Alibaba, Zhipu, and MiniMax all have to pass through this chain before they compete over

benchmark scores. And this chain is built on one principle.

The principle is to push development while never letting go of security. This chapter follows, in

order, how that principle becomes a threshold inside official documents, who sits in the seats that

create that threshold, and what becomes visible when the threshold is viewed from the other side. It

starts with one registration notice and moves down to the rules, philosophy, and opposing arguments

that support it.

What Generative AI Rules Demand from Companies

What must a company prepare to put its name on the registration list? The basic answer appears

in the CAC's "Draft Measures on the Administration of Generative Artificial Intelligence Services."

One point needs to be made first here. This document is a draft. Some wording may have softened

or some clauses may have changed between the draft and the later final rules, so please read the

discussion below as describing the requirements at the draft stage.

Details such as article numbers and fine amounts should be left as items to check again against

the original text. Even so, there is a clear reason to follow this draft. It shows a map of what the

regulators worry about and what they want to shift onto companies. The height of the threshold a

company actually has to cross may change bit by bit in the final rules, but the draft already marks

where that threshold is placed.
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The first demand this draft places on companies concerns the threshold for training data. The data

used to teach a model must come from lawful sources. On the page, that may sound like a call to

respect copyright, but in the context of Chinese regulation, the sentence reads more broadly. It

means companies must stop unwanted material from being mixed into scraped web text and seeping

into the model's neural network at the front end. In the end, a model resembles the data it has

consumed. So regulation does not stop at checking outputs. It traces the output back to the data

entrance that produced it.

The labeling process, in which people directly tag data, also comes with a demand that companies

set and apply their own rules. The company must manage the process so that the judgment of each

individual labeler does not harden into the model's tendencies. From the entrance of the data to the

work of human hands, the hand of norms reaches deep into the back end. When Western

companies gather data to raise model performance, Chinese companies must gather the same data

while also checking whether it passes an ideological inspection.

The second threshold is algorithm registration. Service providers must register the operating

method and structure of their algorithms with the authorities. The registration notice list we saw

earlier is the result of this procedure. The structure allows a service to enter the market only after the

state has already grasped what the company has made and how it made it. This is not an

after-the-fact approach in which the authorities investigate once a problem arises after launch. It is a

prior approach that looks inside the company before launch.

Because this prior registration exists, the notice list above can exist. The list is both a roster of

approved services and a roster of services known to the state. The fact that announcements every

two months organize which company completed registration under which name and when also

means this process is not a one-time threshold, but a gate that keeps being renewed.

The third threshold lies on the user side. Relying on the Cybersecurity Law, the draft makes a

real-name verification system mandatory. Even if users use screen names on the interface, the

company and the authorities can identify the actual user through registration information in the back

end. The path to using AI anonymously is, in effect, closed. On top of that, companies must prepare

technical measures to prevent users from relying too heavily on the service or becoming absorbed in

it, and they must disclose which users the service is for and what it was made to be used for.

And if a user verified under their real name violates the law and misuses AI, the company must cut

off service to that account directly. The hand of monitoring and blocking runs from the state to the

company, and from the company to the user. Instead of having the state look into every user one by

one, the structure assigns companies the monitoring window and then manages whether that

window works properly. The company becomes both a service provider and an administrator

watching users on the state's behalf.

The fourth threshold is responsibility for the outputs the company produces. Under the draft, the

service provider bears the same responsibility for AI-generated content as a producer who wrote the
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text directly. Even if the model fabricates false information, the legal responsibility falls on the

company. The draft also adds requirements that information entered by users into prompts must be

protected and that model outputs must not discriminate by gender, ethnicity, or faith. The heaviest

provision for companies appears here. If an AI is found to have produced content judged illegal, the

company cannot stop at filtering out that output. It must retrain the model itself to remove the root of

the problem.

If we think about the computing resources and time needed to retrain a large language model, we

can see how heavy this retraining requirement would feel to a company. If a chatbot had to be taught

again from the ground up because it produced one wrong sentence, the cost would be heavy

enough to threaten the service itself. Adding one filter and rebuilding a model belong to different

orders of cost. This reading relies on the wording of the draft, so the final rule needs separate

confirmation to see how this provision was refined.

The fifth threshold is the marking of generated material. Content made by a machine must carry a

recognizable label, and users are barred from removing or hiding that label at will. When this labeling

duty first appeared, it was not widely observed, but it is said to have taken hold in practice only after

regulation and technical standards were layered on year after year. The way a rule does not end with

a single declaration, but tightens little by little over several years, shows the texture of Chinese

regulation.

A requirement that first looked like language without real force hardens over time into a concrete

duty. The same pattern appears in other rules discussed later. If a company looks at a regulation and

dismisses it as only a slogan, it may find a few years later that the slogan has returned as a real

condition that changes the design of its service.

The draft also states what the authorities may do to companies that violate these thresholds.

Administrative measures follow, including warnings, public criticism, correction orders, and

suspension of service, with fines imposed as well. The exact range of fines needs to be checked

again against the original text, but the draft lists amounts from around ten thousand yuan to around

one hundred thousand yuan. Heavier than the amount of the fine itself is the fact that a service can

be removed from the list and disappear from the market. Having a name placed on the registration

list and having that name erased are two sides of the same door. If a company fails to cross even

one of these five thresholds, the development it has poured resources into may stop before it ever

reaches the market. The thresholds set by regulation are, for a company, a survival checklist before

they are a fine schedule.

Seen only up to this point, the company looks like a passive actor standing before regulation. But

when the view shifts to industrial sites, the picture changes a little. As industrial agents that control

factories and equipment on their own grow in number, the thresholds companies must cross expand

beyond ideology into numbers. The State Council's "Implementation Opinions on the Standardized

Application and Innovative Development of Agents" is a document that brought industrial agents into
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policy language.

When a chatbot talks with the public, regulation worries about content. When an agent controls

machinery, regulation worries about safety. Agents that take on physical control by themselves must

be designed so that humans can intervene in high-risk operations, and they must include emergency

stop mechanisms in case the agent slips out of control.

This is where the hand of development that raises efficiency meets the hand of security that can

stop the system at any time, inside the same standards document. The retraining duty for public

chatbots and the emergency stop device for industrial agents look like different stories on the

surface, but both write the same sentence in different ways. They say that technology must contain a

place where the state can put its hand in and stop it at any time. Whether in conversation or control,

the demand does not change: the state must hold the final switch.

Chinese-Style Governance That Speaks of Development and Security Together

At this point, a question has to be asked. Why does China try to manage data and models this

tightly? The framework for the answer is laid out in the academic analysis paper "China's AI

Governance." The paper sums up China's approach in one formula: push security through

development and protect development through security. Unlike the West, which treats AI as a market

tool for innovation and gives weight to autonomy, China treats AI as a matter of national survival and

regime maintenance. That is why regulation and development are tied together as one project, rather

than assigned to different offices. The structure is not one in which the ministry in charge of

development and the ministry in charge of security run separately and then collide. It is a structure in

which the two goals make each other a condition inside a single sentence.

Beneath this formula lies the way China's leadership sees AI. They view AI as a subversive

technology that can shake the existing political and economic order and shift the balance of society.

Yet the defining feature of this governance is that the state does not seek to suppress and eliminate

that dangerous power. It tries to tame it and turn it into a force that adds to the regime's resilience

and power. This is not an attitude of retreating because a threat is frightening. It is an attitude of

embracing the threat because it is believed to be controllable.

The thresholds examined in the previous section are the concrete instruments of this posture. The

legality requirement for training data is the hand that keeps the force of subversion from seeping into

the model. The duty to retrain is the hand that pulls that force back when it breaks through.

Real-name verification is the hand that makes it possible to identify, at any moment, the person

using that force. Each threshold may look like a scattered rule, but behind them runs one shared

view: the force of subversion must remain in the hands of the state.

This posture sits inside the broader frame that Xi Jinping's leadership calls the comprehensive

national security concept. This security concept is built in several layers, with people's security as its

purpose, political security as its root, and economic security as its foundation. AI governance moves
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inside this frame as well. The document points to two ideas: technological risk is not treated as an

isolated defect but as a set of intertwined risks, and the vague unease people feel about AI is

addressed together with institutional safety meant to protect actual infrastructure.

It reads as an effort to absorb technology's destructive power into a vessel of state-led norms.

From this view, even a single chatbot answer sits on the same map as infrastructure safety. The

management of small outputs and the stability of the larger system are linked within one way of

thinking. The fact that psychological unease among people and institutional protection of

infrastructure are handled side by side in one document shows that this governance treats not only

technological performance but also social psychology as an object of management.

Between the two axes of development and security, the development side is handed down through

dense numerical targets. How far to raise the digital economy's share, how widely to spread

intelligent systems, the state writes concrete targets into documents and sends them downward. The

detailed targets are examined elsewhere in this book on the basis of policy documents, so this

chapter only confirms the direction. What matters is that the hand directing overwhelming

development goals and the hand controlling data and content are not two different hands.

The stronger the development directive becomes, the thicker the norms that manage that

development so it does not threaten the system. The two axes do not pull in opposite directions.

They support each other in the same direction. This becomes easier to understand if we recall the

registration notices from the previous section. A longer list is a sign of development because the

market is growing, and it is also a sign of security because more services are known and managed

by the state. As services increase, the targets that must be registered increase as well, and so do

the thresholds that must be managed.

Yet these norms do not only descend from above. Here, the research report "China's AI

Governance Is Not Only Top-Down" broadens the picture. It argues that if we see China's AI

rulemaking only as a process in which the Party and the state unilaterally stamp out rules, we miss

how it actually works. Corporate working groups sit in the rooms where standards and detailed

guidelines are drafted. The process is closer to a pipeline in which the state sets the direction and

companies write the text, with state leadership and corporate initiative mixed together. The

requirements in the industrial agent standards discussed earlier, such as the boundary for high-risk

tasks requiring human intervention or the conditions for emergency stop devices, would be hard to

produce without passing through the hands of companies that know the field.

A company that has built the equipment knows which tasks are high-risk and where stop devices

should be placed. A picture in which regulation appears only as one-way pressure that squeezes

companies is overlaid with another side, in which companies take part in making the rules and build

thresholds familiar to themselves. For a company that helped write the rules, those rules become not

a strange wall but conditions written in a language it knows.
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When these two sides are placed together, the meaning of the registration notice lists comes back

into view. The companies named on the list are companies that have crossed thresholds set by the

state, and they are also companies that, in one way or another, have had a foot in the process of

making those thresholds. A company that helped write a rule finds it a little easier to cross that rule.

A company standing far from the rulemaking process feels the same threshold as something higher.

Governance that speaks of development and security together does not neatly divide the state and

companies into regulator and regulated. It makes the two interlock within the same document.

This interlocking is a force behind the speed of China's AI, and it is also the target of the

counterarguments examined later. Between companies with the power to help write the rules and

companies without that power, the same norm becomes a ladder for some and a fence for others.

Reading Censorship, Repression, and Corporate Burden as Counterarguments

The discussion so far has focused on how Chinese-style governance ties development and

security together. Seen from the other side, the same norms receive different names. Control is

called censorship, management is called repression, and thresholds are called corporate burden. A

document that represents this opposing view is "The Repressive Power of Artificial Intelligence" by

the human rights organization Freedom House. This point must be made at the outset. Because the

document strongly reflects the perspective of a human rights advocacy organization, its judgments

should be read as one viewpoint and compared with other evidence, rather than transferred directly

as findings of fact.

This chapter handles it with that caution. The governance analysis in the previous section and the

repression analysis in this section are two voices that call the same rules by different names. Rather

than decide in advance that one side is right and the other wrong, it follows how the two voices name

the same provisions differently.

The starting point for this view is an assessment of internet freedom. In Freedom House surveys,

China has for many years been named as a country where the environment for internet freedom sits

near the bottom. The organization sees generative AI as a double-edged sword for authoritarian

governments. On one side, chatbots can open a detour toward uncensored information for citizens in

a closed environment. When a machine that can produce its own answers enters a space where

only preset answers used to appear, gaps can open in control. On the other side, the document's

diagnosis is that the state quickly revises law and technology to control that tool, weaving AI into an

apparatus of censorship and repression.

Regulation, in other words, moves to block the route before the detour can form. Seen from this

angle, the real-name verification duty and the requirement that training data be lawful, discussed

earlier, read not as procedures for innovation but as tools of repression that erase anonymity and

protect ideological purity. The same clause receives the name of safety on one side and the name of

repression on the other. The wording of the rule is the same, but its meaning changes depending on
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where the reader stands.

If the same rules are seen from the company's books, they take on the name of burden. Think

again of the retraining duty discussed earlier. If an entire model must be trained again because a

chatbot once produced a problematic sentence, that cost becomes a weight a small company can

hardly bear. The responsibility borne as a producer, the duty to attach labels and manage them, and

the task of planting a real-name verification system inside the service all fall to the company. This is

where the criticism arises that part of the capital and computing resources that should go into

innovation must instead be spent proving compliance with the system.

The company, the argument goes, must pay the cost of satisfying the state's censorship demands

before it can even begin to score among the world's leaders. The previous section said that

companies write these rules together, but joint authorship does not make the weight lighter. Between

large companies that have the capacity to take part in rulemaking and small companies that do not,

the same threshold feels like a different height. A rule written together with large companies remains

a wall that small companies must climb alone.

From the position of labor, another shadow appears. Data that teaches AI needs labels attached

directly by people, and the work of labeling is said to be managed in a way that adjusts human

cognitive ability to the rhythm of computer programs. Some point out that old methods that

disciplined the body have now shifted into flexible control that guides human patterns of thought.

Observers also note that labeling workers resist this control by lowering their own output or changing

jobs often. If we recall that the regulation discussed in the previous section required companies to

establish their own rules for the labeling process, we can see that human labor stands at the end of

those rules.

Data control norms reach even the labor of the people who make the data. A demand sent down

to companies to manage data turns into rules that manage the day of the person who tags that data.

The problem of this labor is treated in detail as an opposing argument in later chapters, so here we

need only confirm that the hand of the norm extends beyond models and content into the workplace.

When we widen the view to the labor market as a whole, we can see one fear held by the state. It

is the fear that as AI spreads and jobs disappear, this may lead to social unrest, and then to political

instability. If we recall that the holistic national security concept discussed in the previous section

treated economic security and social stability as foundations of regime maintenance, it becomes

easier to understand why jobs are handled in the language of security. In response to this concern,

Chinese authorities are said to have prepared national standard guidelines requiring employment

risk assessments before the adoption of generative AI. For a company to release an innovative

service, another threshold has appeared: it must first estimate and report how far the technology will

replace human jobs.

This guideline, too, was at first treated as a declaration without real force, but it is known to have

later been refined into the form of an actual standard. The movement by which a rule starts as a
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declaration and, over the years, becomes a tangible demand resembles the path followed by the

labeling and marking duties discussed earlier. If one sees the loose language at the beginning and

dismisses it as ineffective, one may find a few years later that it has hardened into a real threshold

that catches a company by the ankle. A country that pushes development forward also worries about

the people displaced by development and makes companies carry part of that worry.

How should these opposing arguments be read? At one end stands a sophisticated governance

system that ties development and security together. At the other end stands a view that sees that

governance as a chain of censorship, repression, and corporate burden. The two views give different

names to the same documents. One side calls a list in a registration notice evidence of an orderly

market, while the other calls it evidence of a space where only permitted speech survives. One side

calls real-name verification a condition for responsible use, while the other calls it a surveillance

device that erases anonymity.

This book does not settle on either name as the correct answer. It places the two names side by

side and notes that they point to the same rules. Because Freedom House's assessment carries a

strong perspective, reading that diagnosis together with governance analysis reveals the two faces

of the regulation at once. If we listen to only one voice and think we have understood China's AI, we

miss how the norm creates both speed and risk.

One point is clear inside the documents. China's data control norms begin in the company's back

end and then move through training data, algorithm registration, real-name verification, labeling of

generated content, and the retraining duty, operating across the entire life of the service. At the table

where these norms are made sit not only the state but also companies from the field. If regulation

were only one-sided repression, it would be hard to explain the scene in which companies help write

the text. If regulation were purely cooperation, it would be hard to explain the weight companies feel

in front of the retraining duty.

This norm, made between development and security, did not remove the tension between the two.

It held that tension inside the documents. Just as the emergency stop device embedded in an

industrial agent placed efficiency and control in one sentence, the entire norm moves while carrying

the tension of pushing development forward and holding security in place. That tension is not a flaw.

It is the way this governance itself operates.

That leaves one question. As companies take part in making the rules while also carrying the

weight of those rules, will this structure, over time, become a threshold they learn to cross more

easily, or will it remain a thicker wall as the system draws more lines it must protect? The fact that

labeling marks and employment risk assessments both hardened from loose early wording into real

standards shows that once a norm is set, it has tended to grow less flexible, not thinner.

The companies named on the registration lists in the spring of 2026 are now passing through the

middle of that question. The list is updated every two months. Each time, new names appear and

some names disappear. Opening that list also means checking again, each time, the present state of
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Chinese-style norms in which development and security hold on to each other without fully tipping to

either side.
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Chapter 4. The National Data Administration, Dataset
Policy, and the Link Between Models and Data

As you scroll down the notices on the National Data Administration website, one notice posted in

early 2026 catches the eye. Its title is "Notice on the 2026 Model-Data Resonance Action." It looks

like a research slogan from a technology company, but the sender is not a company. It is a

government department. In the term 模数共振, or model-data resonance, the first character points to

models and the second to data. The reason for putting the two together is clear. The goal is to make

models and data pull toward each other, rather than operate in separate worlds. Open the notice,

and the government starts by talking about models, then immediately talks about data, then moves

from data back to industrial sites.

The way models, data, and factories take turns appearing inside a single paragraph shows the

government's attitude: it wants to bind all three into one circuit. This chapter begins with that one

notice. It follows, in document order, how a paper sent down by one department turns into

implementation plans at the provincial and group level, then into report forms, and finally reaches

sensor data inside factories and personnel files for employees.

We first need to pause over the name National Data Administration. It is an unfamiliar institution to

Korean readers. If you read China's artificial intelligence policy only through company rankings, this

institution is hard to see. Stories about DeepSeek cutting costs, or Alibaba's Qwen supporting many

languages, flow through company names. But on the playing field where those companies compete,

the government has already drawn the lines. One department reviews whether a model may go out

as a public service, and another sets safety standards. The National Data Administration is where

the data line is drawn among those many lines.

This differs in character from reviewing models or filtering content. The institution's work is to

gather scattered data, set quality standards, and decide in documents which data should flow into

which models in which industries. The fact that the model-data resonance notice appears in the

National Data Administration's notice section itself signals that data has entered the main structure

of artificial intelligence policy. A policy that speaks of models first and a policy that speaks of data

first have different centers of weight. When the National Data Administration steps to the front, policy

weight tilts toward data.

Let us unpack that shift in weight a little more. Attention in artificial intelligence almost always

leans toward models. Which company released the larger model, and which model scored how

many points on a test, become news. Data hides behind that and is hard to see. But the moment the

government raised the phrase model-data resonance into the title of an official document, data was

placed at the head of the document in letters the same size as models. This placement was no

accident.
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Models grow by feeding on data, and the new records those models create in the field become

data again and return to the next model. The government has treated this feedback as one circuit

and given that circuit a name. That is the point this chapter will return to again and again. Once a

circuit has a name, the department, forms, and schedule that manage it follow. The National Data

Administration stands at the front of the management system attached to that name.

The sentences in the notice do not stop at declarations. Chinese policy documents have a

staircase that runs from the top down. When the center issues a notice, provinces and groups must

turn it into implementation plans adapted to their own regions and industries. There is a document in

which the government has already set the frame for those implementation plans. It is the "XX

Province/Group Parameter-Data Resonance Action Implementation Plan Template." The word

template matters. Local governments or corporate groups do not freely draw up their own plans.

They fill in the figures for their own regions on a form with blanks sent down by the center. They

write, according to fixed items, which industries to choose, which scenarios to work on first, how

many datasets to create, and which enterprises to put in charge.

The implementation plan template requires targets, tasks, schedules, and support measures to be

written separately. The target box contains a pledge about what will be achieved by when. The task

box contains the detailed work into which that pledge is divided. The schedule box contains a

timetable broken down by quarter. The support measures box states how organization, budget, and

personnel will be provided. Once this happens, plans made by different provinces share the same

frame. Even if industries and conditions differ by region, the shared form makes it easy for the center

to collect the plans into one sheet and compare them side by side. A local plan that appears

autonomous in fact moves inside a form set by the center.

It is worth stating once more what this formatting means. If each locality writes its plan in different

words, the center has trouble comparing those plans with one another. It cannot see at a glance

which province is ahead and which one is behind. But if it sends down a form with the same blanks,

the documents collected back upward have the same items in the same places. How many datasets

were made, how many scenarios were opened, and which enterprise serves as the main actor all

appear in the same boxes.

The center can measure each region's progress just by scanning those boxes. The form is

therefore both a chain that binds the hands and feet of local governments and a device that

becomes the center's eyes. These two traits overlap inside a single template. Freedom to make

plans shrinks, but in return, local performance becomes a set of numbers the center can read at any

time.

When the completed implementation plan is put into action, its results must then be sent back

upward. The form for that report is the "Parameter-Data Resonance Action Situation Summary

Report Template." This document deserves close attention in this chapter because the summary

report template reveals, through numbers and items, what the Chinese government demands when
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it comes to data. The report follows five main headings. First, it asks for the overall implementation

situation.

It requires a summary of how the region's or enterprise's Parameter-Data Resonance Action

proceeded as a whole, a statement of the economic and social benefits the action produced, and an

explanation of how artificial intelligence drove new industrialization. Next, it asks achievements to be

entered into several fixed tables. High-value scenarios, industrial models, dedicated models and

distinctive agents, high-quality datasets, Parameter-Data Resonance spaces, and evaluation

datasets each go into separate tables.

Seven appendix tables divide the space by type of achievement. The next section of the table of

contents asks the reporting body to explain how it processed the data, how it made the data

available externally, and what safety protections it took. If it handled important data, it must disclose

that process separately. The fourth section asks it to describe how it built the organization and

pushed forward key tasks, and the final section asks it to set down the constraints it met during

implementation and its recommendations for the future. This is not a document for recording praise

alone. It makes the reporting body disclose where the data went, what it protected, and where it ran

into barriers.

When you open the tables attached as appendices to this report form one by one, the scale and

depth of the data the government demands become tangible. The first table is a list of high-quality

general-purpose datasets for key industries. 'General-purpose' here means foundational knowledge

that applies broadly across the industry. The table gives model cases as examples, and a dataset on

the steel metallurgy process appears there. The industry listed for this dataset is steel, and a steel

group and a metallurgy research institute are named side by side as the entities that produce the

data and operate the service. The pairing of these two entities carries the message that industry,

academia, and research bodies should build data together. The resource scale column contains

striking numbers: 500,000 process parameters, 50,000 microstructure images, and 10,000 pages of

technical standards documents.

This is not text scraped from the web. It is physical data from the factory floor. The forms of the

data mix time-series numbers, images, and text, and the content covers the full process from blast

furnace smelting to converter steelmaking, continuous casting, hot rolling, and cold rolling. It must

include the accepted ranges of common process parameters, an illustrated catalog of frequent

defects, standard curves for equipment operation, industrial technical norms, and safety rules. What

this table demands is not an instruction to buy and use software. It is closer to a demand that

factories turn the analog records and drawings they have accumulated over many years into data

assets in the form set by the government and put them forward. A single number left by a sensor,

one page of a standards document, becomes material that fills one cell in a list defined by the state.

At this point, the character of the data changes. Inside the factory, 500,000 parameters were just

records left behind while equipment was running. Yet the moment those records are organized and
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entered into a state-defined list, the same numbers turn into an asset of industrial policy. The fact

that the steel group and the metallurgy research institute are listed together as the responsible

entities fits this change. The arrangement does not leave data creation to one company. It ties

together companies on the shop floor and research institutions, and tries to raise their records into

foundational knowledge that the whole industry can use.

This is why the word 'general-purpose' is attached. The goal is to build a foundation that works

anywhere in the steel industry, not data that applies only to one factory. A dataset made this way

becomes feedstock for the next model, and the new records that model produces in another factory

return again to the dataset. The circuit drawn by the phrase moushu gongzhen, parameter-model

resonance, takes on concrete industry names and numbers inside this single table and starts to run.

The same report form also includes a list of evaluation datasets. This table sets out which

benchmarks an agent must pass before it can be deployed in an industrial workplace. In the example

dealing with equipment failure prediction, a dataset made up of 500 text question-and-answer pairs

must satisfy four criteria. Defect recognition accuracy must be at least 95 percent, the system must

be able to withstand noise on the shop floor, inference time must not exceed 50 milliseconds, and it

is also evaluated on how well process parameters fit. Accuracy, resilience, speed, and fit: all four are

required in one table.

The form does not stop there. In the application case field, companies must enter actual

improvement figures. One company, for example, might report that it detected wear in a main

bearing in advance and raised early-warning accuracy from 85 percent to 94 percent. This is a

method that makes companies fix the starting point and the endpoint in numbers, instead of

describing results in words. Under this format, a claim that a model performs well does not pass. A

result counts only when the company fills in the table with figures: from what percentage to what

percentage, or within how many milliseconds the model produced an answer. This table is where

qualitative boasting turns into quantitative records.

A closer look at these quantitative standards shows that they are the language of industrial sites.

The figure of 50 milliseconds is not a benchmark for writing papers in a laboratory. When factory

equipment sends an abnormal signal, the field regards the model as late if it takes longer than that to

read the signal and respond. The same applies to 95 percent accuracy. If the system misses one

defect out of twenty, that one miss can lead to a defective product, so this threshold is set. Noise

tolerance is required separately because a factory is not a quiet laboratory.

The model must give a steady answer even where vibration, electromagnetic interference, and

temperature changes mix together. A table that places these four standards side by side shows the

government's stance: it will grade models in the language of industry. It demands not a good model

in the abstract, but a model that holds up on site. Since that demand is fixed in numbers, companies

must tune both their models and their data to meet those numbers.
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Another appendix to the reporting format targets the physical space where all this data is actually

gathered and computed. It is the list of parameter-resonance spaces. The example given is an

equipment manufacturing space in a certain province. The hardware field asks for a 180P-class

computing cluster, 4 petabytes of storage, and an industrial Internet of Things access platform. The

software field asks for an equipment digital twin platform, middleware that connects data from

multiple manufacturers, a federated model training system, and an intellectual property rights

management platform. The management items ask whether a data collaboration method and a data

rights confirmation method have been established. Since the data passes through many hands, the

form checks whether the administrative process has registered whose data it is and confirmed those

rights.

The application items record results such as connecting more than 2,000 equipment nodes,

including numerically controlled machine tools and industrial robots. The field in this table that looks

far ahead is interconnection. The example sentence states that technical docking with the national

data infrastructure was completed in March 2026, that a test to connect data catalogs is underway,

and that full interoperation of all data will be achieved around May 2026. This single field shows that

data spaces built by individual companies or provinces are designed to connect under the national

data network in the end. A computing cluster in one factory is not meant to run only inside itself. Its

schedule is set so that, by a fixed date, it connects with the national infrastructure above it.

The interconnection field deserves close attention in this chapter. One requirement says to provide

middleware that connects data from multiple manufacturers. Another says to enter in advance the

date for docking with the national data infrastructure. Both appear in the same table. The first

requirement concerns gathering data from different equipment inside the factory into one system.

The second concerns sending the data gathered in that way back up to the national network. Read

together, the two requirements show the direction in which the data is meant to flow.

It is a staircase rising from equipment to the factory, from the factory to the space of the province,

and from the provincial space to national infrastructure. The demand for a process to confirm data

rights also fits this flow. As data passes through many hands and moves upward, disputes over

rights will arise later unless each stage records whose data it is. To prevent those disputes in

advance, the government fixes rights confirmation as an administrative procedure.

At this point, three kinds of documents are threaded into one line. The notice sets the direction, the

implementation-plan template turns that direction into plans for regions and companies, and the

summary-report template collects the results of those plans in a fixed table. This back-and-forth

structure, moving from top to bottom and then from bottom back to top, gives administrative form to

the phrase 'model-data resonance.' The meeting of models and data does not move through

slogans. It runs through repeated procedures of filling blanks and submitting tables. A single notice

from one ministry becomes plans written by regions and companies, and those plans return as

reports filled with numbers. That cycle is the real route by which policy lands on the ground.
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Another document supports this flow from the side. It is an implementation plan for pushing

forward the construction of high-quality industrial datasets. If the notice on model-data resonance

drew the broad picture of models meeting data, this document separates out the dataset side of that

picture and works on it. The data preparation it demands is rough and practical. It calls for research

into technologies that automatically clean data mixed across many formats, processes that filter

errors, duplicates, and defects and turn data into a state ready for analysis, and intelligent tagging

technologies that attach meaning, all so standardized datasets can be built. It also requires synthetic

data and adversarial testing methods to create test datasets that imitate extreme conditions, such as

traffic surges or broken communications.

The aim is to create bad situations that are likely to happen in the field as data in advance, and

then check whether the model can hold up under those conditions. When open-source code is used

as data, the plan requires pipelines that filter out license conflicts and vulnerabilities. This is an

instruction to screen not only data quality, but also the legal and security risks hidden inside it. The

fact that collecting data and protecting it appear in the same sentence is a mark of Chinese policy

documents that speak of development and security side by side.

This dataset construction plan reaches into the organization inside companies as well. It requires

companies to create a chief data officer position dedicated to data and to follow national standards

that measure the maturity of data management capabilities. Once this happens, records scattered

across departments gather under one person's direction, and those records become food for models

only after they have been refined to meet quality standards set by the state. The whole process by

which a company collects, cleans, expands, and labels data on its own is arranged to run according

to specifications required by the government.

Here we can see why numerical targets for creating a handful of datasets put pressure on the field.

The target is hung from above, while the organizations, standards, and forms needed to meet it

come down and become part of a company's daily work. Appointing an executive in charge of data

and meeting maturity standards may originally have been company choices, but they turn into policy

demands. This one document shows the process by which corporate data governance moves from

the area of autonomy into the area of policy.

A closer look at the role of the chief data officer shows that this requirement has the power to

change a company's organizational chart. Work with data was originally scattered across many

departments. The production department held equipment data, the quality department held

inspection records, and the human resources department held employee information. This

dispersion makes it hard to bind data together as a single asset. So the government is asking

companies to place an executive in charge of data above those scattered functions.

When departmental data is organized under this executive according to the same standards, that

data finally becomes raw material for the datasets the state demands. A company reorganization

begins with one sentence in a government document. The same logic explains why the state has
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attached a national standard for measuring maturity. If the government measures a company's data

management against its own scale, the company must add people and procedures to raise its score

on that scale.

At this point, it is worth stepping back and reading this structure from the other side. Cleaning data

to fit specifications and connecting it to a national network helps feed models, but it places a heavy

burden on the companies that must do the work. It takes people and money to organize 500,000

parameters, turn 10,000 pages of standard documents into data, build a pipeline that filters licenses

and vulnerabilities, appoint an executive responsible for data, and meet national standards. The

reporting forms already include procedures for explaining what safety measures were taken when

data is provided externally.

Because companies must both fill in prescribed tables with results and account for safety, they

carry the burden of producing and the burden of guarding at the same time. If this burden is read

only as policy efficiency, half the picture is missed. The moment data becomes an asset, the costs of

creating, managing, and accounting for that asset arise as well. Large companies have room to bear

those costs, but for small companies the same forms become a heavy threshold. The fact that the

same specification does not carry the same weight for everyone is the shadow that must remain in

view when reading this policy.

The use of data extends beyond the factory fence. While the National Data Administration turns

data into the language of industrial policy, other ministries use the same grammar in their own

domains. The Implementation Opinions on the Development of Artificial Intelligence Plus Human

Resources Applications, issued by the Ministry of Human Resources and Social Security, is one

such document. The name may sound unfamiliar, but its meaning is not hard to grasp. It is a plan to

bring artificial intelligence into administration that recruits people, assigns work, manages social

insurance, and retrains people who have lost jobs. Human resources and social security are areas

where sensitive personal information moves. Once hiring records, work histories, evaluation

materials, and insurance contribution records are turned into data and fed into models, the same

problems seen earlier with industrial datasets follow along.

The same questions arise again: what data may be included, who holds the rights to that data, and

what safety measures must be attached. The questions once applied to steel process data repeat

themselves before human personnel records. The moment human resources administration enters

data policy, the use of data moves from machines to people. When the grammar refined on the

manufacturing floor moves into settings that handle human beings, the weight of what is at stake

changes.

One point where this document intersects with data policy is employment. When artificial

intelligence takes over human work, someone loses a place. The implementation opinions on

personnel affairs put a procedure inside administration to examine that shock in advance. The

direction is to make companies assess the employment risks when they introduce artificial
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intelligence, and to manage, through data, training and reemployment paths for people who may

lose their jobs. Data becomes both a tool that pushes people out and a tool that measures that

displacement. This is also where data policy must be read without beautifying it, because the same

data pipeline can be used both to raise productivity and to watch labor more closely.

The fact that the document bringing artificial intelligence into personnel administration also set up

the threshold of employment risk assessment shows that the Chinese government itself is aware of

these two faces. Putting in a procedure to measure risk first also means admitting that risk exists.

Yet it is hard to say from the wording of the document alone whether that risk assessment will

actually work as a shield for workers or remain paperwork that justifies adoption. This point sits

between a confirmed procedure and an unconfirmed outcome.

Let us follow a little further the grammar of data as it moves into personnel administration. In

manufacturing, steel groups released data from their own processes. Even if that data is misused,

the loss mostly falls on the company. Personnel data is different. When the records of people

rejected in hiring, the materials of people who received low evaluation scores, and the histories of

people who lost their jobs enter a model, the person who gets hurt when that data is misused is the

individual. So even if the implementation opinions on personnel affairs use the same grammar of

data, the nature of the risk attached to that grammar is not the same as with manufacturing data.

Procedures to confirm rights in data and to explain safety measures were required in

manufacturing sites as well, but where personal information moves back and forth, those procedures

must carry greater weight. The document's creation of the threshold called employment risk

assessment can be read as a result of some awareness of that weight. This chapter confirms only

the fact that the threshold was set. How that threshold works in the field still lies outside the

document.

This is the map of data drawn by government documents. To understand why this map takes this

shape, we need to look at the larger goal placed above it. The term intelligent economy has taken

root in China's policy language. The signal the government sends about what the intelligent

economy is and how to build it is not vague. The direction is to keep artificial intelligence from

remaining a technology inside the laboratory and instead make it the foundation of the whole

economy, spanning manufacturing, consumption, and administration. In this picture, the model

stands in front, but data is what keeps that model alive. The model appears outside, while data flows

behind it.

This is also why the term parameter-data resonance binds models and data into one phrase.

Because the goal of the intelligent economy stands above, the pipes that carry data must be laid first

to reach that goal. The work of the National Data Administration in setting datasets, reporting forms,

and interoperability schedules can be read as the work of laying those pipes. The large statement

that the whole economy will be made intelligent and the small form telling a steel dataset to fill in

500,000 parameters point in the same direction. The path this chapter has followed is the process by
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which a large goal is translated into small forms.

Beside the larger picture of an intelligent economy sits another kind of language: the aim to seize

the high ground in industrial applications first. The contest does not end with building a good model.

The real question is which industrial site receives that model first. This view explains the character of

the documents discussed above. The "model-data resonance" reporting template asks groups to

separate scenarios, industrial models, and datasets. The dataset construction plan asks them to

clean up industry-specific data according to standards. In the end, both moves try to manage,

through documents, where the high ground for application will be built first.

The attitude here is not to stop at boasting about a model's performance, but to check in numbers

how well that performance attaches to concrete settings such as steel processes, equipment

prediction, and personnel administration. This emphasis on industrial application is what made the

data policy so detailed. Across the documents runs a calculation: the race is less about which

country releases a larger model first, and more about which country attaches that model to the field

first and feeds the results back into data.

Now we return to the first notice. The single model-data resonance notice posted on the National

Data Administration bulletin board was not a standalone document. Behind it stood an

implementation plan template to be filled in by performance groups, a summary report template to

collect the results, a separate construction plan to bring datasets into standard form, and

implementation opinions from the personnel side that carried the same grammar into human

administration. These documents link together and form one flow.

When a notice comes down from above, plans come up from below. When those plans are carried

out, reports rise again. The data inside those reports then connects to the national data network. The

model draws attention at the front of this flow, but the force that actually keeps the flow moving

comes from data standards, templates, and schedules. What remains invisible when we follow only

company names begins to appear when we follow the order of the documents.

Korean readers should take away about three things from this chapter. One is that China's AI

policy treats models and data as one body. The phrase model-data resonance compresses that

attitude. Another is that this attitude does not remain a slogan. It descends into templates with blanks

and quantitative criteria. Numbers such as 95 percent accuracy, 50 milliseconds of inference latency,

500,000 parameters, and 2,000 nodes are already written into the reporting template. The last is that

this data flow does not stop at the factory. It spreads into personnel administration, into people's jobs

and social security.

When data becomes an asset, the hand that manages that asset also grows larger. Whether that

hand is a chief data officer inside a company, a reporting officer in a provincial government, or an

interconnection schedule from the National Data Administration, it ultimately leads toward one pipe.

The smoother that pipe becomes, the faster the model grows. Yet behind the bright side of policy sits

another fact: the burden on the companies that fill the pipe grows, and so does the amount of
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personal information carried through it.

The remaining question is where the end of that pipe lies. The interconnection field in the reporting

form already set down the date when each company's data would feed into the national data

infrastructure. Once that date passes and the data is actually linked into one system, the distance

between the companies that build models and the ministries that define the data will be shorter than

it is now. How much that distance will narrow, who will remain the owner of the data in that narrowed

space, and what price will come back for the corporate costs of filling the pipe and for the workers'

information carried through it all still lie outside the documents.

This chapter has followed the documents up to the line they drew. At the far end of this flow, where

500,000 parameters from steelmaking processes move onto the national network and employees'

personnel records become data under the same grammar, the next forms will gradually write into the

reports they collect how tightly models and data will be fitted together.
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Chapter 5. DeepSeek and the AI Tigers: Two Loops
Created by Open Source

Anyone who opened Hugging Face's download ranking page in December 2025 would have seen

an unfamiliar sight. Across November and December of that year, seven of the ten most downloaded

models on this global open source platform were Chinese models. Developers were also uploading

derivative models, taking someone else's model, modifying it, and posting it again, at nearly twice

the pace of models based on American ones. Until not long before, China's open models had been

judged to lag about seven or eight months behind America's frontier models in performance. On the

ranking table, that gap had turned upside down.

At the starting point of this scene was a technical report: DeepSeek's 『DeepSeek-V3 Technical

Report』, released by DeepSeek (深度求索). This document, issued under the company's name, put

the numbers for training resources before any boast about model performance. Those numbers

shook the industry's common sense. This chapter begins with those numbers and follows the path

DeepSeek opened, how Moonshot, MiniMax, and Zhipu raced along it, and what two different

feedback loops were turning behind the scenes. If we look at Chinese AI only as a company ranking,

we miss half the picture, and that missing half sits inside these two loops.

The Numbers That Changed the Debate

Before DeepSeek appeared, the belief that dominated the global AI industry was the so-called

Scaling Laws. This was an empirical finding that a model's performance improves in a predictable

way as the number of parameters, the amount of computation used in training, and the size of the

dataset grow. That belief led naturally to the conclusion that bigger was better, and that conclusion in

turn justified a closed development model that required vast capital.

To keep thousands of graphics processing units running for long periods, companies also had to

pay for redundancy against the hardware failures that would inevitably occur along the way. Only a

handful of American companies could bear that cost. The claim that the ability to withstand

expensive computation over long runs was itself competence was hardening into a rationale for

leaving AI in the hands of a few.

The DeepSeek V3 report collided head-on with that premise. The model uses a

Mixture-of-Experts, or MoE, architecture with 671 billion parameters, 671B. Yet when it processes a

single token, only 37 billion parameters, 37B, are actually activated. The design keeps the whole

model huge while keeping the part used each time small. On top of this, DeepSeek added

Multi-head Latent Attention, MLA, and the DeepSeekMoE architecture, then used an

auxiliary-loss-free approach to distribute load evenly during training without an auxiliary loss.

To distribute the load evenly means balancing the training process so that work does not pile up

on only a few experts while the rest sit idle. Earlier systems added a separate loss term to maintain
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that balance, but that term had the side effect of eating into the model's core performance.

DeepSeek wrote that it had found a way to keep the balance even without that term. The data used

for pretraining amounted to 14.8 trillion tokens, or 14.8T. Even so, the full training run took only

2.788 million hours on H800 GPUs.

The quiet but weighty point in the report is training stability. When a model is trained at this scale,

accidents are common: the loss value can suddenly spike beyond recovery, or engineers may have

to roll back to an earlier checkpoint. One such incident can waste several days of computation.

DeepSeek wrote that no such incident occurred during the entire training process. In other words, it

held the system steady through engineering rather than by pouring in capital.

Because it did not have room to build bigger, it looked for a way to build frugally, and that method

remained in the report as numbers. One point should be kept in mind here. The H800 is a graphics

processing unit whose performance was reduced so that the United States could export it to China.

The fact that these numbers came under conditions in which DeepSeek could not obtain top-end

hardware gives the report another layer of significance.

Once these numbers reached the market, the reaction appeared in financial indicators. According

to a Samjong KPMG report, immediately after DeepSeek released its R1 model in January 2025,

debate broke out over the claim that R1 had been trained with roughly $5.6 million in computing

resources, unlike American competitors, which usually spend more than $100 million to build frontier

models. Right after the disclosure, Nvidia, which stood at the center of the AI hardware ecosystem,

saw its share price fall by more than 15 percent. Shares of related companies, including Oracle and

Constellation Energy, which had been viewed as beneficiaries of data center power demand, also

fell.

The shock did not stay with one semiconductor manufacturer. It spread across the entire

infrastructure value chain. The market's question was pointed. If a model built for $5.6 million can do

roughly the same work as a $100 million model, are the hundreds of billions of dollars in capital

expenditures that American companies are pouring into infrastructure justified? That question had

surfaced. Still, the $5.6 million figure is closer to a count of the computing resources used for one

final training run. It is fair to remember that it is not the total amount including the research that came

before it, the failed attempts, and the cost of preparing the data.

The gap in inference costs was also wide. According to figures cited in a report by the U.S.-China

Economic and Security Review Commission, or USCC, major U.S. models carried blended prices of

$6 to $10 per million tokens, while Chinese models were generally priced below $1 to $3. The

difference grows wider when one looks at the individual figures in the Samjong KPMG report. Output

cost per million tokens was $60.0 for OpenAI's o1, $15.0 for Anthropic's Claude 3.5 Sonnet, and

$3.5 for Meta's Llama 3.1 405B. DeepSeek R1, which was assessed as delivering reasoning

performance similar to o1, had an output cost of $2.2.
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The price of selling the same intelligence differed by orders of magnitude. When the price falls this

far, small and medium-sized companies with thin capital bases and industries rooted in the physical

economy can also get AI into their hands. That is why many read it as a sign that the barrier to entry

was coming down. Inference cost is the money paid again and again every time a user runs the

model after development is finished, so a low figure here does not remain a one-time achievement. It

compounds into daily competitiveness.

A Detour Inside the Technical Papers

This low cost did not come from cutting labor costs or pushing hardware beyond its limits. It came

from a detour that changed the structure itself. DeepSeek added multi-token prediction, or MTP, to

its training objective. Instead of learning to predict only the next token at a time, the model learned to

look ahead at several tokens together. The interesting record here comes from a competitor.

Researchers behind Zhipu's GLM-5 examined this design in their own paper and left an observation.

The original MTP method had a weakness: during inference, it had to pass through several layers,

so as speculative decoding steps increased, memory use for parameters and the key-value, or KV,

cache grew linearly.

They wrote that DeepSeek V3 made three MTP layers share parameters with one another, raising

the token acceptance rate without using more memory. This is a scene in which a competitor's

document acknowledges a rival's design and learns from it. Such acknowledgment is not ordinary

courtesy in the open-source world. It is evidence that a public design has actually reached the hands

of the next company and worked there.

The sparse attention designs that DeepSeek released afterward point in the same direction. When

handling long contexts of up to 128K, traditional dense attention carries a burden: as sentences get

longer, computation grows quadratically. If the context becomes twice as long, the computation

jumps fourfold. DeepSeek reduced this burden by introducing a sparse method that allocates

attention resources in fine detail according to each token's content and importance. Instead of

comparing every token with every other token, the idea is to concentrate computation only on the

important connections.

One point needs to be made here. DeepSeek's papers are gathered across several documents, so

when moving the name and numbers for a specific technique into a single settled source, the original

text must be checked again. For that reason, this chapter treats as established only the fact that the

design moved toward lowering the computation cost of long contexts. It does not state detailed

figures such as how many times the cost was reduced.

The importance of this workaround becomes clear when we look at how another company

received it. Zhipu judged that handling long context would require changing the existing dense

architecture, but training again from scratch would cost an astronomical sum. So it chose to place

the sparse attention design that DeepSeek had released as open source on top of its own dense
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base model, then connect the two through Continued Pre-Training.

Instead of rebuilding from the ground up, it secured long-context processing ability by attaching its

own architecture to a design a competitor had opened. It was an agile decision made under the

pressure of U.S. semiconductor export controls, which had tied up computing resources. One

company's disclosure bought time for another company, and that borrowed time becomes the frame

for the next story.

The First Cycle Created by Openness

Cost was not the only thing DeepSeek changed. It shifted a closed governance structure toward

open-weight models. The USCC report explains the difference between the American-style closed

model and the Chinese-style open-weight model. A closed model can be used only through an

interface built by the developer, while an open-weight model lets users download and hold the

trained parameters themselves. The first opens the door but does not let you into the room. The

second hands over the room key itself. The person who receives the key can move the furniture

inside and paint the walls. This difference created the first feedback mechanism in this chapter, the

open models feedback loop.

It works like this. A leading Chinese company releases the weights of a top-tier model for free on a

platform such as Hugging Face. Developers around the world download it, fine-tune it for their own

niche use cases, and upload those derivative models back to the platform. The usage records and

community fixes that accumulate through this process then become resources for improving the

original model. Each time this loop completes a turn, the ecosystem's center of gravity shifts a little

more toward Chinese models. Participation, not capital, is the fuel. If the American closed strategy

hides the model behind an interface and charges for access, China's open strategy releases the

model and draws the ecosystem that grows on top of it toward itself.

The statistics show the power of this loop. According to ATOM project data, Chinese models

surpassed American models in total Hugging Face downloads in August 2025. In October, Chinese

companies such as Zhipu (Z.ai), Alibaba, DeepSeek, Moonshot AI, and Meituan rose into the top

ranks on LMArena, which measures human preferences, pushing Meta's models aside.

That led to the figures mentioned earlier: seven of the top ten uploads in November and

December, and a doubling in the speed of derivative uploads. Domestic industry reports also

describe China in 2026 as one pole of the technology map, reading this movement in the same

direction. Still, download counts do not mean adoption on actual industrial sites. Many models are

downloaded, tested, and then abandoned.

The way knowledge moves through this loop is knowledge distillation. DeepSeek R1 had learned

its own reasoning ability, the chain of thought that shows the logical steps by which it reaches an

answer. That ability was transplanted into smaller, dense models ranging from 1.5 billion parameters

(1.5B) to 70 billion parameters (70B), built on Alibaba's Qwen or Meta's Llama.
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Once the intelligence of a large model was implanted in a smaller model, a compact ecosystem

opened in which strong reasoning models could run at low cost on laptops or local servers.

Distillation teaches a small model by using the answers produced by a large model, together with the

process that led to those answers, as the teacher. The smaller model can inherit much of the ability

without copying the original itself.

A specific case captures this movement. At the end of 2025, the model that ranked first in

downloads on Hugging Face was ByteDance's (字节跳动, ByteDance) small video-captioning model,

'Tarsier2-Recap-7b.' It was not built from the ground up. It was a derivative of Alibaba's open-source

model 'Qwen2-VL-7B,' fine-tuned by ByteDance for its own short-form videos. On top of a public

model from one Chinese company, another Chinese company placed a specialized model, and that

became the most downloaded model in the world.

Instead of building a general-purpose model from the ground up, this method places specialized

capabilities on top of a strong public foundation. That is the typical gait of the open-source loop.

Alibaba left the door open, so ByteDance walked through it. The specialized model ByteDance

placed on top then brought developers around the world back toward Alibaba's underlying

architecture.

A sentence left by Zhipu researchers in their own paper reveals the character of this loop plainly.

Their point was that because DeepSeek released its parameters anonymously, the model could

move beyond geopolitical bias, and the global community accepted it because it worked well in

practice. It is an admission that performance moved people before national boundaries did. The

strategy of openness works this way: it erases the mark of nationality, while the flow created by the

unmarked model quietly returns toward China.

Three Companies That Drew a Fast Catch-Up Line

The three companies that moved quickly along the path DeepSeek opened are Moonshot AI

(月之暗面, Moonshot AI), MiniMax (稀宇科技, MiniMax), and Z.ai (智谱, Z.ai), often grouped as the

so-called AI Tigers. The grouping itself is closer to a convenient label used by media outlets and

industry reports, but each company's Chinese legal name and product names can be confirmed in

public materials. For that reason, this book puts the actual companies, their products, and the way

they followed the road opened by DeepSeek ahead of the nickname.

MiniMax (稀宇科技, MiniMax) is a foundation model company that began in early 2022. It still

carries the imprint of researchers from SenseTime (商汤科技, SenseTime), and it has moved quickly

in commercialization and overseas expansion. In January 2026, it listed on the Hong Kong Stock

Exchange, raised 619 million dollars, and saw its share price double on the first day of trading. Still,

the scale of this listing is an item that needs to be checked again against the original sources,

because the supporting materials overlap across accounts.
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The product lineup MiniMax promotes on its company website spans language models, video

generation, and agent tools. Its free video generation model Hailuo has been assessed as

comparable to OpenAI's Sora in its ability to imitate physical environments. This reach from

language to video shows the company's direction: first gain recognition through public models, then

convert that name recognition into commercial products.

The changes in the attention architecture MiniMax has used reveal the company's engineering

concerns. In earlier-generation models, it mixed in Lightning Attention, but in the later M2 line it

returned to full multi-head attention for stability. This is the process of a company stepping back

once, then moving ahead again, between a design that seeks speed and a design that protects

stability. A new architecture does not always move only forward. When instability appears in

practice, choosing to return to a proven method is also part of technical skill.

In the later M2.7 generation, reports described movements that could be read as early signals of

self-evolution, in which a model improves itself. This should be treated only as a direction to be

verified later, not as a settled achievement. The claim that a model can correct itself is attractive, but

the current materials support only the cautious phrase "early signals." The phrase "a self-evolving

model" belongs closer to the language of unverified risk, and this book does not place it in the

position of confirmed fact.

Moonshot AI (月之暗面, Moonshot AI) is an emerging force that made its name with widely

downloaded open models. It has grown enough to target a $10 billion valuation in a new investment

round. Its flagship Kimi line puts weight on long-context processing and visual agent intelligence, and

its so-called "thinking model," said to have around 1 trillion (1T) parameters, shook the open-source

ecosystem.

A look at Moonshot's GitHub repositories shows traces of a company moving beyond chatbots and

into developers' working routines. It has released a starting point for a coding agent that runs

next-generation agents in the terminal, open-sourced high-performance kernels so speed does not

fall behind in long contexts, and operates a guide window that routes questions across several

products to the right place.

It has not stopped at releasing models. It has opened the paths through which developers can use

those models in real work. When we say that an open-source loop turns toward the developer

community, it goes together with this work of laying down those paths. Releasing a model and

making that model easy to use are different kinds of labor, and Moonshot has carried both.

Zhipu (智谱, Z.ai) is a company rooted in Tsinghua University researchers and has continued the

GLM line. On January 16, 2025, it was placed on the U.S. Commerce Department's Entity List and

took a blow, but instead of breaking through head-on, it chose the bypass route described earlier.

The latest GLM-5 line has moved beyond generating sentences and shifted its weight toward coding

and autonomous agents, and the title of its paper captures that direction directly. The story is a move

from writing code by intuition to a stage where agents take charge of the process.
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With sanctions tying up its computing resources, the company's choice to connect a competitor's

published design through continued pretraining and secure long-context processing capacity shows

how the open-source loop can lower the wall of sanctions. Contrary to the intentions of those who

locked the door, an open design gave breathing room to a company shut behind it. Export controls

aimed at hardware, but designs released as open source opened a path for software ingenuity to

make up for hardware shortages.

This is where care is needed. Rankings comparing these models with the top U.S. models keep

pouring out, but critics also point out that the indicators for measuring diffusion have not settled into

a standard. So rather than declaring that one model has "closed in fast" on another or "overtaken" it,

it is safer to read which way the flow of downloads and derivative uploads is leaning. DeepSeek's

V3.2 line, reportedly released between late November and early December 2025, has been

described as reaching the level of an International Mathematical Olympiad gold medalist, but even

the release date differs across sources, with November 29 and December 1 both appearing. This

text therefore sets the two dates side by side rather than presenting that achievement as settled fact.

The numbers in the rankings look impressive, but we should also remember that there is still no

single agreed-upon authority for measuring them. For the same reason, this book avoids claims that

Chinese-made Ascend-series computing devices stand on equal footing with the top American

devices.

The Second Loop

The core of the framework the USCC report uses to explain Chinese AI lies in the fact that there

are two feedback loops, not one. The open-source loop discussed above runs among software

developers on the internet. The second loop, the physical-economy feedback loop, runs in physical

sites where factories, logistics systems, and robots operate.

When Western AI places weight on web traffic and chatbot services, China pushes models directly

into the world's largest manufacturing infrastructure. It then gains process and operations data that

cannot be obtained by scraping the web, and uses that data to revise industrial models again.

Conversation records from chatbots and control records from factory equipment are different kinds of

resources, and the latter cannot be produced outside that factory.

This second loop differs from the first because it runs on top of government administrative

guidance. The Chinese government included in its manufacturing action plan the goals of releasing

AI agents that can be used at scale in industrial settings and building high-quality datasets, and

domestic industry reports also identify this goal as one axis of China's technology landscape. If the

open-source loop runs on developers' voluntary participation, the physical-economy loop runs as

companies supply data along target lines drawn in advance by policy documents.

One side grows from the bottom up, while the other comes down from the top. The detailed figures

and implementation methods for this goal need to be checked against the original texts in later
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chapters on data policy and industrial policy. Here, the only point used as a basis is that the second

loop runs on the state's guidance.

Reading the Two Loops Separately

To read the movement of Chinese AI accurately, we need to keep in hand the fact that these two

loops differ in character and purpose. Their data comes from different sources. The open-source

loop runs on public code and web data, and it expands the software ecosystem by turning openness,

accessible to anyone, into its weapon. The real-economy loop, by contrast, runs on proprietary

physical data from sensors on factory floors, the temperature of molten iron, and the control motors

of robots.

Even if American companies scrape the web and move ahead in the open-source loop, the control

data pouring out in real time inside Chinese manufacturing lines cannot be copied or scraped from

the outside. This framework reads that data as an entry barrier that is hard to challenge. Still, the

available material is not yet enough to pin down the size of that barrier as a fixed number, so here I

will note only the direction of the argument.

The two loops also encounter different government bodies. Models in the open-source loop fall

under the content censorship and registration procedures of the Cyberspace Administration of

China, or CAC, and when problematic outputs appear, companies bear the burden of training the

models again. This agency examines what answers a model released as a public service may give.

Industrial models in the real-economy loop must follow safety standards set by the Ministry of

Industry and Information Technology, or MIIT, and the Standardization Administration of China, or

SAC. They must pass physical standards that allow human intervention in high-risk work and allow

the system to stop when control goes wrong.

The first form of control points toward content and ideology, while the second points toward

machines and safety. Different hands of the same government touch the two loops separately. This

contrast returns later, when the text addresses the government agencies one by one.

Fairness requires seeing the shadow on the other side here as well. As much as openness and

low cost have created a bright side, they also bring burdens behind them. When models in the

open-source loop must pass censorship procedures and be retrained whenever problematic outputs

appear, companies keep paying compliance costs unrelated to performance. The gains from

releasing models and expanding the ecosystem are bound together with the cost of constantly

adjusting those models so they do not violate regulations. In the real-economy loop, the required

delivery of large datasets and passage through safety standards also create a difficult threshold for

companies on the front line.

Gathering data and labeling it require human labor, and the conditions under which that labor

takes place do not appear on the rankings. Behind the polished benchmark scores and download

rankings lie costs of this kind, and it is better not to pass over them by looking only at the report card.
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Later, in the chapter on counterarguments, the book takes up this regulatory burden and the shadow

of labor in its own terms.

Once these two loops are set apart, the half that disappears when Chinese AI is read only through

company rankings comes into view. The names DeepSeek, Moonshot, MiniMax, and Zhipu appear

on the screen as download counts and benchmark scores. Those numbers are the report card of the

open-source loop. Yet beneath the playing field where the same companies compete runs a second

loop, one through which factory data flows, and that loop turns within lines first drawn by government

documents. The title of this chapter, the two loops created by open source, means that one strategy,

openness, is driving two cycles with different characters at the same time.

One is a software loop that pulls developers around the world toward domestic models. The other

is a hardware loop that draws data up from the country's own factories. What DeepSeek opened with

a single report was the result called low cost, but what that result set in motion was these two

different cycles.

One question remains open. If the world accepted the model because its parameters were

released anonymously and erased the boundary of nationality, who decides which cycle receives the

flow of data and derivative work the model creates? The numbers on the rankings change every

month, but the direction of the two loops turning beneath them does not change so often. Emerging

model companies read through corporate headquarters and registered addresses

DeepSeek (深度求索, DeepSeek) has a thinner public record than listed companies of a different

kind. The company has released many technical reports and model repositories, but it does not have

the structure of a listed company that lays out headquarters and registration details densely in

periodic reports. Based on public corporate information, DeepSeek's operating entity is listed as

Hangzhou DeepSeek Artificial Intelligence Basic Technology Research Co., Ltd.

(杭州深度求索人工智能基础技术研究有限公司). Its registered address is given as Room 1201, West

Building 1, Huijin International Building, No. 169 Huancheng North Road, Gongshu District,

Hangzhou, Zhejiang Province (浙江省杭州市拱墅区环城北路169号汇金国际大厦西1幢1201室).

This address shows that DeepSeek began within Hangzhou's internet and financial technology

labor pool. The fact that the location is Hangzhou, rather than Beijing's Zhongguancun or

Shenzhen's Nanshan, matters. The low-cost model experiment came out of a city of cloud

computing and e-commerce built by Alibaba, a city where private technology capital meets people

trained in mathematics and engineering.

Moonshot AI (月之暗面, Moonshot AI) is publicly associated with Beijing Moonshot AI Technology

Co., Ltd. (北京月之暗面科技有限公司) as its external legal entity. The contact address on the

company's official website points to the 13th floor, Building 1, JD Technology Building, No. 76

Zhichun Road, Haidian District, Beijing (北京市海淀区知春路76号京东科技大厦1号楼13层). Haidian

is where Tsinghua University (清华大学), Peking University (北京大学), the Chinese Academy of

Sciences (中国科学院), and Zhongguancun (中关村) sit close to one another.
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This geography also sits behind Moonshot's emphasis on long-context models and the Kimi

service. The image of a startup housed inside the headquarters building of a major platform shows

that China's new AI firms did not begin in fully independent garages. They grew within the short

physical distance linking existing platforms, universities, and investment networks.

MiniMax (稀宇科技, MiniMax) describes itself in its official company introduction as a foundation

model company founded in early 2022. Listing and investor materials present office bases at No. 1

Xitucheng Road, Haidian District, Beijing (北京市海淀区西土城路1号), Guiqing Road, Xuhui District,

Shanghai (上海市徐汇区桂箐路), and Tower D, China Resources Building, Nanshan District,

Shenzhen (深圳市南山区华润大厦D座). This layout can be read as a sign that the company

separates and coordinates its research talent, commercialization staff, and capital-market contacts.

Beijing is closer to the language of research and policy. Shanghai is closer to the door of capital

markets and global business. Shenzhen is closer to hardware and product ecosystems. It is no

accident that a company releasing the video generation service Hailuo (海螺), along with voice,

music, and agent products, works across all three cities.

Public listing-related documents for Zhipu (智谱, Z.ai) also include the name Beijing Zhipu

Huazhang Technology Joint Stock Company Limited (北京智谱华章科技股份有限公司, Knowledge

Atlas Technology Joint Stock Company Limited). The registered office and headquarters in China

are listed as the 10th floor, Building 9, No. 1 Zhongguancun East Road, Haidian District, Beijing

(北京市海淀区中关村东路1号院9号楼10层). This address lies in the Zhongguancun area, close to

Tsinghua University.

The reason Zhipu's GLM series carries both the paper language of university laboratories and the

API language of enterprise products is tied to this location. The term Zhipu (智谱) inside the

company's name also connects to its early concern with linking knowledge graphs and models.

Reading the company only through the fact that it was placed on a U.S. sanctions list gives only half

the picture. Zhipu is a sanctioned company, and at the same time a company at the center of

Beijing's university and research-institution ecosystem.

Liang Wenfeng 梁文锋

If Liang Wenfeng (梁文锋) is seen only as the founder of DeepSeek, his starting point becomes

blurred. He was originally better known as a co-founder of the hedge fund High-Flyer (幻方量化,

High-Flyer). His first arena was the work of pushing mathematics and computing into financial

markets to capture tiny price differences. That experience left its mark on DeepSeek's model design

as well. It meant saving computation rather than spending heavily, and finding bottlenecks and

changing the structure rather than pushing forward on human instinct.

The DeepSeek V3 technical report's emphasis on training cost, stability, token processing, and

mixture-of-experts architecture over model size is not separate from the founder's background. In

finance, returns do not come from grand declarations. They come from running large amounts of
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cheap computation, preventing losses, and repeatedly stacking small differences. DeepSeek's

low-cost model strategy shows a similar instinct.

The reason he seemed unfamiliar in China's AI industry was not just that he said little. Founders of

Chinese big tech companies often built platforms, gathered users, and grew their businesses by

adding advertising or payments. Liang Wenfeng came from a different path. He arrived with a feel for

research and computing resources before a feel for consumer services. Since his High-Flyer days,

he had gathered high-performance graphics processing units and built his own computing cluster,

and those computing assets later fed into DeepSeek's model research.

While U.S. export controls narrowed Chinese companies' access to chips, the computing assets

already accumulated and cost-saving engineering became DeepSeek's shield. In this respect, Liang

Wenfeng differs somewhat from both Silicon Valley-style startup founders and Chinese platform

founders. He is closer to someone who looked first at the ledger of computation before selling a

model.

DeepSeek drew the world's attention through R1 and V3. Behind them, though, lay years of

accumulation. The sentence in the technical report saying that failed runs were not rolled back

during large-scale model training may sound dry to readers outside the lab. But to people who

understand model training, that sentence means that cost and time were saved whole. If a training

run that has been running for days collapses once, hundreds of thousands of dollars disappear into

thin air.

DeepSeek built its structure to reduce that kind of waste, and it framed designs such as the

mixture-of-experts model and multi-head latent attention in the language of cost reduction. Liang

Wenfeng's role was less that of a lone hero who made a brilliant invention by himself than that of a

conductor who made researchers face the wall of cost head-on. Anyone can talk about the dream of

making a model bigger. Asking how to go farther with the same resources is less dazzling, but it lasts

longer.

The wave he created is read differently inside and outside China. Inside China, he was received

as a figure who found a way forward even under U.S. export controls. Outside China, the rise of a

low-cost Chinese model was seen as an event that shook the investment logic behind U.S. AI

infrastructure. Both readings have some basis. But if Liang Wenfeng is treated only as a symbol in a

nationalist story, we miss the technical texture that DeepSeek actually changed. His choice was

closer to drawing in developers and researchers through open-weight models than to making money

first through closed services.

The release was a political signal, but it was also an engineering choice that shared the burden of

cost. When developers around the world download the model, test it, fix it, and build derivative

models, the company can draw on the power of an ecosystem without having to build every

application by itself. What Liang Wenfeng opened was not the door of DeepSeek alone. It was the

door to a Chinese-style open model loop.
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The caution surrounding Liang Wenfeng should also remain in the manuscript. DeepSeek's

technical reports and model performance can be checked, but public materials do not let us see in

detail the company's internal decision-making, its allocation of compute resources, or the actual

accounting distance between High-Flyer and DeepSeek. So it is better to read his profile through the

direction of the choices that can be confirmed, rather than inflate it into legend. What can be

confirmed is a model architecture that lowers cost, the release of open weights, a Hangzhou-based

research organization, and a sense for calculation carried over from financial engineering.

Together, these four elements formed DeepSeek's character. Liang Wenfeng's significance is

closer to 'the person who turned compute cost into a political and industrial question' than to the

phrase 'genius founder.' The question he posed still remains. Does building a good model really

require endless amounts of capital? After DeepSeek, the global AI industry has found it hard to avoid

that question.

Yang Zhilin 杨植麟

Yang Zhilin (杨植麟) is the public face of Moonshot AI. He studied at Tsinghua University and

Carnegie Mellon University, and belongs to a generation that gained research experience at Google

Brain and Meta AI. His name is often mentioned alongside work on long-context models such as

Transformer-XL and XLNet. Once you know this background, it becomes easier to understand why

Moonshot first made its name with Kimi, a long-context chatbot.

Moonshot did not present itself as a company trying to spread every function across a broad

surface. It put forward a model that could read many documents at once, remember them for a long

time, and keep up with the user's flow. Long context was not a marketing phrase. It was the result of

the founder's research path becoming the company's product. A problem once studied in papers as

context length turned, in enterprise services, into the ability to read reports, contracts, and code

repositories all at once.

Yang Zhilin's career also shows one cross-section of how AI talent circulates in China. A Chinese

researcher who had worked on frontier model research at American research institutions returned to

China, built a company, and quickly raised capital inside Beijing Haidian's investment and university

network. This flow cannot be explained by Chinese government documents alone. The state sets the

direction and capital follows, but the people who turn that structure into actual models are

researchers who have absorbed the language of overseas papers and the open-source ecosystem.

Yang Zhilin is someone who translated that language into a product for the Chinese market. That

is also why Kimi tried to enter the workflow of developers and knowledge workers. A long-context

model is closer to a tool that holds onto dull documents for a long time than to an entertaining

chatbot. In the enterprise market, that dullness becomes strength.

Moonshot's growth has been fast, and it also carries instability. Large-model companies face

server costs, talent costs, and data costs all at once. When users increase, inference costs rise with
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them. When the model grows, training costs jump again. Under this pressure, Yang Zhilin pushed

both open models such as Kimi K2 and consumer services. Open models grow a developer

ecosystem, but they are not an immediate path to revenue.

Consumer services build the brand, but they raise costs at the same time. His task, then, is to

move between the pride of a researcher and the ledger of a manager. The fact that Moonshot sits

inside Beijing's research network and the buildings of existing platforms both eases this pressure

and ties the company down. It can get closer to capital and talent, but it cannot move far from the

expectations of the market and policy.

What matters in assessing Yang Zhilin is that he built a large-model company without a giant

platform behind him. Alibaba and Tencent already had cloud infrastructure, users, and payment

networks. Moonshot became known first through the model itself and its product sense, without that

kind of foundation. For that reason, Moonshot's experiment has become a test of how long an

independent foundation-model company can endure in China. Yang Zhilin's strengths are the depth

of his research and the clarity of his products. His weaknesses are infrastructure and cash flow. The

tension between the two will decide Moonshot's next chapter. A researcher who works with long

context must now withstand the long time frame of a business. That is where Yang Zhilin stands

today.

The fact that Moonshot's Kimi put long context at the front shows Yang Zhilin's temperament well.

In the mass chatbot market, short and witty answers catch the eye, but for companies and

researchers, what matters more is the ability to hold onto long documents, code, contracts, and

papers all the way to the end. Yang Zhilin built his company on exactly that need. This choice stands

out even within China's AI ecosystem. While DeepSeek shook up costs, Alibaba grew its cloud and

open-model ecosystem, and Tencent embedded models inside WeChat, Moonshot pushed long

memory and developer tools to the front.

Yang Zhilin's risk is that the clearer the product becomes, the narrower the market may become.

To turn long context into real money, the company must go deep into high-value work such as law,

finance, research and development, and coding. That market moves more slowly than consumer

apps, but once a company takes root there, it lasts. Whether Yang Zhilin can turn a researcher's

depth into a manager's endurance is Moonshot's next test.

Yan Junjie 闫俊杰

Yan Junjie (闫俊杰) is introduced as the founder of MiniMax, as well as its chairman, chief

executive officer, and chief technology officer. The fact that one person holds both management and

technical titles says a great deal about the character of the company. MiniMax is pushing language,

video, voice, music, and agents all at once. A wide product lineup can mean a blurred direction, or it

can mean the ability to push foundation models quickly into several forms of media. Yan Junjie's

career supports the latter reading. He earned a doctorate in artificial intelligence from the Institute of
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Automation, Chinese Academy of Sciences, completed postdoctoral research at Tsinghua

University, and led a research organization at SenseTime. He has lived through papers, research

organizations, and commercial products alike.

His background at SenseTime explains MiniMax's color. SenseTime grew through facial

recognition and computer vision, but amid the wave of large models it had to shift toward spatial

intelligence and generative models. Yan Junjie likely learned the distance between research and

products at the center of that transition. MiniMax did not stop at text models. It quickly released video

generation services such as Hailuo (海螺), speech synthesis, music generation, and agent products,

a pattern that connects with the background of a founder with a strong feel for vision and multimodal

AI. The company's official introduction speaks of more than 200 million users and more than 100,000

enterprise and developer customers. That also means MiniMax wants to define itself not as a

research-lab model, but as a bundle of products.

Yan Junjie's task is to balance speed and trust. Video generation and voice generation leave a

strong impression on users, but corporate customers face questions of consistency and rights.

Models that create music, make videos, and speak like people bring copyright, likeness rights, false

information, and safety questions all at once. The faster MiniMax releases new products, the faster

these questions grow. That makes the founder's role, combined with that of chief technology officer,

important. He must not only improve model quality, but decide which features to release first in which

markets, where to place safeguards, and which products to keep at the research stage. A structure

in which a founder with a research background also runs management speeds up decisions. It also

carries the opposite risk: weaker checks and less division of labor.

MiniMax's practice of presenting addresses in three cities also shows Yan Junjie's challenge.

Beijing is close to talent and policy, Shanghai to capital and overseas links, and Shenzhen to

products and the hardware ecosystem. If one company wants to work across all three places, its

founder must understand the language of researchers, investors, and product managers alike.

Because Yan Junjie has moved between research papers and corporate products, he appears able

to do this translation. MiniMax's success depends less on one impressive demo than on this ability to

translate between worlds. Making a model produce one convincing video is different from building a

system that companies pay to use every month. Yan Junjie has to narrow the distance between the

two.

One easily missed part of Yan Junjie's profile is his 'speed in turning multimodality into products.'

Not every researcher who publishes many papers makes good products. Nor does every company

that releases products quickly have a deep research base. MiniMax aims for the space between

them. Hailuo video generation, voice synthesis, music generation, and agent tools may look like

different markets, but they are all tools through which machines create or assist human expression.

Yan Junjie is trying to gather these tools of expression inside one foundation model company.
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This path is attractive, but risky. The quality of a single video can make users marvel, but

corporate customers ask for repeatable quality, rights clearance, security, and cost control. This is

why Yan Junjie must keep moving between the research lab and the product planning office.

MiniMax's fate depends less on what its models can do than on whether it can turn those abilities

into a stable package of products.

The question that remains for this figure is the organization behind the speed. A company that

handles several media at once can easily see the language of its research, product, and sales teams

split apart. Yan Junjie's combined role as chief executive officer and chief technology officer is a

device for reducing that split. One person's judgment becomes faster, but the company is constantly

tested on whether debate inside it is sufficient.

Zhang Peng 张鹏

Zhang Peng (张鹏) appears in public documents as the co-founder and CEO of Zhipu (智谱, Z.ai).

Zhipu's roots reach back to knowledge engineering research at Tsinghua University. The Chinese

name Zhipu Huazhang (智谱华章), embedded in the company's name, carries the idea of drawing a

map of knowledge, and its early concerns lay in connecting knowledge graphs with large-scale

pretrained models. Zhang Peng's role was to turn these academic roots into a business organization.

Papers from a Tsinghua University lab and business plans from Beijing's Zhongguancun speak

different languages. Standing between the two, he turned the GLM line of models into products and

opened a path toward APIs, agents, and coding models.

Zhipu came under intense pressure when it was placed on a U.S. sanctions list. That episode

tested Zhang Peng's management. For a large model company, sanctions do not only block chip

purchases. They shake access to overseas cloud services, investor sentiment, and customers' risk

assessments. In that situation, Zhang Peng made the company's direction clearer, toward open

models and industrial demand inside China. The GLM line sought to establish itself as a base that

gives developers and enterprise customers Chinese-language, coding, and agent functions, and

research continued on strengthening long-context processing by adopting DeepSeek's open design.

What appears here is a preference for practical use over saving face. Learning from a competitor's

open design and placing it into one's own model is hard if pride comes first. Under Zhang Peng's

direction, Zhipu chose to absorb open knowledge quickly in order to work around the wall of

sanctions.

His strength lies in holding together the academic ecosystem and the business ecosystem. Zhipu

stands where the network of researchers from Tsinghua University, Beijing's policy environment, and

the needs of enterprise customers meet. Zhang Peng has to tune the company's language so these

three forces do not collide. For researchers, model performance and contributions to papers matter.

For customers, stable APIs and security matter. In the policy environment, safety and control matter.

Putting these three demands into one product is the real management of a Chinese large model
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company. If Zhipu's GLM is to become not just a technical name but a product sold to enterprise

customers, Zhang Peng has to bring the pace of research into line with the rhythm of management.

Zhang Peng shows well how Chinese AI moves from universities into companies. It is different

from the American picture of a founder from Big Tech arriving with a vast platform. Here, language

model and knowledge graph technologies built in university labs pass through a company address in

Zhongguancun and documents for Hong Kong's capital market, then become enterprise products.

Zhang Peng is the operator of that movement. He is less a star founder of a flashy consumer service

than a manager who moves a lab model into a system that customers pay for. Zhipu's next test is

persistence more than technology. Can it keep turning the GLM line into living products amid

sanctions, capital markets, and open-source competition? That question follows Zhang Peng's

name.

Another question attached to Zhang Peng is whether Zhipu can move beyond the value of

Tsinghua University's name. The reputation of a university lab gives early trust. Over time, however,

customers look less at papers and more at incident response, pricing, data protection, and the speed

of model updates. Zhang Peng has to accept this cold market language. Zhipu's move to knock on

the door of Hong Kong's capital market and approach global developers under the shorter name Z.ai

is part of that change.

While the company name carries an academic tone, the product names change in shorter, faster

cycles. Managing these two faces at once is Zhang Peng's job. He must release models and agents

that customers can use right away, without losing the depth of Tsinghua University's research

ecosystem. Sanctions, competition, and the eyes of the capital markets are all fixed on him. Zhipu's

future depends on whether Zhang Peng can turn academic trust into recurring business revenue.

The strength he needs is long-lasting customer relationships. Model companies win applause at

launch events, but enterprise customers look for the person who answers the phone when

something breaks. If Zhang Peng wants to make Zhipu a real enterprise AI company, he has to

make its support system, pricing, and security commitments firmer than GLM's performance tables.

The moment trust from the lab becomes trust in operations is where his contest will be decided.
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Chapter 6. Alibaba, Tencent, Baidu, ByteDance, and
iFLYTEK in the Full-Stack Race

Open Alibaba Group's results presentation for fiscal year 2026, and the first page does not begin

with e-commerce. It begins with cloud computing and artificial intelligence. The headline of the

company release put it this way: Alibaba Cloud's revenue growth had accelerated to 40 percent, and

the force behind it was the way its artificial intelligence strategy was turning into results. One

sentence contains the company's direction. Artificial intelligence is no longer a laboratory

assignment. It is a line item on the revenue sheet. The fact that one company's earnings material

says this shows what the company wants to call itself. It wants to be known not as an e-commerce

company, but as an infrastructure company.

Follow the numbers. In the March 2026 quarter, cloud revenue reached the range of 41.6 billion

yuan, and revenue from products related to artificial intelligence continued to grow by triple digits

year on year for the eleventh consecutive quarter. Artificial intelligence's share of external cloud

revenue rose to around 30 percent. Chief Executive Officer Eddie Wu said the company's full-stack

artificial intelligence investment had moved beyond incubation and entered large-scale

commercialization, and on that basis the company approved a cash dividend of 2.5 billion dollars.

The dividend is a signal that, in the company's own judgment, the artificial intelligence business is

no longer a bottomless jar. It means the business has moved from the stage of pouring money in to

the stage where money can be distributed. The phrase eleven quarters is also worth sitting with. It

says revenue grew in one direction for nearly three years, and it carries the company's claim that this

should be read as a trend, not as a one-quarter flash.

This chapter places five large Chinese companies side by side: Alibaba, Tencent, Baidu,

ByteDance, and iFlytek. If DeepSeek and the so-called AI Tigers discussed in the previous chapter

were small, fast boats that cut through the current first, these five are large fleets that own the

harbor, the ships, and the routes. They are trying to build the whole stack inside one company, from

the base of chips and data centers, to the brain of foundation models, to the fingertips of services

that consumers and companies actually use. That layered structure is called full stack. The five

companies use the same term, but each builds it in its own way.

Reading those differences is the task of this chapter. We also need to remember that the lines of

the playing field where these five compete were drawn first not by companies, but by government

documents. Which models may go out as public services, how data must be handled, and which

industries should receive artificial intelligence first are matters already addressed by documents from

the State Council and related ministries. The strategies of the five companies are pictures painted in

different colors on top of those documents.
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First, Alibaba. Alibaba's strength lies in the thickness of its base. According to a Samjong KPMG

report comparing American and Chinese artificial intelligence competitiveness, Alibaba (阿里巴巴,

Alibaba) announced in February 2025 that it would invest at least 380 billion yuan in cloud and

artificial intelligence infrastructure over the following three years. This scale surpassed the

investment plans of other Chinese Big Tech companies around the same time. The money went not

only into domestic data centers, but also into new data centers in Southeast Asia, including Malaysia

and the Philippines.

Cloud is not a product sold only inside national borders. It has to take root beyond them, so

Alibaba chose to plant computing bases overseas in advance. There is a calculation behind that

choice. As U.S. semiconductor export controls shake domestic procurement, the company is trying

to spread physical infrastructure as widely as possible, leaving itself room to turn to another route if

one path is blocked. Infrastructure cannot be built overnight, so the side that builds first buys time.

There is one point in the foundation story that calls for care. The company talks about its own

chips. It says chips made by Alibaba's semiconductor design subsidiary have been deployed at large

scale in its public cloud, and that these chips support automakers and autonomous-driving

companies. This must be made clear as the company's own account. The material now available

does not support a claim that Chinese chips match top U.S. chips in performance. The confirmed

facts go only this far: the company mentioned the deployment of its own chips in an official earnings

setting, and it is moving toward a higher share of Chinese computing under U.S. export controls.

Whether the performance is better or worse is a separate question from that direction, and for now

it is more honest to leave it open. The fact that the company brought up chips during an earnings

presentation has meaning in itself. The message to investors is clear. Alibaba wants to show that it is

not on a leash tied to U.S. chips, and that it holds even the base of its infrastructure in its own hands.

How far that gesture is backed by real performance can be judged only when separate data appears.

The brain placed on top of that foundation is the Qwen model. U.S.-China comparison materials

and outside analyses show that Qwen has spread beyond internal company use into a model that

developers around the world download, modify, and build on. Alibaba chose to open the model

rather than lock it down. When a model is released, developers across the world create derivative

models on top of it for their own purposes. As the number of derivative models grows, the root model

moves closer to becoming a de facto standard. This is called the open-source loop. In a place where

the company does not collect revenue directly, it builds another asset: influence.

Still, detailed numbers such as the exact count of derivative models or download rankings vary by

source and standard, so this text will treat only the general direction, that Qwen belongs among the

widely downloaded models in the world, as fact and will not go further than that. It is worth noting

why an open strategy benefits the company. When developers build tools on Qwen, the place where

those tools run can easily become Alibaba Cloud. The structure is this: the company opens the

model for free, then draws the computing demand created by that model into its own cloud. That is
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why the hand that opens and the hand that sells are not acting apart from each other.

The open strategy connects to the selling strategy. Alibaba opens corporate wallets by selling

models as a service, in effect selling a model as if it were a service. In its earnings presentation, the

company said annual recurring revenue from models and application services was growing quickly,

and it set a goal to raise combined cloud and artificial intelligence revenue sharply within the next

few years. Here Alibaba's picture comes together. With 380 billion yuan, it lays the foundation of data

centers and chips, places the Qwen brain on top, opens that brain to the world as it aims for the

position of a standard, and sells the same brain to companies to turn it into revenue.

The hand that opens and the hand that sells are attached to the same body. For this structure to

work, three layers have to feed one another. Infrastructure supports model training, the model

creates value for services, and the money collected from those services flows back into

infrastructure. If one layer shakes, the other two shake with it.

Of course, this picture has its shadows. According to Hana Securities' weekly China report, in

early March 2026, key developers left Alibaba's large language model division one after another, and

the stock price fell on the day the news broke. No matter how deep the capital and infrastructure are,

when the people who actually build the model leave, a gap opens between planning and execution.

This episode shows that the fight for talent is a weak link across China's Big Tech sector, and

Alibaba is no exception.

Infrastructure can be bought with money, and models can be grown with data, but the people who

connect the two are hard to hold with either money or data. The fact that a thin link hides inside a

thick structure is the first reason the story of these five companies should not be read only as a story

of victory.

The second company is Tencent (腾讯, Tencent). Open Tencent's 2025 annual report, and you

find a passage in which chairman Ma Huateng writes that artificial intelligence improved advertising

accuracy, deepened immersion in games, and drove revenue growth in cloud services. Tencent's

total revenue in 2025 was 751.8 billion yuan, up 14 percent from the previous year. Behind that

number lies Tencent's own strategy. Rather than showing off a new model to the world, Tencent

chose to push the model into its own services, already used by hundreds of millions of people.

The brain's name is Hunyuan (混元, Hunyuan). The fact that the chairman explained artificial

intelligence in the earnings report through the performance of existing businesses, advertising,

games, and cloud, reveals the character of this company. For Tencent, artificial intelligence is a tool

for selling the products it already sells better, before it is a new product to sell.

Tencent's investment is not small either. The company put large sums into artificial intelligence

infrastructure and kept capital expenditures in the low double digits as a percentage of revenue while

buying servers and computing equipment. It also set aside separate expenses for new artificial

intelligence products, spending them on marketing for Yuanbao, its chatbot service, hiring talent, and
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securing data for model training. Tencent's statement that it would reduce share buybacks in 2026

and redirect that money into artificial intelligence investment reads as a signal that the company

sees this fight as a long campaign lasting several years. Share buybacks return money to

shareholders, while artificial intelligence investment bets money on the future. Moving the weight of

the scale toward the future means the company is putting competitiveness over the next few years

ahead of defending today's stock price.

Tencent differs from Alibaba in one basic way: it does not lay down a new platform. Tencent

already has a vast platform in WeChat. The company has planted Hunyuan across the WeChat

ecosystem, from social networking, search, content, and product recommendations to customer

service. Inside WeChat, it has placed agent services that handle tasks on their own and connect

users to countless mini programs. The more these agents carry users into mini programs, the more

energy flows through the WeChat ecosystem, and that energy turns back into revenue. In games,

Tencent has used generative AI to speed up content production, and with multimodal technology it

has built AI teammates for competitive games and lifelike non-player characters for noncompetitive

settings.

In advertising, Tencent added solutions that automatically handle targeting, bidding, and ad

placement, helping ad revenue exceed the industry average. In fintech, it refined credit scoring and

fraud detection with lightweight models, lowering the ratio of bad loans. Tencent's AI appears first as

better performance in existing products before it is sold as a new product. AI seeps into the earnings

sheet by making ads more accurate, games more gripping, and loans less troubled.

In the enterprise market, Tencent is also turning toward agents. Tencent Cloud passed the

break-even point in 2024, and in 2025 it produced adjusted operating profit, helped by corporate

demand for AI. Beyond tools that produce meeting minutes or features that summarize customer

service exchanges, Tencent released autonomous agent products that execute workflows on their

own. These agents run on secure sandboxes, and they are designed so users can direct multiple

agents from a chat window and call up functions from Tencent's vast merchant and developer

network. The phrase secure sandbox deserves attention here. An agent that handles work on its

own is convenient and risky at the same time, so the company tries to prevent accidents by running

agents inside isolated spaces.

The movement in government governance documents toward safety requirements for AI agents is

not far removed from the movement by companies to confine agents inside sandboxes. The

Hunyuan model itself, which serves as the brain, has also gained footing in multimodal fields such as

3D, text-to-image, and world models, based on the company's proprietary data. Tencent has said it

plans to test improved models internally and then release them in stages. Tencent's picture comes

together this way: it turns AI into money on the large platform it already owns, rather than buying a

new one.
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The third company is Baidu (百度, Baidu). Baidu has a different character from the first two

companies. If Alibaba puts infrastructure first and Tencent puts applications first, Baidu places

weight on foundational technology that rebuilds the structure of the model itself. The documents that

show this direction clearly are the official blog post and technical report for ERNIE 5.0, released in

February 2026.

According to the technical report, ERNIE 5.0 is a model with 2.4 trillion parameters, designed to

understand and generate text, images, video, and audio within one architecture. Baidu's choice lay

in breaking with the existing method. Until then, the industry had often used late fusion, attaching

image-handling components later to a framework built for text. Baidu abandoned that attachment

method and chose a unified prediction architecture that places every kind of information in the same

token space and trains it again from the ground up.

The explanation is that text is processed quickly by looking ahead across many tokens at once,

images are treated as one-frame videos, and audio predicts what comes next at the codec level. The

goal was not a surface-level integration pasted together from the outside, but an integration that

locks together at the level of meaning. The language is difficult, but the aim is clear. Baidu does not

want to receive text, images, and sound through separate windows. It wants to receive and process

them through one window, in the same language.

2. A scale of four trillion means enormous computing cost. Baidu tries to get over
this wall in two ways. One is an ultra-sparse architecture. Instead of separating
vision experts and text experts in advance, it built a shared pool that calls only the
experts needed at each moment according to the nature of the token. Even at a
scale of 2.4 trillion parameters, the parameters actually activated to process one
token were held below 3 percent of the total. It is like building a large warehouse
but turning on only the shelves needed each time. The other is elastic training.
Once the model has been trained, lower-level models can be pulled out on the
spot for different hardware conditions, such as memory limits or latency, which
removes the cost of training again.

Both methods point to the same goal. Baidu wants to keep the power of a large model while

bringing the cost of using it down to the level of a small model. This is also worth noting because it

shows why the issue is a matter of survival for Baidu. Under U.S. export controls, computing

resources are expensive and hard to obtain. The company that can deliver the same performance

with less computation can endure longer under those limits. Baidu's architectural innovation is a

survival measure before it is a point of pride.

Baidu carried this line forward with ERNIE 5.1 in 2026. According to the official announcement, 5.1

inherited the pretraining foundation of 5.0 while sharply reducing total parameters and compressing

active parameters by roughly half. The company said this allowed it to achieve high performance at a
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low cost compared with the pretraining cost of competing models. ERNIE 5.1 put weight behind

creative writing that matches inspiration, emotion, and expression, as well as content production that

reads the user's underlying intent. Its benchmark results require caution. The technical report

presents high scores on several tests, but the metrics for measuring diffusion and performance have

not yet settled into industry standards.

For that reason, this text will confirm only this much: Baidu has bet on structural innovation in core

technology and cost reduction. It will not make ranking claims such as one model having moved

ahead of another. Caution about rankings is not timidity. It is honesty. When the ruler shakes, the

measured value shakes too. On the talent side, Baidu is also hiring more overseas researchers,

expanding the scale of its annual recruitment programs, and competing with global big tech for

people. Rebuilding the structure of core technology is, in the end, work done by people. Baidu, like

Alibaba, faces the same thin link called talent.

The fourth company is ByteDance (字节跳动, ByteDance). This company, which built a global

video ecosystem through TikTok, now stands in a position to feed back data from hundreds of

millions of consumers, led by video and social services beyond text. U.S.-China comparison reports

show that ByteDance planned more than 150 billion yuan in capital spending in 2025, with a large

share assigned to overseas data centers and the procurement of artificial intelligence chips. The

explanation is that ByteDance is increasing its reliance on Chinese-made chips and stockpiling

computing resources to reduce the uncertainty created by U.S. export controls on advanced

semiconductors.

This money flows into the performance of ByteDance's own foundation model, Doubao. Doubao is

already embedded in consumer products used by hundreds of millions of people, supporting the

company's social and content ecosystem. This is where the source of ByteDance's strength

becomes visible. The company runs some of the world's most heavily used consumer services, and

the video and social data from those services feed its models. Data grows the model, and the

stronger model pulls users back into the service. That feedback loop is the company's capital.

ByteDance's research organization is the Seed team. In February 2026, the team officially

released Seed 2.0, its next-generation portfolio. Seed does not stop at a single chatbot. It divides

basic research across large language models and infrastructure, vision, speech, multimodal

interaction and world models, AI for science, robotics, and responsible AI. The team sees AI as

having moved beyond tools into an age of agents that handle tasks on their own. It sets out goals in

which AI takes part directly in scientific research, writes software, and creates value in the real

economy.

The fact that the organization chart is divided this finely shows the company's ambition. Putting

language, sound, video, robots, and science under one roof reads as a signal that ByteDance does

not intend to keep AI as a conversational partner inside a screen. It wants to extend AI into the

physical world.
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ByteDance's push to target world-class results in video generation can be read as a sign of the

company's direction. But descriptions of a specific video generation model circulating in the market

as a "new king" come from video metadata without a transcript, so this book does not treat them as

factual evidence. What can be confirmed is the official release of Seed 2.0 and the structure of the

organization behind it. Department names such as robotics or world models do not immediately

mean finished products. There is still distance between the aims of a research organization and

results in the market. This book's stance is not to jump ahead of that distance and declare an

outcome before the evidence supports it.

The fifth company is iFlytek. If the first four companies work across the broad arenas of cloud,

video, and search, iFlytek digs into the narrower and deeper valley of speech. That valley connects

directly to education as a national policy priority. Materials from iFlytek at the World Digital Education

Conference show a company filling consumers' lives and workplaces with physical devices such as

AI notebooks, recorders, dictionary pens, and translators. It uses its speech recognition technology

to automatically handle intellectual work such as meetings, records, and document analysis. In

translation, it offers portable devices, wearable devices, and cloud solutions together, moving into a

market that lowers language barriers.

While other companies compete in the intangible layers of software and cloud, iFlytek sells

devices people can hold and places itself beside their ears and mouths. Speech is an interface that

comes before the screen. It gives AI a way in even where reading and writing are difficult.

iFlytek's line of defense lies not in device sales, but in close alignment with national public

education standards. According to the Korea Information Society Development Institute's report on

China's AI Plus strategy, China's State Council, through its Opinions on Deepening AI Plus Action,

wrote intelligent learning partners and human-machine collaborative education into national policy

for the education sector. The language of a policy document descends into an industrial market.

When the state writes in a document that intelligent learning partners should be cultivated, that

document soon becomes the vast demand of public education placed before companies. On the

stage of the World Digital Education Conference, iFlytek turns this national agenda into a working

system.

Company executives appeared as speakers at conference sessions and said AI would redesign

the way talent is trained. By launching an AI initiative for the development of education, they created

a reason to enter the public education market. In the exhibition hall, product lines appeared in which

large-model technology stepped into classroom teaching. Here the cycle is visible: policy opens the

door, companies walk through it, and their products then show the policy's goals in physical form.

The next year, the company's position moved up a level. iFlytek led the official announcement of a

proposal to build an international digital education standards system and a common reference

framework for large models in education. Its joint development and release, with China's National

Institute of Education Sciences, of an intelligent tutor for primary and secondary science education
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shows this closeness clearly. The tutor was designed to work through a framework called the chain

of thought of teaching, which draws out a student's reasoning.

This means the government is working with a private AI company to build the role of the public

school teacher into a system. Here the company's business and the state's policy are not separate

strangers. The company fills the classroom's physical infrastructure with its own products, while the

government wraps those products in the language of national standards. When a company sits at

the table where standards are made, other companies that follow must move on top of those

standards. Whoever holds the standard becomes the gatekeeper of the market.

The position secured in public education leads into the consumer market. iFlytek places popular

content exclusively on its own AI learning devices, trying to hold both voice and educational content

in the state-led public education market and the private tutoring market where parents open their

wallets. Authority gained in public education moves into trust in private education devices, and data

gathered from private education then improves public education products. The two markets feed

each other. Fairness requires another voice here as well. In Western academia, concerns have been

raised that AI is moving ahead faster than learning systems and may have uncertain effects on

children's critical thinking and creativity.

The same technology is brought into the classroom without hesitation on one side, while the other

side measures the threshold carefully. Which side is right is not something the current materials can

decide. It is an open question that can be answered only after more data accumulates. Whether

young students learning in line with the chain of thought of an AI tutor is a path to training talent, or a

path that erases too early the chance to struggle and learn on their own, is not something this text

can answer for them.

Set the five companies side by side, and a shared pattern appears. All of them are trying to turn

artificial intelligence into a line item on the earnings sheet, to build infrastructure, models, and

services as one body, and to move within the policy lines drawn by the government. Alibaba lays

down thick infrastructure and works both the hand that opens access and the hand that sells.

Tencent turns artificial intelligence into revenue on a large platform it already owns. Baidu tries to

redesign the model architecture itself to push costs down. ByteDance feeds hundreds of millions of

users' video and social data back into its systems. iFlytek joins hands with national standards in the

narrow valley of voice and education.

These are five different routes, but they all run across the same field already marked out by

government documents. When documents such as the State Council's opinions on AI Plus first set

directions for education, manufacturing, and consumption, companies push capital and models in

those directions. Policy creates demand, capital builds infrastructure, and data grows models. The

picture is of three forces turning together inside one country.

Even so, it would be a mistake to read this pattern as a smooth story of victory. The revenue and

investment figures disclosed by the companies carry the weight of public filings, but items such as
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the performance of in-house chips, model rankings, and the exact number of derivative models often

rest on shifting standards or company claims. As incidents involving talent departures show, even a

thickly built structure has thin links. The external force of U.S. export controls weighs on all five

companies alike, and the price and uncertainty of computing resources created by those controls

cast shadows over Alibaba's overseas data centers, Baidu's cost-saving architecture, and

ByteDance's chip stockpiles.

So the full stack built by these five companies is less a completed fortress than a structure still

being raised, as government policy, corporate capital, and user data send force back and forth

between one another. How high that structure will rise, and where cracks will appear, will only

become clear when the next filings and the next policy documents arrive. What can be confirmed

now is only this: the five companies are walking toward the same destination by different routes, and

all of those routes are drawn on the same map of government documents. Reading the Five Big

Tech Companies Through Corporate Headquarters and Addresses

Alibaba (阿里巴巴, Alibaba) has a structure in which a Cayman Islands-listed holding company

overlaps with operating companies inside China. The main executive office used in external filings is

No. 969 Wenyi West Road, Yuhang District, Hangzhou, Zhejiang Province, China

(浙江省杭州市余杭区文一西路969号). Company contact information and campus guides also show

No. 960-1 Wenyi West Road, Yuhang District, Hangzhou, postal code 311121.

When understanding Alibaba's AI strategy, this Hangzhou address is not decorative. Cloud

computing, e-commerce, logistics, and payment data accumulated for years within one urban region,

and Tongyi Qianwen (通义千问, Qwen) and Aliyun (阿里云, Alibaba Cloud) were built on top of them.

Alibaba's headquarters is less the laboratory of a model company than an operating center where

data, cloud computing, and commerce meet.

Tencent's (腾讯, Tencent) listed holding company trades in Hong Kong, but the group's

headquarters are at Tencent Binhai Towers, No. 33 Haitian 2nd Road, Nanshan District, Shenzhen

518054 (深圳市南山区海天二路33号腾讯滨海大厦). The location, Shenzhen, says something about

the company's character.

Tencent is a platform company that runs games, social networking, fintech, and cloud services all

at once, and Shenzhen is a city dense with hardware, telecommunications, and manufacturing

companies. The way the Hunyuan (混元, Hunyuan) model enters WeChat (微信, WeChat), games,

advertising, and cloud services resembles this headquarters structure. Tencent's headquarters are

not a pure research lab. They are the control room for services used by hundreds of millions of

people.

Baidu's (百度, Baidu) main executive office is at Baidu Campus, No. 10 Shangdi 10th Street,

Haidian District, Beijing 100085 (北京市海淀区上地十街10号百度大厦). The Shangdi and

Zhongguancun area has long been an old center of China's internet search and software industries.

This location also explains why Baidu speaks of ERNIE (文心一言, ERNIE) and Apollo (阿波罗,
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Apollo) together. The language data of a search company, its advertising system, maps, and

autonomous driving research are linked within Beijing's research talent pool. Baidu's headquarters

are the place where the memory of China's search engine is carried into large models and

autonomous driving.

ByteDance (字节跳动, ByteDance) is a privately held, unlisted company, so it does not repeatedly

disclose a single headquarters address in the way a listed company does in filings. The company's

official introduction says it was founded in 2012 by a team led by Zhang Yiming (张一鸣) and Liang

Rubo (梁汝波), and that it has offices in many cities around the world, including Beijing, Shanghai,

Shenzhen, and Hangzhou. In public company information and external databases, No. 48 Zhichun

Road, Haidian District, Beijing (北京市海淀区知春路48号), is often given as the address of Beijing

ByteDance-related legal entities.

This address needs to be read with care. TikTok, Douyin (抖音), Toutiao (今日头条), PICO, and

Volcano Engine (火山引擎) operate through different legal entities and business units, so one

address cannot explain the whole company. Still, it is clear that the algorithm and content talent pool

centered on Haidian, Beijing, was the starting point of ByteDance's AI.

iFLYTEK's (科大讯飞, iFLYTEK) official contact address is No. 666 West Wangjiang Road, Hefei,

Anhui, China (安徽省合肥市望江西路666号). Hefei is the city of the University of Science and

Technology of China (中国科学技术大学), and it is a city that has connected speech recognition and

education technology with national projects. iFLYTEK's headquarters have a different atmosphere

from the headquarters of platform companies in Beijing or Shenzhen. The company has long held on

to speech, education, public services, exams, and learning data, and the Spark (星火, Spark) large

model also emerged from that base. The fact that its headquarters are in Hefei shows that the

company has walked a path closer to education, speech, and the public sector than to competition

among central platforms.

Wu Yongming 吴泳铭

Wu Yongming (吴泳铭, Eddie Wu) is one of Alibaba's co-founders and has served as CEO of

Alibaba Group since September 2023. His name is not as widely known to the public as Jack Ma's

(马云), but inside Alibaba he is a figure who has worked with technology and products for many

years. What matters is that he stepped to the front at a moment when Alibaba had to describe itself

again, not as an e-commerce company, but as a cloud and AI infrastructure company. Alibaba long

carried the image of the Taobao (淘宝), Tmall (天猫), and Alipay (支付宝) ecosystem, but in the age

of large models, Alibaba Cloud and Qwen became the company's next face. Wu Yongming's

appointment marked the company's center of gravity moving from platform operator to technology

infrastructure operator.

The task he took on was not small. Alibaba was a strong e-commerce company within China, but

in the cloud market it had to compete with Huawei, Tencent, and Baidu, and in large models it also



66 - Kim Kyung-jin

had to keep pace with the speed of rising companies such as DeepSeek and Moonshot. Wu

Yongming chose to bind cloud and AI together as the group's core. In company earnings releases,

the line that Alibaba Cloud's AI-related revenue was growing quickly appeared again and again, and

the Qwen model family created a large wave of downloads in the open-source ecosystem. This

choice is very Alibaba. It does not stop at building one model and receiving applause. It connects

that model to cloud usage and the developer ecosystem. Wu Yongming's management is closer to

the language of a platform business operator than to the language of a research lab.

Wu Yongming's position is difficult because Alibaba's strengths and weaknesses come from the

same place. The company has a huge cloud business and commerce data. That gives it broad

channels for selling models as services. On the other side, the organization is large and full of

competing interests. When reports of talent departures from the large-model division reached the

market and the share price shook, this weakness came into view. AI competition cannot be won with

money and servers alone. The researchers and engineers who actually build models must trust the

company and stay for a long time. Wu Yongming has to do three things at once: invest in cloud

infrastructure, pursue an open model strategy, and keep talent. The thick infrastructure of the

Hangzhou headquarters does not instantly turn into researcher loyalty.

His meaning in Alibaba's AI strategy is balance. He has to open Qwen to draw in developers, while

bringing them back to cloud revenue. He has to meet regulatory standards inside China, while

releasing models that global developers can use. Alibaba is not a Beijing research-lab company. It is

a Hangzhou operations company. Wu Yongming is the person rearranging this operations company

so it can survive in the age of large models. If he succeeds, Alibaba will become an AI infrastructure

company that binds e-commerce data and cloud computing into one body. If he fails, Qwen will

remain the name of a good model, while cloud and commerce move separately. His term sits on that

fork in the road.

Wu Yongming's choices also fit into Alibaba's broader generational handover. If Jack Ma's era was

the era of e-commerce and founder charisma, today's Alibaba has to explain itself again in the

language of cloud, models, and the global developer ecosystem. Wu Yongming is the face of that

transition. He is less a founder-type figure who sends strong political messages in public, and closer

to an internal manager who rearranges a complex organization. That may be exactly what the AI

transition calls for.

Competition in large models depends less on a single announcement than on sustained

infrastructure investment, pricing policy, the scope of model releases, and partner management.

Opening Qwen so developers around the world can use it while steering that flow back into Alibaba

Cloud revenue is delicate work. If it stays too closed, the ecosystem will not grow. If it opens too

wide, it becomes hard to make money. Wu Yongming is the person who adjusts the width of that

opening.
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Inside Alibaba, his leadership looks more like invisible cleanup work. When cloud, commerce,

model research, and overseas operations move at different speeds, the manager must decide which

business gets money and people first. Wu Yongming holds that allocation sheet. An AI strategy

shows itself not in slogans, but in the budget.

Ma Huateng 马化腾

Ma Huateng (马化腾, Pony Ma) is Tencent's co-founder, chairman, and chief executive officer. He

is a rare founder in China's internet industry who has survived over the long run. He has shifted the

company's center of gravity several times, from the QQ messenger to WeChat, from games to

fintech, and then to cloud and content. Tencent's AI strategy sits on the same line of movement.

Rather than treating large models as standalone research trophies, Ma Huateng explains them as

tools placed inside existing services to change revenue, user time, advertising efficiency, and game

production speed. The part of the 2025 annual report that described artificial intelligence as a way to

improve performance in advertising, games, and cloud shows his management instincts well. For

Tencent, AI is an engine that makes the existing board move with tighter precision before it becomes

a new signboard.

Ma Huateng's strength lies in user touchpoints. WeChat is deeply embedded in Chinese daily life.

Payments, chats, mini programs, news, work messages, and public services gather inside one app.

When the Hunyuan model enters this ecosystem, it meets data that a standalone chatbot would

struggle to get. Users can use AI functions without opening a new app, and the company can

connect that usage flow to advertising, commerce, games, and cloud. Ma Huateng understands this

advantage well. That is why Tencent prefers placing AI behind the services it already owns over

making announcements meant to shock the world with AI. This quiet method shines less in media

headlines, but it can last longer on the books.

His weakness comes from the same place. Because the WeChat ecosystem is so large, mistaken

model outputs, privacy problems, and issues involving minors' games and content can quickly

become social problems. Tencent tries to run agents inside security sandboxes because it

understands this burden. Ma Huateng does not look like a technological optimist. He is a manager

who knows the risks of a company with a massive user base. His choice to place large models in

controllable areas such as ad targeting, game production, customer service, and cloud tools, instead

of pushing them to the front recklessly, is cautious commercialism. Tencent's AI moves through

countless small insertions rather than bold declarations.

Ma Huateng's role in Chinese AI is "AI inside the platform." While DeepSeek shakes up the price

of open models and Alibaba pushes cloud infrastructure to the front, Tencent holds users' habits in

its hands. Those habits are hard to buy with money. But habits do not last forever. Young users are

moving their time to short-video and content platforms such as Douyin and Xiaohongshu (小红书).

Ma Huateng must protect WeChat's depth while making sure he does not miss the new interface of

the AI era. How far he will put Hunyuan in the foreground, and how far he will hide it as a back-end
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function, is the central question in Tencent's AI strategy. Ma Huateng's management rests less on

flashy model announcements than on not losing users' habits.

Ma Huateng's quiet management style is both a strength and a weakness in the AI race. Tencent

sometimes looks late. It has fewer model announcements that startle the world than Alibaba or

DeepSeek, and the Hunyuan name often sits behind WeChat or the company's game brands. But

Tencent knows where users spend their time. Characters inside games, ad recommendations,

payments and customer service, and Mini Program connections are all places where small AI

functions turn into money. Ma Huateng has chosen a method that slowly takes over those places.

This method looks less spectacular on technology rankings, but it can be strong on the company's

books. The story changes, though, if the new interface is born outside WeChat. If users begin using

AI agents as separate apps or at the operating-system level, WeChat's enclosure may start to shake

as well. What Ma Huateng must stop is not only rivals' model performance. He must stop the user's

first screen from changing.

He is a manager who places technology quietly where users already stay, rather than trying to

persuade them by putting technology first. This method is one model of Chinese platform AI. Even if

the model's name is not highly visible, the company wins if ad rates rise, game production time falls,

and customer service costs come down. Ma Huateng is aiming for that quiet victory.

Robin Li 李彦宏

Li Yanhong (李彦宏, Robin Li) is the co-founder and chief executive of Baidu. He began as the

face of China's search engine industry. Search connects naturally with large models. Search is a

technology that understands users' questions and ranks documents, while large models answer

questions and assemble documents anew. For that reason, Baidu's decision to put ERNIE

(文心一言) at the front was not a late catch-up move, but an extension of a long-standing

technological axis. Li Yanhong has built search advertising, knowledge graphs, natural language

processing, maps, and autonomous driving inside the company, and he is trying to turn that

accumulation into AI-native services. Baidu's campus in Shangdi, Beijing, is a place where the

memory of China's search era passes into the era of large models.

What stands out in his management is cost and commercialization. As Baidu released several

generations of the ERNIE family, it talked about model performance, but it also stressed lower

inference costs and a structure that enterprise customers could use. The ERNIE 5.1 family, unveiled

in 2026, presented a smaller size together with reasoning ability and text-processing ability. Robin Li

knows that Baidu cannot win if it leaves the model as a giant research achievement alone. The

search advertising market has already matured, and mobile users' time is split between ByteDance

and Tencent. For Baidu to regain the lead, the model has to change search results, create demand

for enterprise cloud services, and connect with Apollo autonomous driving. Robin Li's AI is the next

sentence of search.
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The Apollo (阿波罗) autonomous driving program, which he has pushed for years, is also hard to

leave out of Baidu's AI strategy. While other big tech companies put weight on chatbots and cloud

services, Baidu spent years gathering data from the road. Autonomous driving uses data unlike web

documents. It needs maps, lidar and cameras, driving records, and safety judgments. Robin Li wants

to connect this data with large models. If it succeeds, Baidu becomes a distinctive AI company

linking search and autonomous driving. If it fails, the investment in autonomous driving may remain a

long-running cost. That is why his strategy always calls for a long view. Supporting future businesses

with cash flow from search is stable, but if the market does not wait, it can look like a slow strategy.

Robin Li represents a question in Chinese AI: "Can an old technology company become young

again?" Alibaba and Tencent hold platform ecosystems, and ByteDance holds the time people

spend on short video. Baidu held the gateway to questions and knowledge. In the age of large

models, that gateway may grow again, or chatbots and agents may push aside the search box.

Robin Li has to protect the search box while building an answer engine that goes beyond it. This

contradictory task stands before him. Baidu keeps improving ERNIE not only because of the race in

model performance. It is survival work, meant to turn the old business of search into a new door

without closing it.

Robin Li's difficulty comes from the fact that Baidu was once the entrance to the Chinese internet.

The search box used to be the door where people met information. Now recommendation feeds,

short videos, chatbots, and agents share that door. Robin Li has to regain lost time. If ERNIE

organizes search results better and links advertising, cloud services, and autonomous driving, Baidu

can again become the gateway to knowledge. If users instead send their questions to AI inside other

apps and no longer pass through the search box, Baidu's old power will shrink further.

That is why his AI strategy carries urgency. Robin Li is the person who opened the age of search,

and also the person who must accept the age after search. The harder he tries to defend the search

box, the older the company looks. The more Baidu moves beyond the search box by its own hand,

the more it eats into part of its existing business. This burden of self-cannibalization is exactly why

Baidu's transition is so hard.

The strength left to him is still the color of knowledge. Baidu has long watched what people wonder

about. If it can tie together that question data, its search advertising system, maps, and autonomous

driving data, Baidu's AI will gain a texture different from that of other companies. Robin Li's task is to

turn these old assets into fuel for a new model, not leave them as an aging legacy.

Liang Rubo 梁汝波

Liang Rubo (梁汝波) is a co-founder and chief executive officer of ByteDance. After the

recommendation algorithm company founded by Zhang Yiming (张一鸣) grew into a global platform,

Liang Rubo took charge of that vast organization. To understand ByteDance's AI, one has to see

what this succession means. Zhang Yiming reshaped the time people spend consuming content



70 - Kim Kyung-jin

through algorithms. Liang Rubo must run that algorithm company while it withstands political

pressure, global regulation, platform competition, and investment in large models at the same time.

TikTok and Douyin are products with some of the strongest recommendation systems in the world.

Behind those recommendation systems lie user behavior data and video understanding models.

Liang Rubo is responsible for moving those assets into generative AI.

ByteDance's strengths are video and user time. It is not a company that merely holds a large stock

of written web documents. It has accumulated short videos, music, comments, viewing duration,

editing patterns, and advertising responses. As generative AI moves toward video and multimodal

systems, this data gains power. Liang Rubo's task is to turn this data into Doubao (豆包), Volcano

Engine (火山引擎), video generation models, and developer tools. He is an executive with

distribution power more than a model builder. ByteDance can place a new feature inside an app and

test it on hundreds of millions of people. Research lab companies struggle to match that speed.

Liang Rubo is the manager of that speed.

Yet ByteDance's AI runs hard into the walls of politics and regulation. TikTok has stood at the

center of privacy and security disputes in the United States and Europe. If large models are

combined with this platform data, the dispute grows larger. Liang Rubo must deal with regulation

inside China and distrust overseas at the same time. He has to decide which models to keep inside

China, which services to send abroad, and which data to separate by region. Operations come

before technology. In this respect, he differs from a researcher-founder. ByteDance's AI

competitiveness comes less from one outstanding paper than from its ability to keep countless

product experiments and regulatory responses running without interruption.

Liang Rubo's role in Chinese AI is the transition "from recommendation to generation."

Recommendation algorithms choose the next video a user is likely to enjoy. Generative models

create the video a user wants, write advertising copy, or handle customer support. The former is a

technology of selection, and the latter is a technology of production. ByteDance is one of the rare

companies that can connect the two. If Liang Rubo succeeds, ByteDance will move from a platform

that shows content to a platform that makes content. If he fails, its enormous user time will still earn

money, but other companies will take the market for production tools in the large-model era. His

management is a test of whether the speed of short video can be turned into a long technological

transition.

What makes Liang Rubo different from Zhang Yiming is that he represents the moment of

operation rather than the moment of founding. ByteDance had already become a global company

when it passed to him. The company was too large, the disputes were many, and governments

around the world were watching closely. Leading an AI transition in such an organization may be

more complex than creating a new company. Douyin and TikTok's recommendation engines are

already powerful. The question is whether those engines can remain at the center in the age of

generative AI.
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Liang Rubo has to turn an algorithm that selects content into a model that creates content. For

advertisers, it must generate videos and copy. For users, it must provide creative tools. For

enterprise clients, it must sell model capabilities through Volcano Engine. ByteDance's strength is

the speed of its experiments. Its weakness is the distrust it faces around the world. Liang Rubo is the

operator who has to handle both at once.

His leadership is less dramatic than the legend of the founder, but ByteDance now needs exactly

that operational sense. Releasing a model is easier than running it without accidents inside services

used by hundreds of millions of people. Liang Rubo has to reposition a company built on

recommendation algorithms as a generative AI company. It is quiet work, but it carries real weight.

If he fails, ByteDance will still remain a large platform, but leadership in AI production tools may

pass to another company. Liang Rubo's task, then, is not defense. It is to claim the next screen first.

Liu Qingfeng 刘庆峰

Liu Qingfeng (刘庆峰) is the founder of iFlytek and has led the company for a long time. He is a

symbolic figure in China's speech recognition industry. Unlike the platform companies of Beijing and

Shenzhen, iFlytek grew up in Hefei. It chose a path that attached speech technology to education,

public services, exams, translation, and smart devices. Liu Qingfeng's strength is his ability to

translate technology into the language of national tasks. Speech recognition turns human speech

into text. In a country like China, with many dialects and wide regional gaps, this technology

connects directly to public fields such as education, administration, accessibility for people with

disabilities, and records in courts and hospitals. Liu Qingfeng made this connection the center of the

business.

iFlytek's Xinghuo (星火, Spark) large model stands on this history as well. The company did not

suddenly jump into the chatbot market. It built its model on years of accumulated speech data,

educational content, exam and learning tools, and classroom products. Liu Qingfeng does not

present large models only as general-purpose conversation services. He tries to place them inside

the flow in which teachers prepare lessons, students solve problems, pronunciation is corrected, and

administrative documents are processed. iFlytek's presentation of educational large models and

intelligent tutors at the World Digital Education Conference fit the same direction. When the

government talks about an AI transition in education, the company shows what that means through

physical products and proposed standards. Liu Qingfeng handles this back-and-forth well.

The risks his company faces are clear as well. Education and voice services handle sensitive data.

A child's learning record, pronunciation, test results, a teacher's classroom methods, and the

contents of public agency meetings can all become material for a model. Liu Qingfeng must find an

answer between the spread of technology and the protection of data. The deeper his company

moves into public education, the more stable a market it gains, but its social responsibility grows at

the same time. Questions follow. Does an AI tutor narrow a child's way of thinking too much? Does it
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move beyond assisting a teacher's judgment and start replacing it? How much voice data is stored,

and for how long? Liu Qingfeng's management cannot avoid these questions.

In China's AI industry, Liu Qingfeng shows the possibility of a "region-based specialist company."

Not every company needs to build a platform in Beijing's Haidian or Shenzhen's Nanshan. iFlytek's

history shows that Hefei's university and research ecosystem, local government, and demand from

public education can come together to grow a company specialized in voice AI. If Liu Qingfeng wants

to survive the large-model race, he should not cling only to general-purpose model rankings. What

his company has held for a long time is the real world of classrooms and voice. When Spark

becomes a model that understands that setting better, iFlytek can survive in a different position from

Alibaba or Tencent. Liu Qingfeng is a figure who shows that Chinese AI is not only a story of platform

giants.

Liu Qingfeng's path shows that Chinese AI cannot be explained only through platform competition

in the capital region. Hefei is not as familiar to the public as Beijing or Shenzhen, but it is a city where

the University of Science and Technology of China, research institutes, and local government

industrial policy have gathered. In that soil, iFlytek dug one well, speech recognition, for a long time.

That persistence has gained meaning again in the age of large models. When every model

competes only through sentence generation, iFlytek holds speech sounds and data from the

education field.

Liu Qingfeng is trying to move this asset into the Spark model. His test is not winning on

general-purpose model rankings. It is showing whether voice AI actually reduces work in classrooms

and conference rooms, courts and hospitals, and public service settings. This path, which may look

narrow, may in fact be broad. If the model becomes one that professionals pay to use in specialist

settings, iFlytek does not have to fight the platform giants head-on.

The voice technology he has held onto for so long is gaining a new body in the age of large

models. People still ask questions by speaking and learn by speaking. In classrooms and public

agencies, hospitals and conference rooms, voice often feels more natural than a keyboard. Liu

Qingfeng knows this natural entry point. iFlytek's competitiveness comes from the time it has spent

guarding that entry point.

If Liu Qingfeng keeps to this path, the map of Chinese AI will grow wider. Not only Beijing's model

companies and Shenzhen's hardware companies, but also Hefei's voice and education company

can become one axis of the large-model era.
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Chapter 7. SenseTime and the Listed-Company Model
for Vision and Spatial Intelligence Firms

Download SenseTime's 2025 annual report from the disclosure page of the Hong Kong

Exchanges and Clearing Limited (HKEX), and right after the cover you find a table lined up with five

years of figures. It is the Five-Year Financial Summary. RMB 4.7 billion in 2021, RMB 3.8 billion in

2022, RMB 3.4 billion in 2023. The first line that catches the eye is the steady fall in revenue year

after year. Then the direction turns in 2024, and the 2025 column shows a figure above RMB 5

billion. To be exact, it was RMB 5.01464 billion, up 32.9% from RMB 3.77210 billion the previous

year. In its results announcement materials, the company described this number as a record high in

its corporate history.

If you look at this one table for a while, a name familiar to Korean readers begins to look different.

SenseTime (商汤科技, SenseTime) had long been known for facial recognition and video analytics. It

was a vision AI company whose technology went into China's urban camera access controls and

smartphone photo correction. In this chapter, I will read through the documents to see why that

company opens the first page of its listed-company disclosures with a revenue rebound, where that

rebound came from, and what its status as a listed company demands of it. A disclosure is a

statement a company leaves to the world in its own name, so promotional language and audited

numbers sit inside the same document. Reading those two apart is half the work of this chapter.

The earlier chapters began with government documents. This chapter begins with corporate

documents. That does not mean the story has nothing to do with government. When you read the

disclosures of Chinese AI companies, the shadow of policy seeps through the document. Corporate

choices such as which semiconductors to buy, where to build data centers, and which applications to

put forward are made under outside conditions such as export controls and China's drive for

self-reliance in computing. In the previous chapter, I discussed how the National Data Administration

turns datasets into the language of industrial policy, and how the Cyberspace Administration of

China, or CAC, reviews which models may enter public-facing services.

To see how those policy lines land on a company's income statement, it is faster to open financial

statements that the company itself submitted after auditor review, rather than a government

document. Follow the numbers of one company, SenseTime, and you can see how government,

enterprise, and data interlock inside a single document.

First, the nature of the rebound. The center of gravity in this disclosure is not the fact that revenue

rose. It is the fact that losses narrowed. Gross profit rose from RMB 1.61969 billion in 2024 to RMB

2.05642 billion in 2025. Net losses, the company's long-standing burden, fell from RMB 4.30660

billion in 2024 to RMB 1.78200 billion in 2025, less than half the previous year's level. If you widen

the view, the drop looks even more dramatic.
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Loss before income tax stood at RMB 17.1 billion in 2021. That year, SenseTime was a company

losing more than RMB 10 billion. By 2025, that figure had fallen to RMB 1.65960 billion. In four

years, the size of the loss had shrunk to nearly one-tenth. Still, this drop includes accounting

circumstances that will appear later, so reading it straight as an equal improvement in the core

business would miss the picture.

The figure the company stressed in its disclosure was an adjusted measure. It stated that adjusted

net loss had narrowed for four consecutive half-year periods, and that EBITDA for the second half of

2025 turned positive for the first time since the listing, at RMB 380 million. Annual adjusted EBITDA

also narrowed from RMB -3.117 billion in 2024 to RMB -645.4 million in 2025. One point needs to be

made clear here. EBITDA is an earnings measure before interest, taxes, depreciation, and

amortization.

For a company that builds data centers, depreciation is not a minor item. The value of buildings

and equipment bought with large sums is reduced as an expense each year, and EBITDA is a

number that sets that cost aside for the moment. So positive EBITDA in the second half does not

mean the whole company posted a full-year net profit. For 2025 as a whole, SenseTime was still a

company with a net loss in the RMB 1.7 billion range. That is why the company used the phrase

'turning profitable' only within two conditions: the second half and EBITDA.

When reading a disclosure, you have to look at what conditions the company attached when

choosing its favorable numbers. Even if the press release headline leads with 'record-high revenue'

and 'turning profitable,' the table below still shows a full-year net loss. A listed company's disclosure

puts what the company wants to say and the numbers it must report in the same document. Placing

favorable language up front and required figures in the notes is not a flaw. It is part of the rules of the

disclosure genre. When the reader knows those rules and follows the document down to the notes,

the sentence the company emphasized and the number the company could not hide check each

other.

Then where did the revenue growth come from? The Management Discussion and Analysis

section of the report says the 2025 revenue increase came from the continued expansion of

Generative AI. In numbers, it looks like this. Revenue from the Generative AI segment rose 51.0%

year on year to RMB 3.6295 billion, and that one segment accounted for 72.4% of the group's total

revenue.

The company's long-standing signboard, its position as No. 1 in China's computer vision market

for nine straight years, still appears in the report. But the place that brings in the money has already

moved behind that signboard. A facial recognition company changed its revenue structure into that

of a Generative AI company. That sentence is the core of the business shift described in this

disclosure.

When nearly three quarters of revenue comes from one segment, it has two faces. It means the

source of growth is clear, and it also means that if that one segment shakes, the whole company
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shakes with it. When the vision business supported more than half of the company, regulation of

facial recognition or changes in urban surveillance budgets were the company's risks. Now

competition and pricing in the Generative AI market have taken that place. The risk has not

disappeared. It has moved to a new seat.

Every transition has a physical floor. Generative AI revenue did not rise on software alone.

Beneath it sits the data center. In the report's Directors' Report, Shanghai SenseTime Technology

Development, which operates Shanghai Qianlun and the Shanghai Lingang Artificial Intelligence

Data Center (AIDC), recorded 2025 revenue of RMB 1.8537 billion. That amounted to 37.0 percent

of the group's total revenue. In other words, more than one-third of SenseTime's revenue came from

data centers the company built and operated itself.

The accounting policy notes state that this AIDC and cloud services revenue is billed on a

Subscription or Consumption basis. Customers access infrastructure and software across the

contract period and use resources as needed, so the company recognizes revenue Over time, in

proportion to time. This is a sign that the business is shifting in character, from a company that sells

software to one that rents out computing resources.

Here, the disclosure places numbers side by side that do not quite match the company's own

self-description. The company says it is moving toward subscription-based cloud services, but the

2025 revenue recognition method shows that revenue recognized all at once at a specific Point in

time was still the majority, at RMB 4.04422 billion. Revenue recognized Over time was RMB 970.41

million. It is growing, but it is still less than half. Revenue recognition matters because it is a measure

of how stable the revenue is.

Revenue recognized all at once can swell in the year a large contract closes and then disappear

the next year. Revenue recognized over time comes in steadily each year as long as the customer

keeps the contract. The move to a subscription model is a direction, not a finished state. The

disclosure writes the place the company wants to go and the place it now stands in the same table.

Half the work of reading a listed company's documents is measuring the distance between the future

the company sketches in its opening pages and the present recorded in its accounting notes.

The narrowing loss had another driver besides revenue. The company cut costs. While revenue

rose 33 percent, research and development (R&D) expenses fell 8.6 percent, from RMB 4.13188

billion to RMB 3.77535 billion. Selling expenses declined from RMB 654.69 million to RMB 569.20

million, and Administrative expenses fell from RMB 1.46359 billion to RMB 1.22575 billion.

When revenue rises, selling expenses often rise with it. This company expanded revenue while

cutting all three categories of expenses. That reduction showed up directly in cash flow. Net cash

used in operating activities narrowed from RMB 3.92672 billion in 2024 to RMB 311.42 million in

2025. The cash the company was sending out as it ran the business fell by almost a factor of ten.
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Still, it remains an open question whether the company can keep growing revenue while cutting

R&D spending. This year's revenue comes from models already developed, while next year's

revenue will feel the effect of development costs reduced this year. For an AI company, R&D

spending is the seed that buys future revenue. Cutting that seed to cover this year's losses can eat

into the following year's growth. The disclosure records only this year's improvement. It does not say

what price that improvement may bring next year. When the better number appears without the risk

of the method that produced it, the reader has to fill in that blank while reading the filing.

The company also cut costs by removing a business from the group. In the report's segment

revenue analysis, one reason given for a decline in revenue in a specific segment is the

Deconsolidation of Autonomous Driving business in August 2025. Autonomous driving consumes

cash because its research and development needs do not end. Once that business is removed from

the group's consolidated financial statements, the costs that had been producing losses leave the

group books as well. Part of the number showing losses cut by half came from this accounting

separation. From this short statement alone, it is hard to say whether the company actually shut

down the business or merely reduced its stake enough to exclude it from consolidation.

This is where the reader needs to be careful. It would be an exaggeration to read the drop in net

loss from 4.3 billion yuan to 1.7 billion yuan as proof that the company's core business improved by

that much. The summary disclosure does not let us divide precisely how much of the improvement

came from core operations and how much came from the accounting adjustment of separating a

loss-making business from the books. What the disclosure leaves clear is that the company moved

capital toward areas closer to profitability and removed cash-draining areas from its accounts. That

direction is plain, but assigning each factor a fixed numerical share goes beyond what this document

allows.

This is the basic structure of the business shift described in the revenue disclosure. The company,

however, places a technology story beside the financial story. The chairman's letter says generative

AI is moving from vision to space. Following the company's own language on the reason for this shift

shows why a listed company now puts the term Spatial Intelligence at the front. If financial

statements record what has already happened, the technical narrative in the letter contains the next

story the company wants to sell to investors. Read together, the company's yesterday and tomorrow

appear on the same screen.

The logic of the letter begins by examining the structure of existing multimodal models. The

company says the widely used approach is an encoder-connector-LLM hub: a splicing structure that

processes visual information separately and then attaches it to a large language model built for text.

The company writes that this segmented structure has clear limits in breaking through the upper limit

of intelligence. It can look at an image and answer in words, but it falls short in understanding

three-dimensional space and making judgments within it. This diagnosis is not unique to SenseTime.



77 - Kim Kyung-jin

Technical reports from other companies point to the same limit: models accept multiple input

modalities, but the output is still text-centric. They explain that a late-fusion method, which adds a

vision-only decoder at the back, blocks deep integration among modalities and forces a trade-off

between generation ability and text understanding. When several companies describe the same

bottleneck in the same language, this change in direction can be read as a technical wall the industry

has hit together, not as one company's marketing slogan.

SenseTime's proposed answer appears in its disclosures under two names. One is

SenseNova-SI, a spatial intelligence model released in November 2025. The other is NEO, a native

multimodal architecture released as open source in December 2025. The company says NEO rebuilt

its design from first principles, with native embeddings, native RoPE, and native multi-head attention,

to combine text and visual information at the core level. It also wrote that this fundamentally

integrated logical intelligence and spatial intelligence.

The company also wrote that this architecture delivered state-of-the-art performance with

one-tenth of the training data and computing power required by competing models. The fact that it

was released as open source connects with the open-source trend in Chinese AI discussed in earlier

chapters. For a company with limited resources, opening its architecture to draw in a developer

ecosystem is a choice that opens a path different from closed large-scale models.

These sentences are the company's claims in its disclosure, not independently verified facts. The

report also says SenseNova-SI outperformed Google's Gemini-3-Pro in a comprehensive evaluation

across several spatial intelligence indicators. Benchmark rankings can shift depending on which

items are measured under which conditions, and the indicators for measuring spatial intelligence

have not yet settled into an industry standard. So it is safer to read this as the fact that 'SenseTime

announced this in its own report.' The line this text tries to keep is to use the company's own account

as evidence for corporate performance, but not as grounds for judging the model's absolute

performance.

The same applies to the number 'one-tenth.' A comparison that does not say which competing

model served as the baseline, or which task was measured, only shows the direction the company

wants to stress. It does not prove equal performance. A firm ranking claim that Chinese models have

caught up with or surpassed top U.S. models is too much at this stage, when even the indicators for

measuring diffusion have not been standardized.

Even so, the fact that the company chose an efficiency narrative instead of a scale race, and

placed that narrative at the opening of its listing document, is itself the fact this chapter examines.

The American-style scale race means pouring in more data and more GPUs. Chinese companies,

however, face export controls that block access to the newest semiconductors. For a company that

must deliver performance under resource constraints, the 'one-tenth' story is both a financial strategy

and a reflection of its political position.
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If the company could have bought as many advanced semiconductors as it wanted, it would have

had less reason to put efficiency at the front of its first sentence. A government-level measure, U.S.

export controls, has changed even the technology narrative that Chinese companies choose to put

forward. This is one scene in which governments and companies interlock across borders. That

interlocking also touches the larger picture drawn by Samjong KPMG's comparison of U.S. and

Chinese AI competitiveness and its industry analysis materials.

There are market reasons for putting spatial intelligence at the front. The company said

SenseNova-SI was built for applications such as embodied intelligence and autonomous driving.

When AI stays inside a web browser, an eye that can read images is enough. But when a robot

walks through a factory and picks up objects, or when a car drives on a road, it has to understand

depth and spatial context. The interesting point is that the exclusion of the autonomous driving

business from consolidation, discussed earlier, and this spatial intelligence narrative appear in the

same report. The company is stepping back from directly operating an autonomous driving business,

while presenting the spatial intelligence model that would support autonomous driving as a core

direction.

The arrangement is to remove the losses of a physical service business from the books while

selling a model that understands the physical world. Instead of making or operating cars directly, the

company is moving into the position of supplying the intelligence that makes cars move. The

company also signaled that in the second quarter of 2026 it would release a second-generation NEO

architecture model so that agents can handle complex scenario tasks more efficiently. Whether that

forecast turns into revenue is a question for the next fiscal year's disclosures to answer. The gap

between guidance and results is the question mark that must always remain when reading a listed

company.

Now the view widens from SenseTime as a single company to the broader financial reality of

Chinese AI companies as revealed by listed-company disclosures. The picture here does not come

in one color. Even within the same industry, financial stamina diverges sharply.

At one end stands a giant platform company that throws off cash from its core business. Tencent's

2025 disclosure shows total revenue rising 14% from the previous year to RMB 751.766 billion,

gross profit rising 21% to RMB 422.593 billion, and gross margin climbing from 47% to 51%. Tencent

also spends heavily on AI. In 2025 alone, it spent RMB 18 billion, about $2.5 billion, on New AI

Products, and that money went into talent acquisition, model training, training its own foundation

model Hunyuan, chatbot inference, and marketing.

Selling and marketing expenses grew 15% to RMB 41.727 billion, while general and administrative

expenses expanded 21% to RMB 136.127 billion. Even so, Tencent's 2025 free cash flow rose 18%

to RMB 182.6 billion, and the company spent about RMB 73.3 billion on share repurchases alone.

No matter how large the AI bill becomes, the cash from the core business is far larger, so the

company can handle infrastructure competition and shareholder returns at the same time. Old cash



79 - Kim Kyung-jin

generators such as games, advertising, and payments cover the losses from AI investment.

At the other end is SenseTime. SenseTime does not have a huge cash generator like games or

advertising. That is why its approach toward profitability did not come from the same kind of room

Tencent has, but from urgent restructuring that cut costs and shed businesses. And the money to

expand data centers had to be raised directly from the market. On July 23, 2025, SenseTime

entered into a Subscription and Placing Agreement with independent third parties including Infini

Capital Management, and issued 1,666,667,000 new Class B shares at HK$1.50 per share.

The net proceeds raised in this way came to about HK$3.146 billion. The company said it would

divide the money as follows: 30 percent for expanding AIDC infrastructure and adopting

Chinese-made chips, 30 percent for commercializing generative AI and multimodal large models, 20

percent for business innovation, and 20 percent for general working capital.

That allocation table compresses the company's position. Since it cannot build data centers with

its own cash, it issues shares to raise money, then commits more than half of that money to

infrastructure and model commercialization, in effect buying the following year's revenue. The fact

that a company that announced EBITDA profit in the second half also issued new shares in the

same year to raise even working capital shows again how narrow the conditions were behind the

word profit. Issuing new shares thins the ownership share held by existing shareholders.

The fact that the company went to the market for money even at that cost means cash generated

by its core business alone cannot sustain the infrastructure race. In the same year that Tencent used

surplus cash to buy back its own shares and return money to shareholders, SenseTime issued new

shares and took money from shareholders. Two companies in the same industry, in the same

country, and listed on the same Hong Kong market moved in opposite directions with capital.

The company's weakness also appears on the customer side. In the report's note titled

"Information about major customers," one single customer, Client A, accounted for 19.0 percent of

the group's total revenue in 2025. In 2024, Client B accounted for 12.2 percent. A small number of

large customers controlling one fifth of revenue can mean the company has secured stable buyers. It

can also mean that if one such customer leaves, revenue will shake hard.

The fact that the largest customer by revenue share changed from Client B to Client A as the year

changed is also worth watching. If the big customers supporting revenue change every year, that

may signal that the floor under that revenue is not yet firm. The filing records this double edge only in

numbers and does not disclose who the customers are. Whether the buyer purchasing data center

computing power and generative AI models at scale is a major platform inside China or a

government unit remains a question outside the document.

Outside these two companies are emerging firms that have not yet listed or have only just gone

public. Samjong KPMG's report comparing U.S. and Chinese AI competitiveness, along with industry

analysis materials, describes these companies as staking their fate on IPOs and outside investment
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while lacking operating cash flow. Because figures for these emerging companies' fundraising

amounts and valuations often differ by the announcing party and the timing, this chapter will not

present any specific amount as settled fact.

If we write only what can be confirmed, the funding map of Chinese AI companies is split between

a small number of giants that can hold on with cash from their core businesses and many companies

that endure loss-making periods through transfusions from the capital markets. SenseTime sits

somewhere between the two. Because it is a listed company, it carries disclosure duties, so its

financial reality appears in documents. Yet the money for infrastructure expansion still has to be

raised from the market.

For these companies, the status of being listed has two meanings. On one side, it is a source of

funds. As in SenseTime's case, where it issued new shares on the Hong Kong stock market to pay

for data center costs, listing often becomes a channel through which an AI company with limited

cash generation can keep competing in infrastructure. On the other side, it is discipline. A listed

company must disclose revenue and losses every half year, figures by business segment, and the

share of major customers. Even if a company chooses favorable indicators and puts them in the

headline of a press release, the table beside it also records net losses, cash outflows, and customer

concentration.

Unlike an unlisted unicorn, which can put only growth rates forward in investor materials, a listed

company must place its own statements next to audited numbers. This chapter could read the

financial reality of Chinese AI companies through SenseTime because of that disclosure duty. Unlike

news that circulates only flashy benchmark scores, disclosures also record the costs and losses

incurred to produce those scores. Listing is a window for raising money, and at the same time a

glass wall that keeps the company from hiding itself.

Viewed through the main axis of this book, the interlocking of government, companies, and data,

SenseTime's disclosure quietly shows one fact. It is the line stating that 30 percent of the funds

raised will be allocated to the adoption of Chinese-made chips. This means that the semiconductors

the company uses as it builds data centers are both a corporate financial choice and a matter tied to

external politics, export controls, and the internal policy of Chinese computing self-reliance. The

decisions to shift revenue toward spatial intelligence, remove autonomous driving from the books,

issue new shares to build data centers, and put Chinese-made chips into those data centers cannot

be explained only by calculations inside the company.

If U.S. semiconductor controls had not existed, the company's allocation table for the funds raised

would likely have looked different, and the weight of a technology narrative centered on efficiency

would also have been different. A single corporate disclosure reflects the structure of control

between countries and the policy of self-reliance. If the previous chapter showed government

documents binding datasets and models in the language of industrial policy, this chapter shows the

weight of that policy settling into one line of a listed company's funding allocation table.
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Annual revenue of 5 billion yuan. EBITDA profit of 380 million yuan in the second half. An annual

net loss still in the range of 1.7 billion yuan. The fact that these three numbers appear together in the

same disclosure says more accurately than any other sentence where a Chinese vision and spatial

intelligence company now stands. The company announced its highest revenue, reached half-year

profitability for the first time, remained loss-making for the year, and issued shares in the market to

expand its data centers.

Whether this rebound will continue into the following year, whether the new narrative of spatial

intelligence will harden into revenue, and what price reduced research and development spending

will exact from the next year's growth remain open questions. The answer will appear in a single

financial summary table that the company will file again with the Hong Kong Stock Exchange the

following year. Reading SenseTime Through Its Legal Headquarters and Addresses

SenseTime (商汤科技, SenseTime) has the structure of SenseTime Group Inc., a Hong

Kong-listed company. In its 2025 annual report, the registered office is given as the Vistra Cayman

address at Grand Pavilion, Hibiscus Way, 802 West Bay Road, Grand Cayman, Cayman Islands. Its

headquarters and principal place of business in China are at No. 1900 Hongmei Road, Xuhui

District, Shanghai 200233 (上海市徐汇区虹梅路1900号).

Its headquarters and principal place of business in Hong Kong are on the second floor of Harbour

View 1, 12 Science Park East Avenue, Hong Kong Science Park, Sha Tin, Hong Kong

(香港沙田香港科技园科技大道东12号海滨大楼1座2楼). This arrangement shows SenseTime's

character well. The legal entity uses an offshore listing structure, while the main axes of research

and business sit in Shanghai and Hong Kong. Computer vision research, government and corporate

customers, and access to capital markets are divided across these three addresses.

The Hongmei Road address in Shanghai matters more for reading the company's real business.

SenseTime is listed in Hong Kong, but the weight of its revenue and infrastructure rests heavily on its

mainland China business. The Shanghai Lingang data center, SenseCore (商汤大装置, SenseCore),

spatial intelligence models, and enterprise AI services produced the numbers in this chapter. The

Hong Kong Science Park address reads as a window for international research cooperation and

listed-company management, while the Cayman registration is the corporate shell often seen among

Hong Kong-listed Chinese technology companies. When the three addresses are separated,

SenseTime stands on a triangle: listed in Hong Kong, operated in Shanghai, and tied to a global

research network.

Tang Xiao'ou 汤晓鸥

Tang Xiao'ou (汤晓鸥) was the founder of SenseTime and a symbolic figure in Chinese computer

vision research. He worked for many years as a professor at the Chinese University of Hong Kong

(香港中文大学), and he is remembered as someone who moved research on facial recognition and

image understanding into industry. It is also worth noting that the name SenseTime itself comes from
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Shang Tang (商汤), the name of an ancient Chinese dynasty. From the beginning, the company

came forward with both a Chinese name and the technical language of the global paper market.

Tang Xiao'ou stood at the center of that combination. Papers, university laboratories, doctoral

students, and technology capital from Hong Kong and mainland China all connected around him.

SenseTime stressed research results and talent training from its early days because its founder

began as a professor.

The company he built came to stand for the first golden age of Chinese AI. At a time when deep

learning was producing major gains in image recognition, facial recognition, urban surveillance,

smartphone cameras, financial identity verification, and perception technology for autonomous

driving all entered the market at once. SenseTime rode that wave well. China's vast urban

infrastructure, demand for public safety, smartphone manufacturing ecosystem, and

internet-company clients all needed computer vision technology. Algorithms that came out of Tang

Xiao'ou's laboratory did not remain in research papers. They moved down into cameras, servers,

and urban control systems. This was the success story of a scientist, and at the same time the

sensitive face of Chinese-style AI industrialization. Technology that recognizes faces carries both

convenience and the problem of surveillance.

Tang Xiao'ou's legacy has two layers. One is talent. SenseTime trained many researchers, and

some of them spread out to other AI startups and big-company research labs. Companies founded

by former SenseTime personnel also appeared, including MiniMax. The other is the weight of being

a listed company. SenseTime entered the Hong Kong market and had to disclose numbers to

investors. A company that began in a laboratory became a business that reported revenue, losses,

customer concentration, and research and development costs. This change gave Tang Xiao'ou's

research-centered culture both strengths and burdens. For a company strong in research to become

strong on the books as well, recurring revenue matters more than the number of papers. That

pressure also explains why SenseTime later began stressing spatial intelligence, generative models,

and data-center revenue.

He died in 2023, but his shadow still falls across the company's direction. Even when SenseTime

speaks of spatial intelligence, its starting point is visual understanding. The ability to read video, 3D

space, robots, and the world of autonomous driving is an extension of computer vision research.

What Tang Xiao'ou left behind was not one particular facial recognition product, but a way of seeing

visual data as an entrance to intelligence. That view does not easily disappear even in the age of

large language models. If text models read the world through words, SenseTime still tries to read the

world through screens and space. Tang Xiao'ou's name remains the starting point of that direction.

When speaking of Tang Xiao'ou, the shadow of ethics cannot be avoided. Computer vision was a

force that grew China's AI industry, but it also brought arguments over facial recognition and urban

surveillance. The technologies created by his research and his company were used in convenient

fields such as smartphone cameras, autonomous driving, and industrial inspection, and they also
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moved close to public safety and surveillance. If this double edge is erased, SenseTime's history

becomes blurred as well. Tang Xiao'ou's real meaning lies less in the pure victory of technology than

in showing what responsibilities arise when research descends into sensitive areas of society.

That question continues when SenseTime in the age of large models speaks of spatial

intelligence. A model that understands space can help robots and cars, but it can also become a tool

for reading cities and people more closely. Tang Xiao'ou's legacy is therefore technical and political

at the same time. SenseTime is carrying both faces of that legacy as it moves into its next chapter.

His name also remains in SenseTime's research culture. Even after the company ran into difficulty,

its continued habit of putting papers and research results forward bears the founder's imprint. The

market demands books, but SenseTime still tries to explain itself through research. Whether this

persistence becomes a source of strength for the company or a burden will be answered by the next

technological transition.

Xu Li 徐立

Xu Li (徐立) is a co-founder of SenseTime and now serves as its chairman and chief executive

officer. The company's official corporate governance materials state that he has a research

background in computer vision and is responsible for the group's strategy, business development,

and daily operations. If Tang Xiao'ou was the symbol of the laboratory and the company's founding,

Xu Li is the figure trying to turn the listed company into a working business after its IPO. SenseTime

grew through facial recognition and urban visual intelligence, but it faced regulation, market shifts,

U.S. sanctions, and the move to large models all at once. Xu Li's task has been to decide again how

the company will make money amid that turbulence.

At SenseTime's 2025 earnings presentation, Xu Li described the deep integration of language and

vision as a path to expanding the boundaries of artificial intelligence. That remark compresses the

company's change in direction. SenseTime now wants to move beyond the narrow label of a facial

recognition company and describe itself as a company in multimodal large models, spatial

intelligence, enterprise agents, and data center infrastructure. With SenseNova (商量), the NEO

architecture, and spatial intelligence models at the front, Xu Li is writing the 'next chapter of a vision

company.'

This transition may look natural, but it is not easy. In the past, customers wanted cameras that

could recognize people and objects well. New customers want models, computing power, workflow

automation, data security, and lower costs. The company has to sell products and infrastructure at

the same time.

Xu Li's management is being tested in the accounts. In 2025, SenseTime increased revenue and

turned adjusted EBITDA positive in the second half, but it still had a net loss for the full year. These

numbers show the line Xu Li is walking. If he cuts research and development spending, losses

shrink, but the next technical transition may weaken. If he increases investment in data centers and
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models, future products may grow stronger, but current losses widen. The chief executive of a listed

company has to explain both to investors. Xu Li has to tell a technology story while also explaining

new share issuance, customer concentration, Chinese-made chip procurement, and the revenue

structure of data centers. It is a position where a manager who came from research must also learn

the language of capital markets.

The way Xu Li has developed SenseTime's AI is a move 'from vision to space.' Technology that

recognizes faces reads a scene. Spatial intelligence tries to read the world, time, and movement in

which that scene sits. Robots, autonomous driving, smart factories, and content generation all need

this kind of spatial understanding. SenseTime's move in this direction does not discard the founder's

legacy. It expands it. Still, the disclosed numbers will decide whether it succeeds. Xu Li has to

protect the company's technological pride while building a structure in which data centers and

enterprise AI turn into real cash. This is also why SenseTime looks different again at the end of this

chapter. Xu Li's name sits where technical transition and financial survival appear in the same table.

The time Shi Yi has left is not the same as SenseTime's early years. A young company can

persuade investors with dreams and growth rates. After listing, a company has to answer with

numbers. SenseTime spoke in 2025 of a sales rebound and positive EBITDA in the second half, but

it also disclosed a full-year net loss and a new share issue. Shi Yi has to take responsibility for both

sentences in the same report. His talk of spatial intelligence and multimodal models is not only an

attempt to follow a technology trend.

For the company to look like a growth company again, it has to show investors the next market

after facial recognition. Data center revenue is one answer. But infrastructure revenue brings capital

spending and electricity costs with it. Shi Yi has to keep three roles close to his own body:

researcher, head of sales, and chief financial officer. SenseTime's next disclosure will show whether

his turn was only talk or a change in structure.

For Shi Yi to succeed, SenseTime's language has to become a line item in customers' budgets.

Spatial intelligence, NEO, and multimodal are clear terms to engineers, but purchasing managers

need them translated into cost and effect. Shi Yi's management depends on that translation. The

company does not need the sentence, "We built a good model." It needs the sentence, "Customers

pay us every month."
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Chapter 8. Huawei Ascend, the Big Fund, and East Data
West Computing in Hardware Self-Reliance

In the spring of 2026, if you open the keynote materials from an academic event held in Shanghai,

one unfamiliar term catches the eye first: "Tao Scaling." It is the new name Huawei has brought out

at the point where Moore's Law has reached its end. The presentation says that instead of carving

transistors smaller, Huawei will reduce resistance and delay along the paths that signals travel inside

a chip. It puts forward a method known as logic folding, stacking circuits upward in layers rather than

laying them out sideways. Then it attaches a target year. By 2031, Huawei says it will raise the

density of mobile chips and Ascend AI chips to a 1.4-nanometer-class level without extreme

ultraviolet lithography equipment, using only older deep ultraviolet equipment.

To understand this presentation, we first have to look at the nature of the stage. A keynote speech

is not a peer-review bench for papers. It is a place where a company announces its direction. The

numbers written there may be results already measured, or they may be goals the company intends

to reach. When the two sit side by side on the same slide, readers often mistake a goal for a result.

That is why this chapter treats each number with care as it discusses the Ascend roadmap. In front

of the wall of U.S. sanctions, the figures Huawei presents show the tenacity of Chinese engineers,

while also showing that the engineering attempt to work around that wall is not yet complete.

So this chapter begins with the numbers in the Ascend roadmap and draws a single line from

those numbers to the state capital and power grid that support them. Once we learn how to read the

numbers first, we can look at the Big Fund and the East Data, West Computing project with the same

eye later on.

When Korean readers read this sentence, the first word they should hold onto is not the number,

but the label "equivalent." A 1.4-nanometer-class equivalent does not mean that the circuit linewidth

has actually been thinned to 1.4 nanometers. It is closer to saying that by stacking the chip in

multiple layers, Huawei has brought only the density per unit area to that level. When

semiconductors are stacked high, heat generated inside does not escape easily, and power

consumption rises as well. So if one reads this presentation as proof that Huawei's chips deliver the

same performance per watt as America's most advanced 1.4-nanometer chips, the map will be

drawn wrong.

Matching density and matching performance per watt are different problems, and the presentation

speaks only to the former while leaving the latter open. It is safer to remember that this is still a target

presented by a company on a public stage, not a figure independently verified.

The same presentation also includes the sentence that it has been "verified with 381

mass-produced chips." In semiconductors, mass production usually refers to a state in which

hundreds of thousands to tens of millions of chips come off the line at a steady yield and flow into the



86 - Kim Kyung-jin

smartphone market or large data centers. The number 381 looks less like commercial production at

that scale and more like a small test run made to find design errors and measure yield. It may serve

as evidence that vertical stacking technology works in a lab environment, but it is not the right scale

for evidence that Huawei has secured the economics to meet demand from companies around the

world buying tens of thousands of chips at once. The more dazzling the number, the more important

it is to first check on what stage it was used and what it meant there.

This is the trap one keeps running into when reading Huawei's (华为, Huawei) roadmap. The

announced metrics usually lay two things on top of each other. One is an engineering attempt to

work around physical limits. The other is a way of phrasing that attempt as if it had already been

completed. The first is real. The second can swell. Only by reading the two layers separately can the

roadmap avoid tipping into either exaggeration or dismissal. If we follow the Ascend story a little

further, these two layers come into sharper view.

Samjong KPMG's report on U.S.-China AI competitiveness gives a fairly calm account of the

Ascend chip lineage. The early Ascend 910, released in 2019, was made on TSMC's 7-nanometer

process in Taiwan. Then U.S. sanctions shifted production to SMIC, a Chinese foundry, and the chip

became the 910B. At that point it passed through a painful stretch in which performance actually

slipped back a little. Sanctions did not immediately raise performance. They pushed it backward

once, and that fact is worth remembering in itself.

Self-reliance is drawn not as a smooth upward line, but as a curve that includes retreat. And this

retreat was not Huawei's problem alone. It was a drop felt across China's semiconductor industry,

which had depended on Taiwan, the Netherlands, and Japan for advanced processes. How the state

tried to fill that drop becomes the starting point for the later story of the Big Fund.

The Ascend 910C, unveiled in May 2025, is described as using SMIC's improved 7-nanometer

process and reaching about 60% of the performance of Nvidia's H100. If we isolate that 60% figure,

it can look as if the chase is nearly over. But the story becomes whole only when we read the

report's footnote as well. The 910C was not a leap made inside a single chip. It was built by linking

two 910B chips into one package. It reached 60% by doubling the silicon area. When area and chip

count rise, power consumption rises with them, and data centers that fight for every watt of power

carry that much more operating burden.

So this book does not say that the 910C is on par with the H100. It keeps only what the report

states: two chips were tied together to arrive somewhere around 60%. If we erase the fact that the

same work requires more silicon and more electricity, the 60% number looks lighter than it really is.

Turn it around, and it also means that a country with room to spend more power and area can meet

immediate computing demand this way. The limit and the possibility sit in the same sentence.

Farther back in the roadmap, more distant numbers appear. The Ascend 910D, planned for the

second half of 2025, targets 320 teraflops through 3D packaging. The Ascend 920, whose release

date has not yet been set, puts forward 4 terabytes per second of memory bandwidth and 900



87 - Kim Kyung-jin

teraflops, and specifies SMIC 6 nanometers as its process. That 6-nanometer figure carries weight

because of lithography equipment. Since the United States, together with allies such as the

Netherlands and Japan, has blocked the import of extreme ultraviolet equipment, Huawei and SMIC

must draw this line width with older deep ultraviolet equipment at lower resolution. The method is

multiple patterning, which prints light in repeated overlays, but this greatly increases process steps,

raises defects, and pushes up the cost of each chip.

Even if the figure of 900 teraflops is true, it is only the peak performance of an ideally made chip.

Whether that chip can be released to the market in volume at a reasonable price is a wholly different

question. The top line of a performance table and a factory yield table are not written on the same

sheet of paper. The more dazzling the front line looks, the more closely we must examine the silence

behind it. At a time when the United States has placed as many as 140 Chinese companies on its

advanced semiconductor export ban list at once, that silence is not only a technical issue. It is also a

geopolitical one.

There is one more point. Unless we read training and inference separately, we misunderstand this

whole ecosystem. The report says DeepSeek's R1 model successfully ran inference on the Ascend

910C. The fact that a model representing China ran on a Chinese-made chip carries symbolic

weight. Yet the same report also records that R1's initial training still took place on Nvidia H100s.

Inference, which runs a completed model and gives answers to users, can be handled to some

degree with the computing power of a single chip. Training a giant model is different. Tens of

thousands of chips must be tied together like one neural network and keep matching values without

pause. In that setting, the communication speed between chips matters more than the performance

of any one chip.

The fact that DeepSeek used Ascend only for inference is best read as a sign that Huawei's

clustered computing capacity still cannot replace Nvidia for training a model from the ground up.

Ascend has become a symbol of Chinese-made substitution, but the physical limits covered by that

symbol remain in three places: heat, yield, and the bottleneck in clustered training. These are

confirmed limits, not a declaration that China will fail to overcome them in the future. It means the

current material tells us only this much.

China's AI companies keep releasing large models despite these clear hardware limits because a

structure outside the chip is supporting them. The state takes the lead in supplying money and

power. The contrast becomes sharp when set beside the flow of capital in the United States. In the

first quarter of 2025 alone, U.S. AI companies drew in $60.9 billion in private investment, while

China's private AI investment had shrunk to about $5.2 billion as of 2024. When private capital dries

up, companies usually cut research or close their doors. That is the normal logic of the market.

In China, however, that logic does not operate as it is. The state steps directly into the place where

the gap needs to be filled. If the United States pushes the scaling law with hundreds of billions of

dollars in private capital, China endures the same pressure through two pillars: state capital and the
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mobilization of infrastructure on the scale of its territory. The point is not which side is right. What

matters is that when the source of capital changes, the way risk is shared changes as well.

At the center of this sits the so-called Big Fund. In May 2024, the Chinese government launched

the third phase of the National Integrated Circuit Industry Investment Fund with 19 investors,

including the Ministry of Finance and several financial institutions. Its scale is 344 billion yuan, about

$47.5 billion, and its operating period is set long, through 2039. This large figure needs to be

checked against the original source, but the direction is clear. The money flows not into finished AI

services, but into the foundations beneath them: foundries, semiconductor equipment, advanced

integrated circuits, and materials.

The picture is one in which the state backs, with public money, technologies that can replace the

lithography equipment blocked by the United States and Chinese-made AI chips. Where the market

has judged the risk too high and stepped back, the state enters with a timetable of nearly twenty

years and plants capital. What deserves attention here is that this fund targets foundational

equipment and materials, not software or services. It is a choice to finance AI's roots rather than its

surface, because those roots are exactly where U.S. sanctions press hardest.

It is not only the fund. In January 2025, Bank of China said it would provide more than 1 trillion

yuan in financing for the AI sector over the next five years. In March, the National Development and

Reform Commission announced a 1 trillion yuan fund that would supply capital over twenty years to

advanced startup ecosystems such as AI, quantum technology, and hydrogen batteries. These two 1

trillion yuan figures are large numbers that still require checking against the original texts, but the

direction is clear: state money is extending into both infrastructure and startups at the same time.

The point to watch here is that the National Development and Reform Commission itself is

announcing the timetable for startup capital.

This agency sets the country's broad direction. If its reach extends from semiconductor equipment

to AI startups, that means hardware self-reliance is being treated not as the business of individual

companies, but as an item in a national plan. The sequence appears here: government agencies

draw the direction, state-owned financial institutions provide the money, and companies build

models on top of it. This sequence is why looking at Chinese AI only through company rankings

misses half the picture.

What this money actually supports can be inferred from the financial condition of emerging

companies. Firms often called the AI Tigers, such as Zhipu, founded by researchers from Tsinghua

University, as well as Moonshot, Baichuan, and MiniMax, continue training large models while

carrying heavy losses. MiniMax is reported to have posted a net loss of 1.98 billion yuan in 2025. In

an ordinary market, losses like these would drive investors away and force a company to shrink. But

when private venture funding has dried up, there is strong reason to see the ability to withstand such

losses as a financial shield created by state capital. State capital is holding up the phase in which the

market has not yet returned profits.
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This shield helps companies survive longer, but it is also a tether that makes it hard for them to

move far away from the state's direction. The source of capital is also the source of the plan. This

must be read from the other side as well. A structure in which state capital fills losses raises a

company's survival rate, but it weakens the market's own filtering power and carries the risk of

keeping companies with no real results alive for too long. Behind the flashy model race visible from

outside lies a financial structure in which plans come before profit and loss.

Even if money is in place, a model cannot run without the power and buildings needed for

computation. So China began treating its vast territory as a problem of placement. The name that

appears here is Eastern Data, Western Computing, or Dongshu Xisuan. Literally, it means sending

data from the east to the west for computation. Data pours out of the eastern coast, where industry is

concentrated, while the power and land needed to process it are concentrated in the western interior.

The policy directly targets this imbalance created by geography. It treats the country's huge territory

like one giant circuit board, and spatial reorganization on this scale rarely happens without the hand

of state planning.

This policy works by redrawing the map of data centers. The National Development and Reform

Commission divided the country into eight national-level data hubs. Four in the east and center are

where data is created and demand gathers: Jing-Jin-Ji around Beijing, the Yangtze River Delta that

includes Shanghai, the Guangdong-Hong Kong-Macao Greater Bay Area tying together cities in

Guangdong with Hong Kong and Macao, and Chengyu, centered on Chongqing and Chengdu. Four

in the west handle computing and storage: Guizhou, Inner Mongolia, Gansu, and Ningxia. The

blueprint then adds ten industrial clusters, centered on the Yangtze River Delta and Chengyu.

The design aims to spread information technology infrastructure, which has been concentrated in

specific major cities, across the continent and widen access to computing resources between

regions. In step with this direction, the National Data Administration has set the building of a

computing resource network that links east and west, a suanli network, as a task for the years

ahead. When an agency that handles data talks about a computing network that resembles a power

grid, data centers are no longer treated as server rooms for individual companies. They become

nodes on the wiring diagram of the state. Put the agency's name beside the language of the policy,

and China's arrangement comes into view: data, computing, and electricity tied together in a single

sentence.

There is an energy logic behind the decision to move the center of gravity for data centers to the

deserts and plateaus of the west. Training and running inference on large models endlessly

consumes the heat emitted by tens of thousands of GPUs and the electricity needed to cool it. A

U.S. review report points to China's quiet advantage here. By using the west's abundant, low-cost

solar and wind power and its cool climate, China can keep the power usage effectiveness of data

centers low.
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The same report adds that this energy advantage is a weapon that does not stand out easily when

compared with the United States. While American data centers are held back by power shortages,

China is opening a path to turn surplus western electricity into computing. The United States leads in

semiconductors, while China has room to spare in electricity. This section reveals a picture of two

countries facing different bottlenecks.

Hana Securities' analysis of the 2026 Two Sessions points in the same direction. It notes that the

government named ultra-large intelligent computing clusters and new infrastructure based on

power-computing coordination as tasks for that year. This reads as an intention to treat computing

facilities not as information technology equipment, but as national backbone infrastructure bound

together with power generation and transmission networks. The fact that computing infrastructure is

named as a national task at the Two Sessions shows that this policy sits on the highest political

calendar, not inside one ministry's project list.

Because it is hard for an individual AI startup to build a cluster of tens of thousands of GPUs on its

own, the state builds huge computing centers and offers them as a kind of public good that private

firms can use cheaply. Observations that the axis of the Chinese economy still tilts toward

technology in 2026 overlap with this same current. The government states the direction, state-owned

capital supplies the money, and the land supplies the electricity. These three layers form exactly the

same structure seen in the previous chapter: companies run along the lines drawn by government

documents.

On this foundation, the market expands quickly. According to market research data cited in a

report by the Korea Institute for International Economic Policy, China's data center services market

grew 12.7 percent from the previous year in 2022 to reach 129.35 billion yuan. It is projected to grow

at an average annual rate of 18.9 percent over the next five years and reach 307.5 billion yuan in

2027. Policy draws the map, and the market then puts buildings on it. At the company level,

infrastructure also becomes a survival strategy. SenseTime's 2025 report shows that the operating

compute scale of SenseCore, centered on the Shanghai Lingang Artificial Intelligence Data Center,

reached 40,400 petaflops on an FP16 basis.

SenseTime says it kept pace with the state's call for coordinated computing power and, with

support from the battery company CATL, built an integrated system that links computing power

management, data center operations, and energy storage systems. The method uses large models

to read power grid loads and reduce energy costs. This shows that change is not limited to moving

capacity westward. Smaller adjustments are also taking place inside existing data centers in eastern

China, where power use is being rearranged. The state's broad policy map and fine adjustments at

company sites are moving in the same direction.

SenseTime's disclosures also show clearly how this infrastructure changes a company's books.

The company was once a loss-making business that spent heavily on computer vision and

autonomous driving research, recording a pretax loss of 17.1 billion yuan in 2021. Then its character



91 - Kim Kyung-jin

changed, using the Lingang data center, which began operating in 2022, as a foothold. Total

revenue in 2025 rose 33 percent to 5.01464 billion yuan, and 1.85370 billion yuan of that, or 37.0

percent, came from these data center subsidiaries. This was the result of a business model in which

customers rent computing power and models by subscription or pay-as-you-go pricing.

With this force behind it, SenseTime recorded adjusted EBITDA of 380 million yuan in the second

half of 2025 and turned profitable for the first time since its listing. Infrastructure had moved beyond a

research tool and had become a revenue source that could feed the company itself. It was also the

moment when the capital planted by the Big Fund and the electricity laid down by the East Data,

West Computing project met inside one company's income statement and appeared as a single line

of profit. The irony that a software company finally made money by selling infrastructure shows how

firmly computing resources have become a source of cash in China's AI industry.

Big Tech spending also thickens this network. While U.S. Big Tech companies are pouring more

than $350 billion into AI infrastructure in 2025, investment by Chinese cloud companies remains

below $40 billion, leaving them behind in absolute scale. Even so, spending by individual companies

is rising sharply. Tencent put $10.7 billion, or 12 percent of its revenue, into infrastructure in 2024.

Alibaba said it would invest 380 billion yuan, about $52.6 billion, in cloud and AI infrastructure over

the next three years. ByteDance set capital expenditure for 2025 at 150 billion yuan, about $20.6

billion. Each of these large figures is a stated amount that needs to be checked against the original

source, but they all point in one direction.

To steer this money toward Chinese-made computing networks instead of Nvidia, Huawei takes

charge of the hardware supply. Along with its Ascend chips, Huawei introduced large computing

clusters for data centers, including the Atlas 950 SuperPod and TaiShan 950 SuperPod, at MWC

2026, trying to fill the space left open by Nvidia products. Huawei's strategy appears here. If it cannot

surpass Nvidia through the performance of a single chip, it will compete at the system level by tying

many chips together. The physical limits of Ascend discussed earlier should not be forgotten. The 60

percent performance gained by pairing two chips, the yields pressed down by multiple patterning,

and the bottlenecks of clustered training all travel into these SuperPods as well.

When a system grows in size, the burden of power and heat grows with it, so the name SuperPod

does not erase physical limits. This is where the advantage of cheap power in the west becomes

important. Even if a single chip falls short in performance per watt, the calculation for the whole

system changes when electricity is cheap and plentiful. This is how the Big Fund and Eastern Data,

Western Computing complete a structure that supports Ascend's weaknesses from the side.

Yet this continent-scale design has a gap between ambition and reality. A U.S. report exposes that

gap in numbers. It notes that despite the government's full backing for Eastern Data, Western

Computing, actual utilization at western data centers remained only 20 to 30 percent. In plain terms,

most of the facilities built in the west with huge amounts of capital are sitting empty. This low

utilization comes from the nature of AI computation. As the Hana Securities report pointed out,
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demand for inference is likely to grow faster than demand for model training. When a large model is

trained for the first time, data is pushed in at once and the system runs for a long time, so distance to

the west does not cause much trouble.

But in inference, where users ask questions in real time and need answers right away, the delay

caused by sending data thousands of kilometers between users in the east and data centers in the

west eats away at service quality. That is why industries that need real-time processing, such as

autonomous driving and finance, still choose expensive data centers in the east, while the huge

facilities in the west receive a report card of 20 to 30 percent utilization with empty space left behind.

The policy map and the real flow of data have not yet overlapped. These empty data centers quietly

show that the map drawn by the state does not always run ahead of the speed of industry on the

ground.

Chinese authorities know this problem well. The same report describes attempts to build cloud

services that sell unused western capacity, and the Hana Securities report concludes that some

areas still lack computing power supply and need better regional allocation. The unused capacity in

the west and the insufficient capacity in the east have not yet been connected smoothly. That is

where Eastern Data, Western Computing now stands. On paper, the picture comes together neatly:

data gathered in Jing-Jin-Ji travels through the computing power network, reaches Ascend clusters

powered by cheap wind in Inner Mongolia and Ningxia, and is forged into intelligence.

The market is also ready to grow to 307.5 billion yuan by 2027, and companies such as

SenseTime have already shown how to survive by tying together 40,000 petaflops of infrastructure

with battery storage. Yet in the face of real-time inference, which must move at the speed of light, the

distance across the continent has not been fully erased.

Seen this way, Huawei Ascend, the Big Fund, and Eastern Data, Western Computing are not

three separate policies standing apart. They lock together as one support structure. State capital

withstands the drought in venture funding and guarantees research budgets for unicorns. Cheap

energy in the west cuts the operating costs of data centers. Huawei chips and big tech spending lay

down a Chinese computing network to replace Nvidia. And, as the case of SenseTime shows, the

structure of reselling that infrastructure turns a company's books back to profit.

This network is not the product of one company's talent. It is the result of layers of capital and

energy, hardware and cloud infrastructure stacked on top of one another. The narrower the distance

between government bodies and companies, the faster the system moves, and that same narrow

distance also sets the scale of the risk. When capital moves according to a plan, even failed

investments can survive for a long time. When the map gets ahead of the field, empty facilities

remain, as with the data centers in the west. Speed and risk are two faces of the same structure.

At the same time, every joint in this support structure contains numbers that have not yet been

proven and bottlenecks that have not yet been cleared. The density described as

1.4-nanometer-class equivalent, the 381 trial production runs, and the promised 900 teraflops on
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6-nanometer multi-patterning are targets that cover the absence of lithography equipment with

vertical stacking and physical packaging. The 60 percent performance gained by tying two chips

together, and the 20 to 30 percent operating rate of data centers in the west, show that the word

self-reliance is still not complete. It is still in progress. Then how much of this hardware self-reliance

should we read as fact, and where should we begin to read it as a target?

Only when we look not at the top line of the published performance table, but at factory yield, data

center operating rates, and the communication bottleneck that separates training from inference, can

China's hardware map finally be read as it is. On that map, how close the state and companies sit to

each other, and whether that distance widens or narrows over the next few years, will decide the

result of this self-reliance experiment. Huawei and Hardware Self-Reliance Read Through Corporate

Headquarters and Address

Huawei's official company name is Huawei Investment & Holding Co., Ltd.

(华为投资控股有限公司). In the company's official information, its headquarters are listed as Huawei

Base, Bantian, Longgang District, Shenzhen, Guangdong Province, China 518129

(广东省深圳市龙岗区坂田华为基地).

The contact information points to the same Huawei headquarters base. This address matters in

understanding the geography of China's AI hardware self-reliance. Shenzhen is a city where

telecommunications equipment, smartphones, servers, and manufacturing supply chains are

gathered in one place. Ascend (昇腾), Kunpeng (鲲鹏), and Atlas clusters are not model names from

a laboratory. They are product lines built on the long accumulation of Shenzhen's manufacturing and

telecommunications ecosystem.

Huawei's corporate structure also differs from that of other Big Tech companies. Its official

company profile states that Huawei is an unlisted company with an employee shareholding structure,

and that founder Ren Zhengfei (任正非) holds less than 1 percent of the shares. This structure

allows the company to push long-term research and development with some freedom from

capital-market pressure. At the same time, it is far removed from the transparent listed-company

disclosures that outside investors see. This point has to be read together with Huawei's AI chip

roadmap. The company is not an organization that must soothe its quarterly share price like a listed

company. It is an organization that carries expectations for national telecommunications

infrastructure and semiconductor self-reliance at the same time. The fact that its headquarters

address is a vast base in Bantian, Shenzhen, tells us that Huawei remains a manufacturing

technology company that "makes products and controls supply chains."

Ren Zhengfei 任正非

Ren Zhengfei (任正非) is the founder of Huawei. Among the founders of Chinese technology

companies, he has one of the most unusual backgrounds. A former engineering officer in the

People's Liberation Army, he founded a telecommunications equipment company and turned
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Huawei, once a small seller of telephone switches, into a global force in telecom equipment. His

language of management has always carried a sense of survival, combat, and endurance through a

long winter. That sense became clearer after Huawei faced U.S. sanctions. The company's thicker

internal supply chain, spanning smartphones, telecom equipment, servers, chip design, operating

systems, and cloud services, was not accidental diversification. Ren Zhengfei planted inside the

organization long ago the idea that dependence on outside suppliers could threaten its survival.

Huawei's AI hardware strategy came from this culture as well. Claims that the Ascend chip

surpassed Nvidia in one stroke are exaggerated. But it is not an exaggeration to say that Huawei is

trying to build a replaceable ecosystem step by step, one chip, one server, and one cluster at a time.

Ren Zhengfei's method is not to wait for a perfect product. It is closer to putting an imperfect product

into the field, fixing it there, and surviving.

In the telecom equipment years, Huawei opened markets with low prices and persistent on-site

support. Its AI chip strategy shows a similar character. If performance is 60 percent, it links several

chips together. If power efficiency is low, it redraws the layout of data centers and energy supply. If

supply is blocked, it pushes ahead with its own designs and Chinese-made processes. Ren

Zhengfei's survival management recognizes the technology gap, yet still looks for room to move

inside that gap.

His strength is organizational patience. The chief executive of a listed company cannot avoid stock

prices and investor briefings. Huawei can hold a long front because it remains unlisted and has an

employee shareholding structure. Even when U.S. sanctions badly shook its smartphone business,

the company kept its research and development staff and did not abandon internal pillars such as

HarmonyOS (鸿蒙), Kirin (麒麟), and Ascend. Ren Zhengfei turned this endurance into

organizational culture. AI hardware is not decided within a few quarters. It is a long chain running

through lithography equipment, design software, packaging, memory, networks, cooling, and power.

Ren Zhengfei treats that whole chain as a matter of national survival.

That does not mean his management has every answer. Military-style patience and centralized

decision-making allow fast mobilization, but they also carry the risk of hearing market signals late.

Nvidia's ecosystem is strong not only because of chip performance, but because CUDA, developer

habits, software tools, and cloud partners move together. Ren Zhengfei's Huawei is strong in

hardware and supply chains, but it faces limits in the free global spread of a developer ecosystem.

The distrust created by U.S. sanctions is also substantial. So Ren Zhengfei's fight is a fight to build

chips and, at the same time, a fight to persuade an ecosystem. Huawei's self-reliance does not end

inside the factory. It becomes self-reliance on the books only when developers and customers

actually choose Ascend.

Ren Zhengfei's presence grows stronger when Huawei is under pressure. The tougher the

sanctions become, the more the founder's survival story serves as the glue that holds the

organization together. But when glue is too strong, an organization can be slow to absorb changes
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outside its walls. The barriers Huawei must cross in AI chips will not be lowered by patriotism alone.

Cold problems remain: process yield, the software ecosystem, developer habits, power efficiency,

and memory supply.

Ren Zhengfei's strength is his ability to help the company endure these problems for a long time.

His weakness is that such endurance can sometimes delay the market's hard judgment. Even so, it

is hard to speak about China's self-reliance in AI hardware without naming him. He made Huawei

into an organization that "finds a way around when blocked, builds when something is missing, and

holds on when resources fall short." Ascend's future will likely be decided on top of this culture.

Inside Huawei, he is more than a figure who chooses technologies. He manages the

organization's emotions. A company hit by sanctions feels fear and anger at the same time. Ren

Zhengfei has turned those emotions into persistence in research and development. The prediction

that Huawei will not step back easily from AI chips, even if it cannot win outright right away, comes

from this organizational instinct.

Xu Zhijun 徐直军

Xu Zhijun (徐直军, Eric Xu) is a core executive who has long served in Huawei's rotating

chairmanship. On the Huawei Connect stage in 2025, he explained in detail the Ascend roadmap

and the plans for the Atlas 950 and 960 SuperPoD and supercluster. If Ren Zhengfei represents

Huawei's philosophy of survival, Xu Zhijun is the person who turns that philosophy into the language

of AI infrastructure products. He talks not only about the specifications of a single chip, but about

computing power at the system level, clusters, networks, power, and cooling. This way of speaking

matters. If China cannot immediately catch up with Nvidia in advanced processes, Huawei must

close the gap at the system level by tying together many chips and servers. Xu Zhijun explains that

path on the public stage.

The Ascend strategy he presents is both realistic and aggressive. It is realistic because it

acknowledges the absolute performance gap in a single chip and takes the route of bundled

computing. It is aggressive because it sets the size of that bundle so large. SuperPoDs and

superclusters avoid a comparison between one Nvidia GPU and one Huawei chip, and instead make

people see the entire data center as a product. Xu Zhijun leads this shift in framing. When the unit of

competition moves from the chip to the system, Huawei's experience in telecom equipment,

networks, and server design becomes a real strength. It also fits with China's policies on power and

data centers. Without the Eastern Data, Western Computing project (东数西算) and the national

computing network plan, this large-cluster strategy would have had much less ground to stand on.

Xu Zhijun's task is to close the gap between the numbers announced onstage and performance in

the field. Roadmap numbers send a signal to the market. But customers ask different questions in

practice: whether model training finishes reliably, whether the development tools are awkward, how

quickly engineers used to CUDA can move over, and whether they can handle power costs and
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heat. Xu Zhijun has to answer these questions with products. If Huawei's Atlas SuperPod is not to

remain a polished stage announcement, customers such as DeepSeek, Alibaba, Tencent, and

SenseTime must build up real cases showing that they used it for training and inference and cut

costs. A system strategy gains trust only when such cases accumulate.

His role in Chinese AI is to translate hardware self-reliance into practical terms. Government

documents speak of semiconductor self-reliance, computing networks, data centers, the Eastern

Data, Western Computing project, and the Big Fund, the National Integrated Circuit Industry

Investment Fund (国家集成电路产业投资基金). Enterprise customers ask about server prices, model

throughput, reliability, and software compatibility. Xu Zhijun has to connect these two languages. He

must bring the state's broad direction down into a product roadmap, and use national infrastructure

and funding to make up for the limits of the product.

If this connection succeeds, Huawei becomes the hardware base for Chinese AI. If it fails, Ascend

will remain a symbol of self-reliance but will never fully fill Nvidia's absence in actual large-scale

training. Xu Zhijun's stage remarks matter not because the words are grand, but because a chain of

real bottlenecks in China's AI infrastructure sits behind them.

Xu Zhijun's way of explaining the strategy shows clearly where Huawei wants to compete. He

does not point only to the numbers for a single chip. He talks about clusters, SuperPods,

superclusters, networks, and the whole system. This approach fits China's reality. When access to

cutting-edge process technology is blocked, the claim that one chip can surpass Nvidia is not very

persuasive. It is more realistic to link many chips together, draw on Huawei's experience in

communications equipment, rely on national data centers and power grids, and deliver performance

at the system level.

Xu Zhijun packages that reality as a product roadmap. Packaging is not meant as an insult. The

market needs language that can make complex technical bottlenecks clear at a glance. Xu Zhijun

provides that language. What remains now is evidence from the field. When Chinese large-model

companies build up cases showing that they can run training and inference reliably on Ascend

clusters, lower costs, and reduce developer friction, his words become a strategy.

What he must prove from here is not the scale of his claims, but the stability of operation. It is not

enough for a large cluster to power on impressively once. It must train models for months, withstand

failures, and become familiar to developers. Only when Xu Zhijun's roadmap passes that long

operational test will it become tangible evidence for China's AI hardware self-reliance.
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Chapter 9. AI+ in the Real Economy: Policy Moves Into
Manufacturing, Education, Consumption, and Humanoid
Robots

In December 2025, seven ministry names appeared side by side at the top of a single document.

Its title was "Implementation Plan for the Special Action Plan on Artificial Intelligence +

Manufacturing." The fact that not one ministry but seven put their names on the same document

says, from the start, how much weight this plan carries. A project notice from one ministry would

carry only a budget line and the name of the responsible bureau. A document signed by seven

ministries means the state intends to fix the direction of industrial policy at the national level.

The format, with the Ministry of Industry and Information Technology taking the lead and several

other ministries backing it, is close to a signal that China wants to raise artificial intelligence from a

technical project under one ministry to a national task jointly shouldered by several ministries. When

you open the Korean summary and translation of this document prepared by the Korea Institute for

Advancement of Technology, the first few pages begin in familiar policy language.

Deep integration of the real economy and artificial intelligence, new quality productive forces,

leadership in the global manufacturing ecosystem. Up to that point, these are slogans one might see

in the industrial policy of almost any country. But the moment the document moves down to the

factory floor, the texture of the language changes. Talk of chatbots polishing sentences disappears.

In its place come sentences about predicting the temperature of molten metal in a furnace in real

time, measuring the tension of a bundle of threads on a textile production line at the micrometer

level, and adjusting the processes of attaching, assembling, and inspecting electronic components in

milliseconds. The fact that a government document uses this kind of language is itself a signal. It

means China wants to treat artificial intelligence not as an office assistant, but as the hand that

moves machines on the factory floor.

This chapter begins with that scene in the document. It follows, in order, what mission the

government wants to assign to artificial intelligence, how that mission turns into a market for

companies, how documents from other ministries in education, consumption, and personnel

administration point in the same direction, and how far humanoids and vertical industry models have

now come at the end of that path. It reads the numbers and instructions contained in one document,

traces how those numbers translate into the revenue of particular companies, and finally looks at the

costs and risks missing from that picture. The goal of this chapter is to look at policy, companies, and

data from the same eye level, and to see where they mesh and where they fall out of alignment.

Start with the numbers set out in the manufacturing action plan. This document does not stop at

vague declarations. It fixes quantitative targets that must be met by 2027. It aims to build three or

four industrial large language models covering the full range of manufacturing, release 1,000
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industrial AI agents that can make their own judgments and control machines at production sites,

create 100 high-quality industrial datasets to feed machine learning, and develop 500 representative

application scenarios for use in the real economy.

Attached to this are plans to cultivate two or three world-class leading companies, foster

specialized, refined, distinctive, and innovative small and medium-sized enterprises, and select

1,000 benchmark standard companies for other firms to follow. When the numbers are taken one by

one, the nature of the policy becomes visible. Three or four models point to a small number of

national representative models. The 1,000 agents and 100 datasets point to the application layer that

will be laid densely underneath them across different industries.

The government had, in effect, already drawn a two-tier structure into the document: a small

number of foundation models above, and a large mass of industrial agents below. The year attached

to the target, 2027, also deserves attention. This is not an ideal set ten years out. It sets a deadline

for results within two years or so, and a deadline this close works as pressure on companies. The

target of 1,000 benchmark enterprises stands out as well. The idea is not to hold up one or two

outstanding firms as symbols, but to lay down models by the thousand that other companies can

follow step by step.

To support this goal, the document divides the work into seven tasks. The first is building the

foundation. It calls for advanced training chips and smart computing cloud operating systems, and it

asks companies to create a chief data officer system inside their own organizations. The fact that a

government document goes so far as to tell firms to plant data specialists inside the organization

chart shows the nature of this plan. The second task is intelligent upgrading, which reaches across

the whole process, from research and development to pilot testing, production, marketing, and

operations. The third is product innovation, and this includes surgical robots, brain-computer

interfaces, autonomous vehicles, wearables, and production lines for humanoids with embodied

intelligence.

The fourth task is cultivating industrial actors by growing unicorns and specialized, competitive

firms. The fifth is expanding the ecosystem by supplying standards and talent. The sixth is striking. It

calls for safety governance that prevents the hallucination risks of artificial intelligence in advance

and classifies and grades industrial data. In other words, the same document that sends artificial

intelligence into the physical economy also spells out how to doubt and monitor that artificial

intelligence. The seventh is international cooperation, with a plan to lead the artificial intelligence

agenda in BRICS, the Shanghai Cooperation Organization, ASEAN, the G20 arena, and the World

Artificial Intelligence Conference.

The document places two directions side by side: organize industry at home, and stand in a

position to make rules abroad. When these seven tasks are connected, they form a chain that starts

with foundations such as chips and data, moves through processes and products, rises to

companies, standards, and talent, and ends with safety and the international stage. The structure of
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the document lies in the fact that it binds together the work of making artificial intelligence,

monitoring it, and projecting it outward in a single plan.

The target of this structure is not conversation, but physical phenomena. The implementation plan

includes separate transformation guidelines for five industries, and each industry demands a

different kind of artificial intelligence. In the raw materials industry, it calls for agents that detect the

operating state of steel blast furnaces in real time and optimize process variables on the spot. In

petrochemicals, it calls for models that combine exploration data with chemical process mechanisms

to monitor safety and pipelines in oilfield work zones. In new materials development, the language

becomes more ambitious. The plan is to build a multiscale computing framework that analyzes

phenomena, data, and systems across different spaces and times at once for alloys, ceramics, and

polymer materials, and to develop the ability to design backward from desired composition, structure,

and performance.

The idea is to set the desired performance first, then work downward to find the molecular

combinations that match it. In equipment manufacturing, the plan puts next-generation numerical

control systems onto machine tools and industrial robots, so that real-time sensing, autonomous

learning, intelligent decision-making, and online inspection run as one flow. In shipbuilding, it makes

processes intelligent from design to cutting, welding, painting, and logistics, while improving

navigation energy efficiency. In aerospace, it aims to build simulation platforms that connect

maneuvering data with fluid dynamics models, refine airframe lines and wing cross-section design,

and shorten physical testing cycles. The same phrase, artificial intelligence, takes on a different face

in each industry.

When the discussion moves down to consumer goods and the electronic information industry, the

units of precision stand out. In textiles and apparel, companies are told to analyze consumer data to

read fashion trends, then connect physics engines that realistically mimic physical systems with

three-dimensional generative models to offer virtual fitting. On production lines, the goal is

autonomous manufacturing that monitors the tension of thread bundles at the micrometer level and

corrects defects on its own. In the electronic information industry, the document calls for breaking

down the data walls between electronic design automation tools used in component design and

product lifecycle management systems, using edge technologies to reconfigure production lines in

real time, and adjusting the mounting, assembly, and inspection of consumer electronic components

at the millisecond level.

In software and information technology services, the plan calls for a toolchain that links design,

development, testing, and maintenance into one flow. It asks companies to use synthetic data and

adversarial testing to experience extreme conditions such as traffic surges in advance, and to put in

place cleanup procedures that filter out license conflicts and vulnerabilities in open-source code.

One document gives instructions to five different industries in five different languages, but those

languages share one feature: they pull artificial intelligence down into the physical control of the
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factory floor. While much of Western AI remains in software value added, such as translation or

video generation, this document aims at the base of the value chain. The fact that units such as

micrometers and milliseconds appear in a government document tells us what level this policy is

targeting.

No matter how carefully a policy is designed, it remains on paper if frontline companies cannot

absorb it. That is why the implementation plan even sets out the steps companies should follow. It

first tells them to diagnose their own level of intelligent transformation through data management and

smart manufacturing maturity models, increase sensors and measuring instruments, and turn

existing data centers into smart computing centers. It then guides them to introduce a

retrieval-augmented generation structure connected to on-site industrial databases or news

platforms to raise performance, handle frequently used knowledge through that structure, and build a

prompt library that collects recurring instructions used across the company.

The plan also includes a fine-tuning stage: companies are to train pretrained models further on

small amounts of production-line defect data so the models can detect subtle features, and use

time-series data to adjust models for production scheduling and equipment failure diagnosis.

The completed models, depending on the nature of the work, are to be gathered in one place as

microservices or application programming interface middleware, or distributed across the cloud, the

edge, and terminals. A government document has come down to the level of a practical manual for

companies. This sequence, from diagnosis to infrastructure reinforcement, then through

retrieval-augmented generation and fine-tuning to deployment, shows that industrial policy has been

written as a process map, not a slogan. The reason this flow from diagnosis to deployment matters is

that the government does not name which model companies must use. It names the procedure they

must follow. Companies may choose the model, but the state will standardize the way that model is

attached to their own processes.

At this point, the distance between policy and companies narrows. When the state sets upper-level

targets of one hundred datasets and one thousand agents, infrastructure providers such as Alibaba

Cloud and Huawei supply computing power and models beneath them, and individual manufacturers

below that add retrieval-augmented generation and fine-tuning to fit their own production processes.

This is why analysis tied to the U.S.-China Economic and Security Review Commission reads

China's open artificial intelligence strategy together with industrial dominance.

The more widely models are released, the more industrial applications run on top of them. As

those applications grow, they create a feedback loop in which field data accumulates and can be

used to revise the models again. This analysis does not read the opening of open-source models

only as altruistic goodwill. It reads it through an industrial logic: once a model is released, companies

at home and abroad build applications on it, and that application layer in turn thickens the foundation

of the country's own industries.
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This is the observation that openness and control do not stand in opposition, but become the front

and back of one strategy. When placed over the two-layer structure of the manufacturing action plan,

the picture becomes clearer. Government targets create the upper layer, open models fill the middle

layer, and data from companies on the ground firms up the lower layer before circulating upward

again. Government policy, the models of infrastructure companies, and the data of field companies

interlock as one loop. Once this loop starts to turn, the company that released the model expands its

influence across the breadth of the industries where its model is installed, and those industries

quickly test applications on a model they obtained cheaply. This structure, in which openness

becomes a route for market expansion, explains in the language of industrial policy why Chinese

companies rush to release their models.

If manufacturing is the story of supply, education and consumption are the documents that open

the door on the demand side. In the 'Artificial Intelligence + Education' action plan and the Artificial

Intelligence Plus strategy documents issued by the State Council and related ministries, the

government fixes the introduction of artificial intelligence into schools as a national goal. A

representative line says it will develop intelligent learning companions and human-machine

collaborative education models involving teachers. When we look at how that one line works in the

market, the fit between policy and companies appears again. If intelligent learning companions

become a standard part of public education, the companies that meet that standard first gain sales

channels in both classrooms and homes.

This is where the picture emerges of a company such as iFlytek, which has worked in both speech

recognition and education, supplying smart blackboards to schools and selling personal learning

devices to parents. When companies sit with the state where standards are set, those standards

soon become market entry routes for those companies. Rather than directly distributing fiscal

support to students, the state creates the need for learning through policy. Households then pay the

price of meeting that need, and companies take the revenue. Even when education policy is written

in the language of welfare, it produces industrial results.

There is a point that requires care here. Behind education policy lies social anxiety that artificial

intelligence threatens people's jobs. The government tends to address this anxiety less through

public spending than by shifting it into self-development under the name of lifelong learning. Instead

of expanding unemployment benefits, it guides citizens to learn new skills. At that moment, the need

for learning becomes demand in the edtech market. As the burden of learning moves onto

individuals, companies that receive that burden as business grow larger. Even if the language of a

safety net is attached, when there is no real fiscal redistribution inside it, individuals end up paying

the price of that safety net themselves.

Even if a policy that encourages learning carries the worthy aim of building citizens' capabilities, it

remains a separate question whose wallet pays the cost of filling that aim. Concrete figures such as

sales of learning devices or the number introduced into schools fall outside the source documents
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used in this chapter, so I will say that a market is opening, but I will not fix its size. The signs that a

market has opened and the size of that market are different questions. Observing that policy creates

demand and calculating how large that demand is require different evidence.

Consumption policy points even more directly toward the market. The implementation opinions

that seek to accelerate the development of AI plus consumption place services that connect online

and offline life, and consumption combined with artificial intelligence, at the center of the task. The

document calls for widening new intellectual property-based business formats that mix commerce,

tourism, culture, and sports; helping commercialize cultural and performance intellectual property;

improving foreign payment and visa convenience; reducing reservation steps at tourist sites; and

building a system that watches consumption flows in real time through big data. Behind this

document lies a change in the growth model. Analysts argue that as China moves away from the old

economy centered on real estate and infrastructure toward a focus on new quality productive forces,

preventing deflationary pressure and defending domestic demand have become state tasks.

Subsidy programs that add support when old devices are replaced with new ones prop up

consumption not only of home appliances and furniture, but also of digital devices such as

smartphones. This trend gives hardware manufacturers revenue while serving as a channel that puts

the latest on-device AI models into consumers' hands. When the government releases tax money to

make people replace devices, the models loaded inside those devices spread into the daily lives of

hundreds of millions of people. This is where the macro policy of stimulating consumption becomes a

distribution channel for AI models.

A related trend can also be seen in the rise of so-called new consumption led by younger people,

consumption that pursues taste and psychological satisfaction, with items such as intellectual

property character goods and milk tea gaining ground. Platform companies such as Alibaba,

Tencent, and ByteDance push their own models into consumer contact points on the field opened by

this policy. They do this by placing their own large language models in search and shopping chat

windows, having agents handle offline-linked services such as reservations and delivery, and

watching consumption data connected to mini programs inside ecosystems such as WeChat.

Measures to expand service consumption, issued jointly by the Ministry of Commerce and several

other ministries, open the field for these companies by naming the spread of consumption that links

online and offline life as a central task.

The relationship in which the government designs the flow of consumption and companies carry

models on that flow resembles the two-layer structure of manufacturing policy. Direction is drawn

from above, and companies collect payment below. In manufacturing, factories make up the lower

layer; in education, schools and households do; in consumption, platforms and consumers do. The

sentence about building a system that watches consumption data in real time shows the nature of

this relationship clearly. A policy that increases consumption also lays data infrastructure for looking

into consumption, and that data then becomes material that feeds the models of platform companies.
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Personnel administration documents show that this trend has reached the fields of labor and

administration as well. The implementation opinions on developing AI plus human resources and

social security applications set out a direction for bringing artificial intelligence into job placement,

vocational training, and social security work. When the state pushes employment and retraining as

policy, it needs datasets and application models to carry out that policy, and that demand leads back

into education policy and data policy. The language of retraining and the language of AI plus

education look toward the same place. When administrative counters for job placement are replaced

by artificial intelligence, job seekers' records and hiring information are brought together, and that

data again becomes material for training policy. Manufacturing, education, consumption, and

personnel administration belong to different documents from different ministries, yet they use the

same grammar.

The state sets the direction and targets, infrastructure operators supply models and computing

power, and individual industries, households, and workers pay the price on top of that system while

leaving field data behind. This feedback loop gives China's spread of artificial intelligence its speed,

while also leaving the question of who bears the cost and burden. Policy documents open markets,

but in those markets the people who open their wallets are usually individuals and companies. The

fact that personnel documents are tied to social security gives us something to think about. When

artificial intelligence enters the administration that manages people at high risk of losing their jobs,

that artificial intelligence can become both a tool that helps workers and a tool that classifies and

watches them.

The final place in this chapter belongs to humanoids and vertical industry models. For artificial

intelligence to leave digital space and create value in the physical world, it needs two things. One is

a body that can move on its own and handle objects, that is, robots with embodied intelligence. The

other is not floating knowledge, but vertical industry models that know the work of a specific industry

inside and out. The embodied intelligence cited in reports linked to the U.S.-China Economic and

Security Review Commission, meaning the move from large language models to world models,

shows the direction in which Chinese capital and technology are moving: from chatbots that speak

well to agents that understand and act in the physical world. Yet this part has to be read with the

exaggeration stripped away. Behind the polished demonstration videos, the robot industry's

achievements still carry clear limits.

The fact that China has installed more industrial robots than almost any country in the world

speaks to the depth of its infrastructure. The number of humanoid companies has also grown

quickly, and some tallies show Chinese companies rising to a share of the global humanoid

company base that now trails the United States. Yet actual commercial diffusion is still judged to be

at the stage where early orders are only now appearing in areas such as logistics, security, and

education. A scene of several robots dancing in formation on a holiday broadcast draws attention,

but there is a wide gap between such an event and regular deployment on a factory line. One report

says an electric vehicle maker put humanoid robots into a die-casting workshop, had them carry out
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a specific assembly process for three straight hours, and recorded a success rate in the low 90

percent range when they worked on both sides of the workbench at the same time.

That number is both an achievement and a limit. A success rate in the low 90 percent range

means failure nearly once in every ten attempts, and in an automobile manufacturing process that

demands perfect integrity, that level is still too early to replace people completely. Robots remain in

the stage of testing and support. The same robot looks entirely different depending on whether the

figure of 90 percent is read as the language of success or the language of failure. The difference lies

here: demonstration videos edit together only successes, while a factory's ledgers record the cost of

even one failure.

China's own roadmap can also be read as acknowledging this point. It divides the process into

stages: a period for breaking through core technologies and entering early mass production, a period

for widening applications and moving toward large-scale mass production, and a period that looks

ahead to diffusion and integration with the physical world. The farther the roadmap goes, the more

ambitious the goals become, but the more unverified questions they carry. The integration of general

artificial intelligence and the physical world at the far end of the roadmap is not something whose

arrival can be confirmed on today's evidence. It should be read only as a direction, an unverified

territory. Capital moves aimed at vertically tying together the value chain by buying stakes in

precision machinery companies that make robot parts have been observed, and there are also signs

that several companies are laying the groundwork by releasing open-source training datasets for

robot manipulation.

Yet such investment does not mean the technology is complete. Buying parts companies to tie

hardware together vertically is also evidence that the road remains long enough that the value chain

has to be pulled inside. Releasing datasets to build basic strength together also shows, in reverse,

that each company's own data is still not enough. The fact that an ambitious roadmap and a

self-assessment of an early stage sit side by side in the same material tells us the balance we need

when reading this industry.

The vertical industry model also runs into clear limits in the real world. The industrial intelligence

demanded by the manufacturing action plan is not conversational skill, but real-time response and

accuracy. When a model that predicts temperature flows in a blast furnace and adjusts the rolling

process is deployed in a factory, what matters is not the size of its parameters, but its ability to

produce an answer on time within physical constraints. On a shop floor where molten iron is pouring,

a moment's hesitation by artificial intelligence can lead to an accident. That is why the performance

standards for industrial models are written not in terms of conversational fluency, but in milliseconds

of latency.

A larger model is not automatically a better one. A good model is one that can meet hard physical

time limits. In the world of chatbots, users may wait when an answer arrives a little late, but in the

factory, that delay can separate a defect from an accident. This difference shows why artificial
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intelligence needs separate standards when it is attached to physical systems. A model that scores

well on a test will not necessarily run well in a factory. Between the two stands a hard threshold

called real-time performance.

In corporate settings, another dangerous barrier to adopting artificial intelligence is hallucination,

the invention of facts that do not exist. If a model handling finance, personnel, and logistics data

produces plausible but false figures, the loss falls directly on the company. When no information

exists, the model should answer that there is no information. The failure of confidently presenting

specific false numbers in that situation is a problem that appears in actual performance evaluations

as well. For this reason, the manufacturing action plan puts safety governance at the front, calls for a

chief data officer system dedicated to data, and in effect treats as necessary both procedures for

sorting out open-source code licenses and vulnerabilities and retrieval-augmented generation tied to

industrial databases.

The document writes in multiple layers of safeguards so that artificial intelligence can be entrusted

with physical systems without being trusted blindly. The very existence of these safeguards also

signals that the government document recognizes today's artificial intelligence is not yet reliable

enough to manage the field on its own. The guidance to attach evidence through

retrieval-augmented generation and to have a chief data officer monitor data is no different from a

demand to verify artificial intelligence's answers against industrial databases instead of accepting

them as they are. The fact that ambitious targets and these cautious safety rules sit together in the

same document shows the two faces of this policy.

Seen this way, the documents discussed in this chapter point in one direction even as they

address different industries. The manufacturing action plan sets targets for datasets and agents on

the supply side. The education, consumption, and personnel documents open market doors on the

demand side. Humanoids and vertical models form the final gate through which that artificial

intelligence descends into the physical world. A structure in which the state draws the direction and

companies run along it creates speed. Cheap models, a broad domestic market, and precise targets

split by industry set feedback in motion. Yet the same structure also shows where the burden falls.

Individuals bear the cost of retraining, companies bear the cost of adoption, workplaces share the

risk of hallucination, and robots still stand in a place where they fail once in ten tries.

We can confirm what numbers the policy documents have written down for 2027 and the years

after that. Whether those numbers will be met, and if so, at whose cost, remains a question that the

evidence now available cannot answer. These policies aim at physical systems in units of

micrometers and milliseconds. Whether they can turn targets on paper into success rates on the

factory floor will be answered over the next few years by order books, defect rates, and latency.
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Chapter 10. U.S.-China AI Competition, Export Controls,
and the Reversal in Overseas Access Controls

In December 2024, a notice posted on the website of the U.S. Commerce Department's Bureau of

Industry and Security froze China's semiconductor industry. The title of the document was

bureaucratic, but the list inside was not. One hundred forty Chinese companies were added at once

to the list of firms barred from receiving advanced semiconductor exports, and 24 types of advanced

manufacturing equipment and three core software tools were placed under export controls. From

that day on, the companies named on the list could no longer buy U.S.-origin equipment, parts, or

design software through official channels.

A single notice forced hundreds of companies to rewrite their procurement plans overnight.

Looking back at how this list took shape, U.S. controls did not arrive fully formed at once. They

thickened layer by layer, from chips to equipment, then to software, and then to coordination with

allies. As that structure grew thicker, the response from the controlled side also moved beyond

changing procurement and toward rebuilding the industry itself. This chapter follows that interlock.

Samjong KPMG Economic Research Institute's "Comparison of U.S. and Chinese AI

Competitiveness" lays out this control timetable in a measured way. It began in August 2022, with

restrictions on exports to China of Nvidia's advanced H100 GPU. Chinese companies searched for a

workaround with lower specifications, and lower-end chips such as the A800 and H800 filled the gap.

In October 2023, the United States closed even that workaround. Then came the December 2024

list. On top of this, the United States pressured equipment makers such as ASML of the Netherlands

and Tokyo Electron of Japan, narrowing China's path to advanced lithography equipment itself.

The picture that emerged was not one country's export rules moving alone, but the rules of several

countries moving together. The focus of control moved upstream, from finished chips to the

equipment that makes those chips, and from equipment to the software used to design that

equipment. That deserves attention. The controls did not stop at blocking sales. They reached into

the ability to make the products in the first place. Once the method of crossing the regulatory

threshold with lower-spec chips was blocked, the remaining choice was no longer to go around the

threshold. It was to build a new door somewhere else.

Some tried to slip through this net by bending the rules, but that path carried a heavy price as well.

According to Hana Securities' "Hana China Weekly," in March 2026, the U.S. semiconductor

equipment company Applied Materials agreed to pay about $252 million in fines over allegations that

it had illegally exported equipment to China's SMIC. Investigators found that the company had sent

U.S.-made equipment to its Korean subsidiary for assembly, then passed it on to SMIC in China

through a complicated route. It was eventually caught. This fine shows that even routes in which

equipment passes through one country and is assembled in another have become targets of U.S.

scrutiny. The regulatory net is now woven tightly across borders.
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The U.S. government went one step further here and even placed under review a plan to cap how

many Nvidia H200 chips each Chinese company could buy. Instead of blocking purchases outright, it

would put a ceiling on the amount that could be purchased. Between prohibition and permission, a

new handle called volume control had appeared. Once this middle stage sits between a complete

ban and free trade, the controlling side can adjust even the other side's inventory level with its

fingertips. As controls became more precise, what Chinese companies could obtain from abroad,

and in what quantities, increasingly became a variable set by Washington's decisions.

By this point, the strategy of buying chips from overseas had effectively become a blocked road.

China's response therefore moved beyond changing procurement methods and toward a different

question: what should be made at home? The signal appeared in the scale of state capital. In May

2024, the Chinese government launched the third phase of the National Integrated Circuit Industry

Investment Fund, worth 344 billion yuan. This money flowed toward Chinese production of foundry

capacity, semiconductor equipment, and advanced materials. If the Big Fund and the Eastern Data,

Western Computing project discussed in the previous chapter formed the hardware blueprint, the

third-phase fund can be read as the place where the outside pressure of sanctions put speed behind

that blueprint.

When the government sets the direction and state capital supports it, companies begin testing

Chinese equipment and Chinese materials on that base. The decision to make at home what had

been bought abroad was not one company's judgment. It was the result of national policy and

corporate procurement working together. Here we can see how the distance between government

agencies and companies narrows. When a state fund puts money into foundries and materials, that

money moves down into the expansion of specific corporate production lines and attempts to shift

specific processes to Chinese production. While controls were closing the door from the outside,

state capital was planting the seeds of an alternative supply chain on the inside.

Within this flow, Huawei emerged as the domestic alternative to fill Nvidia's empty space. Huawei

released its own AI semiconductor, the Ascend 910 series, and moved chips that had been made by

Taiwan's TSMC to China's SMIC foundry. On the software side as well, Huawei prepared its own

computing architecture and framework so that it would not be tied to CUDA, Nvidia's development

environment. Changing only the chip to a Chinese one was not enough. As long as developers

remained used to Nvidia's software ecosystem, people would not move over even if the hardware

changed.

Abandoning familiar tools and switching to new ones takes time and learning costs. If those costs

are high, Chinese chips may pile up in warehouses while actual development still takes place inside

someone else's ecosystem. Huawei therefore chose to build both the chip and the software

environment that runs it as one Chinese system. The calculation was that developers would move

only if hardware independence and software independence were tied together.
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Still, the numbers here need careful handling. Various announcements have been made about the

inference performance and process generation of Ascend chips, but the materials now available do

not support a firm conclusion that these chips match Nvidia's top-tier chips in performance. What can

be confirmed is that Chinese chips have begun to be used in actual services inside China, and that

this adoption accelerated under the condition of sanctions. A sentence comparing performance side

by side and a sentence saying that chips have begun to be used domestically carry different weight.

The first sentence carries the trap of benchmarks and measurement standards, while the second

leaves a verifiable trace in adoption and sales. This text accepts only the second sentence as fact.

Claims of equal performance may be signals shaped by the interests of the announcing party, so it is

safer not to treat them as settled until materials verified under the same conditions appear.

Huawei's keynote address at a semiconductor academic event held in Shanghai in 2026 shows

why this caution matters. After it could no longer bring in EUV lithography equipment used to make

advanced chips, Huawei moved away from the traditional route of making transistors physically

smaller. It instead presented a new answer: stack chips upward in layers with older equipment to

raise density. The company also laid out a roadmap for reaching density comparable to certain

generations within the next few years, even without EUV. This was closer to a statement of future

goals than a proven result. It is interesting because sanctions pushed Huawei onto a detour it likely

would not have chosen otherwise, but it is safer not to read the roadmap's numbers as finished

performance.

A corporate roadmap is also a signal to the market, regulators, and the company's own

government, so no one can guarantee that the target year and target figures will come true as

stated. The right way to handle this material is to read it as a scene showing how controls have bent

the direction of technology, not as proof that the result is already in hand. Between setting a goal and

reaching it lies process time that has not yet been filled.

Hardware limits changed the software strategy as well. The path taken by American Big Tech

points toward pouring more computation into larger models. A report by the U.S.-China Economic

and Security Review Commission shows this contrast through the scale of capital spending. While

major U.S. companies were spending at least $350 billion in 2025 and more than $400 billion in

2026 on data centers and computation, related investment by Chinese cloud companies remained

below $40 billion. The gap was close to tenfold. If the contest is fought on the sheer amount of

computation, China faces a hard match. If it cannot pour in more money, it has to change the way it

competes, and Chinese companies chose that path. Instead of fighting under the same rules in a

match where the starting capital differs by a factor of ten, they moved the contest to a field with

different rules.

The report explains this shift through two loops. U.S. controls target access to the advanced chips

needed to train models, that is, the computation loop. China is at a disadvantage in this loop.

Chinese companies instead shifted weight toward open models that do not require huge amounts of
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computation and toward the physical loop, where factories and worksites generate data without end.

They put smaller models tailored to manufacturing sites into real industries, then collect the data

produced there and revise the models. This path lowers dependence on advanced chips and

sidesteps the point targeted by the controls. China's huge manufacturing base becomes a weapon

here.

More factories mean more data, and more data means more models to revise on top of it. While

U.S. controls were closing the door called computation, China walked through the nearby door called

data. The point that one route remained relatively wide because the design of the controls targeted

only one path also shows the limits of export controls as a tool. The spread of AI+ manufacturing and

industrial agents discussed in the previous chapter can be read alongside this, as the real route that

fed data into the physical loop.

The name that introduced this efficiency strategy to the world was DeepSeek. DeepSeek's model,

released in early 2025, chose to change structure rather than mobilize overwhelming computation,

and it was judged to have come close to advanced performance at only a fraction of the cost of

leading U.S. models. The shock DeepSeek delivered lay less in its performance ranking than in the

possibility it showed: even with fewer resources, a company could stand near the front. Observers

also noted how it pressed into the gaps left by sanctions, using older Nvidia chips it had already

secured for training while running inference for services on Chinese-made chips. This method of

assigning training and inference to different chips showed a precise reading of the openings left by

sanctions.

Behind this lay a judgment: training requires more advanced chips, but existing stockpiles can hold

the line, and inference at the service stage can be handled with Chinese chips. Still, sources differ

over claims that the model earned a gold-medal-level score in a particular competition and over the

exact date of the announcement, so this text does not treat those details as settled facts. Benchmark

rankings and contest results can shift with the measurement method and the timing of release. It is

more accurate to accept only the broader direction, that China has moved close to the front, while

leaving aside a specific ranking or date.

Sanctions also began to create domestic demand. To guard against the uncertainty of U.S.

restrictions, ByteDance spent a large share of its 2025 capital expenditure buying Chinese chips in

advance. The calculation was plain: if it was unclear whether the company could buy them later, it

should stockpile them while it still could. MetaX, a Chinese GPU company, raised its first-quarter

2026 revenue target from the previous year as demand grew for Chinese GPUs for data centers and

training. Once the path for buying from abroad narrowed, demand arose at home, and that demand

flowed back into revenue for Chinese component companies. U.S. controls ended up helping grow a

substitute ecosystem inside China, which shows that export controls do not always produce only

their intended results.
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When procurement from outside is cut off, procurement from inside grows. A Chinese supply chain

built this way will not shake as much as before when the next sanction arrives. The controls aimed to

pin China down, but what appeared instead was a thicker revenue sheet for Chinese component

companies. A measure that cut off one country's procurement created a guaranteed market for

suppliers inside that country. Control and self-reliance began pushing each other upward.

If that is the story of the side under control, the reversal in this chapter's title comes next. As

low-cost, high-performing models built under sanctions gained popularity abroad, China itself began

discussing whether to narrow the door through which those models could leave the country.

According to a Times of India article relaying Reuters reporting, in mid-2026 China's Ministry of

Commerce called in executives from major companies such as Alibaba, ByteDance, and Zhipu to

discuss limits on overseas access to China's advanced AI models. This news should first be

understood as a discussion under review, not a finalized rule.

The source is a media report, and what it describes is not a measure already in force, but signs

that the relevant ministries and companies sat down to discuss possible plans. This text treats that

point as a signal of direction, not as a decided policy. The fact that such a discussion emerged, that

China, which had spoken of openness through open source, might narrow that door on its own, is

the core reversal this chapter addresses. If openness was a strategy, withdrawing that strategy can

also be a strategy.

Behind the discussion lay the gains China had made through openness. A report by the

U.S.-China Economic and Security Review Commission says China targeted Hugging Face, the

world's largest public model repository, as it tried to overcome U.S. computing restrictions. By the

second half of 2025, downloads of Chinese models had surpassed those of U.S. models, and

Alibaba's Qwen family had formed a large ecosystem with more than 100,000 derivative models, the

report says. Those numbers need to be checked again, but the direction is clear. Through a public

release strategy, China drew developers around the world toward its own models, and Chinese

models took root in development sites across many countries.

Models released for free spread across borders, and as more derivative models are built on top of

them, the influence of the original model maker grows as well. When developers build their own

services on a foundation model, those services inherit the model's methods and habits. Openness,

in this respect, was not a loss but a strategy for gaining share. In a field where China could not lead

through compute, public release gave it a wider place in the global developer ecosystem.

The problem was that this openness ran in one direction. The report points to the asymmetry built

into Chinese governance. Chinese models grew by absorbing open data from around the world and

feedback from global communities, but China's data security laws strictly block data from leaving the

country, leaving no comparable path for outside developers to access data inside China in the same

way. The door for intake is wide, while the door for release is narrow. The world's data flows in, but

China's data does not flow out. It is a passage open on only one side. This asymmetry did not arise
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by chance. It comes from a set of rules designed around data security.

The dataset policies of the National Data Administration and the data security rules discussed in

earlier chapters work here as a device that opens only one door to the outside world. The Ministry of

Commerce's latest discussion can be read as pushing this asymmetry one step further. After

securing advanced intelligence and global share through open weights, China is turning toward

preventing that core capability from flowing back to competing countries. The judgment fits together

from both ends: grow through openness, then pull that openness back to keep the gains inside.

The logic supporting this change of direction can be found in China's distinctive view of security.

Academic work on China's AI regulatory philosophy explains that China does not see artificial

intelligence only as a tool that helps the economy, but as a technology that can shake politics and

society as a whole. From this perspective, algorithms and AI models are commercial products, but

they are also objects the state must manage. The paper traces the root of this thinking to a broad

concept of security that takes the people's security as its base and political security as its foundation.

Within this way of thinking, which treats the economy and technology inside a security frame, the

question of opening models to the outside world moves away from commerce and becomes a

security issue. Seen that way, releasing a model close to the world's highest level without conditions

looks no different from handing over a strategic asset.

The discussion of treating intellectual property theft as a matter of national security can be

understood within the same frame. This point also requires care. Some materials compare AI to

earlier national weapons development, but that comparison is an analyst's interpretation, not settled

policy language. This text does not turn that comparison into a firm statement. The existence of a

security frame for handling technology carries one weight; rhetoric that likens that thinking to a

specific weapons program carries another.

Economic calculations are working at the same time. The Ministry of Commerce discussions

reportedly covered not only narrowing overseas access to models, but also limiting foreign

investment in AI startups inside China. This appears to be aimed at blocking outside capital from

gaining influence through stakes in promising Chinese AI companies. Inside China, large companies

are putting major sums into cloud infrastructure and models. If the advanced models they build leak

abroad at low prices, it becomes harder to recover that investment.

The discussion seeks to narrow both the door to the model as a finished product and the door to

the company that created the model as an asset. One can read part of this discussion as a judgment

that China should first grow in scale through openness, then narrow the door to keep profits at home.

When security logic and economic logic point in the same direction, the conclusion that the door

should be narrowed becomes easier to harden. When the case for protecting national assets

overlaps neatly with the calculation of protecting corporate profits, policy tends to slide in one

direction.
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Some read this reversal through the back-and-forth with the United States. The same report says

the United States has also taken measures to block foreign nationals from accessing its advanced

models, and frames China's discussion as a response. Since this is a set of circumstances reported

in the press, it is more accurate to read it not as a settled causal fact, but as a pattern in which each

side mirrors the other's measures. When one side closes the door, the other side closes the door

too, and that closing then calls forth another closing from the other side. The model ecosystem that

had been open is being divided along national borders. Across several sources, one can see AI

governance splitting into camps that put innovation first, regulation first, or state-led digital

sovereignty first.

What remains unclear is what terms this split will impose on the Third World, meaning who will

gain access to AI and at what price. The country-by-country evidence is still thin, so this text leaves

that question open rather than treating it as a settled forecast. As openness and closure are being

redrawn along national borders, the available material has not yet answered which door the

countries outside those lines will have to stand before. On the evidence now in hand, one cannot say

how many countries will be allowed access on the condition that they accept Chinese-style data

centers and infrastructure, or what price those conditions will carry.

Where do Korean companies stand amid this shaking of the larger board? A Samjong KPMG

report argues that the U.S.-China confrontation, paradoxically, opens markets for Korea's

semiconductor and AI industries. As the two countries race to build their own data centers and

computing clusters, the global base of AI demand is widening, and that creates room for Korean

companies with advanced memory and semiconductor manufacturing capabilities. The report also

diagnoses a possible path in business-facing solutions that attach AI to industries where Korea is

already strong, such as manufacturing, healthcare, and finance, instead of trying to confront U.S.

and Chinese Big Tech head-on in a battle of scale.

The judgment is that, rather than joining the race that pours astronomical capital into the position

of a general-purpose large model, Korea has a more realistic path in fitting models to the data and

processes of industries it already knows well. Its position between great powers, relatively close to

neutrality, gives it room to act as a coordinator in discussions over international standards and

governance. While the two blocs press their own rules, a place that does not fully belong to either

side may itself create a voice.

On the other side of opportunity lies structural risk. If the two countries treat AI as a national asset

and tilt toward protectionism, export controls, investment limits, and restrictions on data access will

narrow the room for cooperation by Korean companies that depend on global supply chains.

Tencent's annual report states that geopolitical tensions could lead to export controls and investment

limits in certain sectors, as well as restrictions on local operations. That passage shows that the

same risk applies directly to Korea's multinational companies. In an age when even a Chinese giant

lists geopolitical tension as a business risk in its report, there is no reason that tension would spare
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Korean companies that work across borders.

There is another concern: if Korea, already behind in the scale of capital and infrastructure, fails to

build enough independence in its own ecosystem, it may be pulled into the two giant technology

blocs. In the face of U.S. and Chinese companies that draw talent with higher pay and freer working

conditions, the outflow of Korean researchers and developers remains a deep worry. When people

leave, there are fewer hands to build the next generation of technology. When those hands shrink in

number, the base for independence also grows thinner. The same material also points to internal

weaknesses: AI training support and management systems inside organizations remain at a low

level, and the gender gap among AI talent is wide.

When judging Korea's position, the distance between bright indicators and the field deserves close

attention. According to the Korean summary of the Artificial Intelligence Index Report, Korea stood

near the front of the world with 14.31 AI patents per 100,000 people, and the generative AI usage

rate rose from 25.9% in the first half of 2025 to 30.7% in the second half. The number of AI-related

laws enacted also reached 17, placing Korea in the upper ranks among many countries.

Judged by the density of knowledge and institutions, the picture looks advanced. Three indicators

all point upward: Korea files many patents, people adopt generative AI quickly, and the National

Assembly busily makes related laws. But when we lower our eyes to industrial sites, the scene

changes. The place indicated by the indicators and the place where the factories stand face different

directions.

A November 2025 survey by the Korea Chamber of Commerce and Industry, introduced by the

Korea Institute for Advancement of Technology, found that among 504 participating Korean

manufacturing companies, 82.3% had not been able to bring AI technology into their workplaces.

The reasons were money and people. Of all respondents, 73.6% said the cost of AI investment was

a burden, and 80.7% not only had no AI specialists but also had no plan to hire them or train them

internally. Above all, their expectations were low.

Only 39.4% of companies expected results from AI transformation, while 60.6% expected the

effect of adoption to be limited. This is a three-layer wall: they cannot adopt it because the cost is

burdensome, they cannot adopt it because they lack people, and they do not adopt it because they

expect little effect even if they do. The fact that the two numbers, a world-leading position in patents

and 82.3% non-adoption in workplaces, coexist within one country shows the width of the valley

Korea must cross.

If the previous account was a struggle between the Chinese government and Chinese companies

over sanctions, Korea's story presents a different kind of assignment: how to close the gap between

indicators and the factory floor from outside that contest. A revealing contrast appears here. China

used data from manufacturing sites as the physical link that helped its models grow, while Korea,

despite its advanced manufacturing base, still has more than eighty percent of its factories standing

outside AI. Even among manufacturing powers, data becomes an asset or remains locked away
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depending on who builds the bridge between the factory floor and the model first.

Policy is moving toward closing this valley. In 2025, the Ministry of Trade, Industry and Energy

expanded the earlier idea of autonomous manufacturing into the AI factory and launched an industry,

academia, and research partnership. The Ministry of SMEs and Startups announced a plan to supply

12,000 AI-centered smart factories by 2030 and raise the AI adoption rate among small and

medium-sized manufacturers to 10%. The direction is clear, but since surveys show that cost and

manpower are the walls on the ground, this plan will turn into results only if small and medium-sized

companies gain conditions that let them bear the real cost of adoption, and if examples accumulate

in which they can see the effects after adoption with their own eyes.

Setting target numbers and easing the burden on the factory floor are different tasks. For the goal

of 12,000 smart factories to actually lower the non-adoption rate of 82.3%, mechanisms must stand

between the two that help companies get over the two walls of cost and people. The fact that the

10% adoption target itself is still set low can also be read in reverse: the government recognizes that

the wall on the ground is that high.

When this chapter is read alongside the earlier chapters, a single texture becomes visible. U.S.

export controls tried to block China's procurement, but China changed the field through a shift to

Chinese-made production and greater efficiency instead of procurement, and when the models built

that way spread across the world, China in turn moved back toward discussions about narrowing

that door itself. In this back-and-forth, where control calls forth more control and openness calls

closure back again, Korea holds advanced cards in patents and semiconductors, yet stands in a

place where 82.3% of its factory floor has still not brought in AI. While the doors of the two great

powers close by turns, the question of what Korea will give up and what it will protect at each door

remains unanswered.

Beside that question sits a larger one: where will this cycle stop, in which self-reliance created by

sanctions becomes the strength to withstand the next sanctions, and market share created by

openness becomes the reason for closure? Whether the discussion about closing the door on

models in the name of national assets returns as actual rules, or remains only a signal at the review

stage, is something no one can state with certainty until the next official document appears.
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Chapter 11. Confirmed Limits, Unconfirmed Risks, and
How Far China Will Take Military Intelligence and AGI

At the very bottom of the table of contents document, there is one item that does not appear in any

other chapter. Its title is "Lines Not to Cross in Writing." Five short lines follow. Do not write He

Lifeng's coordinating role as a confirmed fact. Do not write that Ascend chips and American-made

chips have the same performance. Do not state, based on video metadata without a transcript, that

by 2035 the People's Liberation Army will have achieved intelligentization, robotic weapons, and AI

leadership. Do not treat items whose original Chinese notation is inferred as if they were certain. Do

not put statements from YouTube sources in quotation marks.

These are lines the writer of the book drew for himself. Books usually do not show readers such

lines. They keep them quietly in the background and present only polished sentences up front. This

chapter brings those lines forward. It does so to explain why the main text does not set up separate

factual chapters on two questions people tend to ask about Chinese artificial intelligence: how AI

changes war, and whether intelligence beyond humans is coming. In the previous chapters, we

followed government documents and corporate disclosures and saw how the distance between

government bodies and leading firms produces speed.

We traced a structure in which the State Council and the National Development and Reform

Commission set the direction, the Cyberspace Administration of China reviews models, content, and

registration procedures, the Ministry of Industry and Information Technology and the Standardization

Administration of China set safety standards, and the National Data Administration translates

datasets into the language of industrial policy. This chapter discusses what can and cannot be

confirmed behind the speed created by that structure, and how unconfirmed material should be

handled.

A point needs to be made first. This chapter is different in character from the earlier ones. If the

earlier chapters built up facts confirmed in government documents and corporate disclosures, this

chapter starts at the edge of that pile of facts. The edge is where the material grows thin, claims run

ahead of facts, and expectation and propaganda stand in for documents. In stories about artificial

intelligence, the subjects that draw the greatest excitement happen to gather at this edge. Future war

and intelligence beyond humans are two of them.

A book has only two ways to handle this edge. It can inflate thin material into a plausible-looking

chapter, or it can acknowledge thin material as thin and record only what has been confirmed. The

main text chose the latter. I will explain that choice in three parts: why unconfirmed claims are not

turned into factual chapters, why already confirmed shadows are instead recorded as

counterevidence, and how facts and claims are separated within the pile of materials.
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The phrase military intelligentization often appears in headlines as if the process were already

complete. The picture is of artificial intelligence choosing targets, drones making their own

judgments, and robots moving in formation. To turn that picture into a factual chapter, evidence must

support it. Yet within the materials used for the main text, most of the sentences that would support

that picture rest on video metadata without transcripts. Y011 is listed as a video that covers China's

artificial intelligence capabilities from the perspective of U.S. national security, but as of July 2026 no

transcript has been obtained, and the file itself is a metadata note containing only the title, channel,

and public description.

If a text like this pulls out a specific unit number, deployment year, or weapons type and carries it

into the main text as settled fact, it gives typographic authority to a sentence without evidence. This

book will not do that. The same logic explains why the table of contents draws a boundary around

the People's Liberation Army's intelligentization by 2035, robotic weapons, and AI leadership. These

three subjects sit under a rule: no firm claims based on video metadata without a transcript.

What can be confirmed is narrow and must be handled with care. The basic fact that the United

States and China are both working with artificial intelligence in national defense appears across

several sources. Reports comparing U.S. and Chinese competitiveness lay out the larger picture:

both countries treat AI as an axis of national competition. Yet those same reports do not say that

military AI has fully replaced combat power. Trial operations and basic infrastructure work differ from

battlefield completion. Military operations require physical reliability with little tolerance for error, and

a few controlled demonstrations are not enough to show that such reliability has been secured.

This subject therefore remains a confirmed limit. AI is moving into national defense, but the current

material does not allow a firm judgment on its maturity or the breadth of real-world deployment. The

unconfirmed risk starts here. Saying something is unconfirmed does not mean there is no danger.

The lack of verification, while countries keep moving quickly, is itself a risk. The main text neither

inflates nor erases that risk. It records it as what it is: unconfirmed.

A further distinction is needed here. Refusing to make military AI a chapter of settled facts does

not mean covering the subject with silence. It means the opposite. This chapter's task is to separate

what is still in demonstration from what has been completed in the field, and to separate target years

on a roadmap from deployments that have already happened. If a roadmap's target year is written as

if it were a completion date, readers will read a future that has not yet arrived as if it were already

present. A sentence that sets a goal and a sentence that reports achievement use different tenses.

The first sentence expresses an intention. The second reports something already done. When the

two stand side by side in the same type size, readers mistake intention for report. The main text

chooses to prevent that confusion of tense. Direction remains direction, goals remain goals, and

confirmed deployments remain confirmed deployments. Once those places are kept apart, the

striking picture becomes thinner, but the sentences that remain carry only the weight the sources

can bear.
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Claims about intelligence beyond humans, in other words artificial general intelligence, are treated

in the same way. The first reason it is hard to make this subject a chapter of settled fact is that the

meaning of the term itself differs from country to country. U.S. discussions tend to imagine a system

that surpasses humans across all cognitive domains, placing weight on a contest of intelligence

between humans and machines. Chinese policy language does not simply follow that narrative.

Research on China's AI governance points out that Chinese policymakers do not see AI only as a

tool for development.

They see artificial intelligence as a technology that, if poorly managed, can shake security across

politics, the economy, and society. Beneath that view lies the overall national security concept, which

takes the security of the people as its guiding line and places political security at the foundation.

Within this frame, algorithmic bias or goal drift is classified not just as a technical flaw but as a

systemic risk.

This difference is not wordplay. If the American narrative points toward a contest over the total

amount of cognitive capacity, China's policy language leans toward development goals and toward

fitting models to use cases in each industry. The two sides speak of the same artificial intelligence,

but one speaks of systems that surpass humans while the other speaks of tools that raise

manufacturing productivity. When the two languages overlap and circulate as if they were one term,

readers can easily mistake different goals for the same achievement.

This is why this book does not describe artificial general intelligence as a settled future. When a

term with an unstable meaning is placed where a confirmed fact should stand, the meaning of the

sentence changes depending on the country of the person using it. The principle stated in the core

keyword document, which says to avoid expressions whose meaning shifts with the speaker's

country, applies here as well. Artificial general intelligence is a leading example of that problem.

Among the works cited by the same study is a title that compares artificial general intelligence to

the earlier 'two bombs, one satellite' program, meaning the development of the atomic bomb and

artificial satellite. What this shows is not the maturity of the technology, but the setting in which the

technology is consumed. In China's policy debate, artificial general intelligence sits less as an object

verified by benchmark scores and more as part of an ideological language about national survival

and hegemony. If this book were to describe the maturity of artificial general intelligence as fact, it

would fall into the error of lending academic legitimacy to an unverified future goal.

That would lead readers to mistake expectations created by the overlap between the narrative

companies use to attract investment and the narrative the state mobilizes in the name of security for

facts confirmed by the material. In the previous chapter, we saw Chinese-style governance speak of

development and security together. When the term artificial general intelligence moves in Chinese

documents between a tool of development and a symbol of security, it carries two faces at once. If

those two faces are pressed into a single fact, the picture blurs.
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For that reason, military intelligentization and artificial general intelligence do not receive

independent fact sections in this book. Instead, they are placed in two boxes: confirmed limits and

unconfirmed risks. The confirmed limits are the narrow facts that the present material can support.

Documents confirm the direction and ambition of both technologies, but they do not confirm

battlefield completion or the replacement of human intelligence. The unconfirmed risk is the danger

created by the very fact that this blank remains empty.

When new official material arrives, this space can be rewritten at any time. For now, it remains

open. Leaving a blank open is not the same as making something up, and the text tries to respect

that difference. A passage that invents what should fill the blank may look solid at the moment of

reading, but it collapses whole when new material arrives. A passage that leaves the blank open

may feel lacking at the moment of reading, but when new material arrives, the facts can be placed

right there.

Once the grand claims are set aside, a confirmed shadow already forming beneath them becomes

visible. The first shadow is jobs. The unease Chinese policymakers feel about artificial intelligence

and employment appears clearly in observers' records. This unease has historical roots. It reaches

back to the memory of mass unemployment caused by state-owned enterprise reform in 1999. At the

time, the government rapidly expanded higher education to keep young people inside schools and

prevent the unemployed from flooding into the job market all at once.

That memory still casts a shadow over policy language. State media keep repeating that artificial

intelligence will not take away people's livelihoods, and the 15th Five-Year Plan presents lifelong

learning as a safety net for workers. Yet this safety net does not include a redistribution of fiscal

resources. Rather than expanding unemployment benefits, it comes closer to telling people to learn

new skills on their own and find a way to survive.

This must be read alongside the language of development seen in the previous chapter for the

picture to become whole. The government is pushing artificial intelligence down into the real

economy, opening sites of manufacturing, education, and consumption. The same government is

weighing the unemployment shock that this pace may create, yet instead of absorbing that shock

through public finance, it is passing it to individual learning. The hand that drives development and

the hand that shifts the shock onto individuals belong to the same body.

This unease also moves into the language of regulation. The Artificial Intelligence Safety and

Governance Framework 2.0, released in September 2025, stated bluntly that while the share

claimed by capital, technology, and data is growing, the value of labor as a factor of production is

declining, and traditional labor demand is falling sharply. As a result, a national standard was created

requiring companies to conduct employment impact assessments when they adopt generative

artificial intelligence.

This standard goes beyond a recommendation and places a new burden on companies. It moves

in a direction that makes it harder for companies profiting from artificial intelligence to dismiss
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workers immediately, and raises management costs by that much. The government's dual stance,

speeding development while measuring the shock to society, appears here. A single document

called an employment impact assessment shows that the safety standards of the Standardization

Administration of China seen in the previous chapter are the language of industrial policy and, at the

same time, the language of labor policy. Standards do not only measure the safety of technology.

They also try to measure the place of the people that technology may push aside.

The second shadow is the labor that holds up this development from the bottom. For artificial

intelligence to solve problems and recognize photographs, someone has to teach the machine, one

step at a time, how human perception works. This work, called data labeling, is neither physical labor

nor emotional labor. It is cognitive labor. One academic study went inside an artificial intelligence

data company to see how data labeling labor is controlled. The company's scale and the labelers'

position are badly mismatched. The labeling team examined in the study consisted of a small

number of outsourced workers. Interns earned 100 to 200 yuan a day, outsourced staff earned about

4,000 to 5,000 yuan a month, and they were left out of performance evaluations. Above them,

algorithm programmers and testing staff formed separate layers and drew the lines of the division of

labor.

Their job is to make machines read educational workbooks. They draw boxes around images of

arithmetic expressions, attach the label 'four arithmetic operations,' and attach the label 'equation

solving' to other expressions. Management belittles the work as something even elementary school

students could do, but turning natural human recognition into standardized data that a computer can

read is tiring cognitive labor. The study sees management as trying to fit even the labelers' way of

thinking to the machine.

If different people perceive the same image differently, the algorithm breaks down, so the

company uses detailed labeling instructions to bring human judgment into line with a fixed standard.

Instructions such as drawing boxes of a prescribed shape around each line of text and making sure

one box does not sit completely inside another retrain human eyes and hands to follow the

program's rules.

When errors occur during work, they are pointed out publicly in a group chat so workers will

correct themselves, and in hiring interviews the company stresses communication skills to screen

out people who hesitate. At the stage of raising speed, it even suppresses the doubts labelers have

about the rules. The study records a scene in which one labeler sensed that the instructions

contradicted themselves, then told herself not to think too deeply and followed the rules anyway.

This control does not always run smoothly. When the team leader set the daily quota based on the

fastest worker and said he would inspect work logs, the labelers gathered during lunch to plan a

response. They agreed that everyone would complete only up to a certain number of tasks and

would not exceed it, slowing down under the excuse that the images were complicated. It was a

quiet act of resistance by people treated like machine parts, an attempt to regain autonomy. Their
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sense of alienation also leaked out in words. The labelers said they were no different from workers

on an assembly line or in a large electronics factory, and a vocational school student assigned to

autonomous driving data labeling said his eyes hurt and he was tired, and that he would not do the

work if it were not a graduation requirement.

Two months after the study's fieldwork ended, all the labelers on that team had quit, and the

company promptly filled their places with new people. The story is that behind the dazzling

performance of the models, a structure keeps running in which labor at the bottom is cheaply

replaced as the company grows.

If we set this scene against the documents from the previous chapter, the distance becomes clear.

The National Data Administration speaks of data in the language of industrial policy: high-quality

datasets and parameter resonance. At the first line of that dataset are the hands of workers who

earn 100 yuan a day drawing boxes. In policy documents, datasets look like cleanly organized

resources. Yet where those resources are made, people bend their thinking to the rules, chase

quotas, and in the end an entire team leaves after just two months.

Just as the main text has followed the distance between government bodies and companies, this

section must follow the distance between policy documents and labor on the ground. If that distance

disappears, data reads as if it appears by itself. If that distance remains visible, we can see whose

labor gives data its value. Next to any sentence about the speed of Chinese artificial intelligence, this

counterargument must write down the price paid by the labor that holds up that speed.

The third shadow is the cost of regulation and control. Chinese-style governance, which speaks of

development and security together, creates thresholds for companies. Draft rules on generative

artificial intelligence place several duties on companies that release services, including registration

and content management. These duties are devices for safety, but they are also costs that

companies must bear. The more procedures a company must pass through before sending a model

into public service, the heavier that threshold feels, above all for smaller companies. This chapter

reminds us again that the speed of development seen in the previous chapter is made on top of this

threshold.

From the viewpoint of the counterargument, we must reread the two faces of the Cyberspace

Administration of China's role in examining models and content: a barrier for safety and a cost for

companies. Each procedure required by the draft rules is one line of legal text, but for those who

must comply, it becomes practical work requiring staff, time, and review. If the earlier chapters read

these rules from the angle of balance between development and security, this chapter reads the

same rules again from the angle of corporate burden. Depending on the angle of reading, the same

document can become a protective wall or a threshold.

That control has another face beyond labor and markets. A report by an international human rights

organization on the repressive power of artificial intelligence addresses how civil liberties narrow

when AI is used as a tool of surveillance and censorship. When the language of development flows
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smoothly through industrial policy documents, this report records from the other side how the same

technology works in places of surveillance and censorship. The reason the main text places this

report beside its account of the speed of Chinese artificial intelligence as a counterargument is that,

if the reverse side of speed is erased, only half the picture remains.

Only when the language of development and the record of repression are placed together can

readers weigh the matter for themselves. This is where this section connects with the previous

chapter's duet of development and security. This chapter gathers in one place the two directions in

which governance that speaks of development and security together appears: for companies, as

compliance cost; for citizens, as a narrowing of freedom. The same technology, the same

government bodies, and the same rules read as tools of development in the language of industry,

and as tools of control in the language of human rights. The book must carry both readings if it is not

to tell only half the story.

After setting down these verified shadows, the remaining question is one of method. When

confirmed facts and unverified claims sit in the same pile of materials, how should a book separate

the two? The approach taken here is to assign each fact its place according to the weight of its

source. The framework rests on official documents and corporate disclosures. Government

regulatory rules, securities filings, and statistics from research institutions that disclose their methods

occupy the first line of factual support. Major media outlets and analytical reports provide context, but

they do not, by themselves, become settled statements in the factual chapters. Personal blogs,

unsigned commentary, and unverified posts are excluded as grounds for factual claims.

A precise figure drawn from an anonymous post for a metric a company has never disclosed may

look accurate, but it is unsupported, so it is left out. The writing guidelines insist on building evidence

in the order of government documents, corporate disclosures, research reports, and policy reports

because that order preserves this hierarchy of weight. A number carried down to the decimal point

gives readers confidence. When that confidence has no basis, precision becomes packaging that

hides a falsehood.

The rules for handling video materials are strict in this text. The YouTube files listed in the

materials are metadata notes, not transcripts. As of July 2026, they contain only the channel, title,

and public description, without secured transcripts. Videos on nationwide investment amounts for

artificial intelligence infrastructure, videos on successive financing rounds by Chinese artificial

intelligence companies, and videos assessing capabilities from the standpoint of U.S. national

security all remain in this condition. For that reason, this text does not move the figures from those

videos into the evidentiary record, nor does it quote statements from them in quotation marks. These

files remain only as clues for exploration, showing which topics are being discussed and where.

When needed, they are marked as subjects for further checking, but they do not produce settled

statements.
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Even if someone in a video asserts the superiority of a given technology or the effect of a policy,

that assertion stays in the category of unverified claims. The principles stated by the materials

themselves point in the same direction. Facts about policy, companies, and technology take official

documents and registered materials as prior evidence, while video materials are downgraded to

supporting materials that show their existence, titles, and topic scope. If an exact quotation from a

video is needed, the original source must be checked again, and before that check is complete the

statement is not carried over as fact. The larger the number, such as a nationwide investment

amount, the more strictly this rule applies. Large figures are easy to cite, and once cited, they travel

into other writing and harden as if they were facts.

The same discipline applies when handling technical reports from companies and research

institutes. A claim made in the introduction of a report is treated as fact only when it matches the

results that follow. Developers often mix ambitious goals into their reports, such as future intelligence

that will solve humanity's problems. Such goals may be introduced as motives, but the line must be

drawn clearly: they have not yet been achieved. The work also includes stating the assumptions and

limits hidden behind strong results. The place for limits, where one asks whether a result holds under

other conditions as well, must not be left empty. This discipline is why the benchmark discussion in

the previous chapter was written with caution.

This text does not write that a given Chinese-made chip has the same performance as a

U.S.-made chip, and it does not declare that a given model has overtaken the top U.S. model,

because even the metrics for diffusion have not yet been standardized. Fixing rankings under those

conditions is closer to making a claim than stating a fact. The table of contents draws a separate

prohibition line against claims of performance parity between Ascend chips and U.S.-made chips for

the same reason. Benchmark scores shift when conditions change. If the problem set used for

measurement differs, or if the scale used for counting differs, the same model can receive a different

ranking. When such unstable numbers are turned into fixed rankings, a momentary measurement

hardens into a lasting fact.

Handling conflicts among sources is part of this method as well. Authoritative sources often give

different numbers for the same matter. When that happens, the text does not quietly pick one

number and print it. Instead, it states whether the sources agree, conflict, or whether there is only

one source to begin with. When they conflict, it gives a range that covers the minimum and

maximum, along with the method used to derive that range. It also leaves a marker showing that the

value belongs to the realm of estimation, not settled fact: (estimate). The same principle applies

when timeline dates differ from source to source. The text does not erase one date, but records both

side by side.

When sources disagree on when a data-related law took effect or when a planning document was

released, the text records both dates instead of choosing one as final, so readers can see the

inconsistency for themselves. From that parallel notation, readers can tell what has not been settled.
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A text that quietly chooses only one number may look smooth, but readers have no way to see the

choice hidden behind that smoothness. A text that leaves both numbers in place may look rough, but

it hands readers the material they need to judge.

The same method governs how Chinese original terms are handled. Many company names, policy

terms, and government agency names still lack confirmed original Chinese forms. If the text prints

such items as if their original forms were settled, an unverified form becomes fact through the force

of type. For that reason, the text gives original Chinese only for names that have been confirmed,

and it does not use tentative forms as settled terms. The same rule applies to a person's title. The

line against treating rumor-based coordinating roles as confirmed facts reflects the care needed

when handling the names of institutions and the positions of people.

Institutions are described only up to the roles confirmed in documents, and people only up to their

confirmed titles. Even if multiple places say that a certain person coordinates artificial intelligence

work on a certain committee, the text does not attach that position to the person's name as long as

the claim remains at the level of rumor. Once a name and title are joined in print, that pairing travels

into other writing regardless of whether it was ever confirmed.

This is where the reason this method belongs in this chapter becomes clear. The judgment not to

make military intelligentization and artificial general intelligence into factual chapters, the judgment to

place jobs, labeling labor, and regulatory costs alongside one another as countervailing evidence,

and the judgment to leave video metadata out of the citations do not stand as separate decisions.

They come from one discipline: write what has been confirmed only to the extent that it has been

confirmed, state that what has not been confirmed remains unconfirmed, and do not force the blank

space between them to close. This also explains why the text has followed the distance between

government institutions and leading firms from the beginning. That distance creates speed, but it

also marks the boundary between what documents confirm and what remains expectation and

propaganda.

The direction set by the State Council and the National Development and Reform Commission, the

registration process of the Cyberspace Administration of China, the standards of the Ministry of

Industry and Information Technology and the Standardization Administration of China, and the

datasets of the National Data Administration all occupy positions that documents can confirm. On

that ground, the speed at which companies run can be verified, but the claim that this speed leads

directly to military completion or to intelligence beyond human beings still sits outside the

documents. Drawing a line between facts inside the documents and expectations outside them is the

role this chapter's main text has taken on.

Let us return to the five lines written at the very bottom of the table of contents document. Those

lines of prohibition may look like rules that narrow the book, but they are in fact the conditions that

make the book trustworthy. Because there are sentences we chose not to write, the sentences we

did choose to write gain weight. The earlier chapters followed the language of development, and this
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chapter recorded the reverse side of that language as counterevidence. For that reason, they form

the front and back of the same book. Read only one side, and you see only speed. Read only the

other, and you see only shadow.

Only when the two sides are placed together does the real temperature appear at the point where

government agencies, companies, and data interlock. The remaining question is left open for the

reader. On the day when new official materials arrive and today's unconfirmed risk becomes a

verified fact, on what grounds will we rewrite that sentence? And even then, as now, will we be able

to bring the line between what has been confirmed and what has not been confirmed forward and

show it to the reader?
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Chapter 12. Korea's Choices: Redrawing the Distance
Between Government, Companies, and Data

Imagine three documents stacked on a desk. At the bottom lies a Samjong KPMG report

comparing the AI competitiveness of the United States and China. Turn the cover, and a familiar

picture appears. On one side is a passage saying that U.S. AI startups drew large amounts of private

venture capital in the first quarter of 2025 alone. Beside it is a passage saying that China is filling the

contraction in private investment with state capital and supporting the shift to Chinese-made

semiconductor production.

Above it sits a document explaining the Chinese government's AI+ strategy, and on top rests a

report summarizing China's recent AI policy trends. When a Korean policymaker lays these three

pages side by side, the first question should not be whether to copy that country. It should be how far

apart our government bodies, companies, and data infrastructure now stand, and how we should

reset that distance. This chapter holds on to that one question.

Open China's policy documents, and one thing comes into view first. They do not speak of AI only

as a chatbot or a search tool. The AI+ strategy document uses language that sends AI down to the

factory floor and the base of the real economy. The document summarizing recent policy trends also

shows how the government turns industrial problems into policy language, in a line that runs from the

2017 Next Generation AI Development Plan to the AI+ strategy, and then to the intelligent economy

of the 15th Five-Year Plan. The government sets the direction, the data infrastructure laid by the

state provides the physical frame, and companies run the real economy on top of it.

The fact that these three do not move separately, but continue as one flow, lies beneath China's

speed. Korea should watch not the glamour of individual technologies, but the way China threads

policy, infrastructure, and companies into one line of execution. Rather than putting forward airy talk

of artificial general intelligence, China turns problems on industrial sites into sentences in policy

documents. This power of translation is still thin in Korean policy documents.

We need to look a little more closely at what this translation looks like. The AI+ strategy document

contains a plan to attach AI to many industries. It attaches AI to manufacturing, to education, to

consumption, and to administration. Each time, the government rewrites that industry's problems in

that industry's own language. It places inside the policy document which process should be raised to

what level, and what datasets should be collected and how. As the recent policy trend document

points out, this kind of plan does not come from the fingertips of one ministry. It descends as layered

coordination running from the State Council to local governments.

It is a structure in which the place that sets direction and the place that executes are already

connected inside the document. What Korea can learn is not the size of the budget, but the precision

of this translation. The ability to turn the language of the field into the sentences of policy can be
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learned apart from the scale of financial resources.

If we open up this structure of coordination a little further, we can see one place that sets direction

and another that sets thresholds. The State Council and the National Development and Reform

Commission stand in the position of setting the broad direction, while the Cyberspace Administration

of China manages which models may be released as public services through registration and review

procedures. The Ministry of Industry and Information Technology and the Standardization

Administration of China are in charge of safety rules and industrial standards. The National Data

Administration, which handles data, has entered this flow and turns scattered data into the language

of industrial policy.

There is one point that calls for caution here. It is better not to treat stories about a specific person

holding the baton for this coordination as confirmed fact. The documents on which this text rests

show the placement of institutions and procedures, not heroic tales about individuals. The place that

sets direction, the place that sets thresholds, and the place that gathers data are interlocked in the

documents. That arrangement itself is the framework of Chinese-style governance.

The second lesson worth taking is the view that infrastructure is also a matter of space and power.

The representative example cited in the Samjong KPMG report is the Eastern Data, Western

Computing project. When data pours out of the industrially concentrated east, the computing work is

sent west, where land and electricity are more abundant, for processing. It is a national-scale

reallocation of infrastructure. The question of where to build data centers was not left as a matter of

corporate sites alone. China drew the map together with the continent's power grid and land. Korea

has a narrow territory and faces bottlenecks in securing power.

There has been debate about sending data centers to regional areas, but a national design that

overlays power, communications networks, and industrial demand on a single map remains

scattered. Korea cannot copy China's picture as it is, but it can take the perspective that sees

infrastructure as a combination of space, power, and demand. Reports that organize the flow of

Korean industry also point out that the perspective of looking at computing and electricity together

carries heavy weight in the competition of 2026.

The third point is the path of open models and cost efficiency. The U.S.-China Economic and

Security Review Commission report sums up China's choice under U.S. export controls on advanced

chips as a choice of another path, rather than expanding through unlimited capital spending. The

report judges that DeepSeek adjusted its architecture and produced usable performance at far lower

cost than top-tier U.S. models. The same report says Alibaba's Qwen broadened the open model

ecosystem, with numerous derivative models branching out on public repositories.

Here the report offers one frame. It sees China's open strategy as a way to strengthen its industrial

control. When models are opened, developers around the world build derivative models on top of

them, and that flow returns as feedback that expands the standards and tools of Chinese

companies.
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For Korean companies that lack vast pools of capital, jumping straight into the scale race for giant

closed models offers slim odds of success. A more realistic path is to build on strong open models

and compete with lighter enterprise solutions tailored to fields where Korea is strong, such as

manufacturing and medicine. What China has shown is not a knack for making things cheaply, but

an attitude of designing detours under constraint. That attitude does not stop with the story of one

company, DeepSeek. It connects to the texture of an industry in which fast-following companies such

as Moonshot, MiniMax, and Zhipu quickly catch up by riding the current of open models.

Yet Chinese-style speed carries things Korea should discard. The first is a form of governance that

speaks of development and security together while the scale tilts heavily toward security. Research

on AI governance notes that Chinese policymakers view AI as a subversive technology that could

shake the system. On that view, generative AI services must go through registration before public

release, and both content and models become objects of management. It is a structure that speaks

of development while placing political safety at the front. The research describes China's leadership

as having a comprehensive view that divides security into several layers, with political safety placed

first.

So no matter how capable a company's model may be, it is classified as a risk if it crosses the line

of political control. This framework always invites criticism that it amounts to censorship and

repression. What Korea should learn is not control in the name of security, but the honesty of

speaking about development and risk in the same document. The method of going beyond that line

and closing down openness and expression is not a path for Korea, which belongs to the liberal

camp.

One more point has to be made here. China's governance works by placing thresholds on

companies. Models released as services must go through registration, and content becomes subject

to review. These thresholds are both the handle by which the government steers industry and a cost

that companies must carry. If we do not look at who bears the compliance costs in documents that

speak of development and security together, and how far that control narrows expression and

information, we will see only the growth numbers and miss the burden underneath them.

When Korea designs regulation, the key is to take the attitude of writing development and risk

together while keeping the scale from tipping toward control. Policymakers must count both faces of

registration and review: they can serve as safety devices, and they can also act as barriers to entry.

The second thing to discard is the practice of shifting social costs onto companies and individuals.

Fear that AI will unsettle jobs is also strong inside China. Earlier chapters treated as

counterevidence the tendency for the state to answer that fear not with redistribution and safety nets,

but with individual survival, while answering companies by burdening them with the duty to protect

jobs. The bottom-level labor of cleaning data, the control of labeling work, and the regulatory

compliance costs that companies carry are hidden behind the glittering results.
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It is hard to treat these shadows as settled numbers, and much remains unconfirmed. What is

clear is that Korea must not repeat the habit of chasing speed while pushing these costs onto

workers and small and medium-sized companies. A more durable path is for the state to share the

burden through transition funds and money for retraining. If the figures for growth and the lives of the

people who support those figures are not counted in the same document, the indicators and the

workplace will drift apart.

The third thing to discard is technological hype that hides physical limits. China's performance

claims around semiconductor self-reliance must be read with care. This book does not state that

hardware designed to get around export controls performs the same as America's top chips.

Numbers that put density first while hiding the costs of heat and power consumption can easily turn

into political display. We should also avoid firm claims that Chinese models have nearly caught up

with or surpassed American models in benchmark rankings.

That is because the indicators for measuring diffusion have not yet settled into a standard. Korea's

strength in semiconductors came from yield and transparent process engineering. The way to

protect Korea's strengths is to put verifiable performance and financial reality first, rather than being

pulled into inflated competition over indicators. This is why Korean industry reports still read China's

2026 as a stage for technology, while also stressing the need to look at benchmark limits and the

actual financial picture.

Now let us move beyond weighing, one by one, what to learn and what to discard, and turn to a

clearer way of reading Chinese AI. If we see China's AI only through corporate rankings, we miss

half of the picture. Counting only DeepSeek's costs, the number of derivative Qwen models, or one

company's benchmark score does not show how this system works. The picture emerges only when

three axes are laid on top of one another: government bodies, companies, and data infrastructure. If

American AI grew in the hands of Silicon Valley's private sector and venture capital, Chinese AI

moves as one large mechanism in which these three axes interlock.

The first axis, government bodies, does more than issue regulations. It stands in a command

position, gathering scattered data and capital into one place. China created the National Data

Administration as an agency dedicated to data. According to the AI+ strategy document, in August

2025 the National Data Administration convened a meeting in Guiyang with central ministries

including the Ministry of Industry and Information Technology, several local governments, and

data-related companies to discuss the development of Digital China. The meeting focused on how to

connect scattered administrative networks with corporate data.

At this meeting, the construction of a computing resource network linking the eastern and western

regions, known as a compute power network, or suanliwang, was placed on the agenda for the years

ahead. This means the government stands in the position of writing the score. As recent policy trend

documents explain, China's AI policy does not come down as regulation from one ministry, but as

layered coordination running from the State Council to local governments. At the end of that



129 - Kim Kyung-jin

coordination, bodies such as the National Data Administration turn data into the language of policy.

This command takes shape through top-down planning. According to a Samjong KPMG report,

several ministries, including the National Data Administration, jointly issued multi-year action plans

on data and included quantitative targets for growing the data industry to a set scale within a defined

period. The report also notes that a large-scale integrated circuit industry investment fund was

launched again to support China's shift to Chinese production of semiconductors with state capital.

On this board, models from private companies such as Alibaba and Tencent gain access, under

government approval, to the industrial data of state-owned enterprises.

This is how a loop of data feedback that Western companies find hard to obtain is created. It is a

structure in which the two loops described by the U.S.-China Economic and Security Review

Commission, the open-source loop in which public models circulate and the feedback loop in which

data returns from industrial sites, overlap in the hands of the government. Openness here is not

openness for its own sake. It is openness that returns as industrial control.

The second axis, data infrastructure, gives this plan a physical body. East Data, West Computing

shows where government planning and infrastructure interlock. It is national infrastructure that sends

computing demand from the data-heavy east to the west, where power and land are more abundant.

But there is a painful gap between plan and reality. The U.S.-China Economic and Security Review

Commission report points out that actual operating rates at data centers built in the west remained

low. Companies in the east have not yet overcome the wall of communications delay they must

cross for real-time inference.

The answer that emerged from this problem is the computing power network discussed earlier. It

is an attempt to solve an infrastructure bottleneck once again through a tie between government and

companies. Only by looking at both the grandeur of the plan and the low operating rates on the

ground can we read the strength and the weakness of China's infrastructure together. This also

reflects directly on Korea. Drawing infrastructure on a large scale and making that infrastructure

actually run are different problems.

The third axis, companies, plug into this infrastructure and move physical production. The picture

becomes distorted if China's AI companies and manufacturing companies are seen only as software

firms selling cloud access points. They connect directly to the data infrastructure laid by the

government and run factories. The policy term model-data resonance, which means that large

models and data combine to create industrial resonance, is the name given to this connection. Here,

a structure takes shape in which equipment and data nodes at industrial sites pass through

corporate hubs and connect to the national data infrastructure network.

Companies do not innovate alone. They combine with infrastructure and remake themselves to

meet the goals set by the government: industrial datasets and industrial agents. This is also why

Korean industry reports still read China in 2026 as a stage for tech. Competition is shaped not only

by the performance of each company, but by the way that company is coupled to national
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infrastructure.

When these three axes are laid over one another, it becomes clear that the strength and danger of

the Chinese AI system come from the same place. When the National Data Administration gathers

ministries and writes the score, Eastern Data, Western Computing and the computing power network

become continent-scale instruments, producing electricity and computation, while Alibaba and

state-owned manufacturing firms move the machines on the factory floor and perform the piece. The

baton for this symphony is held by a duet of development and security. The structure that produces

power and the structure that invites control are not separate. This is what must not be missed when

looking at Chinese AI. If you break it apart, you lose it; only when you see it together does it appear.

Counting only a company's parameters, reading only government regulatory documents, or

measuring only the scale of data centers will not capture the whole. Only when the three kinds of

documents are read together does the outline of this apparatus emerge.

What, then, appears when this perspective is turned back toward Korea? Korea is a country with a

high density of innovation. It holds a leading global position in AI-related patents and semiconductor

memory, and the share of people using generative AI has risen quickly. Yet there is a paradox: this

density has not reached the factory floor. Surveys of Korean manufacturing companies report that

many firms have not yet brought in AI, citing cost and shortages of personnel. Even large companies

often delay adoption because of the cost burden and doubts about the effect.

A world-leading density of patents and a low adoption rate in the field are unfolding inside the

same country. Where China has threaded government, infrastructure, and companies into one line

and sent it down into the factory, Korea has a structure in which the three axes stand far apart.

Korea is ahead in knowledge assets such as patents and papers, but the bridge that would carry

those assets into productivity in the real economy has not yet been built.

Narrowing this distance is the core of Korea's choice. The direction can be set out in three lines.

One is to build the power of government bodies to translate goals into the language of industry. This

means the ability to write, in the language of the field, which process in which industry should be

raised to what level, so that regulatory documents and support programs do not move separately.

The power shown by China's recent policy documents lies not in a vast budget, but in the precision

with which problems on industrial sites are translated into policy language. This ability to translate

can be learned apart from the size of the budget. Another task is to draw data infrastructure on a

large scale as a combination of space, power, and demand.

Data center sites, power grids, and industrial demand should be overlaid on one map, while the

lesson of China's low operating rates must be marked in advance. China's western data centers

have shown that making facilities actually run is harder than building them big. The remaining task is

to lower the threshold for public data and industrial data so that companies can connect open

models with industrial data. At this stage, the key is to strike a balance between opening data and

protecting personal information and security, without letting that balance tilt toward Chinese-style
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control.

One caution should be added here. Claims about China's military intelligentization or leadership in

artificial general intelligence are not areas that this text treats as settled facts. What the current

materials confirm extends only to confirmed limits and unconfirmed risks; beyond that, it does not

make firm claims. It is better not to write, without verified evidence, sentences saying that a certain

military milestone will be reached by a certain year, that a certain weapons system will be

completed, or that one actor will hold leadership in artificial general intelligence. Korea's policy

should guard against being pulled by such inflated visions of the future into wasting budgets and

public attention.

There are forums that ask how much China should be seen as a threat and how much as an

opportunity, including academic conferences that reassess China's strategic value. In this book,

however, those discussions remain matters for further verification. Keeping verified documents and

disclosures in front, and unverified claims behind, is itself an attitude Korea should learn. The

discipline that separates which arguments become facts from which arguments remain open

questions is what sustains trust in policy.

Let us unpack that discipline one step further. China's policy documents and corporate disclosures

mirror each other. When a government document sets goals such as industrial datasets and

industrial agents, corporate disclosures and industry reports show traces of those goals being turned

into actual business. External analyses, such as reports from Samjong KPMG and the U.S.-China

Economic and Security Review Commission, reveal costs and limits that government documents do

not mention. Low operating rates, metrics that have not become standards, and governance that

leans toward control are examples.

This is why Korean policymakers must read these three kinds of documents together. If they read

only government documents, the picture looks grand. If they read only external analyses, the risks

look outsized. Only when the two are read over each other does the real scale of Chinese speed

come into view. This layered reading is a way to judge China, and it is also a way for Korea to

inspect its own policy.

The same layered reading must be applied to contrary evidence if the assessment is to be fair.

DeepSeek's low cost and Qwen's broad derivative ecosystem are recorded in reports as clear facts.

Yet criticism that those gains were built on censorship and repression, corporate compliance

burdens, and control over bottom-tier labor carries the same weight. If the sentences of achievement

and the sentences of shadow do not sit side by side on the same page, Chinese speed is left with

only light, while its shade disappears. That is why, when Korea chooses what to learn, it must write

with the same hand not only a list of what to adopt but also a list of what to reject. Korea should take

the speed of execution that reaches the real economy, while filtering out the treatment of people as

consumables and the controls that close off expression.
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As this chapter closes, it leaves readers with several open questions rather than a fixed answer.

The first concerns capital and infrastructure. No one yet knows which will hit its limit first: the war of

attrition in American-style capital, or the mobilization of Chinese-style state infrastructure. The vast

spending of U.S. Big Tech may tire first, or China's infrastructure, burdened by the bottleneck of low

operating rates, may shake first. Between them, how will Korea, which has neither giant capital nor a

giant territory, create its own place with what capital and what infrastructure? This is the first

question.

The second question concerns the physical world. It has not been confirmed when today's AI will

be able to handle the irregular conditions of the factory floor in a stable way. Korea has one of the

world's highest patent densities, yet why can it not cross the adoption barrier on its own factory

floors? If strength in patents and memory cannot be converted into adoption rates in the field, that

density remains only a number on an indicator. China's method of threading government,

infrastructure, and companies together and bringing them down to the field asks Korea a mirror-like

question, because those three axes remain separated in Korea.

The third question concerns people. Behind the dazzling results lie the ground-level labor of

cleaning data and the fear of lost jobs. If government, companies, and society do not want to push

this cost onto workers and small and medium-sized enterprises, what will each side bear, and how?

The way China has shifted this cost onto individuals struggling on their own and onto companies as

a regulatory burden is not a path Korea should repeat. Korea's governance should part ways with

China's at the point where it counts both the numbers of growth and the lives of the people who

support those numbers in the same document.

The fourth question concerns relations with the outside world. As advanced models are treated

like weapons and access is being locked down, where will Korea stand among data blocs, and how?

If Korea cannot sit at the table where rules are made, it will remain in the position of following lines

drawn by others. If Korea has read the structure in which China's open strategy returns as industrial

dominance, it too must build its own way of counting openness and gain together.

These questions are not rhetoric. They are bills coming due. Measuring how far government

bodies, companies, and data infrastructure stand from one another, then resetting that distance, is

not the job of one ministry or one company. The first place to look for an answer is to gain the vision

to see the three axes together. China's documents have already drawn that vision as one picture,

while Korea's documents are still scattered across three pages. This chapter began with three

documents layered on a desk, so the final question also comes from there. Can we layer the map of

our government documents, corporate disclosures, and data infrastructure onto one page and read it

as one? It has not yet been decided which hand, on which desk, in which ministry, will begin that

layered reading.

To set the discipline for layered reading, we must first hold the standard for deciding which

sentences should be treated as fact and which should remain open questions. The scale of venture
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capital cited in the Samjong KPMG report and the relaunch of the integrated circuit industry

investment fund stand on ground backed by disclosures and documents. By contrast, remarks about

the low operating rates of western data centers or the failure of diffusion metrics to settle as a

standard become yardsticks for measuring performance numbers again. If Korean policymakers

train themselves to read these two kinds of sentences side by side, they can sort out both the

grandeur and the weak points in any country's announcements with the same hand. This training

does not end with judging China. It returns to the task of checking the plans issued by our own

ministries.

Back at that point, the first question to ask is whether our policy documents are translating the

problems of industry sites into the language of those industries. China's recent policy trend

documents show a tiered form of coordination running from the State Council down to local

governments, and at the end of that coordination, the bodies that handle data turn scattered

resources into the language of policy. The places that set direction, the places that set thresholds,

and the places that gather data are linked inside the documents. That arrangement was the

foundation of speed.

If Korean documents fail to state, in the language of the field, which processes should be raised to

what level, and if support programs and regulation move separately, the three axes will remain far

apart. The precision of translation could be learned apart from the size of the funding. Whether that

learning takes place determines whether Korea can build the bridge that carries the density of

patents and papers into adoption rates on the factory floor.

The same layered reading must also be applied symmetrically to the list of what should be left

behind. If DeepSeek's low cost and Qwen's broad derivative ecosystem are the product of an

attitude that designed detours under constraint, then the fact that those achievements emerged at

the thresholds of registration and review, under controls that treat content as an object of

management, and on a scale that puts political safety first must be given the same weight. Korea

should keep the honesty of recording progress and risk in the same document, while also developing

the hand that filters out the moments when the scale tilts toward control. The real lesson is to make

both movements within a single judgment. Unless the sentence about achievement and the

sentence about its shadow stand side by side on the same page, only the list of what to learn

remains, and the list of what to reject disappears.
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