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Chapter 1: Why China Rushed Hospital AI

Long Lines of Patients Crowding into Large Hospitals

Long queues stretch in front of the reception desks at large general hospitals in Beijing and
Shanghai. It is a scene that anyone who has visited China has likely witnessed at least once.
Even for minor ailments like a cold or headache that could easily be treated at local clinics,
people wait for hours to receive medical care at major hospitals. Professor Winnie Yip of
Harvard University calls this phenomenon the fragmentation of the Chinese healthcare system.
In a conversation hosted by the Asia Society, she diagnosed that the three tiers of China's
healthcare service delivery, data, and governance operate in isolation from one another.
Fragmentation of service delivery means that community health centers and major hospitals do
not function as a unified system, but rather operate separately.

The more fundamental reason pointed out by Professor Yip is trust. Patients do not trust
village- and neighborhood-level health clinics or primary care hospitals. Therefore, even though
they know they have to queue for a long time to book an appointment at a major hospital,
people endure that inconvenience. They choose the convenience and authority that large
hospitals provide. The desire to be treated where skilled doctors and proven equipment are
located is natural. The problem is that while this choice may be rational for individual patients,
it is a different story when looking at the hospital system as a whole. Momentum builds toward
the continuous accumulation of patients and resources at large hospitals.

The State Council of China defined this overcrowding as a national issue and began taking
action. According to a report by Caixin Global in July 2026, the State Council announced the
15th Five-Year Health Plan, setting a goal to raise the national average life expectancy to 80
years by 2030. A deadline was fixed. A notable point in this plan is the declaration to shift the
policy focus from treatment-centered to prevention-centered care. At the same time, it
explicitly outlined a policy to strictly curb the expansion of mega-hospitals in major cities. A
direction was also laid out to permit new bed expansion projects only in regions with scarce
medical resources and at local primary healthcare institutions.

This reads as an intention to funnel resources down to lower levels rather than allowing
major hospitals to continue expanding.

The same document also contains a policy to accelerate the adoption of artificial intelligence
across pharmaceuticals and healthcare. Here, artificial intelligence was not merely a
promotional slogan for introducing cutting-edge technology. It was positioned as a tool to
elevate the capability of local medical institutions to the level of major hospitals. A local health
clinic doctor cannot gain as much experience as a specialist at a major hospital overnight.
However, if there is software assisting image reading or programs organizing clinical guidelines,
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the quality of medical care can be raised to a certain degree. Making patients feel that local
clinics are trustworthy places—that was the primary reason why the Chinese government
rushed hospital AI.

The Caixin report and the Asia Society conversation originate from different contexts: a
national policy announcement and an academic diagnosis, respectively. One is a goal put
forward by the government, and the other is a scholar's analysis explaining why that goal is
necessary. Overlaying the two narratives leads to this conclusion: China's commitment of
national resources to hospital AI is closer to an attempt to resolve long-standing issues—patient
overcrowding and lack of trust—rather than a mere desire for technology itself.

2027 and 2030 Goals in National Documents: Local Governments Take Action

For a policy not to end up as mere slogans, it must have numbers and deadlines. Issue No. 12
of the bulletin published by the National Health Commission in April 2025 contains the
"Implementation Opinions on Promoting and Standardizing the Application and Development
of 'Artificial Intelligence + Healthcare'". This document lays out goals in two stages: by 2027 and
by 2030.

The work to be done by 2027 is laying the foundation. It includes building high-quality datasets
for the healthcare sector and establishing trusted data spaces where data can be exchanged
securely. It also contains goals to develop multiple vertical large models and intelligent agents
tailored to specific diseases or clinical departments. Furthermore, it explicitly states policies to
ensure that smart clinical assistance for primary healthcare institutions, smart decision support
for treating specific diseases, and smart services for patients are widely used in hospital
settings.

It was also decided to establish national AI application bases in the healthcare sector and
national-level testbeds for testing new technologies during this period.

The 2030 goals go a step further. The first is to achieve basic full coverage of smart assistance
applications in primary medical care. The expression 'full coverage' reads as meaning that AI
tools should be introduced into most primary medical institutions, not just a few major
hospitals. A concurrent goal is set to make technologies such as smart-assisted medical
imaging diagnosis and smart clinical decision support universally used in Class II hospitals and
above. Added to this are goals to basically complete application standards and normative
frameworks, as well as to establish several world-leading scientific and technological
innovation bases and talent training hubs.

The same bulletin also includes the "Guiding Opinions on Optimizing the Layout and
Construction of Primary Healthcare Institutions". The principle put forward by this document is
clear: general diseases should be resolved at the city or county level, and common, routine
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illnesses should be managed at the primary level. To realize this principle, it was decided to
fully equip the infrastructure of primary healthcare institutions at the township, sub-district,
and urban community levels by 2027. Telemedicine and AI-assisted diagnostic technology were
to be built on top of that infrastructure. It was not just about building facilities and providing
equipment for primary hospitals; the plan was to supplement the judgment of doctors working
at those hospitals using AI.

The two deadlines of 2027 and 2030 were not set by the National Health Commission alone. In
December 2025, the National Development and Reform Commission and the State Information
Center released an expert opinion titled "Accelerating the Implementation of Artificial
Intelligence Technology in Healthcare Scenarios". The National Development and Reform
Commission is a ministry responsible for overall economic planning rather than health policy.
The fact that this ministry separately issued an opinion urging the spread of medical AI
indicates that hospital AI gained momentum not just as a health sector project, but also within
national economic planning lines.

Setting goals and deciding where to actually apply them are different tasks. The "Reference
Guidelines for Artificial Intelligence Application Scenarios in the Healthcare Sector," jointly
released in November 2024 by the National Health Commission, the National Administration of
Traditional Chinese Medicine, and the National Disease Control and Prevention Administration,
enumerates 84 specific application scenarios. Regulations followed. Looking at image reading
alone, tasks include using computer vision and neural networks to detect subtle lesions across
X-rays, CT, MRI, PET-CT, ultrasound, pathology slides, dermoscopic images, fundus
photography, ECGs, EEGs, EMGs, digestive endoscopies, and bronchoscopies.

Clinical decision support systems that integrate genomic sequences, imaging, and pathology
data to aid diagnosis—ranging from common chronic conditions like hypertension and diabetes
to liver cancer, colorectal cancer, gastric cancer, esophageal cancer, lung cancer, atrial
fibrillation, stroke, and depression—are also established within these guidelines.

Operating rooms were no exception. Smart surgical assistance planning—which predicts
resection boundaries in advance and highlights the locations of nerves and blood vessels in
gastrointestinal, hepatobiliary, thyroid/breast, ENT, urological, thoracic, orthopedic, and
neurosurgical procedures—is included in the guidelines. For patients undergoing radiotherapy
for nasopharyngeal cancer, breast cancer, cervical cancer, rectal cancer, and pancreatic cancer,
scenarios where AI automatically contours treatment target volumes are also included. For
prescribing, smart pre-prescription review assistance is specified, which connects clinical
practice guidelines and drug package inserts into a knowledge graph to filter out drug
interactions and antibiotic misuse in real time.

Public health tasks outside clinical settings—such as early screening of chronic diseases,
analyzing transmission routes of infectious diseases, identifying children who missed
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vaccinations, and monitoring neonatal jaundice to screen high-risk groups—are also on the
guidelines' scenario list. In the field of Traditional Chinese Medicine, there are scenarios for
analyzing body constitution to design personalized preventive treatment for sub-health
(pre-disease) states. In robotics, machines appear under various names, including surgical
robots, rehabilitation robots, acupuncture and Tuina robots, disinfection robots, and disaster
rescue robots.

The government does not push all these scenarios indiscriminately. The guidelines mandate
control by categorizing scenarios into high-risk, medium-risk, and low-risk based on their
impact on patient life safety. Scenarios involving diagnosis or invasive procedures are classified
as high-risk and must undergo stricter validation. Statements prohibiting AI from completely
replacing the professional judgment of medical personnel appear repeatedly throughout the
guidelines. Even while expediting hospital AI, the government itself drew the line that final
decisions must be made by humans.

Beijing First to Build Medical AI Industry Support Framework

Once national documents set the direction, translating that direction into actual policy falls
to local governments. Beijing Municipality took on this role in detail first. On December 30,
2025, the Beijing Municipal Health Commission simultaneously announced two documents: the
Action Plan for Supporting the Application and Development of Artificial Intelligence in the
Medical and Health Field in Beijing (2026–2027) and the Several Measures to Support the
Innovative Development of the Artificial Intelligence Industry in the Medical and Health Field in
Beijing (2026–2027). Shortly thereafter, Beijing Municipality also released explanatory materials
for both documents.

The following day, news reports emerged titled "Beijing Accelerates Innovative Development
of 'Artificial Intelligence + Pharmaceutical Health'". On January 3 and 4 of the new year, 2026,
reports followed stating "By 2027, Beijing Will Build an Artificial Intelligence Industry Support
System in the Medical and Health Field" and "Beijing Deploys '16+15' Tasks to Promote
Two-Way Integrated Development of 'AI + Healthcare'". The overlapping release of documents,
interpretations, and news reports within just a few days demonstrates that Beijing Municipality
prepared this plan with considerable effort.

The reason Beijing was able to introduce such a plan first lies in the resources the city
possesses. Beijing hosts some of the nation's top artificial intelligence companies and talent. A
significant number of hospitals designated as national medical centers are also located in this
city. In Yizhuang's BioPark, research hubs of global pharmaceutical companies are being
established one after another. The concentration of data from major hospitals, technology from
AI companies, and research capabilities of pharmaceutical firms within a single city creates a
starting point that other regions cannot easily replicate.
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The backbone of the Beijing Municipal Plan consists of thirty-one key tasks, combining
sixteen action plan tasks and fifteen supporting measure tasks. The goals set forth by this plan
can be summarized into four key objectives: precisely matching demand, efficiently circulating
data, rapidly transforming technology, and fostering the ecosystem together. From the
perspective of hospitals, there are notable measures. These include prioritizing the deployment
of mature products to clinical departments that previously had few AI tools—such as pediatrics,
psychiatry, and rare diseases—and fully opening up computer-aided diagnosis for specific
conditions like congenital heart disease and kidney disease.

The three districts of Haidian, Tongzhou, and Shunyi are conducting pilot projects to
smart-manage five major chronic diseases: hypertension, diabetes, stroke, coronary artery
disease, and chronic obstructive pulmonary disease. Meanwhile, the three districts of Xicheng,
Mentougou, and Huairou decided to run pilot operations combining AI-assisted diagnosis,
electronic health record quality management, and health risk assessments to create
personalized health records for residents.

Support for enterprises is also detailed and meticulous. Beijing Municipal Government
creates a municipal-level medical AI clinical demand library to regularly deliver lists of hospital
needs to companies. It has decided to establish a medical AI product evaluation center to verify
the performance of developed products. The plan also includes measures to issue computing
power vouchers and data vouchers, reducing the burden on enterprises when collaborating
with hospitals. Verified products will be aggregated into a channel called the 'Product
Supermarket' and distributed through Beijing's municipal health app and the workspace
screens of frontline doctors.

Particularly noteworthy is the provision to establish a clear fee structure by incorporating AI
health products into contracted primary care doctor service packages directly paid for by
patients. This appears to be an attempt not merely to introduce technology into hospitals, but
to preemptively map out a structure through which that technology can generate revenue.

On the infrastructure side, the standout figure relates to computing power. Beijing
announced it will build a dedicated medical computing power cluster of 1,000 cards providing
over 300P of computing power. Running large language models in hospital environments
requires computing resources just as much as data. This signifies an intention to centralize and
manage these resources at the municipal level rather than leaving them to individual hospitals
or companies. On the data front, it mandated that by the end of 2026, outpatient, emergency
electronic medical records, and medical imaging data from secondary and above medical
institutions across Beijing be fully linked to the Beijing Universal Health Information Platform.
The aggregated data will be handled within a trusted data space utilizing blockchain
technology.
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Under this approach, the raw data itself never leaves the facility; only analysis results and
model training parameters can be extracted. Because the data can be used but not directly
viewed, it is referred to as a 'usable but non-visible' model. In drug discovery, plans were also
presented to integrate AI into protein structure prediction, target discovery, and virtual
molecular screening, while actively utilizing open-source tools such as OpenComplex Plus.

Regulations were designed in tandem. Beijing Municipal Government decided to pilot a
regulatory sandbox approach in partnership with medical products administration authorities.
This aims to create a controlled environment where algorithm transparency is monitored and
patient privacy is protected, while allowing enterprises to test new technologies without overly
burdensome regulatory hurdles. However, the same principle found in national policy
documents reemerges in this plan. A clause prohibiting artificial intelligence from completely
replacing the professional judgment of medical personnel is explicitly embedded in Beijing's
plan as well.

Incentives were also established, such as awarding extra points in performance evaluations
and giving priority recommendations in smart hospital construction assessments to pilot
medical institutions with strong results.

When overlaying the structure where the National Health Commission set deadlines of 2027 and
2030, the National Development and Reform Commission accelerated the pace, and Beijing
Municipality put it into action through thirty-one tasks, it becomes clear that hospital AI was not
a passing trend adopted independently by a single ministry or hospital. It is an orchestrated
initiative aimed at resolving the long-standing problem of patient concentration in major
hospitals through national resources and local governmental execution.

The title of this conversation released by the Asia Society is notable from the start. The title
"AI Meets Healthcare in China: Can Technology Fix a Fragmented System?" leaves open whether
artificial intelligence can fix a fragmented system, leaving it as a question rather than a
definitive assertion. Among the three levels pointed out by Professor Yip, the fragmentation of
service delivery is a problem where primary care facilities and major hospitals operate
independently. Conversely, the fragmentation of data and governance are less visible issues.

If medical records created at primary healthcare centers do not transfer to major hospital
systems, and test results from major hospitals do not return to primary healthcare centers,
patients must start their care from scratch every time they transfer hospitals. Under these
circumstances, no matter how diligent primary care physicians are, they must make diagnoses
without knowing the patient's past medical history. From the patient's perspective, it becomes
difficult to find grounds to trust the doctor. Governance fragmentation can be understood as
high-level rules intended to reconcile these two issues being applied differently across regions
and institutions.
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If electronic health record systems used within hospitals differ by vendor, and the standards
defining how data is exchanged between those systems vary by region, even seamlessly
transferring a single patient's medical history becomes a question of who sets the rules rather
than a technical issue. The reason the government consistently addresses data circulation and
standardization when designing hospital AI policies aligns with the diagnosis that simply
embedding a single technology in hospitals will not automatically resolve problems across
these three levels.

Still, it is difficult to claim that adopting artificial intelligence alone will solve the issue of
trust. This point is likely why the Asia Society conversation attached a question mark to its title
in the first place. Installing imaging interpretation software in primary care hospitals did not
immediately cause patients to trust those facilities. Variables such as physician skill, hospital
reputation, and the long-standing inertia of preferring major hospitals are not easily overturned
by software alone. Patients seek out major hospitals partly out of a desire to consult highly
skilled physicians. Their motivation may also involve the calculation that it is easier to clarify
liability in the event of a misdiagnosis at a larger institution.

Such calculations do not change overnight simply because one or two AI tools are introduced
into primary care hospitals. The fact that government policy documents consistently restrict
the designation of artificial intelligence to terms like 'smart clinical assistance' or 'decision
support' and repeatedly insert clauses forbidding the replacement of medical personnel's
professional judgment can be viewed as an outcome conscious of this limitation. Technology
does not generate trust on its own. The premise that AI remains behind the scenes to support
the capabilities of primary care physicians is embedded throughout policy texts.

Arranging the documents in chronological order reveals a trend of policies becoming
increasingly detailed. The "Reference Guidelines for Artificial Intelligence Application Scenarios
in the Health and Medical Industry," jointly released on November 6, 2024, by the National
Health Commission, the National Administration of Traditional Chinese Medicine, and the
National Disease Control and Prevention Administration, first established eighty-four
application scopes. The fact that three agencies jointly authored the document signifies that
these guidelines transcended organizational boundaries governing Western medicine,
Traditional Chinese Medicine, and disease control. Roughly five months later, on April 18, 2025,
the National Health Commission published implementation opinions in its official gazette
containing specific deadlines of 2027 and 2030.

Over seven months later, on December 10, 2025, the National Development and Reform
Commission and the State Information Center issued expert opinions urging the acceleration of
scenario implementation. Twenty days after that, on December 30, the Beijing Municipal
Government released two documents at once: the action plan and supporting measures. This
progression—from defining application scopes, to setting deadlines, to accelerating execution,
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and finally to local implementation—demonstrates that the timeline was structured so the
central government set the direction first, followed by local government execution. Four policy
documents accumulated in sequence over fourteen months.

This point alone shows that hospital AI was not a short-lived slogan of any single year, but a
continuous priority passed along and built upon by multiple ministries over time.

The fact that the National Development and Reform Commission issued opinions alongside
the State Information Center is also noteworthy. While the National Health Commission
regulates clinical practice, the National Development and Reform Commission coordinates
overall national economic planning and investment. The fact that an agency outside the health
sector urged the expansion of medical AI through a separate document suggests that hospital
AI is treated not just as a matter of improving care quality, but as a pillar of national economic
planning. It is also worth noting that the title of this document used phrasing about
accelerating scenario implementation in the medical and health field through artificial
intelligence technology.

This phrasing puts emphasis on technical support, computing power, and data infrastructure,
rather than clinical guidelines or clinical standards. Beijing Municipality's subsequent
designation of building a computing power cluster as one of its thirty-one tasks appears closely
tied to the foundation laid by this document twenty days earlier.

The title "15.5 Plan for National Health" reported by Caixin Global also has context worth
examining. The number 15.5 refers to the 15th Five-Year Plan period spanning from 2026 to
2030. The National Health Commission's implementation opinions, the National Development
and Reform Commission's expert opinions, and the Beijing Municipal Action Plan all set
deadlines targeting 2026, 2027, or 2030. This demonstrates that these documents did not
operate in isolation, but were aligned with the same five-year planning cycle.

Policies aimed at curbing the expansion of major hospitals and policies to accelerate hospital
AI were presented side-by-side within the same document and the same planning cycle. This
should be interpreted as meaning the two policies were designed as a single package rather
than unrelated, separate measures.

Behind Beijing's ability to roll out such plans ahead of other regions lie concrete numbers.
According to Beijing municipal documents and explanatory materials, 12 of the 13 designated
National Medical Centers across the country are located within this city. The National Medical
Center system designates advanced hospitals at the national level by medical specialty to serve
as hubs for research and talent cultivation. The city that virtually monopolized these
designations also moved first in hospital AI policy.

Even if other provinces or direct-administered municipalities try to issue documents of a
similar level, it is not easy to gather in one place—as Beijing has—the Grade 3 Class A tertiary
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hospitals to test policies, the data accumulated by those hospitals, and an industrial foundation
represented by the Yizhuang BioPark. Considering the 2027 and 2030 deadlines set by national
documents, it is a natural progression for the city holding the most resources to release its
implementation plan first.

Viewed this way, the 31 tasks of Beijing Municipality were not an independent initiative by a
local government appearing out of nowhere. They are closer to the result of overlaying local
resources onto policies laid down systematically by the central government over fourteen
months. The gap between the big picture painted by national documents and the detailed tasks
crafted by Beijing Municipality demonstrates that actors at different levels—the National Health
Commission, the National Development and Reform Commission, and local governments—are
dividing and handling their respective roles.

It was also no minor detail that the Beijing Municipal Health Commission issued separate
explanatory materials for the two documents. Explanations were attached to the action plan as
an action plan, and to the industrial support measures as industrial support measures. The
policy was designed in separate parts: one targeting hospital sites and the other targeting
artificial intelligence companies. This indicates that the government itself recognized that the
readership for each was different. Hospital personnel check through the action plan
explanations which tools will be introduced to which clinical departments. Artificial intelligence
company personnel check through the industrial measures explanations what support and
benefits they can receive.

The documents themselves were structured to divide their readership.

The three press releases issued by the Beijing Municipal Health Commission over three days
also illuminate the same event from different angles. The December 31 press release placed
weight on announcing the overall direction of accelerating the innovative development of
artificial intelligence and medicine/healthcare. The January 3 press release of the following
year reiterated the deadline of building an artificial intelligence industry support system by
2027. The January 4 press release combined the 16 action plan tasks and 15 support measure
tasks into 31 tasks in total, using the expression of promoting development through two-way
integration of artificial intelligence and medicine.

The term 'two-way' does not merely paint a picture of artificial intelligence unilaterally
entering hospitals. It reads as an expression aimed simultaneously at a flow where clinical data
and clinical demand accumulated by hospitals drive product development and model training
for artificial intelligence companies in return. Hospitals do not remain solely in the position of
receiving and using technology. They are also positioned as providers of data and clinical
settings so that companies can build better products.
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The headline of the Caixin Global article itself is worth reexamining. The headline "China
Unveils Sweeping Health Care Plan to Curb Mega-Hospitals and Boost AI" placed two
actions—curbing mega-hospitals and expanding artificial intelligence—side by side in a single
sentence. It may not be a coincidence that this title joined the two matters with a single
conjunction. If the State Council directly blocks the bed expansion of mega-hospitals, the
demand that had previously converged on mega-hospitals loses its destination. The venue to
absorb this demand is primary-level healthcare institutions.

If primary-level healthcare institutions lack the capability to handle that demand, the curbing
policy risks resulting only in increased patient inconvenience. The reason hospital AI was
included in the same document and the same headline can be seen as reflecting a calculation
that policies suppressing supply and policies enhancing capabilities must be operated
simultaneously for the curbing policy to function without side effects. This is why raising the
threshold of mega-hospitals and upgrading the level of primary-level hospitals appear attached
sentence to sentence within a single document.

The way the guidelines divided scenarios into three tiers—high risk, medium risk, and low
risk—inevitably affects the sequence in which hospitals adopt artificial intelligence. Scenarios
that directly impact patient life if errors occur, such as diagnosis or invasive procedures, are
classified as high risk and must undergo more rigorous validation. On the other hand, scenarios
that do not directly involve surgical intervention on patients—such as appointment scheduling,
electronic medical record organization, or pre-prescription review—can enter hospitals through
relatively lighter procedures. From the hospital's perspective, starting with scenarios carrying
lighter validation burdens is a natural choice.

Following this sequence, the artificial intelligence patients first encounter in hospitals is
unlikely to be conspicuous scenarios such as diagnostic imaging analysis assistance or surgical
planning. It is more likely to be less visible administrative tasks such as registration, scheduling,
and prescription auditing. The risk classification system established by national documents
thus operates as a practical mechanism determining the speed and order of adoption rather
than technological flashiness. Beijing's announcement that it would prioritize distributing
highly polished products to clinical departments with historically few AI tools—such as
pediatrics, psychiatry, and rare diseases—can also be viewed as the result of this same
risk-grading logic being carried directly from national documents to local ones.

The outcome targeted by all these documents—namely, whether patients actually began
visiting local hospitals more often—cannot be confirmed from these documents alone. The
documents issued by the National Health Commission, the National Development and Reform
Commission, and Beijing Municipality were all plans specifying what would be established by
when. They were not outcome reports showing whether those plans actually altered patient
behavior. The question mark left in the title of the Asia Society talk therefore remains open to
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this day. Whether hospital AI actually solved the long-standing problem of overcrowding at
mega-hospitals is a task to be verified on the hospital floor, not in planning documents.
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Chapter 2: Big Tech and Medical Large Models Enter
Hospitals

An internist working at a major hospital in Shanghai opens an extra window next to their
computer screen during patient consultations. When the physician enters the patient's name
and symptoms, summaries of international guidelines and recent papers appear on the right
side of the screen, with reference numbers attached below. Just a few years ago, such a screen
was closer to an experimental program installed on a trial basis by the hospital's IT department.
In 2026, the situation is different. As names like Alibaba, JD, and DeepSeek settle into hospital
workflows, the very screens doctors face daily are changing. Behind those screens are
companies and products such as Alibaba, JD, and DeepSeek.

What we will examine from here on is the roles they play inside hospitals and how far their
capabilities have been verified in benchmark test scores.

The Debate Over the Number of Hospitals Adopting DeepSeek

Ask how widely DeepSeek has spread across Chinese hospitals, and different sources give
conflicting answers. A video titled "China Built An AI Doctor And It's Already In 300 Hospitals,"
posted by the YouTube channel Snapshift on July 13, 2026, states that as of March 2025, over
300 hospitals had adopted DeepSeek for clinical use. Yet just a few sentences later, the same
video explains that by mid-2025, DeepSeek was embedded in the internal networks of over 260
hospitals, spanning 93.5% of all Chinese provinces.

The March figure is in the mid-300s, while the subsequent figure is 260. The numbers seem to
shrink as time progresses. Even within a single video, such contradictory statements appear
side by side. This indicates that no one has yet accurately compiled these statistics.

Elsewhere, even larger numbers are circulating. An article by Sina Finance titled
"AI是医师的'外脑'与'助手'，而非'替代者'" reports that around March 2025, about two months
after DeepSeek's release, local deployment had already been completed across more than 400
medical institutions in over 20 provinces. That figure is over 100 higher than the video's
maximum claim of 300. When placing these two statistics side by side, it is highly probable that
their aggregation criteria differ. The video used 'hospitals' as its unit, whereas Sina Finance
used the broader unit of 'medical institutions.'

In China's healthcare system, beyond large general hospitals, there are far more small
primary healthcare institutions such as township health centers and community health service
centers. Depending on how broadly the sample is defined, 400, 260, and 300 could all be true
simultaneously.
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What can be stated with certainty in this debate is the overall direction rather than a precise
number: the fact that a single open-source model named DeepSeek spread to most provinces in
China within a few months, and that observers used different survey scopes, leading video
channels and financial outlets to report conflicting numbers regarding its pace of expansion.
Whenever the phrase 'the number of hospitals adopting DeepSeek' appears in the future,
whichever number follows should be read not as an absolute figure, but as one of many
observations.

The Medical Product Map of Alibaba, Baidu, and JD

Moves by Big Tech firms are not as scattered as DeepSeek's trajectory. Instead, a series of
products poured out within a span of just a few weeks. An article published by New Express on
January 21, 2026, titled "巨头抢滩AI医疗'深水区' 政策呼之欲出匡定行业'高压线'", describes this
period as a point when tech giants entered the 'deep water zone,' moving beyond traffic
competition to simultaneously demonstrate clinical value and regulatory compliance.

The first notable product from Alibaba is 'Qinglizi,' officially launched by Alibaba Health on
January 18, 2026. As the first application of its proprietary medical large language model in
clinical practice, the company introduced it as a 'GPT for doctors.' Answers provided by Qinglizi
follow a verified retrieval structure grounded in authoritative medical databases, clinical
practice guidelines, and core journal literature. The company explains that hallucinations were
reduced through this approach. A striking aspect is its monetization plan: Alibaba Health stated
that it will not commercialize the product for the next three years.

While it may consider charging premium subscription fees or adopting the brand exposure
model used by the U.S. service OpenEvidence in the future, its current priority is building trust
among physicians.

Within the same Alibaba ecosystem, Ant Group focused on patient-facing products. On
December 15, 2025, it upgraded and relaunched its existing AI health app, AQ, as 'Mai Afu.' Mai
Afu is more than a simple Q&A window. It integrates with smart devices across ten brands and
bundles nationwide medical resource searches alongside Alipay health insurance payments
into a single screen. The company calls it a service connecting 'cognition to action.' Since its
launch, monthly active users have surpassed 30 million, and daily user queries have exceeded
10 million.

This app also chose to prioritize building trust during its initial phase by excluding
advertisements and commercial ranking promotions.

JD Health countered with a product for physicians. On January 17, 2026, the day after Alibaba
Health launched Qinglizi, JD Health fully released its verified medical AI product, 'Zhiyi.' Zhiyi
focuses on two areas: clinical decision support and academic research. By drawing upon tens of
millions of authoritative global medical publications and clinical guidelines, it organizes vast
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amounts of information into actionable formats for field use. Alibaba and JD released similar
products just a day apart. Around this time, verified medical AI for physicians solidified into a
distinct competitive arena among Chinese Big Tech firms.

Baidu's large language model lineage is also frequently mentioned within this competitive
dynamic, but the reference article focuses primarily on products from three companies:
Alibaba, Ant Group, and JD Health.

On the Alibaba Cloud side, models from the Tongyi Qianwen family were also deployed.
General-purpose and vision-language models such as Qwen3, Qwen3-Max, Qwen2.5-7B, and
Qwen-VL are being evaluated across various benchmarks and academic studies covering
diabetes patient education, musculoskeletal rehabilitation, clinical decision-making, and
medical image Q&A. Unlike products designed specifically for hospital use like Qinglizi or Zhiyi,
this approach resembles adapting broader general-purpose models to the specialized domain
of medicine. Looking at Alibaba alone, two parallel axes are operating: specialized products for
physicians and medical applications of general-purpose models.

Alongside it, JD Health is making its play through the narrow gateway of literature
integration.

Benchmark Scores and Limitations of Chinese Medical Large Models

No matter how many products are released, how accurately they handle medical knowledge
must be revealed through independent testing. The paper "CMedBench: A Comprehensive
Benchmark for Efficient Medical Large Language Models" presents a benchmark designed to
evaluate medical large language models compressed to fit the limited computing resources of
clinical settings. Rather than ranking models by a single accuracy score, this benchmark
evaluates them across five axes: medical knowledge capability, which combines general
medicine, advanced medicine, and biomedical literature comprehension;

medical application capability, which combines clinical diagnostic assistance with
expert-level understanding and reasoning; reliability maintenance, which encompasses
truthfulness, safety, privacy protection, ethics, robustness, and fairness; compression
cross-combination, which examines what happens when compression methods intersect with
different techniques; and finally, computational efficiency.

Evaluating models like HuatuoGPT-o1-8B and Qwen2.5-7B across these five axes yielded
dramatically different results depending on the compression method. Quantization techniques
such as AWQ and GPTQ succeeded in making models lighter while preserving medical
knowledge almost intact. In contrast, applying unstructured sparsification techniques that
sparsely prune the model structure itself—such as Wanda or ShortGPT—at a 50% ratio
degraded performance to levels unsuitable for clinical deployment. Even with the shared goal
of making models lighter, outcomes diverge drastically depending on the method.
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When a hospital seeks to deploy a model on low-spec servers, choosing a compression
technique is not merely a technical decision, but one directly tied to diagnostic accuracy.

Another yardstick for measuring the proficiency of general large language models is national
examination scores. The paper "Performance benchmarking of LLMs on Chinese national
medical licensing education: Cross-lingual and question-type effects" evaluated the
performance of six large language models based on questions from the Chinese National
Medical Licensing Examination, examining how scores fluctuate across different languages and
question types. Even for questions testing the same knowledge, a model's answers vary when
presented in Chinese versus translated into another language.

Scores also diverge across different item formats, such as multiple-choice versus essay
questions. This suggests that rather than possessing medical knowledge as a language-agnostic
capability, the model's proficiency fluctuates depending on how questions are framed. If a
hospital adopts a model based solely on a strong scorecard obtained in a specific language and
item format, that performance may not be replicated when presented with questions in other
formats.

02_CH02_Big_Tech_and_Medical_Large_Models_Hospital_Entry.txt

Examining both benchmarks side by side offers a clearer picture of where Chinese medical
LLMs currently stand. Answers to how well they withstand compression and how much they
fluctuate across languages and item formats vary by model and compression technique. When
products like Qinglizi or Zhiyi claim to reduce hallucinations by emphasizing verified sources,
rather than accepting those assertions at face value, it is necessary to check what scores the
same models achieved on independent testbeds such as CMedBench or national medical
licensing examination benchmarks.

Corporate announcements and academic benchmark results often tell different stories,
leaving hospitals in a position where they must decide for themselves which claims to trust.

After reading the product roadmap released by Big Tech, the numerical debate surrounding
DeepSeek, and the limitations revealed by benchmarks, one thing becomes clear: the reality of
entering hospitals is not a matter of a single flashy press release. It is an ongoing process in
which products from different companies take root across different hospital wards at varying
speeds.

There is a reason why the Xin Kuaibao article referred to this period as the 'deep water zone
(深水区).' The article reported that policy announcements were imminent and that those
policies would set 'high-voltage power lines'—strict boundaries that must not be crossed for the
industry. This implies that with the forthcoming regulations yet to draw clear lines, both
hospitals and tech companies are taking a cautious stance. Alibaba Health's decision to declare
a three-year moratorium on commercialization when releasing Qinglizi, and Ant Group's
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decision to exclude advertising and commercial ranking placement in the early stages of Mai
Afu, appear to be choices made amidst such regulatory uncertainty.

Prioritizing trust over revenue and clinical evidence over the speed of adoption serves as a
market strategy, but also reflects a defensive move to avoid triggering yet-to-be-drawn
high-voltage lines. The fact that until policies are finalized in explicit language, the only
evidence companies can rely on is independent evaluation scores from academia helps explain
the actions of Big Tech during this period.

Upon closer examination, the principle behind the evidence-grounded structure featured by
both Qinglizi and Zhiyi is not inherently complex. Instead of generating sentences arbitrarily
when producing answers, the model first searches authoritative medical databases, clinical
practice guidelines, and journal literature to serve as evidence, layering its response on top of
these sources. Appending reference numbers to the end of responses stems from the same
rationale. It serves as a mechanism to allow physicians to immediately verify the sources of
answers, helping them distinguish whether a sentence was hallucinated by the model or based
on actual literature. While this architecture does not eliminate hallucinations entirely, it is
meaningful in that it opens a channel for users to perform verification.

Zhiyi's announcement that it retrieves tens of millions of global literature entries as evidence
can be viewed as an example of pushing this same principle to scale.

The reduction in hallucinations claimed by companies aligns primarily with just one of the
five axes defined by CMedBench: medical knowledge capability. The separate trustworthiness
axis established by the benchmark encompasses truthfulness, safety, privacy protection, ethics,
robustness, and fairness. There is no guarantee that a model that excels at solving
knowledge-based questions will achieve high scores across all five of these items. When models
such as HuatuoGPT-o1-8B and Qwen2.5-7B were evaluated using different compression
techniques—quantization and sparsity—the results diverged.

This implies that even for the same model, knowledge capability and trustworthiness metrics
can fluctuate independently depending on the method used for lightweight compression.
Corporate announcements often disclose scores for medical knowledge capability while
omitting detailed scores for trustworthiness. Independent benchmarks serve to fill this gap. The
reason items such as robustness and fairness appear separately on evaluation scorecards is
that real-world clinical inputs in hospital settings are rarely as neat and polished as test
questions.

Whether a model maintains comparable accuracy when a patient describes symptoms in a
regional dialect or omits half of their symptoms cannot be verified solely through scores
obtained from well-structured test items.

Examining Chinese-language exam benchmarks makes this issue even clearer.
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The rationale behind national medical licensing examination benchmarks categorizing scores
by language and question format is directly tied to the topic of hospital deployment. The
Chinese National Medical Licensing Examination is conducted in Chinese, and the disease
names and prescription terminology in the exam follow expressions established in Chinese
clinical practice rather than literal translations of Western medical textbooks. General-purpose
models trained primarily on English-centric data exhibited performance fluctuations when
language changed, even when evaluated on questions testing the same knowledge. These
findings provide evidence that directly deploying general models developed overseas into
hospital environments carries inherent risks.

Behind Alibaba's and JD.com's decision to build custom medical large language
models—naming them Qinglizi and Zhiyi—was a calculated move to overcome the limitations
of general-purpose models whose performance fluctuates depending on language and
question format. This research also addressed how changing the language of test items versus
changing the question format induces distinct types of performance instability. Shifting the
language that conveys knowledge presents a fundamentally different burden to a model than
transitioning from short-answer to descriptive essay questions within the same language.

When both forms of instability are mixed within a single test paper, identifying which cause
led to a score drop becomes significantly more difficult.

The reason why figures surrounding DeepSeek fluctuate so much, whereas the release dates
of Qinglizi and Zhiyi are recorded precisely down to the day, stems from the same underlying
distinction. Qinglizi and Zhiyi are proprietary products developed and officially launched on
specific dates by specific companies—Alibaba Health and JD Health. Consequently, there is a
clear entity responsible for aggregating and announcing the number of adopting hospitals and
users. In contrast, DeepSeek is an open-source model, meaning the IT department of any
hospital with a server can independently download it and deploy it on an internal network.
Under this deployment model, there is no single entity to approve or aggregate adoption, and
the timing and scope of implementation vary from hospital to hospital.

This structural difference explains why YouTube videos and financial news media report
differing numbers surveyed through different methods at different times. The single phrase
'hospital deployment' actually blends two distinct adoption pathways. For vendor-managed
products, release dates and deployment scales can be transcribed directly from corporate
announcements; however, the spread of open-source models represents an aggregate value
built from decision after decision by individual hospital IT departments. Therefore, obtaining
precise figures from the outside requires verifying each hospital individually.

The expression "AI Doctor" featured in the title of the SnapShift video must be interpreted
critically in the same manner. The video condensed the fact that DeepSeek was running on
hospital internal networks into the claim that "AI doctors have already entered 300 hospitals."
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This condensation was merely an editorial choice by the video creators, not evidence that
DeepSeek itself had been registered in hospital systems as an entity authorized to confirm
diagnoses. Just as the numbers 300 and 260 contradict each other within the same video, it is
safer to interpret the title featuring the word "Doctor" as an editorial choice that risks inflating
the scope of adoption.

This is precisely why such headlines should not be cited verbatim, but rather clearly
delineated as claims made by the source.

The medical application capability axis, placed alongside medical knowledge capability
among CMedBench's five axes, combines two distinct requirements: clinical diagnostic
assistance and expert-level comprehension and reasoning. If the knowledge axis tests whether
a model accurately recalls textbook facts, the application axis is closer to evaluating whether
the model can sequentially synthesize that knowledge to render judgment in front of actual
patient cases. The very design of separating these two axes from the outset indicates that the
benchmark was structured on the premise that possessing vast medical knowledge does not
automatically make a model adept at clinical diagnosis.

The underlying reason why quantization and unstructured sparsity produced divergent
outcomes despite sharing the same objective lies in their fundamentally different approaches
to model lightweighting. Quantization methods such as AWQ or GPTQ merely reduce the
numeric precision representing weights while keeping the model structure and connections
intact. In contrast, unstructured sparsity techniques like Wanda or ShortGPT prune and
eliminate connections altogether. If medical knowledge is stored in a distributed manner across
the model, completely severing connections carries a higher likelihood of erasing specific
knowledge compared to merely reducing precision.

The performance gap observed by CMedBench can be viewed as directly tied to these
structural differences. This structural variation also explains why hospital IT departments
cannot select a compression technique based solely on a single compression ratio figure.

The language expressions from Chapter 5 have been refined and summarized below.

The phenomenon of performance instability when changing languages can be understood
similarly. The Chinese National Medical Licensing Examination consists of questions written in
Chinese clinical terminology, with disease names and prescription expressions adhering to
vocabulary established in Chinese clinical practice. Translating the same question into another
language forces the model to deal with vocabulary and sentence structures it likely
encountered less frequently during training in that language. This vocabulary gap directly
contributes to differences in accuracy rates. Performance instability stemming from changes in
question format can be explained by the same rationale: short-answer items require selecting a
single correct answer, whereas descriptive essay questions require arranging evidence
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sequentially and constructing complete sentences.

Even with the same knowledge base, the task required of the model changes entirely. When
language-induced instability and format-induced instability overlap within a single exam, it
becomes even harder for a hospital to determine which factor caused the performance drop
based on a single score report alone.

It is also necessary to consider that the subtitles for this video were automatically generated.
The source notes state that the video provides multilingual subtitles via an auto-captioning
feature. Auto-captions not uncommonly misdescribe numbers or proper nouns. Whether the
conflict between the two numbers, 300 and 260, within the same video represents an actual
contradiction in content or an error introduced during automatic captioning cannot be
determined from this single source alone. It is more honest to leave this point marked as
unverifiable.

The axis named compression cross-combination among CMedBench's five axes goes beyond
testing quantization and sparsity separately. It evaluates what happens when both techniques
are applied concurrently. Applying quantization alone leaves knowledge largely intact, whereas
applying sparsity alone leads to significant knowledge degradation. However, these results
alone do not reveal whether combining both techniques causes cumulative loss or if one
technique masks the loss of the other.

When a hospital IT department attempts to reduce server load by applying multiple
compression techniques simultaneously, the results demonstrated by this cross-combination
axis serve as a reference benchmark much closer to actual deployment environments than
results from testing single techniques alone.

Alibaba Health's decision to postpone the commercialization of Qinglizi by three years can be
interpreted as a strategy that prioritizes trust. Conversely, it can also be read as an indication
that the product has not yet been sufficiently validated for hospitals and doctors to accept paid
subscriptions. In the same context as the Xin Kuaibo article calling this period a 'deep water
zone' and noting that policy high-voltage lines have not yet been drawn, the decision to delay
the monetization model is both an expression of confidence in the market and a reservation
stemming from a state where both regulation and market response remain uncertain.

When placing the editorial choices in video titles, the potential errors of automatic subtitles,
the uncertainty of overlapping compression techniques, and the dual meaning of withholding
commercialization side by side, a clear trend emerges. Every single number and expression
attached to the term 'hospital entry' is the result of selective curation by press releases or video
titles. They were not facts verified as-is by the bedside. As readers, regardless of what figures
are presented, we need to build the habit of first asking who the observer behind those figures
was and what criteria they used to count them.
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The sources of the two papers themselves are also noteworthy. CMedBench is a study
published in the conference proceedings hosted by the Association for the Advancement of
Artificial Intelligence (AAAI), while the paper on the National Medical Licensing Examination
benchmark was published in the international journal PLoS ONE. Unlike articles introducing
Qinglizi or Zhiyi that appeared in company press releases or financial newspapers, these two
benchmarks are peer-reviewed materials published in conference proceedings and academic
journals. This is precisely why hospitals should not weigh a company's claims of hallucination
reduction equally against academic test scores.

While press releases contain only figures selected by the company at the time of
announcement, academic conferences and journals demand procedures that other researchers
can replicate using the same methods.

Among medical staff working in Chinese hospitals and large model developers, quite a
different conversation took place. One of the referenced benchmark papers, "A large-scale
benchmark for evaluating large language models on medical question answering in Romanian,"
has nothing to do with the Chinese language or Chinese hospitals. Because this paper evaluates
large language models on medical question answering for cancer patients in Romanian, its
language and region do not overlap with the subject of this chapter, which is Chinese hospitals.

Even so, it is necessary to include this paper in the list of sources. This is because it shows that
benchmarking medical large language models in a specific language is not an issue limited to
Chinese alone. The Romanian benchmark and the Chinese National Medical Licensing
Examination benchmark were created by different research teams for different languages.
Nevertheless, both benchmarks confirm, in their respective languages, the issue that
general-purpose models stumble when faced with medical vocabulary in a specific language.

The language barrier faced by Chinese medical large models is not unique to Chinese. It can
be read as a common phenomenon that occurs when general-purpose models trained primarily
in English are introduced into non-English medical settings. To focus on the story of hospitals in
mainland China, there is little reason to detail the specific results of the Romanian benchmark
at length. However, looking at the position of the Chinese benchmark within this international
context reveals that the choice by Qinglizi and Zhiyi to pursue in-house development was not
an isolated decision of the Chinese market, but rather one instance of something occurring
across multiple countries during the same period.

Baidu is also frequently mentioned in this competitive landscape. However, the Xin Kuaibo
article on which this chapter relies specifically covers products from only three companies:
Alibaba, Ant Group, and JD Health. Because no evidence could be found in the verified
materials regarding under what product names or on what dates Baidu's family of large
language models entered hospital settings, this remains unverified. This is another reason why
one should not generalize the pace of hospital entry for big tech as a whole based solely on the
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cases of these three companies.

Arranging events chronologically makes the trend over those six months even clearer. The
date Xin Kuaibo published the article announcing the entry into the 'deep water zone' was
January 21, 2026. Three days prior, on January 18, Alibaba Health released Qinglizi, and one day
before that, on January 17, JD Health launched Zhiyi. Nearly two months later, on March 14, the
CMedBench paper was published in the AAAI conference proceedings, and just over a month
later, on April 8, the National Medical Licensing Examination benchmark paper was published in
PLoS ONE.

The date SnapShift uploaded the video covering the spread of DeepSeek was July 13, making
it one of the later points among the materials included here.

Product launches are concentrated first, followed later by independent test scores from
academia. This sequence shows that the speed at which companies release products outpaces
the academic procedures designed to validate them. At the time a hospital adopts a new
product, independent benchmarks evaluating that product may not yet exist. The inability to
directly verify the test scores of Qinglizi and Zhiyi in CMedBench or the National Medical
Licensing Examination benchmark also stems from this time lag.

It is difficult to judge the current performance of DeepSeek or Qinglizi based solely on a single
material from a specific point in time. One must also take into account that the dates of
publication for these materials are scattered across a six-month period.
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Chapter 3: The Small Agent Beside the Doctor

On June 30, 2026, the Tianjin Economic-Technological Development Area hosted a seminar.
Its title was striking: "From a Single Tool to Hospital AI Agents." The event focused on the
clinical application of medical artificial intelligence and the high-quality development of
hospitals. The attendees shared a single question: How far has that program, always sitting on
one side of the hospital computer screen, come today? It was the program that popped up a
warning window whenever a doctor entered a prescription. The seminar title itself indicates the
direction of the answer: hospitals are transitioning from an era of using a single tool to an era
where multiple programs communicate with one another.

The New Face of Clinical Decision Support Systems

Clinical Decision Support Systems, abbreviated as CDSS, were tools originally created to
ensure compliance with standards. When a doctor prescribed medication, the program
checked whether the dosage was correct or if it interacted with other drugs according to
pre-established rules. These rules were entirely written in advance by humans. Whenever a new
situation arose, the rules had to be modified for the system to function properly. Consequently,
it harbored an inherent weakness: an inability to absorb data pouring in from bedsides in real
time.

There is a review paper summarizing how this tool has evolved during pre-operative
testing—that is, the pre-admission phase. Published in the Journal of Clinical Monitoring and
Computing, this scoping review examined studies published between 2020 and 2025, covering
how artificial intelligence has intervened in risk prediction, patient triage, and perioperative
workflows. Looking at the individual studies introduced in this review makes the picture even
clearer.

In 2023, Chung P et al. analyzed records of over 38,000 surgical patients and developed a tool
that attaches a natural language processing model to pre-operative medical records to predict
the American Society of Anesthesiologists Physical Status (ASA-PS) classification in advance. In
2024, Sadlonova et al. tested a screening tool to detect post-operative delirium early using
information extracted from electronic health records in cardiac surgery patients. This was a
prospective observational study named FINDERI.

In 2023, Wu et al. published a study combining data from multiple hospitals to predict
lymphovascular space invasion in patients with early-stage cervical cancer by fusing and
analyzing MRI images in various modalities. Taking it a step further in 2025, Ke et al. designed a
randomized crossover trial to evaluate the clinical and economic impact of a large language
model-powered CDSS in perioperative medicine. The transition from a tool that merely scored
risk to one that understands language and answers in sentences is encapsulated within these
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four studies.

Programs have now emerged that do not stop at understanding language, but can
autonomously formulate plans and act. A paper published in npj Artificial Intelligence, a Nature
portfolio journal, refers to such programs as agents and outlines their roles in clinical settings.
The scope is broad, spanning diagnostic assistance, clinical decision support, medical report
drafting, and patient-facing conversational chatbots. According to this paper, agents do not
merely answer questions; they plan action sequences independently and invoke external tools
or APIs. They are even equipped with the capability to coordinate with other agents.

Among the examples cited in the paper are 'Agent Hospital,' which simulates an entire virtual
hospital, and 'MAGDA,' where multiple agents collaboratively assist in diagnosis based on
clinical guidelines. Listing these names one by one makes it clear why the Tianjin seminar
featured the phrase 'Hospital AI Agents' in its title. The terminology was already being widely
used in academia.

There is also research that maps out exactly how far agentic artificial intelligence has spread
across healthcare settings. A scoping review published in npj Digital Medicine, part of the same
journal portfolio, categorized the areas reached by agentic AI, ranging from diagnostic
assistance and patient interaction to clinical documentation. Programs used in hospitals
started as single-rule tools, evolved into language-understanding models, and are now
transitioning into agents that formulate plans and utilize tools. In effect, multiple journals have
concurrently confirmed this shift during the same period.

From Single Tools to Multi-Agents

A study demonstrated numerically how inadequate relying on a single tool can be. A benchmark
paper published in npj Digital Medicine measured the accuracy achieved when various large
language models were used solely as single tools within a framework called 'AgentClinic,' which
simulates real doctor-patient dialogues. On the MedQA dataset, a collection of multiple-choice
medical questions, GPT-4.1 scored only 1.4%, Qwen-3 reached 37.4%, and Llama-4 achieved
51.4%. When moving to the MIMIC-IV dataset, which contains electronic health records from
actual intensive care units, the scores dropped even lower.

GPT-4.1 recorded 1.0%, Qwen-3 scored 19.5%, and Llama-4 reached 24.0%. Unlike when
solving test questions, the models' scores fluctuated significantly when transitioning to real
patient records and conversational formats.

The paper also evaluated two general-purpose agent systems side by side. One was Manus,
and the other was OpenManus, an open-source system built on Meta's Llama-4. Manus
possessed a structure that sequentially executed three stages: planning, execution, and
verification. OpenManus was capable of directly utilizing external tools such as web search,
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code writing and execution, and text file editing. Whereas a single tool simply provided a
one-time answer to a question, these two systems underwent a process of self-verification and
self-correction before producing an answer.

The divergence in benchmark scores can be attributed to this structural difference.

Other research pointed out that merely dividing roles among agents is insufficient. MedLA,
presented at the AAAI Conference, asserted that having multiple agents operate independently
based solely on assigned roles makes it difficult to sustain complex clinical reasoning to
completion. Consequently, it placed a 'logic tree' modeled after syllogism at its core, designing
agents to follow this tree while checking premises and conclusions step by step. This was an
attempt not only to divide roles, but to recombine those roles so they operate upon a unified
logic.

This trend was also a familiar topic among hospital information officers in China. In an article
published on June 11, 2026, by the Information Professional Committee of the China Hospital
Association (CHIMA), Zhou Yi (周毅) wrote that agents bring a new paradigm to healthcare
services. Academic benchmark figures and statements from hospital IT insiders point in the
same direction: the era of a single tool generating an answer has passed, and healthcare is
shifting toward multiple agents cross-checking and validating to construct answers.

Performance of Collaboration Between Medical Staff and Large Models

How well an agent performs on its own is important. However, hospitals have a different
question they are truly curious about: Does placing such a program alongside a doctor enable
the doctor to diagnose better? Two papers were published addressing this question, and the
results did not lean entirely in one direction.

A meta-analysis synthesizing 50 studies—25 of which evaluated large language models—was
published in npj Digital Medicine. It covered research published between January 2020 and
September 2025. According to this paper, medical staff assisted by large language models
achieved better performance than when diagnosing alone. For Top-1 accuracy, which involves
correctly identifying a single most likely diagnosis, the relative accuracy rose to 1.13 times (95%
CI 1.00–1.27).

For Top-3 accuracy, where the correct answer is included within three candidate diagnoses,
the relative accuracy rose to 1.11 times (95% CI 1.01–1.23), and for Top-5 accuracy, it jumped to
1.42 times (95% CI 1.16–1.73). This suggests that the assistance of large language models
increases when a broader set of candidate diagnoses is maintained. Notably, this difference
varied depending on the study design. When dealing with case reports already published in
academic journals, the relative Top-1 accuracy rose to 1.49 times, whereas when analyzing real
retrospective clinical cases, it reached only 1.03 times (p=0.004).
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This implies that while large language models perform well on cases neatly summarized on
paper, their efficacy diminishes when encountering messy cases in real-world clinical practice.

Another paper published in the same journal pooled and reanalyzed data from two
randomized controlled trials. The group where humans collaborated with large language
models scored an average of 4.88 percentage points higher (95% CI 0.65–9.12) on composite
diagnosis and management scores compared to the human-alone group. The fact that the
confidence interval borders close to zero indicates that this effect may be modest. Nonetheless,
exceeding zero leans toward the conclusion that collaboration is not detrimental. The paper
also reported that this effect was more pronounced among less experienced medical staff.

It appears that large language models serve a supportive role by offering reference points to
medical staff who are still in the learning phase of their careers.

Comparing the two papers side by side, it is difficult to view large language models as
replacing doctors. Rather, they function closer to broadening the candidates a doctor might
miss and providing supplementary reference material to less experienced clinicians. However,
both papers concurrently noted that their efficacy declines in actual clinical cases. This signifies
that cases compiled in academic papers and the clinical practice occurring in hospital corridors
are not yet treated with equal weight.

Returning to the title of the Tianjin seminar, the phrase "From a Single Tool to Hospital AI
Agents" was no exaggeration. Tools that once merely calculated dosages have advanced to
understanding language, formulating plans, and aligning logic with other agents. Yet the
performance report for collaboration with the doctors and nurses working alongside them is
not yet as spectacular as the cases depicted in papers outside the hospital.

Why the name 'agent' is attached becomes clearer when examining the definition closely.
Two scoping reviews published in npj Artificial Intelligence and npj Digital Medicine both
identified three actions as requirements for an agent: making a plan, executing that plan in
practice, and verifying the execution results. Only when these three actions complete a full loop
does it qualify to be called an agent.

The difference between a program that simply outputs one answer for one question and
finishes, and a program that reflects on whether its answer is correct even after producing it,
hinges on this single verification step.

The scoping review in npj Digital Medicine did not stop at merely listing cases spread across
hospitals. The scoping review format itself is inherently a mapping exercise to show where
evidence has accumulated and where gaps remain. Looking at the map drawn by this paper,
while there are many cases showing performance at the prototype stage, cases where
outcomes were observed over a long period in actual clinical settings are relatively sparse. This
reads as a sign that a gap still remains between demonstration and validation.
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The way AgentClinic simulated actual physician-patient dialogue is also noteworthy. Because
MedQA is a multiple-choice question bank, its questions and options are fixed from the start. In
contrast, within AgentClinic, the model must ask questions directly to another agent acting as a
simulated patient, listen to responses, and elicit the medical history. The method shifted from
having an exam paper graded to leading a clinical history-taking process. Moving to MIMIC-IV,
abbreviations, missing values, and scrambled chronological sequences typical of actual
intensive care unit (ICU) records are added to this.

These differences in conditions explain why models that held up reasonably well on question
banks lost significant points at this stage. The benchmark paper itself did not evaluate accuracy
alone. It measured side by side the time taken to output an answer, the amount of tokens
consumed, and the proportion of unfounded content mixed into the answer. This design
appears intended to show what is gained and sacrificed between a single tool and an agent with
a plan-execute-verify structure.

Looking a layer deeper into the logic tree proposed by MedLA reveals how it operates.
Syllogism is a format that derives a conclusion from a major premise and a minor premise, and
MedLA transferred this format directly to agent deployment. Each individual agent takes charge
of one premise to supply evidence, while a higher-level agent aligns these premises on a logic
tree to verify whether the conclusion holds together consistently. Existing multi-agent methods
that merely divided roles were limited to concatenating each agent's answers. MedLA reversed
the order so that each premise is first checked for logical validity before connecting the
answers.

The randomized crossover trial designed by Ke et al. also contains notable aspects when
examining its methodology. A crossover trial is a design in which the same patient cohort or
care team alternately experiences using and not using an LLM-based CDSS. This is
advantageous for reducing noise such as inter-hospital differences or individual medical staff
skill gaps. However, scaling it up is correspondingly difficult. It differs in nuance from other
studies covered in this review in that it was an attempt to measure clinical outcomes and costs
together within the narrow domain of perioperative medicine.

The seminar title framed by the Tianjin Economic-Technological Development Area also reflects
policy language. The subtitle "Clinical Application of Healthcare Artificial Intelligence and
High-Quality Hospital Development" ties hospital AI agents directly with the expression
'high-quality development,' commonly used in Chinese healthcare policy. Whether this
expression actually refers to real-world performance on hospital grounds or is closer to a policy
slogan cannot be determined from this single seminar presentation alone. Since it was hosted
by a local government, it is safer to read the evaluation embedded in the title as a claim made
by the organizer.
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The writing by Zhou Yi appeared in CHIMA—that is, the Information Professional Committee
of the Chinese Hospital Association—a professional committee where hospital IT directors from
across China gather. While academic societies or journals test agents using laboratory
benchmarks, this committee is closer to a venue conveying the voices of people who actually
implement systems in hospital settings. The phrase 'new framework' put forward by Zhou Yi
should also be read as his own observation or assertion. It is premature to accept it as a
quantitatively verified result.

Returning to perioperative CDSS research, the FINDERI study designed by Sadlonova et al.
was not a trial intended to prove outcomes in the first place. It was a prospective observational
study. This means it was a stage focused first on confirming whether a delirium screening tool
could operate in the field. The cervical cancer MRI study led by Wu was also an aggregation of
multi-hospital data. It was not a result long validated within a single hospital's clinical
workflow. Individual studies included in a single review paper stand at different validation
stages. This fact points in the same direction as the diagnosis earlier in the chapter—namely,
that the collaboration report card is not yet glamorous.

The numbers appearing throughout this chapter point to a similar message. Faced with
organized data such as exam questions or journal case reports, both agents and large language
models scored well. However, when confronted with real-world clinical data fraught with
abbreviations and scrambled chronological sequences, their scores dropped. This fact explains
why hospitals must evaluate which validation stage a tool has passed before rushing adoption.

Laying out the publication dates of the papers mentioned here reveals a striking trend. The
review of preoperative testing CDSS was published on January 31, 2026; the meta-analysis on
collaboration between healthcare personnel and LLMs on January 28; the paper comparing
diagnostic and classification performance on February 6; and the AgentClinic benchmark on
February 18. Of the two scoping reviews summarizing the medical applications of agentic AI, the
one in npj Artificial Intelligence was published on March 5, and the one in npj Digital Medicine
on March 14.

The MedLA paper also was released on the same date, March 14, as AAAI conference
proceedings. Only after evidence from academic journals accumulated within a window of
four-plus months did the seminar by the Tianjin Economic-Technological Development Area
(June 30) and Zhou Yi's article in CHIMA (June 11) follow. This reads as a sequence in which
academia first established the framework of agents, and hospital IT discussions subsequently
adopted and applied that framework.

However, following this sequence directly also reveals points of divergence. The academic
papers consistently attach fine-grained caveats: effectiveness decreases in retrospective
real-world cases, confidence intervals sit close to zero, and while prototype-stage cases are
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abundant, long-monitored deployment cases are sparse. In contrast, the seminar title and
CHIMA article declare directions without qualification, using expressions like 'new framework'
and 'high-quality development.' Even though these materials emerged within the same few
months, there is a distinct temperature difference between the language of academic journals
and that of policy and industry.

Examining the mechanism one layer further offers clues as to why this temperature difference
occurs. Among the three steps of plan-execute-verify taken by Manus, the final verification step
is where the model itself revisits answers generated in the preceding two steps to filter out
unfounded content. A single tool that merely concatenates tokens to answer a single prompt
and finishes lacks this self-reflective step entirely. This is why the AgentClinic benchmark
measured not only accuracy but also the proportion of unfounded statements introduced.

Because to highlight the difference between having and lacking a verification step in
numbers, one must measure not only whether the answer is correct, but also how much
hallucinated content got mixed into the answer.

The reason MedLA introduced logic trees shares a similar line of reasoning. Multi-agent
setups that merely divide roles carry the risk of compounding errors like a snowball, where a
flawed premise picked up by one agent is handed down to the next. The design of placing each
premise on a logic tree for a higher-level agent to re-align can be read as an attempt to break
this chain of cascading errors in the middle. The approach of Manus using a verification step
and MedLA's approach of reflecting on premises via logic trees differ in method. Nonetheless,
they share the same core underlying concern in that both provide a mechanism for the agent to
question its own generated answers.

Placing the papers, seminar, and association articles discussed in this chapter side by side
leaves the following picture: while the term 'agent' spread almost simultaneously across
academia, industry, and policy sectors, the density of evidence filling that term varies widely
across each.

In terms of clinical evidence hierarchy, the studies scattered here occupy different positions.
The FINDERI study by Sadlonova et al. was a prospective observational study examining first
whether a delirium screening tool could operate in real wards, with neither randomization nor a
control group. The crossover trial by Ke et al. narrowed the causal question further by having
the same care team alternately experience using and not using the tool. While observational
studies serve to confirm a tool's potential, crossover trials or randomized controlled trials serve
to determine whether that potential translates into real-world efficacy.

Arranging the individual studies cited in this chapter by certainty of causality shows a heavy
skew toward observational studies, while cases progressing to randomized controlled trials are
relatively rare.
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Adding an extra verification step comes at a cost. The design of the AgentClinic benchmark,
measuring time elapsed and token consumption alongside accuracy, seems intended to expose
this cost. Architectures like Manus or OpenManus that plan, execute, and then verify consume
more time and computational resources than a single tool that directly answers a single
prompt. If improved accuracy comes with reduced response speed and increased cost,
hospitals cannot rely solely on accuracy metrics when deciding whether to adopt such systems.

It is difficult to apply the same yardstick to time-critical decisions in urgent emergencies
versus chronic disease management that allows time for review.

The finding that the benefit of large language models increases as the scope of differential
diagnosis broadens should also be read in connection with this trade-off. The fact that relative
accuracy improves more significantly in Top-5 than in Top-1 can be interpreted as meaning that
the model's strength lies in broadening the range of candidate options rather than pinpointing
a single correct answer. Expanding candidate possibilities reduces the likelihood of clinicians
missing potential diagnoses. However, the responsibility of determining which option is correct
among those broadened candidates still remains with the medical staff.

The finding that this effect was particularly pronounced among less experienced clinicians
also aligns with the idea that large language models act more as an advisor pointing out easily
overlooked possibilities rather than selecting the correct answer on their behalf.

Half of the answer was already contained in the subtitles of the two papers dealing with
collaborative performance. The questions themselves—"Synergies and Paradoxes" and "When
AI Helps and When It Hurts Doctors"—indicate that these meta-analyses did not presuppose
collaboration to be unconditionally beneficial from the outset. The relative accuracies of Top-1,
Top-3, and Top-5 mentioned above, as well as the average improvement of 4.88 percentage
points, were figures demonstrating half of this question: the helpful side. The other half
indicated by the term 'paradox' is revealed by the fact that the confidence interval clings closely
to 0, and that in retrospective real-world clinical cases, the effect size falls to 1.03-fold.

Rather than pushing the narrative that collaboration is always superior to humans working
alone, the design of these two papers appears intended to highlight the points where that
benefit diminishes depending on conditions.

The title of the paper addressing diagnostic and classification performance also warrants
closer examination. The title "Independent and collaborative performance" conveys the
intention to compare the standalone performance of large language models alongside
collaborative performance. If the study had only compared results produced by clinicians alone
against results from clinicians and large language models together, it would easily give the
impression that collaboration is always better. Establishing the standalone performance of
large language models as a third axis opens up room for a different story. This is because such a
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design allows researchers to discern whether there are cases where the collaborative group
performs better than humans alone, yet falls short of the large language model acting
independently.

The numbers cited earlier were results comparing collaboration against humans alone, and
did not extend to comparing standalone large language models alongside collaboration. The
study design itself, which established all three axes, demonstrates an attitude of not treating
collaboration as the ultimate answer from the start.

A closer look at the titles of the two reviews summarizing agentic artificial intelligence also
reveals different nuances. The paper published in npj Digital Medicine explicitly included the
term 'scoping review' in its title, signaling a format aimed at mapping out where evidence has
accumulated and where gaps remain. The paper published in npj Artificial Intelligence
juxtaposed three terms in its title—'applications, evaluation, and future directions'—conveying
an intent not merely to list case studies, but to encompass evaluation as well.

The titling difference—showing that the paper introducing cases such as Agent Hospital and
MAGDA placed greater weight on evaluation rather than mapping—also implies that readers
must carefully decide which paper's yardstick to use when measuring the gap between
demonstration and validation discussed later in this chapter.

The Economic and Technological Development Zone that hosted the Tianjin seminar is
originally a local government body tasked with industrial attraction and the regional economy,
rather than healthcare administration. It is safer to view the seminar title—which paired
medical artificial intelligence with the high-quality development of hospitals—as the language
of industrial policy rather than an appraisal of clinical efficacy. CHIMA, where Zhou Yi's article
was published, is also an association of hospital information technology practitioners, not an
academic institution evaluating clinical evidence. Unlike academic journal papers that
meticulously detail confidence intervals, sample periods, and study designs, there is a reason
why the seminar title and association article declared directions without qualification.

The two categories of writings seek to answer fundamentally different questions from the
outset. Academic journals ask whether it is effective, whereas industrial and policy writings ask
whether to move in this direction.

Returning to the image placed at the beginning of this chapter—the small program appearing
on one side of the prescription screen to pop up warning windows—makes it clearer why the
term 'paradox' was attached. Early CDSS merely determined whether rules were violated,
without measuring whether those alerts actually helped or hindered a physician's judgment.
The two papers on collaborative performance and the diagnosis/classification paper
establishing three axes can be seen as attempts to fill precisely this gap. Placing a tool in hand
and measuring whether that tool is actually helpful are two entirely different tasks.
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The period covered by the review of perioperative CDSS and the period covered by the
meta-analysis on diagnostic and classification performance overlap, both spanning between
2020 and 2025. In effect, they examined the same five years through different windows. One
examined through the lens of risk prediction and workflow, while the other examined through
the lens of diagnostic accuracy. The fact that both papers, while addressing the same period,
left reservations of similar weight suggests that the scattered evidence here is not a
coincidental overlap, but rather the result of confirming the same technological wave from
multiple angles.
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Chapter 4: Imaging Reading Rooms and Laboratories

A day in the Department of Radiology at Shanghai Huashan Hospital begins with screens
rather than film. In the past, when a single patient visited multiple hospital campuses to
undergo CT and MRI scans, those images were stored separately on each campus server. This is
why Huashan Hospital Affiliated with Fudan University rebuilt its multi-campus (多院区)
imaging collaboration platform (SRC-020). As multiple campuses rather than a single hospital
were integrated into a single imaging system, radiologists became able to pull up prior and
recent images side-by-side on the same screen, regardless of which campus the patient had
visited. The collaborative effort between Huawei, Ruijin Hospital, and others to deploy medical
AI directly into clinical environments illustrates a similar trend.

In this collaboration, it is often noted that the final mile—actually embedding the technology
into daily hospital workflows—is always more difficult than the technology itself (SRC-026).

The workload of image interpretation is expanding beyond merely identifying a single disease
accurately. A study on prostate cancer imaging diagnosis published in the journal npj Digital
Medicine summarizes this shift across various conditions (SRC-081). In prostate imaging,
techniques applying cascading convolutional neural networks to multiparametric MRI are being
used to automatically detect and localize clinically significant cancers. In breast imaging,
approaches have emerged to construct lesion diagnostic models using only two-dimensional
grayscale ultrasound images. In gastric endoscopy, technologies recognizing the boundaries of
early gastric cancer using narrow-band imaging (NBI) and near-focus NBI (nF-NBI) images have
taken root.

AI is also deeply involved in analyzing the left ventricle or identifying cardiac amyloidosis via
cardiac magnetic resonance imaging, as well as diagnosing multiple sclerosis through imaging.
The paper also covers cases where machine learning-based CT identification of acute
appendicitis gained trust in clinical management. Even within radiology alone, diagnostic
targets span widely across the prostate, breast, stomach, heart, and nervous system. Inside the
reading room, AI is establishing itself as an assistant that spans multiple organs rather than
being tied to a single piece of equipment.

A recent notable trend in the same reading room is that large vision-language models have
begun handling pathology and imaging data together. The ConceptVLM study published in npj
Digital Medicine clearly demonstrates this trend (SRC-121). While conventional medical imaging
models required massive amounts of data to achieve performance, this research team
proposed a method to fine-tune a general-purpose vision-language model into a
medical-specialized model using only 1 percent of the total dataset. The core of their work is an
approach called key concept learning.
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The model was trained not merely to classify lesions, but to reason in conceptual units that
clinicians actually pinpoint. This model was applied across ophthalmology, pathology, and
radiology datasets. A model requiring minimal data is well suited to environments like Chinese
hospitals, where data accumulation levels vary across campuses and departments. When
viewed alongside the multi-campus collaborative infrastructure seen at Huashan Hospital, it
signifies that a path has opened to train models even without concentrating data in a single
location.

Moving past the reading room, the emergency room, intensive care unit, and preoperative
evaluation room await. A common issue across these areas is an overflow of data paired with an
inability to filter out critical signals in a timely manner. When attempting to predict rare yet fatal
events such as in-hospital mortality, a long-standing headache has been alert fatigue, where an
excessive number of false alarms leads medical staff to distrust the alerts altogether. Research
that directly tackled this issue is a two-stage early warning framework known as AI-TEW
(AI-powered Tiered Early Warning) (SRC-095).

Researchers first trained a machine learning model using 174,292 emergency department
visit records collected from three hospitals across China and the United States (H1, H2, and H3).
Across internal and external validation cohorts, this model achieved an area under the receiver
operating characteristic curve (AUROC) ranging from 0.84 to 0.91 for predicting in-hospital
mortality.

Had it ended there, it would have remained just another common predictive model, but the
true value of this research emerges in the next step. Applying a stratification strategy dividing
risk into low, medium, and high elevated positive predictive values from the conventional
9.8–18.8 percent range to 32.5–40.5 percent. At the same time, the negative predictive value for
the low-risk group was maintained above 98 percent. On top of this, a large language model
was layered as a knowledge-based filter. Models such as MedGemma, DeepSeek-V3, GPT-4.1,
Baichuan-M1, Llama-3.3, and Qwen-3 re-examine patient clinical data to re-evaluate whether
an alert is valid across three tiers: Yes, No, or Uncertain.

In external validation, MedGemma maintained a sensitivity of 90.5 percent while driving up
the positive predictive value to 48.7 percent, noticeably reducing false alarms. The system uses
SHAP techniques to visualize individual risk factors, such as whether lactate exceeds 2 mmol/L,
blood urea nitrogen exceeds 20 mg/dL, or the lymphocyte percentage drops below 20 percent.
Based on these figures, the language model explains the patient's condition in natural language
sentences. An alert that merely threw numbers at clinicians has transformed into an alert
accompanied by an explanation of why the situation is dangerous.

Sepsis prediction has followed a similar trajectory. A review paper published in Frontiers in
Medicine outlines how sepsis prediction models have evolved from traditional scoring systems
into multimodal intelligent models and reached the stage of real-world clinical deployment
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(SRC-109). Whereas fixed rule-based scoring systems were once the norm, models that ingest
multiple types of data simultaneously now attempt to capture signs of sepsis much earlier. This
shift overlaps with the core problem statement of AI-TEW.

Neither study stops at merely increasing predictive accuracy; both evaluate whether those
predictions can actually function within real clinical workflows.

In the area of preoperative evaluation, a scoping review published in the Journal of Clinical
Monitoring and Computing categorizes AI-based clinical decision support systems published
between 2020 and 2025 into three types: risk prediction, triage, and perioperative workflow
(SRC-110). The preoperative assessment room is where clinicians judge whether a patient can
tolerate surgery and identify key risk factors in advance.

This scoping review demonstrates that even in the preoperative phase, AI has begun
participating in calculating risk beforehand, prioritizing which patients to see first, and
connecting workflows across testing, anesthesia, and surgical procedures. Beginning in reading
rooms, AI has expanded across emergency rooms, ICUs, and preoperative evaluation rooms,
evolving from a tool for reading test data into one that orchestrates the entire clinical workflow.

As AI enters these various settings, a question repeatedly resurfaces in hospital
environments: can the system explain why the model made a particular judgment? Criticism
persists that deep learning-based medical AI models, despite their high performance, function
as black boxes with opaque internal decision-making processes (SRC-096). In settings where
patient lives are at stake, this opacity fuels skepticism and distrust among clinicians, posing a
major barrier to the widespread adoption of AI in routine medical practice. Clinical trial results
cited in the prostate cancer imaging diagnosis paper demonstrate this problem in numbers.

When AI diagnosis aligned with physicians' clinical experience, physician acceptance reached
92 percent, but when they conflicted, acceptance plummeted to 18 percent (SRC-081). The
reason is clear: physicians have no way of knowing the grounds on which the model judged a
particular lesion to be malignant—specifically, what textures or shapes served as the criteria.
Even if the model makes a diagnosis based on textural features of a lesion, the actual
pathological significance of those features is not explained to the physician.

04_CH04_Imaging_Reading_Room_and_Laboratory.txt (3/6)

An attempt to bridge this gap is Explainable Artificial Intelligence, or XAI. A paper published in
Frontiers in Public Health illustrates how XAI actually operates in a laboratory environment
through concrete examples (SRC-096). Suppose an AI model calculates a 79 percent probability
that a bacterial colony cultured on an agar plate is Escherichia coli. In the past, the process
would have ended with that single number. XAI demonstrates how this 79 percent result was
derived using two techniques.
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Based on game theory, the SHAP technique calculates how much each feature—such as color,
size, or border—contributes to the predicted value. It evaluates how the probability of being
Escherichia coli changes when the size feature is added, quantifying the contribution of size as
+0.37 and border as -0.38. Laboratory researchers receive these results as bar charts, visually
verifying which elements the model prioritized most. The LIME technique achieves the same
goal by slightly perturbing input features to generate multiple synthetic samples and observing
how the model responds within that local neighborhood.

Another study addressing clinical decision support systems in the ICU also notes that when
interpretability drops, trust in the system drops alongside it. It points out that an AI with a
closed decision-making process is bound to be pushed out of clinical practice, regardless of
how accurate it is. This observation explains why the AI-TEW study devoted effort to visualizing
individual risk factors using SHAP. Accurate prediction alone is insufficient. There is a vast
difference in how medical staff receive a result when presented with merely a high lactate
reading versus when that reading is explained in context with other factors detailing why it is
dangerous.

Looking at imaging reading rooms and laboratories together reveals several overlapping
trends. First, consolidating data into a single place remains a major challenge. This explains
why Huashan Hospital undertook the task of integrating imaging across multiple campuses into
a unified platform, and why Huawei and Ruijin Hospital emphasized the final mile of
collaboration. Second, the spectrum of diseases managed by models continues to broaden.
This is evidenced by diagnostic models spanning the prostate, breast, heart, and nervous
system, as well as efforts like ConceptVLM, which attempts to handle ophthalmology,
pathology, and radiology simultaneously using only 1 percent of the data.

The third point is that improving prediction accuracy and making clinical practice accept
those predictions are distinct challenges. The reason AI-TEW stacked stratification strategies
with language model filters, and the reason XAI penetrated deep into the laboratory, ultimately
appear to be attempts to bridge this gap. As AI expands its role in clinical settings, the balance
seems to shift, making the ability to explain why a result should be trusted more important than
the ability to output an accurate answer.

The challenges faced by reading rooms and laboratories cannot be summarized by a single
performance metric. As shown by the Huashan Hospital case, integrating imaging data
scattered across multiple campuses onto a single platform is an organizational prerequisite
before introducing technology. When each campus has separate servers and slightly different
imaging storage methods, even the most outstanding reading model will fail at the basic task of
retrieving a patient's historical and latest images side by side. This is why the collaboration
between Huawei and Ruijin Hospital emphasized the "last mile" over technology itself.
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Developing a model and embedding that model into daily clinical workflows carry entirely
different levels of difficulty (SRC-026).

A paper reviewing imaging diagnosis for prostate cancer illustrates the difficulty of this last mile
from another perspective. Models applied to multiparametric MRI or endoscopic ultrasound
operate on different equipment, imaging protocols, and reading practices (SRC-081). Whether a
model trained at one hospital will achieve identical performance at another hospital or on
different equipment remains a separate issue. Although some cases, such as the acute
appendicitis CT reading discussed in the paper, earned trust in clinical management, this was
the result of extensive trial and error rather than immediate success upon adoption.

The "tuning with 1 percent data" approach presented in the ConceptVLM study should not be
read as a silver bullet (SRC-121). The fact that a model can be fine-tuned for a specific task using
little data conversely implies that general-purpose models without such tuning are difficult to
apply immediately in clinical practice. The explanation that the model was trained to reason at
a conceptual level across ophthalmology, pathology, and radiology relies on the underlying
prerequisite that each hospital maintains standardized concept definitions and labeling
systems.

Similar caution is required when viewing the in-hospital mortality prediction performance
produced by the AI-TEW study. The fact that the model was trained and validated on data
collected from three hospitals in China and the United States means that whether it achieves
the same accuracy in healthcare environments outside those three hospitals requires separate
validation (SRC-095). A review paper detailing the evolution of sepsis prediction models also
traces the transition from traditional scoring systems to multimodal models without asserting
that this trend has spread evenly across clinical settings (SRC-109).

A literature review on preoperative assessment that categorized studies accumulated
between 2020 and 2025 into risk prediction, triage, and perioperative workflow also
demonstrates that maturity still varies by category in this field (SRC-110).

When evaluating AI introduced into reading rooms and laboratories, two distinct levels must be
examined separately. Accuracy figures in academic papers and conference presentations
generally derive from controlled validation cohorts. Whether those values can be replicated in
real-world settings—where multiple hospital campuses, diverse equipment, and varied clinician
reading practices mix—requires a separate validation process. The reasons Huashan Hospital
rebuilt its data foundation and XAI had to penetrate deep into laboratories can both be
understood as attempts to bridge the gap between these two levels.

The section describing the use of multiple language models stacked together for alert
re-evaluation leaves another question. The reason for placing models from distinct
lineages—such as MedGemma, DeepSeek-V3, GPT-4.1, Baichuan-M1, Llama-3.3, and
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Qwen-3—side by side appears to be that clinical environments cannot be reassured by the
judgment of a single model alone. The external validation result showing that MedGemma
maintained a sensitivity of 90.5 percent while raising the positive predictive value to 48.7
percent applies only to that specific model. It did not mean that the remaining five models
achieved the same performance (SRC-095).

The structure of running multiple models concurrently to reclassify outcomes into
yes-no-uncertain rests on the premise that one model's bias or error can be filtered out by
another. The extent to which this premise holds true in practice requires ongoing validation.

Another point raised by the review paper summarizing sepsis prediction is that as the types of
data increase, the noise the model must process increases as well (SRC-109). Traditional
scoring systems were easy to compute because they evaluated only a few predetermined
metrics, whereas multimodal models read vital signs, laboratory values, and sometimes
imaging all at once. As inputs proliferate, discerning which signals are genuine indicators of
sepsis and which are noise overlapping with other conditions becomes increasingly
challenging.

The paper's division into three stages—transitioning from traditional scoring to multimodal
intelligent models, and then to clinical application—can also be interpreted as indicating that
distinct challenges must be resolved at each stage.

The structure of the preoperative assessment review, which categorizes literature into three
domains—risk prediction, triage, and perioperative workflow—is also noteworthy (SRC-110). No
matter how sophisticated a risk prediction model may be, connecting its outputs to triage
procedures for prioritizing patients and embedding them into workflows spanning testing,
anesthesia, and surgery presents a separate engineering challenge. The fact that research
published between 2020 and 2025 had to be split into these three types suggests that studies
developing predictive models and studies embedding those models into actual preoperative
testing pathways have not yet matured at the same pace.

Attempts to bring XAI into the laboratory should also be viewed as work in progress rather
than a finished solution. Even if SHAP and LIME visually quantify feature contributions in
bacterial image analysis, without the time and training for laboratory researchers to verify and
interpret those values every time, it risks becoming merely another chart (SRC-096). The
question recurring across reading rooms and laboratories remains the same: rather than asking
what the model got right, it asks how convincingly the people interacting with those results
daily can understand why they should trust them.

The introduction of XAI into the laboratory has not eliminated the black box problem. SHAP
and LIME answer the same question in different ways. Because SHAP is derived from game
theory, the contribution of each feature is theoretically consistent, but the computational load
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increases as the number of features grows (SRC-096). LIME approximates the model locally by
generating synthetic samples around the input, making it computationally light; however, it
carries the limitation that contribution values may fluctuate slightly when the same image is
re-analyzed multiple times.

When a laboratory researcher receives a bar chart, whether those numbers replicate
identically each time was a point of divergence between SHAP and LIME, not an issue that could
be lumped under the single moniker of explainable AI.

SOURCE

Revisiting the paper on prostate cancer imaging diagnosis reveals that the difficulty of tasks
varies across organ systems (SRC-081). Detecting prostate cancer with multiparametric MRI
requires pinpointing location within an image. Conversely, interpreting breast ultrasound
grayscale images involves relatively uniform inputs. Identifying early gastric cancer margins
from NBI images during upper endoscopy operates on real-time moving video, entailing a
computational burden distinct from static image interpretation.

Rather than tying these cases from the same paper into a single unified trend, it is closer to
reality to view them as outcomes of solving distinct problems with different equipment,
imaging protocols, and reading practices.

The necessity of XAI in microbiology laboratories differs from that in radiology reading rooms.
As pointed out by a paper in Frontiers in Public Health, clinical microbiology and infectious
disease diagnosis rely on bacterial culture images (SRC-096). Variables such as antibiotic
susceptibility, cross-reactivity between species, and morphological changes depending on
culture duration overlap. The paper expresses concern that adopting AI models lacking
explainability into infectious disease diagnosis could result in misdiagnoses impacting overall
antibiotic prescription strategies beyond individual patients. In reading rooms, explainability is
treated as a matter of individual physician trust.

In laboratories, that issue of trust can escalate into broader domains such as prescribing
practices and infection control.

The concept-learning approach promoted by the ConceptVLM study can be seen as an
attempt to capture both performance and explainability (SRC-121). Instead of directly
classifying lesions as benign or malignant, the model is designed to reason through conceptual
units that clinicians actually evaluate. Applying the same structure across ophthalmology,
pathology, and radiology indicates that concept-level reasoning was presented as a general
design principle not bound to a specific organ or disease. However, if these concepts are
defined differently across hospitals, the efficiency of tuning with 1 percent of data remains
inherently dependent on each hospital's existing labeling system.
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Whether the path to enhancing performance and the path to explaining that performance
move in the same direction or demand different conditions remains a question requiring
continuous verification in both reading rooms and laboratories.

Looking back at the trajectory of AI adoption across reading rooms and laboratories reveals
that organizational and technological levels do not operate in isolation. Huashan Hospital's
effort to rebuild its multi-campus imaging collaboration platform was not simply a task of
adding a new reading model. It was a process of first organizing the server structures and
storage standards scattered across campuses (SRC-020). Only when this foundational
consolidation is completed can models built on top read images from multiple campuses under
uniform conditions. The expression "last mile" emphasized in the collaboration between
Huawei and Ruijin Hospital can also be understood in this context (SRC-026).

The laboratory where models are developed and the clinical ward where those models are
used daily operate under different constraints. The segment bridging the two cannot be filled
by performance figures in a single research paper.

The stratification strategy adopted by AI-TEW in emergency departments and intensive care
units reflects the same critical awareness (SRC-095). Its architecture—dividing patients into
low-, medium-, and high-risk groups and layering a language model filter on top—stems from
the judgment that probability values from a single predictive model alone are not enough to
drive clinical action. The process of unpacking individual indicators such as lactate, blood urea
nitrogen, and lymphocyte ratio using SHAP mirrors the exact reason why XAI is needed in the
laboratory (SRC-096).

The context surrounding sepsis prediction research—where studies had to be categorized
into three distinct phases transitioning from traditional scoring to multimodal models and
ultimately to clinical application—is no different (SRC-109). Because each stage carries distinct
data requirements and trust conditions, achievements in one stage do not automatically
translate into the next.

A literature review in the domain of preoperative evaluation that separately addressed risk
prediction, triage, and workflow paints the same picture (SRC-110). The model that calculates
risk in advance and the procedure that reflects those calculated results in actual patient flow
remain distinct engineering challenges. The fact that ConceptVLM was able to align models
across multiple clinical departments using only 1 percent of data re-demonstrates the premise
that such alignment holds true only on top of the concept definitions and labeling systems
already established in each hospital (SRC-121). Moving from reading rooms through
laboratories and emergency departments, what repeats endlessly is ultimately a single
question.
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That question is: who, and in what manner, will bridge the gap between a model that delivers
accurate predictions and the procedures that ensure those predictions are actually accepted on
the hospital ward?

Deploying permanent laboratory XAI tools and training the personnel who use them daily
follow different timelines. The computation time required for SHAP and LIME to generate a
single bar chart is short. However, interpreting that graph and deciding whether to reflect it in
the specimen interpretation report depends on the skill level of the laboratory personnel
(SRC-096). The issue addressed by this paper is not the sophistication of the tool itself, but
whether the new interpretation practices demanded by that tool have taken root within
laboratory workflows.

Whether a researcher—presented with a single bacterial culture image alongside the
probability of it being Escherichia coli and the supporting rationale—can spare the time to
review SHAP values every single time remains a question left unanswered by the paper.

The texture of explanation required by microbiology laboratories versus radiology reading
rooms is also worth examining. In reading rooms, a single reader verifies the model's rationale
and makes the final determination. In microbiology laboratories, by contrast, identifying a
bacterial species often leads directly to antibiotic prescriptions (SRC-096). Concerns that a
misjudgment could ripple beyond an individual patient's diagnosis to affect antimicrobial
stewardship as a whole suggest why laboratories face stricter explainability demands than
reading rooms. While both settings grapple with the black box problem, the scope of its impact
on the ground is not identical.

Looking at the various organ-specific models covered in the prostate cancer imaging paper, it
becomes clear that as the scope of interpretation broadens, the demand for explainability
increases accordingly (SRC-081). A model pinpointing prostate cancer using multiparametric
MRI and a model interpreting breast lesions via grayscale ultrasound differ right from their
input formats. Consequently, the features each model relies on as evidence also differ. No
guarantee that a single XAI technique can be directly transferred across multiple organs and
imaging modalities is confirmed within this paper.

The attempt by ConceptVLM to unify ophthalmology, pathology, and radiology into a single
framework through concept learning (SRC-121) further reinforces the premise that it operates
solely on top of the concept definition systems already established in each clinical department.
However, there is no evidence in the source that this premise is satisfied identically across all
hospitals.

Between reading rooms and laboratories lies another physical constraint that is rarely
mentioned. Imaging data is far larger in file size than pathology slides or microbial culture
images. If storage servers and network bandwidth differ across campuses, even the same
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model may exhibit different response times depending on the campus. The effort by Huashan
Hospital to re-establish its multi-campus imaging collaboration foundation was likely a process
of addressing these physical conditions as well. However, specific figures regarding bandwidth
or storage capacity do not appear in the source (SRC-020). It is best to leave this fact
unconfirmed.

Re-examining the organ-specific models compiled in the prostate cancer imaging paper, it is
also worth noting that the imaging modalities used to train each model differ (SRC-081). MRI,
ultrasound, endoscopy, and cardiac magnetic resonance imaging differ right down to their
acquisition principles. Thus, for a single hospital to integrate all these models into a single
reading room workflow, separate validation and separate operating procedures are required
for each piece of equipment. The paper does not address actual cases of such integrated
operations. A scenario in which multiple models run simultaneously within a single reading
room cannot be confirmed from this paper alone.

There is no evidence in the source that the low-data tuning approach emphasized in the
ConceptVLM study carried through to the clinical deployment phase (SRC-121). The scope
covered by the paper is performance validation on ophthalmology, pathology, and radiology
datasets. No case of an actual hospital incorporating this model into reading room operations
has been separately confirmed. It is safer to view a gap as still existing between the research
phase where performance was validated and the deployment phase used daily by hospitals.

The collaboration case between Huawei and Ruijin Hospital similarly offers only the
expression "the last mile" to indicate the direction of collaboration. It does not present
numerical data showing how much that gap was actually narrowed (SRC-026). Looking together
at the various cases spanning reading rooms and laboratories, numerous unfilled gaps remain
between the performance demonstrated in research papers and the daily operational
conditions experienced in hospital environments.
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Chapter 5: Administrative Office and Information
Department

Chapter 5: Administrative Office and Information Department

Let us start with the story of the Data Office at Peking University Cancer Hospital. Opened in
1976, this hospital is a Class 3A specialized oncology hospital jointly administered by the Beijing
Hospital Management Center and Peking University. As a cancer center, data such as electronic
medical records, lab reports, and medical imaging accumulate every year. Because this data
directly contains personal information such as patient names, resident registration numbers,
and addresses, such information must be removed before the data can be used for research. In
China, with the successive implementation of the Personal Information Protection Law and the
Data Security Law, the requirements for this process have risen noticeably.

In the past, this work was done manually by humans. Removing names and verifying
addresses often took several weeks to complete. As a result, it could not keep up with the speed
required by clinical research. As a next step, hospitals adopted rule-based semi-automated
tools. While this method redacts data if it matches predefined patterns, expressions appearing
in medical records are so diverse that rules alone frequently missed items. This meant that the
results were inconsistent every time. As this bottleneck persisted for a long time, Peking
University Cancer Hospital decided to independently develop an artificial intelligence–based
general-purpose de-identification system.

This project was carried out in two phases. Phase 1 ran from June 24, 2022, to June 15, 2023,
and Phase 2 ran from October 18, 2023, to May 15, 2024. The development process was
structured into six stages. First, they analyzed de-identification requirements and application
scenarios to design the overall architecture, confirming the use of deep learning and natural
language processing technologies. Next was the data preprocessing stage, which involved
collecting, cleaning, and formatting the data.

Next, features were extracted from medical imaging and medical history data through image
recognition and named entity recognition, while rules, dictionaries, and natural language
recognition weighting algorithms were jointly applied to text data. Machine learning models
were trained on these extracted features and fine-tuned to improve accuracy. Finally, the
process concluded by using the trained models together with large language models to
de-identify and output data such as names, resident registration numbers, and addresses. As AI
took over work that used to take the hospital's Information Department several weeks by hand,
researchers were able to receive and use data much faster.

Moving to Taizhou, Zhejiang Province, we encounter a different problem. Taizhou Enze
Medical Center is a hospital that transformed its safety incident reporting system. Managing
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accidents or adverse events occurring in a hospital directly touches patient lives, but the
existing approach was a reactive reporting system that only moved after a human logged an
incident. Incident identification was delayed, analysis was rough, and there was virtually no
feature for warning before an incident occurred. Medical staff were often too busy caring for
patients to file reports on time, and in many cases, measures were taken only after an incident
had already occurred.

To fundamentally alter this structure, Enze Medical Center decided to create a smart risk
prevention system. This project was not done by the hospital alone; it was an
industry-academic collaboration project applied for jointly with the Institute of Computer
Innovation and Technology at Zhejiang University. The architecture they selected combines a
knowledge base, a large model, and intelligent agents. Since 2006, Enze Medical Center had
already operated a closed-loop management method covering registration, analysis,
improvement, and prevention, accumulating over 100,000 cases of adverse event data within
the hospital. They fed this data, gathered over nearly 20 years, directly into AI training.

In the place where humans used to receive and categorize incident reports, a large model
now drafts initial reports first, and intelligent agents highlight risk signals in advance. Humans
have moved to the role of reviewing this draft at the end and correcting any errors.

Let us turn to the staffing issues within the Information Department itself. An expert named
Huang Hao wrote an article in a column for the Information Professional Committee of the
Chinese Hospital Association. The piece begins by bringing up a 2016 article titled "One-Person
Information Department: How to Shoulder the Informatics Construction of an Entire Hospital."
It tells the story of a Grade 2 Class A hospital in Henan Province where a single Information
Department director took charge of hospital-wide digitalization relying solely on personal
learning ability and resource procurement capacity. Huang Hao points out that the situation is
not much different today. Primary-level hospital Information Departments still collide with the
twin walls of insufficient manpower and budget deficits.

While demands for system maintenance and data statistics continue to rise, the capabilities
of field technicians fall short, and raising salaries to bring in skilled personnel remains difficult
under these circumstances.

Beijing Administrative Office and Information Department

Emerging to fill this gap is an AI-based virtual legion. A prominent example is the open-source
execution engine OpenClaw. Originally named Clawdbot Moltbot, its official name was
established as OpenClaw in early 2026, and it reportedly surpassed 100,000 GitHub stars in just
three months. Inside China, the adoption speed was even faster. Kimi released Kimi Claw, which
operates on a webpage with a single spoken command, while Alibaba Cloud, Tencent Cloud,
and Baidu Cloud scrambled to add one-click deployment features. Baidu even ran a promotion



46 - Kim Kyung-jin

lowering the first-month usage fee to just 1 fen.

A company named Qingmao Smart optimized this engine for Huawei Ascend chips, and
versions connecting to DingTalk and WeChat Work appeared in succession. Huang Hao
describes this tool as an AI partner that requires neither salary nor food, stays on standby 24
hours a day, and never complains about overtime. Although token costs apply, even beginners
who do not know how to code can handle it without difficulty, making it a welcome tool for
primary-level hospital Information Departments lacking technical staff.

The tasks that these AI assistants actually handle are system development and data analysis.
Another article co-authored by Huang Hao and Xu Wei contains an actual record of developing a
program called the Hearing Assessment System using AI. Development proceeded in a manner
where an Information Department employee verbally explained the requirements, the AI wrote
the code, and a human reviewed the output. Personnel who used to write code line by line are
now shifting to the role of reviewing code generated by AI.

AI adoption was not the only work handled by hospital Information Departments. Looking at
documents from the same Information Professional Committee, efforts to transform the
computing infrastructure itself were taking place across hospitals. Peking Jishuitan Hospital
affiliated with Capital Medical University replaced its VMware vSphere virtualization system
across multiple campuses with domestic Chinese technology. The Chinese People's Liberation
Army General Hospital presented a case of building a new-generation hospital information
system entirely with a domestic Chinese system. Guangdong Provincial People's Hospital
shared a practical case of upgrading its information integration platform.

While these cases are closer to foundational tasks such as server virtualization or information
integration rather than AI adoption, they demonstrate that the scope of Information
Department duties has broadened significantly compared to the past. The current situation is
close to imagining a hospital Information Department employee facing a screen with an AI
coding tool open next to a server status window, flanked by a schedule for transitioning to
domestic Chinese systems.

Placing these three cases side by side reveals a common trend. In places where repetitive
tasks were processed manually one by one by humans, AI now steps in first to create a draft,
while humans shift to the role of reviewing and correcting the output. Data de-identification,
safety incident reporting, and system development all follow this sequence. However, it is
difficult to say that this trend is unfolding at the exact same pace across all hospitals. While
leading hospitals like Peking University Cancer Hospital or Enze Medical Center exist, there are
also primary-level hospitals in Henan Province—as pointed out by Huang Hao—that rely on AI
tools due to shortages in manpower and budget.
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Even within the same country, the position of the Information Department varies
considerably depending on hospital size and region.

There is also a caution to note. The open-source tools and domestic system transition cases
mentioned above were adopted based on individual hospital decisions, rather than being
specific products designated and handed down by the state. It is closer to the truth to see that
hospitals choose tools according to their budget circumstances and Information Department
staffing, and the accumulation of those choices produced the cases presented here.

Looking a bit deeper into the Peking University Cancer Hospital case, it stands out that this
project was not completed in a single run. Phase 1 ran from June 24, 2022, to June 15, 2023,
while Phase 2 skipped several months and continued from October 18, 2023, to May 15, 2024.
The fact that a gap existed between the two phases suggests that the de-identification system
did not emerge in completed form from the beginning, but went through a process of reviewing
Phase 1 results and resolving issues. Because the hospital's presentation materials do not
specify what was modified during this hiatus, that part remains unconfirmed.

This system did not completely replace human effort. Hospital presentation materials
describe a structure where machine learning models and large language models jointly handle
de-identification processing, but they also mention a remaining step for final verification of the
processing results. Thus, the workflow of AI drafting and humans reviewing repeats itself once
more. However, specific figures on how many review personnel were involved or how much
review time was reduced are not provided in the presentation materials.

The case of Taizhou Enze Medical Center is also worth examining. The fact that it was an
industry-academic collaboration project applied for jointly with the Institute of Computer
Innovation and Technology at Zhejiang University implies that the hospital's Information
Department could not handle this project alone. Developing a structure combining a
knowledge base, large models, and intelligent agents requires data science personnel
alongside computer engineering talent—a combination difficult for a typical hospital
Information Department to maintain. Had it not been for the more than 100,000 cases of
adverse event data accumulated over nearly 20 years, such training could not have taken place
at all. This also means that hospitals with long-accumulated data and those without cannot
simply copy and transfer the exact same approach.

Returning to Huang Hao's text, the term 'virtual legion' is actually closer to a temporary
makeshift measure for manpower shortages. Improving pay or working conditions to recruit
regular staff and attaching AI tools to ease the burden on existing staff are fundamentally
different solutions. Huang Hao's writing merely addresses the latter approach and does not
suggest that the manpower shortage at primary-level hospitals itself has been resolved.
Independent of the speed at which open-source tools spread, hospitals still require personnel
to manage these tools. While it is described that these tools can be operated without coding
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knowledge, evaluating and inspecting the output ultimately must be handled by humans.

Looking at the IT department's staffing issue solely in this light makes it seem like a simple
shortage of personnel, but in reality, it is closer to the fact that the scope of work itself has
expanded. In the past, the tasks handled by the IT department were limited to server
inspections, network maintenance, and responding to hospital information system errors.
Today, data de-identification, safety incident prediction models, and domestic system
migration projects have been added on top of these. While the number of personnel has not
increased significantly, the variety of tasks to be managed has grown. The manpower shortage
highlighted in Huang Hao's text only makes sense when read against the backdrop of this
broadened scope of work.

The VMware replacement project at Jishuitan Hospital also warrants a closer look. Replacing
a virtualization framework spanning multiple campuses with domestic technology is not merely
a matter of tweaking one or two servers. It is a project that changes the underlying foundation
on which the entire hospital system operates. While replacing the virtualization layer, there is
bound to be a period during which the existing and new systems must be operated
simultaneously, but the practical burden arising during this transition phase is not specified in
detail in the hospital's published materials. The same applies to the case of the People's
Liberation Army General Hospital, which presented a hospital information system fully
migrated to domestic technology.

A common pattern observed across multiple cases of domestic system migration is that more
operational personnel are required during the data migration phase—where existing data is
transferred to the new system—than during the initial system development phase. However,
the exact size of the workforce involved in that migration process remains undisclosed.

The information integration platform upgrade at Guangdong Provincial People's Hospital can
be viewed in the same context. The integration platform serves to gather data scattered across
various systems within the hospital into a single place. Rather than adding new features, this
task is closer to an alignment process adjusting data formats and access protocols among
previously disparate systems. From the perspective of the IT department, introducing new AI
tools and overhauling existing infrastructure are taking place simultaneously during the same
period. These two trends demand personnel with distinctly different skill sets.

This is because operating AI coding assistance tools requires an intuitive grasp of prompting,
whereas replacing virtualization frameworks or migrating data demands hands-on experience
in managing existing infrastructure.

The background behind the rapid adoption of open-source tools such as OpenClaw across
hospital IT departments is also intertwined with this workforce structure. Cloud vendors
competing to offer one-click deployments and aggressive pricing effectively lowered the barrier
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to entry, allowing IT departments to use these tools immediately without dedicated
development staff. However, whether this pace of diffusion translated into the exact same level
of actual usage in primary-level hospital IT departments remains unverified. The speed at which
a tool spreads and the time required for hospital staff to become proficient in using it in the
field are two different matters.

When designing a de-identification system, it is worth considering why Peking University
Cancer Hospital chose to combine deep learning and natural language processing rather than
completely abandoning rule-based tools. Medical records contain a mix of tabular text and
unstructured narrative text. Even for the same personal information, notation formats vary
across lab reports, clinical notes, and medical imaging reports.

Relying solely on rules to filter out all this diversity requires continuously expanding the rule
set. As that happens, the maintenance burden increases, requiring manual adjustments
whenever new expressions emerge. In contrast, machine learning models have room to capture
expressions that were not present in the training data. The hospital's decision to combine
named entity recognition and natural language recognition weighting algorithms appears to
stem from the difficulty of handling unstructured narrative sections with rules alone. However,
specific figures regarding how much this hybrid structure reduced false positives or false
negatives are not provided in the hospital's published materials.

A similar question can be posed regarding the safety incident reporting agent. The choice to
combine a knowledge base with a large model agent appears to reflect the fact that a large
model alone struggles to accurately reflect hospital-specific classification systems and
terminology. It can be inferred that tasks were divided such that the knowledge base houses
the adverse event classifications and regulations accumulated by the hospital over nearly 20
years, the large model generates drafts accordingly, and the agent ties the two together to
operate within the actual workflow. Enze Medical Center is likely not the only hospital to have
adopted such a structure.

However, because the identified materials specifically address only the Enze case, it cannot
be confirmed whether the same structure is being used at other hospitals.

Returning to the issue of IT department staffing, it is also necessary to examine why the speed
at which tools like the virtual legion spread differs from the circumstances under which each
hospital adopts them. Cloud vendors offering one-click deployment and aggressive pricing
represent measures to lower entry barriers. However, for a hospital's IT department to apply
these tools to actual operations, separate integration work connecting them to internal
hospital systems and data is required. Connecting external open-source tools to hospital
systems containing personal data often requires undergoing data security reviews. These
review procedures may be conducted differently depending on the hospital.
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Because Huang Hao's text does not delve into the details of these security review procedures,
it is difficult to conclude that the speed of tool diffusion directly equates to the actual rate of
adoption.

When comparing the domestic system migration and integration cases of Jishuitan Hospital,
the People's Liberation Army General Hospital, and Guangdong Provincial People's Hospital, it
is also worth noting that the capabilities required of IT staff for these tasks differ in nature from
those needed to operate AI coding assistance tools. Replacing a virtualization layer or migrating
systems demands a deep understanding of existing infrastructure and experience in incident
response. In contrast, managing an AI virtual legion relies more heavily on the ability to
articulate requirements clearly in natural language. How many staff members within a single IT
department possess both sets of capabilities cannot be determined from the available
materials alone.

The safety incident reporting agent case at Enze Medical Center is different from a story that
ended with in-house development at a single hospital. According to materials compiled by the
Information Management Professional Committee of the Chinese Hospital Association, this
case was among those listed in the candidate pool for the 2026 Hospital Emerging Technology
Innovation Applications. The inclusion of this project in a venue where the association collects
and introduces candidate cases from multiple hospitals suggests that an individual attempt by
a single hospital in Zhejiang Province has the potential to spread as a reference case for IT
departments at other hospitals.

However, whether other hospital cases listed in the candidate pool followed the exact same
structure of a knowledge base, large model, and agent as Enze Medical Center cannot be
confirmed from the identified materials alone.

The case of the People's Liberation Army General Hospital's fully domestic hospital
information system migration also warrants further examination. Describing a new-generation
hospital information system as being built entirely with domestic technology does not mean
simply replacing a single application. It should be understood as filling all layers, encompassing
servers, operating systems, and databases, with domestic technology. The work done by
Jishuitan Hospital to replace its multi-campus VMware vSphere virtualization system falls
within the same context. Hospitals divided into multiple campuses often have structures where
systems across each campus run together on a single virtualization layer.

As a result, the replacement effort does not end with a single campus, but expands into a
broader task requiring adjustments to inter-campus integration as well.

Examining the IT department staffing issue from a legal and regulatory perspective reveals a
different picture. Behind Peking University Cancer Hospital's development of a
de-identification system lay the implementation of the 《Personal Information Protection
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Law》 and the 《Data Security Law》. What these laws demand of hospitals is not to block data
usage entirely, but to strike a balance between privacy protection and research utilization. For
IT departments, managing the compliance procedures themselves became an added workload.
Security reviews required when integrating open-source AI tools with hospital systems are also
likely conducted under the same legal framework.

The article by Huang Hao and Xu Wei describing their experience developing the Chenggang
evaluation system was published in the same Information Management Professional
Committee column. This indicates that the method of IT staff describing requirements in
natural language and AI generating code is being treated as a noteworthy case worth sharing at
the association level. The information integration platform upgrade at Guangdong Provincial
People's Hospital was also featured through the same association channel. A structure is taking
shape in which work conducted independently by individual hospitals serves as reference
material for others through the association.

Revisiting the case of Peking University Cancer Hospital, it is noticeable that the scope of
de-identification is not limited strictly to textual data. Hospital presentation materials specify
medical images as processing targets in addition to document-based data such as electronic
medical records and lab reports. Image files often contain embedded information such as the
imaging institution name, date and time of capture, and patient identification codes, making it
necessary to apply both optical character recognition and image recognition to avoid missing
information that needs to be redacted. The hospital's decision to deploy image recognition
alongside named entity recognition can be seen as rooted in this diversity of data formats.

However, the presentation materials do not provide specific details on which exact fields
were redacted from the image data or the precise accuracy of that processing.

Whether legal and regulatory requirements are applied uniformly across all hospitals is
another point worth questioning. Although the 《Personal Information Protection Law》 and
the 《Data Security Law》 are nationwide statutes, the choice of specific systems used to
comply with them is left to each hospital's discretion. Class 3A hospitals with in-house
development capabilities, such as Peking University Cancer Hospital, had the capacity to design
general-purpose de-identification systems from scratch. Smaller hospitals are more likely to
meet the same legal requirements through commercial tools or outsourcing. Because the
examined source exclusively details the case of Peking University Cancer Hospital, how other
hospitals fulfill these same legal mandates remains unverified.

Unresolved questions remain in the AI agent case of Taizhou Enze Medical Center. Although the
hospital's presentation materials explain that a large model drafts incident reports and
identifies risk signals in advance, no figures are provided regarding how often these drafts
matched actual incidents or how many false positives occurred. The fact that nearly 20 years of
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accumulated adverse event data was used for training means the model had an abundant pool
of cases to reference, but it does not in itself guarantee predictive accuracy. This is a point that
the hospital's presentation materials left unaddressed.

Looking at the expansion of IT department duties from a different perspective, one can note
that the adoption of AI tools has also increased the learning burden placed on IT staff. Server
management and network maintenance are areas that can be managed through
long-accumulated experience. However, understanding and operating large models or agent
architectures requires new knowledge that cannot be fulfilled by past experience alone. Huang
Hao's article explains that the barrier to entry for open-source tools is low. However, to review
the outputs generated by these tools in the context of hospital operations, IT staff must also
possess domain knowledge of the relevant operational area.

The time or training process required to build this review capability does not appear in the
verified sources.

It should also be noted that most of the verified cases originated through a single channel:
the Information Management Committee of the China Hospital Association, known as CHIMA.
The de-identification system at Peking University Cancer Hospital, the safety incident reporting
agent at Enze Medical Center, and the infrastructure transition cases at Jishuitan Hospital, PLA
General Hospital, and Guangdong Provincial People's Hospital were all published in the same
association's case-sharing sections or column spaces. This indicates that the association plays
a role in gathering and introducing attempts made by individual hospitals. Rather than being
competitors, the hospitals featured here are more accurately viewed as entities that reference
each other's initiatives through the medium of the association.

However, based solely on the verified materials, it remains unclear what criteria are used in
the process of submitting cases to the association, and whether only operational systems are
posted or if conceptual-stage projects are included as well.

There is more than one document referencing the AI agent case of Enze Medical Center. A
document included in the case presentation list and a separately written feature article covered
the same project but were published at different times. The fact that two documents refer to
the same case yet have different publication dates suggests that the association introduces a
single case multiple times over time, or lists it first before elaborating on it in a separate article
later. This is also why the publication dates of the two documents are not stated as a single date
in this chapter, but are listed separately.

The case of developing a hearing evaluation system introduced by Huang Hao also leaves
aspects worthy of closer examination. The fact that a method where an IT staff member
describes requirements in natural language and AI generates code was treated as a notable
case featured in an association column implies that this development approach is not yet
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common among hospital IT departments. Had it been common, there would have been little
reason for it to be introduced as a case study in an association column.

The method used by the Information Management Committee to solicit candidate cases for
hospital emerging technology innovation applications each year is also worth noting. The
association repeatedly uses a procedure of gathering cases submitted by member hospitals
throughout the year, compiling them into a list, and then elaborating on notable cases among
them in separate articles. The fact that Enze Medical Center's safety incident reporting agent
was recorded in both the candidate list and as a standalone feature article appears to be the
result of going through this procedure. This dual-publication approach gives the impression
that the association uses a phased process of releasing the list and then allocating dedicated
coverage based on response, rather than filtering cases all at once.

However, whether there are criteria for hospital size or regional balance in this selection
process does not appear in the verified materials.

When viewing Jishuitan Hospital's replacement of its virtualization system within the broader
trend of transitioning to domestic Chinese systems, another perspective emerges. Replacing
foreign virtualization software such as VMware with domestic technology was not a decision
unique to this hospital alone. The trend becomes clear when viewed alongside PLA General
Hospital's implementation of a hospital information system fully transitioned to domestic
technology. Both hospitals share the commonality of modifying underlying layers such as
servers and operating systems. Replacing such underlying layers differs from developing a
single new application; it entails a migration process to seamlessly transfer existing data and
systems.

The upgrade of the integrated information platform at Guangdong Provincial People's
Hospital is similar in nature, as it also involved readjusting connection methods between
multiple systems. The fact that the cases of all three hospitals occurred at the infrastructure
layer rather than the application layer demonstrates that hospital IT departments are taking on
the task of rebuilding foundational infrastructure alongside the adoption of AI tools. Because
the presentation materials of each hospital do not state how much manpower and time were
spent on these migration efforts, it is difficult to gauge their scale.
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Chapter 6: How Traditional Chinese Medicine Adopted AI

Editing the source, keeping headings/subheadings as-is.

Chapter 6: How Traditional Chinese Medicine Adopted AI

From Experiential Diagnosis to Data Recording

The way practitioners of Korean medicine—or traditional Chinese medicine (TCM)
practitioners, as they are called in China—examine patients by taking their pulse, inspecting
their tongue, and observing their complexion has not changed significantly for centuries. Pulse
diagnosis, questioning, and prescribing decisions were passed down from master to disciple,
from older doctors to younger doctors, through embodied experience. A paper published in the
journal Chinese Medicine notes that a vast amount of such knowledge is accumulated in
ancient texts, famous practitioners' clinical case reports, and patient records. The problem is
that this knowledge is not standardized.

Even for the same symptom, different doctors use different expressions, the quality of records is
inconsistent, and data is rarely organized into structured formats. Compared to Western
medicine hospitals, which began AI reading using images already captured digitally like X-rays,
CTs, and MRIs, TCM hospitals had a completely different starting point. Instead of images to
interpret, they first had to translate the experience stored in human minds into words and
numbers.

This paper emphasizes the term 'human-derived experience.' It refers to knowledge gained
from long-term human application and verified efficacy; if left as is, it remains the personal skill
of individual doctors. This must be transformed into data that can be repeatedly observed in
actual clinical practice—that is, real-world evidence—so that the next generation of doctors can
learn it and computers can compute it. The direction is clear: creating a database that ties
together theory, methodology, prescriptions, and medicinal herbs, while linking symptoms,
treatments, and outcomes.

By integrating AI, big data, and Internet of Things (IoT) technologies, clinical data generated
throughout the entire process of TCM practice can be collected seamlessly from start to finish.
In the past, after a doctor finished a consultation, the rationale behind their decision remained
only on paper charts or in their personal memory. Now, a trend is emerging to capture the
process itself as a closed loop and preserve it as data.

A case showing how this trend manifests in actual hospitals is the Zhejiang Provincial
Hospital of Chinese Medicine. Originating from a blue-brick building at No. 54 Wuzhen Road
near West Lake in Hangzhou, the hospital traces its roots to the Zhejiang Provincial Hospital
founded in 1931. It inherited the medical traditions of ten academic schools, including Ye's
Internal Medicine and Yu's Internal Medicine, and has now established itself as the nation's first
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modernized Grade 3 Class A comprehensive TCM hospital. According to a case study published
by the Information Professional Committee of the China Hospital Association (CHIMA), Niu
Ruoyong, the chief information officer of the hospital, described its digital transformation as
'reweaving digital meridians.'

Meridians refer to the pathways in the body through which qi and blood flow according to
traditional Chinese medicine; this concept was directly applied to the hospital information
system. It signifies an intention to ensure that medical records, prescriptions, and test results
flow seamlessly throughout the hospital.

The catalyst that compelled the hospital to urgently restructure its information system was
not technological curiosity, but an overwhelming influx of patients. In the summer of 2024, a
summer herbal tea prescription prepared by Zhejiang Provincial Hospital of Chinese Medicine
called Wumei Decoction—known as Wumeitang in Chinese—suddenly surged in popularity. As
the number of people searching for this prescription online soared, daily online registrations
exceeded 560,000, and daily online prescription orders surpassed 12 million doses. This scale is
difficult to imagine a single hospital handling. A key aspect highlighted in this case study is that
despite such massive traffic, the hospital's information system and office automation system
held up.

As the system that normally managed medical records and prescriptions successfully
withstood the sudden surge in public demand, the hospital became convinced of the need to
rebuild its infrastructure to be even more resilient. The construction of hyperconverged
infrastructure mentioned by Niu Ruoyong appears to be a project that gained momentum after
this experience.

Looking at this case, it is closer to the truth to say that AI adoption in TCM hospitals is taking a
path different from that of Western medicine hospitals. In Western medicine, the approach of
layering diagnostic assistance models on top of already standardized imaging data established
itself first; in TCM, however, the task of capturing spoken words, written text, and prescriptions
from clinical settings as data comes first. While the experience of handling a sudden traffic spike
like Zhejiang Provincial Hospital of Chinese Medicine is a special circumstance unique to this
hospital, the pressure to restructure hospital information systems around data can be seen as
resting similarly on other TCM hospitals.

TCM Knowledge Representation and Clinical Tokens

Providing the revised manuscript as is.

Even after converting records into data, large language models did not immediately
understand traditional Chinese medicine well. Another barrier emerged. A paper published in
Scientific Reports examines this barrier at the token level. Widely used open-source large
language models such as LLaMA, Qwen, and ChatGPT are mostly trained primarily on English
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corpora. Applying these models directly to Chinese clinical text—especially TCM text—causes
performance to drop sharply. The cause lies in the tokenization method.

In English, word boundaries are separated by spaces, but Chinese is not like that. Therefore,
processing Chinese text requires a preliminary process of word segmentation, but existing
general-purpose tokenizer vocabularies lack Chinese words themselves and contain almost no
specialized medical terminology. As a result, important terms frequently encountered in clinical
settings, such as 'diabetes,' get fragmented into meaningless pieces. When a single disease
name is scattered across multiple tokens, the model fails to fully grasp the meaning indicated
by that term, leading to degraded performance on clinical tasks. The more finely tokens are
split, the shorter the length of text the model can read at one time.

Based on the LLaMA 2 model, an average of 1.52 tokens is used per Chinese character within
the 4,096-token limit, which means the context that can be processed at once is limited to
about 2,695 characters. In clinical settings where ancient TCM texts or thick electronic medical
records must be read in their entirety, this length is insufficient.

The researchers of this paper solved this problem by introducing medical-specific subwords
called 'clinical tokens' into the vocabulary of the LLaMA 2 7B model. Rather than merely
expanding the word list, they retrained the SentencePiece tokenizer's byte-level BPE algorithm
on a medical corpus. This method repeatedly calculates the frequency of byte pairs that
frequently appear together in UTF-8 encoded text and adds frequent pairs to the vocabulary as
single merged units.

The researchers reported that they experimented with vocabulary additions of 32,000, 22,000,
and 12,000 tokens, achieving the best results when adding 12,000 medical tokens. Looking
strictly at the numbers, it may seem like a simple tuning task, but its implications are clear: to
properly feed Chinese clinical text—and TCM text in particular—into large language models,
while there is no need to rebuild the model from scratch, refinement is necessary right from the
vocabulary stage to lock in medical terms.

This study demonstrates in advance the hurdle encountered when hospitals like Zhejiang
Provincial Hospital of Chinese Medicine, which have captured clinical records as data, move to
the next stage. Even if data is collected, if the model reading that data fragments Chinese
medical terms, the connection between prescriptions and symptoms becomes disrupted.
Modifying vocabularies with items like clinical tokens serves as foundational work to properly
ground TCM data within large language models. Collecting data and enabling models to
accurately read that data are distinct tasks, and in TCM, these two tasks are progressing almost
simultaneously.

What the Zhejiang Provincial Hospital of Chinese Medicine Case Tells Us
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Returning to the story of Zhejiang Provincial Hospital of Chinese Medicine, its path overlaps
with yet diverges from the general trend of AI adoption across Chinese hospitals. The point of
overlap is the starting line of data standardization. Whether in Western medicine or TCM
hospitals, for AI to be genuinely useful, standardized data must exist first. The point of
divergence is the identity of that data. While imaging and test values form the core in Western
medicine hospitals, linguistic and narrative records—such as pulse diagnosis, questioning, and
prescriptions—are central to TCM hospitals.

Such records naturally do not resolve neatly into numbers, and even the same symptom is
documented differently depending on an individual doctor's style of expression. The Wumei
Decoction episode experienced by Zhejiang Provincial Hospital of Chinese Medicine was
manageable only because the hospital had already substantially established an online
consultation and prescription system. Had the system not been prepared, it would have been
difficult to withstand prescription orders reaching up to 12 million doses a day.

The expression 'digital meridians' mentioned by Niu Ruoyong is a metaphor. The actual work
contained within it is making clinical data flow seamlessly through the hospital information
system. A hospital with over 90 years of history, while inheriting the clinical approaches of ten
academic schools, is undergoing the task of rebuilding those methods atop a modern
information system. The direction demanded by policy documents under the National Health
Commission—building databases for 'theory, method, prescription, and medicine' and
'syndrome, treatment, and efficacy'—converges at one point with the real-world traffic pressure
actually experienced by Zhejiang Provincial Hospital of Chinese Medicine.

The goals outlined in policy documents and the events that unfolded on the hospital floor
converge from different directions onto the same conclusion: the need to standardize data and
build robust systems.

The vocabulary refinement work shown in the clinical token study and the infrastructure
overhaul undergone by Zhejiang Provincial Hospital of Chinese Medicine operate on different
levels. Yet their direction is identical. One is the effort to enable models to accurately read
Chinese medical terms, while the other is the effort to enable hospitals to stably process
pouring clinical data. Both efforts represent attempts to transfer the ancient knowledge system
of traditional Chinese medicine into new vessels: large language models and hospital
information systems.

Transferring clinical judgment that once existed only inside master doctors' minds into data,
enabling models to read that data without fragmenting it, and equipping systems to handle
influxes of patients on top of that foundation—these three processes are currently unfolding
together in Chinese TCM hospitals.
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The process of converting Traditional Chinese Medicine (TCM) knowledge into data begins
with literature and clinical records. A paper published in Chinese Medicine presents knowledge
graphs, natural language processing (NLP), and large language models (LLMs) side by side,
explaining that these three technologies capture TCM data at different levels. Knowledge
graphs primarily organize the relationships among prescriptions, medicinal herbs, and
symptoms into nodes and edges. Natural language processing handles the extraction of
symptom and prescription expressions from clinical notes written by physicians. Large
language models encompass both, being used to read and summarize new clinical records or
recommend prescriptions.

This is also why the paper uses the term multimodal data integration. Because literature text,
clinical records, and processed herb data fundamentally differ in format, storing all three
together in a single database requires separate processing methods tailored to each data
format.

However, it is too early to conclude that this work was accomplished smoothly. While the
paper cites the difficulty of data standardization as a barrier, it remains cautious about the
extent to which that barrier has been overcome. The practice of different physicians describing
the same symptom in different ways does not disappear overnight simply by building a
database. How much of the subtle nuance of an experienced physician's diagnostic reasoning is
preserved or lost when converting their clinical approach into data cannot be verified from this
paper alone. Digitization into data does not automatically mean the precise replication of
clinical judgment.

There are also aspects requiring caution in the clinical token study. This study presents
results obtained from modifying the vocabulary dictionary specifically for the LLaMA 2 7B
model. The finding that performance was optimal when 12,000 medical tokens were added is a
value derived within this specific model and experimental condition. The paper itself offers no
guarantee that these findings can be directly transferred and applied to other models or clinical
texts in other language regions. While one might infer that similar methods could work for
Qwen or ChatGPT series models, this was not within the scope directly verified by the paper.
Moreover, resolving tokenization issues does not mean that the model understands the
underlying logic of TCM prescriptions.

Preserving terminology intact and accurately inferring the clinical relationships between
those terms are distinct tasks.

Reexamining the case of the Zhejiang Provincial Hospital of Traditional Chinese Medicine, the
traffic surge experienced by this hospital occurred under the specific circumstances of an online
prescription service. Rather than assuming this experience directly led to the overhaul of
information systems at other TCM hospitals, it is closer to the facts to read it as an isolated case
where a single hospital equipped with data-centered infrastructure withstood unexpected
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demand. It is difficult to claim that TCM hospitals in general have already established systems of
the same level. Furthermore, it is necessary to consider that the case presented by CHIMA relies
on descriptions from a presentation by the hospital's chief information officer.

File doesn't exist locally, but I have the source text inline, so I'll just produce the revised text
directly.

Expanding the discussion on TCM data standardization reveals that this task differs from
challenges unique to TCM alone. The requirement for databases of 'Yi-Fa-Fang-Yao' (etiology,
principle, formula, and medicine) and 'Zheng-Zhi-Xiao' (pattern, treatment, and efficacy)
requested in documents affiliated with the National Health Commission can be read as a
demand to establish two axes: one connecting theory and medicinal formulas, and the other
connecting patterns, treatments, and outcomes. Establishing these two axes is different in
nature from Western medicine hospitals organizing imaging data into standard formats. While
imaging devices produce already standardized files, pulse diagnosis and inquiry records
originate from individual physicians' narrative descriptions.

Therefore, TCM data standardization is akin to a dual task that requires gathering data while
simultaneously applying a common format to that data.

The role that knowledge graphs play in this dual task is also worth examining. By setting
prescriptions, medicinal herbs, and symptoms as nodes and linking their relationships with
edges, room is created to group expressions written differently by individual physicians under
the same concept. Even if one physician writes 'qi deficiency' and another uses a different
expression, if the underlying combination of prescriptions and herbs overlaps, they are
connected to the same node on the knowledge graph. However, because this linking process
also requires human intervention to define and verify relationships, the database was not
completed automatically.

The context length issue addressed by clinical token studies carries significant weight in TCM
as well. Classical TCM texts and thick electronic medical records often contain longer narratives
per patient than Western medical records. If the context processing limit remains around 2,695
characters, a patient's entire medical history cannot be read all at once and must be fed into
the model split into multiple fragments. If context is severed in the process of fragmenting,
there is a risk that the connection inside the model between the rationale for a prescription and
the symptoms that prompted it becomes blurred. Modifying the vocabulary dictionary to
reduce token count serves as a workaround to minimize this context loss.

However, this workaround does not completely eliminate the context length problem, and
limitations remain in handling long medical histories.

Putting the Zhejiang Provincial Hospital of Traditional Chinese Medicine's 'Digital Meridians'
initiative, clinical token research, and discussions on multimodal data integration side by side
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makes it clear that the adoption of TCM AI is a process taking place across multiple overlapping
layers of refinement rather than through a single technology. The hospital information systems
that collect clinical data, the knowledge graphs that organize that data into relationships, and
the tokenization adjustments that read the data without fragmenting it operate separately, yet
ultimately head toward the same goal: preserving the experience of master physicians in a form
usable by both future generations and machines.

Broadening the view of TCM digitization beyond hospital information systems reveals that
knowledge graphs, natural language processing, and large language models handle the same
raw material at different points. Taking a single prescription as an example, it exists as a
formula principle in literature, as a response to symptoms in clinical notes, and as order data in
hospital systems. Although these three layers refer to the same subject, their recorded formats
are completely different. If these structural differences are left unaddressed, teams building
knowledge graphs, analyzing clinical records, and managing prescription data will end up
working in isolation.

Attempting to merge these three later will require additional rework. This is precisely what
the term multimodal data integration points to. Unless data in disparate formats is designed to
interlock from the outset, the cost of integrating individual databases after they have
developed independently becomes even higher.

The recurring bottleneck in this work is the diversity of expression. Terms referring to the
same symptom vary by physician, region, and academic lineage. Academic lineages such as Ye's
Internal Medicine and Wei's Internal Medicine, which the Zhejiang Provincial Hospital of
Traditional Chinese Medicine claims to have inherited, each possess accumulated conventions
of expression. Standardizing a database does not mean unifying such diverse expressions into a
single term; rather, it means connecting different expressions so that computers can recognize
that they refer to the same clinical entity.

This is where natural language processing technology extracting symptom expressions from
clinical records intersects with knowledge graphs linking those expressions to the same node.
However, both tasks require human intervention to establish and verify rules, and there is no
evidence confirming that computers can automatically differentiate the distinct diagnostic
logic of different lineages.

The clinical token study revisited in the case of the Zhejiang Provincial Hospital of Traditional
Chinese Medicine overlaps with the issue of orthographical diversity. Even for the same disease
name, slight variations in spelling or notation can lead tokenizers to treat them as different
words. Whether adding medical tokens to a vocabulary dictionary captures such subtle
orthographical differences cannot be confirmed from the paper. Collecting data in hospital
information systems, organizing relationships through knowledge graphs, and having large
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language models read that data in complete units are layers built sequentially upon one
another.

However, because each layer confronts the common issue of expressive diversity in different
ways, refining one layer does not automatically resolve the problems in the remaining layers.

To gauge the future path of TCM digitization, one must examine the gap by comparing it with
the adoption path of AI in Western medicine hospitals. Because computer-assisted diagnostic
models for imaging started on standardized file formats, data formats remain relatively
homogeneous even if imaging equipment varies across hospitals. In contrast, pulse diagnosis
and inquiry records handled by TCM hospitals lacked the concept of standardization from the
very beginning. The difficulty of data standardization highlighted in the Chinese Medicine paper
does not mean that data is simply unorganized; it means that the very criteria for organization
must be newly established.

Establishing standards involves a mix of aspects solvable by technology and those requiring
human consensus. Therefore, no matter how well a hospital information system is designed,
deciding who determines the standard items to be included and on what grounds remains a
separate challenge.

Revisiting the case of the Zhejiang Provincial Hospital of Traditional Chinese Medicine, the
narrative presented by CHIMA focuses on the infrastructure achievement of withstanding heavy
traffic. It did not address in detail how standardized the prescription and symptom data
actually became on top of that infrastructure. The prescription order volume of 12 million doses
per day is a figure that demonstrates the system's capacity to process large volumes of
requests; it is not a figure showing how faithfully each prescription reflects the diagnostic logic
of Ye's Internal Medicine or Wei's Internal Medicine.

The fact that an online prescription service successfully endured high volume and how
sophisticatedly the hospital's TCM knowledge itself was captured in the database are two
distinct questions. When citing this case, it is safer not to conflate these two questions.

The modification of vocabulary dictionaries addressed in clinical token research carries
similar limitations. The researchers' addition of 12,000 medical tokens is a result obtained
under a specific model, LLaMA 2 7B, and under specific experimental conditions. The paper did
not separately verify whether these results accurately captured concepts unique to Traditional
Chinese Medicine, such as the Five Elements or Qi and Blood. Even when Western medical terms
and TCM terms are mixed within the same Chinese clinical text, their conceptual structures
differ. Thus, it is premature to conclude that tokenization adjustments produce equal effects in
both domains.

The transfer of Traditional Chinese Medicine knowledge into large language models is
progressing at different speeds across three levels: token-level refinement, knowledge
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graph-level relationship structuring, and hospital information system-level data collection.
Based on the materials reviewed so far, there is no evidence that these three levels have
simultaneously reached completion.

Moving the discussion on the digitization of Traditional Chinese Medicine to policy
documents outside hospitals, one notices how closely the requirements of National Health
Commission-related documents align with the realities on the ground in hospitals. The two axes
of 'Li-Fa-Fang-Yao' (principles, methods, formulas, and medicinals) and 'Zheng-Zhi-Xiao'
(syndrome, treatment, and efficacy) demand the establishment of a framework connecting
data from theory to prescription, and from symptom to efficacy. This was not a framework that
a single hospital could build on its own.

With schools holding different expressive conventions scattered across the country, such as
Ye School Internal Medicine and Wei School Internal Medicine, no matter how sophisticated a
hospital's information system may be, if it fails to incorporate the schools and expressions
outside that hospital into the same framework, the database remains a dialect understood only
within that hospital. It is more accurate to read the 'digital meridian' work disclosed by
Zhejiang Provincial Hospital of Traditional Chinese Medicine as an instance of streamlining
internal hospital workflows. Within CHIMA's introductory text, there is no evidence that this
reorganization directly translates to a nationwide standard.

The context length issue highlighted by the clinical token study carries a different weight
when viewed alongside the conditions of hospital information systems. If the context
processing limit based on the LLaMA-2 7B model is around 2,695 characters, it is fundamentally
impossible for a large language model to read all at once the vast medical records generated by
a system like that of Zhejiang Provincial Hospital of Traditional Chinese Medicine, which
processes millions of prescription requests a day. No matter how much data a hospital
information system accumulates, if the processing limit of the model reading that data is short,
separate processing to chunk and feed the data is required.

Hospital infrastructure overhaul and tokenization refinement on the model side are
operations carried out separately by different teams using different tech stacks. Even so, they
exist in a relationship where the limitations of one side can erode the achievements of the
other.

Considering these circumstances together, AI adoption in Traditional Chinese Medicine
hospitals is an ongoing process pushed by multiple teams at different speeds, rather than a
completed achievement. Hospital chief information officers focus on managing infrastructure
and traffic. Researchers writing papers focus on refining tokens and vocabularies, while policy
drafters focus on defining database frameworks. Although it is clear that these three axes point
toward the same goal, it is difficult to determine to what extent they are currently aligned with
one another.
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Looking beyond the narrow scope of hospital information systems at the hyper-converged
infrastructure overhaul at Zhejiang Provincial Hospital of Traditional Chinese Medicine reveals
where this work fits within the broader trend of database construction. What the system
endured during the Wumei Tang prescription commotion was traffic, not knowledge itself.
From the moment a prescription passed through the online ordering counter until it reached
the patient, the clinical logic supporting that prescription remained entirely outside the
system—namely, within the doctor's judgment and the hospital's internal prescription catalog.

The capability to process large volumes of requests and the capability to express the
Traditional Chinese Medicine judgment contained within each request as data are tasks on
entirely different levels. The case introduced by CHIMA proves the former capability, but not the
latter.

Returning to the discussion of multimodal data integration highlighted in the paper Chinese
Medicine, one can reconfirm why this integration task takes a long time. Literature texts mix
Classical Chinese and archaic styles, medical records mix individual doctors' colloquial
expressions, and medicinal processing data mixes numerical values with processing steps.
Forcing these three formats into a single database framework risks eroding the unique
information contained in each format, whereas keeping them separate increases the cost of
connecting them later.

The paper does not offer a specific solution to resolve this tension; it merely suggests a
direction—that knowledge graphs, natural language processing, and large language models
should be used together.

The vocabulary refinement task addressed in the clinical token study is merely one piece of
this integration challenge. Finishing the processing that anchors medical terms at the token
level does not automatically mean that the concepts referred to by those terms are connected
in correct relationships on a knowledge graph, or organized into standard codes within a
hospital information system; these must be verified separately. The fact that the three
operations share the same goal is distinct from the fact that they have actually interlocked and
reached completion. These materials support only the former fact.



64 - Kim Kyung-jin

Chapter 7: The AI-Native Hospital Experiment

On March 26, 2026, the 2026 World Digital Health Forum was held in Beijing. At this event, the
Chinese Academy of Engineering and Tsinghua University made a joint announcement. Beijing
Tsinghua Changgeng Hospital also co-organized the event. Ten academicians and 40 hospital
directors attended from various countries including the United Kingdom, Italy, and Indonesia,
with total attendance exceeding 700. The outcome produced that day was the 'International
Consensus on Intelligent Integrated Alliance.' Tsinghua University School of Clinical Medicine
introduced this document as the world's first international consensus on AI hospitals.

Which country's delegation prepared the draft and what discussions took place during the
negotiation process cannot be confirmed through publicly available materials. However,
judging solely by the outcome, this consensus added a new modifier to the word 'hospital.'

The consensus defines an AI hospital as 'a new paradigm of smart healthcare led by a service
digital twin.' This means adopting artificial intelligence as the fundamental operating principle
of a hospital. A twin refers to a digital replica that operates alongside the actual hospital. It is a
mirror-like system that reflects data and procedures inside the hospital in real time while
treating patients. The consensus states that by combining the expertise of offline medical care
with the broad reach of online services, it will provide patients with proactive health
management twenty-four hours a day, anywhere, across the entire continuum of care.

In doing so, it corrects a common misconception. An AI hospital is different from a virtual
hospital without human doctors. Tsinghua's deliberate inclusion of this sentence suggests that
as soon as the term 'AI hospital' appeared, people envisioned unmanned clinics. In reality, it is
depicted as a structure where human doctors remain in the examination rooms, working
alongside data and algorithms.

On the same day, March 26, the 2026 ZGC Forum (Zhongguancun Forum) was also held in
Beijing. Announced at this event was the Super AI Hospital in Boao Town, Hainan Province.
Hainan is a region situated within the Boao Lecheng International Medical Tourism Pilot Zone,
supported by national patent policies. Chinese news reports refer to this hospital as the 'Boao
Super Shuzi Hospital' or simply the 'Super AI Hospital.' The English-language media outlet
CGTN introduced this hospital as China's first 'Super AI Hospital.' However, it should be noted
that this expression was used by CGTN, a state-run media outlet.

Neither the claim of being the 'world's first' nor 'China's first' aligns with figures verified
against other sources. They should be seen as labels attached by the announcers to their own
achievements.

The entity operating this hospital is Beijing Huaizhijin Health Technology Group. This group
introduces itself as China's first domestic AI hospital group innovation alliance. They
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announced that following organizational integration on May 20, 2026, they established their
base in Beijing and entered full operations. Science and Technology Daily reported this news
under the headline, 'First AI Hospital Group Settles in Beijing to Help Realize the 'Four
Transformations' of AI Healthcare.' The core engine driving the Super AI Hospital is a
domain-specific generative model called the AIMES Medical Large Model. This model has
passed the algorithm registration process for large models managed by the Cyberspace
Administration of China.

In China, generative AI services offered to the public must go through this registration,
meaning that the core model of the Super AI Hospital has also cleared this regulatory hurdle.

Looking at its technical architecture, the hospital is built on a self-developed 'Alliance MaaS
Platform.' MaaS stands for Model-as-a-Service, a structure designed so that multiple hospitals
or departments can share a single model infrastructure. This platform is driven by three
engines: a knowledge graph summarizing the latest medical knowledge, evidence-based
medical data, and real-world data accumulated from actual clinical sites. At the same ZGC
Forum, an OS-level intelligent backbone platform for AI-native hospitals was also reportedly
unveiled as a world first.

This aspect can be understood as one of several technical components disclosed on the day
of the announcement.

These two announcements—Tsinghua University's international consensus and Hainan's
Super AI Hospital—were both made on March 26 at two different venues in Beijing. One was a
gathering of academic institutions and hospital directors to establish definitions, while the
other was a stage for an industrial group to present an actual hospital. Though they sound
similar, their natures differ. The international consensus is a document outlining concepts and
standards, whereas the Super AI Hospital is a commercial entity claiming to have transplanted
those concepts into practice. Placing the two announcements side by side reveals that the term
'AI hospital' began to be used simultaneously across both academia and industry in China.

Attempts to view an entire hospital as an agent organization began even earlier. In 2024,
Professor Liu Yang's team at Tsinghua University's Institute for AI Industry Research, along with
the spin-off startup Tairex, created an 'Agent Hospital' through simulation. Modeling it after a
major hospital in Beijing, they constructed a virtual world containing 21 clinical departments,
with the roles of doctors, nurses, pharmacists, and patients all filled by AI agents. A total of 42 AI
doctor agents were deployed, covering 300 types of diseases.

This system trained on more than 500,000 real patient cases and reportedly diagnosed and
treated 10,000 virtual patients with 93 percent accuracy in just a few days. While it would take
human doctors years to see the same number of patients with equal accuracy, this virtual world
is designed so that time flows 100 times faster than reality, allowing the agents to read
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literature and care for patients at a correspondingly accelerated speed.

The research team experimented with training these agents using two methods. One starts
from actual clinical data and knowledge graphs, while the other, similar to the Go program
AlphaGo Zero, begins from scratch without prior knowledge and builds capability through
reinforcement learning. The latter is called 'MedZero.' The question posed by this experiment
was whether an entire organization like a hospital could be re-engineered into a closed-loop
ecosystem driven by autonomous AI agents, rather than relying merely on simple diagnostic
assistance tools.

A webinar presentation explained that healthcare services in China evolved from physical
building-centered hospitals to internet hospitals augmented with online consultations, and are
now transitioning to the next stage: the 'agentic hospital.' An agentic hospital refers not to a
facility with a few AI software applications installed, but to a structure where autonomous AI
agents run the entire hospital operation as an immersive closed loop.

What stands out in this experiment is the scale of training data and the method used to boost
care speed. While a single human doctor treats a limited number of patients over a lifetime, an
agent doctor inside the simulation encounters far more cases repeatedly in an accelerated
timeframe. The research team's hypothesis is that this repetition becomes learning, and that
learning leads to accuracy. However, the 93 percent accuracy rate is a figure derived from a
simulation pitting virtual patients against virtual doctors, not a verified figure from actual
patients in real hospitals. Whether a method validated in a virtual world will deliver identical
performance in actual clinical practice cannot be determined from this experiment alone.

Tsinghua University's international consensus, Hainan's Super AI Hospital, and the agent
hospital simulation. Placing these three side by side shows that the concept of an AI hospital is
being refined simultaneously from three directions within China. Academia sets definitions and
standards, industry establishes physical facilities and commercial models, and research
institutes explore optimal forms of hospital operations in advance through simulation. Whether
these three trends referenced one another or moved independently cannot be discerned from
public data alone.

However, given the overlapping timing, it is closer to the truth to view the first half of 2026 as
a period when China's medical AI industry attempted to redefine the very unit of the 'hospital.'

One more point to clarify is that Hainan is not the only entity using the name 'AI hospital.'
There are also differences in expression between the CGTN report and the Science and
Technology Daily report introducing the Super AI Hospital. CGTN framed its coverage around
'China's first Super AI Hospital,' whereas Science and Technology Daily emphasized introducing
the group operating the hospital as the 'nation's first AI hospital group innovation alliance.'
Although both use the word 'first,' what they point to differs slightly: one refers to the hospital
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facility itself, while the other refers to the corporate organization operating that facility.

Distinguishing these differences in expression is necessary to evaluate what a claim is being
compared against when another hospital presents a similar modifier in the future.

It remains to be seen how far the experiment of configuring an entire hospital with agents has
translated into actual hospital operations. The simulation remains a simulation, and while the
Super AI Hospital is a physical facility, it is in its early stages of opening. The international
consensus established definitions but was not a binding regulation. Nevertheless, this period
where these three trends coincided is worth recording. As the adjective 'AI' attaches itself to the
ancient word 'hospital,' now is the time to verify with actual operational data from various
hospitals whether what truly changes is the landscape of examination rooms, the logic of
operating organizations, or merely a label.

Episode 7: Super AI Hospital

Looking at the background behind the announcement of the consensus by Tsinghua
University School of Clinical Medicine, the scale of the event itself is notable. Over 700 people
gathered, including 10 academicians and 40 hospital directors. This can be interpreted to mean
that the document is not merely a declaration by a handful of researchers, but one endorsed
with the names of heads of medical institutions from multiple countries. However, public
records do not confirm whether the list of attendees is identical to the list of institutions that
signed the consensus. Attending the forum and agreeing to the contents of the consensus are
two different matters, so this distinction must be kept in mind.

Looking into the agent hospital simulation, this project attempted to replicate an entire
organization called a hospital on top of software. Traditional medical AI was used to handle
single slices of the clinical process, such as image reading or prescription assistance. In
contrast, the virtual hospital created by Professor Liu Yang's team was an experiment in
running the entire hospital operation as a closed loop by filling all roles—including doctors,
nurses, pharmacists, and patients—with agents. The webinar presentation described this
structure as a 'fully immersive, closed-loop virtual ecosystem.' Within the simulation, the entire
process from patient registration and consultation to prescription is handled through
interactions between agents.

A complete clinical cycle is completed even without human intervention.

This closed-loop design also leaves its mark in the validation method. The research team
conducted side-by-side experiments comparing training based on real clinical data with
zero-knowledge reinforcement learning named MedZero. This can be interpreted as an attempt
to compare whether hospital operational logic should be inherited from human-accumulated
knowledge or built from scratch solely through trial and error. Just as AlphaGo Zero developed
its skills independently using only the rules of Go without human game records, the MedZero
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approach trains the agent using only clinical rules and outcome feedback, without a medical
knowledge graph.

The very fact that both methods were tested together signals that the research team has not
yet concluded which one is superior.

The accelerated time design is also noteworthy. Time flowing 100 times faster in the
simulation allows the agent physician to encounter a vast number of cases within a short
period. However, there is no guarantee that this acceleration elevates the quality of learning by
100 times as well. The experience gained by a human doctor over a long period includes not
only repeated cases but also encounters with rare and exceptional situations, discussions with
colleague physicians, and relationship-building with patients. What the simulation reproduces
is merely one pillar: case repetition. To what extent the remainder contributes to actual clinical
competence remains a question outside this experiment.

The expression 'Four Transformations' (Sihua) highlighted in the Science and Technology
Daily article covering the Super AI Hospital is also striking. This expression is a label that divides
into four types the ways AI healthcare establishes itself within a hospital organization. Rather
than explaining these four characters one by one, the body of the article presents them almost
like a slogan. Emerging alongside Huaijin Health Technology Group's announcement that it
completed organizational integration, this slogan blurs together the fact that an organization
was established with the claim that the organization actually achieved the 'Four
Transformations' in a single sentence.

Just because the timing of organizational integration and the achievement of the 'Four
Transformations' were announced for the exact same date, whether integration directly implies
the completion of the 'Four Transformations' is a separate matter that needs to be scrutinized.

The presentation at the Philanthropy Asia Summit in June 2026 adds another angle to the AI
hospital discussion. This venue was not meant to showcase a single hospital. It was a setting
covering multiple technological agendas together, such as carbon removal and virus detection,
and the AI hospital was treated as only one item among them. Notably, the event title explicitly
stated, "AI Hospitals, Carbon Removal, and Virus Detection Are Only Half the Story." This
implies that, separate from the hospital topic being heavily reported in the media, it can be
downscaled and treated as merely one of several tech agendas within philanthropic or
international cooperation discourse.

What specific numbers or case studies regarding AI hospitals were newly presented at this
summit is difficult to confirm from the secured materials alone.

The scope covered by Tsinghua University's international consensus document must also be
re-verified. The consensus is a document that establishes the definition and principles of the
concept of an AI hospital. It was not a document equipped with procedures to evaluate or
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certify whether individual hospitals met this definition. In other words, even if a hospital called
itself an AI hospital, that name did not mean it passed the standards of the Tsinghua University
consensus document. Nowhere in the announcements for Hainan's Super AI Hospital or the
Huaijin Group is there any mention of meeting the criteria of this international consensus
document.

If one connects these two trends into a single narrative simply because both announcements
were released on the same day in Beijing, it creates the illusion of a certification relationship
that does not actually exist.

There are also aspects of the agent hospital simulation that remain unverified. The figures of 42
AI physician agents, 21 medical departments, and 300 diseases were disclosed as simulation
design parameters. However, the public materials do not explain whether this design directly
mirrors the departmental structure or staffing of an actual hospital. The specific identity of the
large hospital in Beijing that the simulation reportedly referenced is also unnamed. Thus, there
is currently no suitable way to verify how faithfully the virtual hospital's design reflects the
structure of a specific real-world hospital.

Looking into the background of Tsinghua University's international consensus document
reveals that it was not a standalone announcement. In relevant sources, this discussion is
mentioned alongside digital health presentations in a webinar format. One of them outlines a
trend in China's healthcare system transitioning from brick-and-mortar hospitals to internet
hospitals featuring online consultations, and further to a stage where autonomous agents take
charge of operations. Within this trajectory, the Tsinghua consensus essentially served to assign
a name and definition to that next stage.

However, the negotiation process that led to this definition or who first proposed the draft is
not disclosed in the public materials; only the resulting consensus text can be confirmed.

The registration procedure for the AIMES medical large model disclosed by Huaijin Health
Technology Group is also notable. In China, generative AI services aimed at the public must
undergo large model algorithm filing with the Cyberspace Administration of China. This
procedure functions more like an administrative hurdle that must be cleared before attaching
the title of 'hospital.' Therefore, one of the technical justifications put forward by the Super AI
Hospital is the mere fact of having cleared regulatory procedures, rather than the accuracy of its
medical content. Whether this filing is a process that separately evaluates the model's
diagnostic accuracy or safety, or simply a procedure to verify eligibility for service provision,
cannot be discerned from news reports alone.

In the same vein, the way the Philanthropy Asia Summit handled the topic of AI hospitals is
worth revisiting. The summit was not a venue highlighting a single hospital. It was a setting
where several technology agendas, such as carbon removal and virus detection, were discussed
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side by side, and the presentation title itself framed the AI hospital as only half the story. This
placement demonstrates that within international philanthropic and cooperation discourse,
the AI hospital is consumed as one of several cutting-edge tech agendas rather than an
independent topic. There is a distinct difference in tone between how the press treats the
hospital as a standalone protagonist and how international cooperation stages treat it as just
one item among many.

Figures regarding how many hospitals have adopted these tools also vary in nuance
depending on the source. Some sources present specific AI diagnostic tools or models as
already being deployed across numerous hospitals. However, whether these numbers
represent officially compiled statistics or figures self-reported by companies or media outlets
differs across sources. Cases referring to a single facility, such as the Super AI Hospital or the
Agent Hospital simulation, and diffusion claims alleging deployment across multiple hospitals
operate on different levels. Thus, they should not be conflated into a single number.

In this book, figures regarding the scale of adoption are treated as unverified
announcements, presented strictly within the context stated by each source.

Looking at the scale of the gathering where the consensus was unveiled, over 700 people
gathered, including 10 academicians and 40 hospital directors. This fact lends the document a
weight distinct from a declaration by a handful of researchers. However, whether the attendee
list is identical to the list of signatory institutions for the consensus cannot be confirmed from
public materials. Participating in the forum and agreeing to the content of the consensus are
two different matters, so the two should not be conflated.

It is also worth understanding where the Agent Hospital simulation diverges from
incremental tool-based approaches. Existing medical AI took charge of only a single piece of the
clinical workflow, such as medical image reading or prescription assistance. The virtual hospital
built by Professor Liu Yang's team is different. It is an experiment designed to run the entire
hospital operation as a closed loop, filling all roles—including doctors, nurses, pharmacists, and
patients—with agents. Within the simulation, the entire cycle from registration to consultation
and prescription is completed solely through inter-agent interactions. This is precisely why the
research team attempted side-by-side experiments comparing learning based on real clinical
data with zero-knowledge reinforcement learning named MedZero.

This can be read as an attempt to compare whether hospital operational logic should be
inherited from human-accumulated knowledge or established from scratch through trial and
error alone. The very fact that both methods were tested together signals that no conclusion
has yet been reached as to which side is superior.

The registration procedure for the AIMES medical large model disclosed by Huaijin Health
Technology Group is also notable. In China, generative AI services aimed at the public must
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undergo large model algorithm filing with the Cyberspace Administration of China. This
procedure functions more like an administrative hurdle that must be cleared before attaching
the title of 'hospital.' Whether this filing is a process that separately evaluates the model's
diagnostic accuracy or safety, or simply a procedure to verify eligibility for service provision,
cannot be discerned from news reports alone.

The presentation at the Philanthropy Asia Summit in June 2026 places another angle onto the
AI hospital discussion. This venue was not meant to introduce a single hospital. It was a venue
covering multiple technological agendas together, such as carbon removal and virus detection,
and the AI hospital was treated as only one item among them. Notably, the event title itself
explicitly stated, "AI Hospitals, Carbon Removal, and Virus Detection Are Only Half the Story."
This implies that, separate from the hospital topic receiving major press coverage, it can be
treated as one among several cutting-edge tech agendas within international philanthropic and
cooperation discourse.

What specific numbers or case studies regarding AI hospitals newly emerged at this summit is
difficult to confirm from the subtitle materials alone.

When superimposing the Tsinghua consensus, the Hainan Super AI Hospital, and the Agent
Hospital simulation, one can see that all three projects share a common core question. All three
seek to re-imagine the hospital as a unified software system. The international consensus
translates hospital operational logic into the framework of a digital twin, the Super AI Hospital
establishes that framework as a commercial facility, and the Agent Hospital places that entire
framework into a simulation. The terminology used by the three projects also overlaps.
Expressions such as closed-loop, immersive ecosystem, and 24-hour response appear in both
the international consensus and the Agent Hospital webinar.

Whether the reason for this overlap in terminology is due to joint planning or simply because
the industry naturally came to adopt similar wording around the same time cannot be
determined from public materials.

The timing of these three trends is also worth noting. The Agent Hospital experiment by
Professor Liu Yang’s team began in 2024, while the international consensus statement and the
Super AI Hospital announcement were released in March 2026. Looking solely at the sequence
where simulation research came first, followed by definitions and commercial facilities, one
might speculate that conceptual experiments in academia led to actual industrial investment.
However, nowhere in the relevant materials is there any mention of direct citation or
collaboration among the three. A chronological sequence alone should not be taken as proof of
causality.

These attempts to redefine the term 'hospital' ultimately return to the question of
verification. While simulations can measure accuracy using virtual patients, real hospitals rarely
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produce such controlled metrics. The announcements for the Super AI Hospital and Huaizijin
Group did not include operational performance metrics such as diagnostic accuracy or patient
satisfaction. An announcement of an organization's establishment and evidence that it actually
produces good outcomes must accumulate separately. The materials released so far only cover
the former, while the latter remains empty.

Whether the title of 'AI hospital' will be backed by real clinical data over the coming years or
remain merely a label from the time of its announcement cannot be known from the materials
covered in this chapter alone.

Broadening the background behind the simultaneous release of the Tsinghua University
consensus statement and the Hainan Super AI Hospital announcement reveals that Chinese
medical AI discourse at this time moved along two distinct tracks: academia and industry. The
academic side focused on establishing definitions and principles, whereas the industrial side
focused on promoting its achievements through physical facilities and organizational
integration. The only point where these two met was in name. Although both announcements
used the same term, 'AI hospital,' the underlying reality and the level of verification they
referred to differed.

The consensus statement is merely a conceptual document outlining principles and
directions, whereas the Super AI Hospital is a commercial entity claiming to possess physical
buildings and an operating organization. Failing to distinguish between the two and reading
both announcements as a single trend can easily lead to the misconception that definition
equals certification.

The verification gap left by the Agent Hospital simulation must also be reassessed. The 93
percent diagnostic accuracy figure was obtained using virtual patients, and no separate clinical
trial results appear in the relevant materials to confirm whether this figure holds true in actual
clinical settings. That the simulation method is an academically interesting endeavor and the
claim that its results demonstrate actual care quality are two different matters. Reading the
three cases in this chapter with this distinction in mind makes it clearer what each
announcement actually proved and what it has yet to prove.

While all three projects attempted to redefine the concept of a hospital, it appears that more
time is needed for those definitions to be backed by actual clinical performance.

The term '24-hour response' in the Tsinghua University consensus statement also requires
re-examination. The document states that it will combine the expertise of offline care with the
reach of online services to provide proactive management throughout the entire care process.
However, it does not clarify whether '24 hours' means medical staff are on call around the clock
or that algorithms continuously process data. Given that the consensus statement explicitly
included a sentence clarifying that it is not an unstaffed hospital, it is safer to read '24 hours' as
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indicating continuous data and algorithm operation rather than assuming automated
responses without humans.

It is difficult to assess from the text of the consensus statement alone to what extent data
accumulated by the twin system outside the clinic is incorporated into actual clinical
decision-making by medical staff.

There is another point to consider regarding the regulatory registration process highlighted in
the announcements by Hainan Super AI Hospital and Huaizijin Group. In China, large-model
algorithm registration is a procedure required for any generative AI service offered to the
public, regardless of whether it is a hospital. The fact that the AIMES model passed this
procedure means that it cleared a threshold applicable to generative AI services in general,
independent of its status as a hospital. If media reports present this procedure as a certification
specific to hospitals, such framing risks conflating general regulatory compliance with
healthcare-specific certification.

This assessment remains valid only within the scope of the primary source materials.
Verification in actual clinical settings remains an ongoing task. Who will share the costs and
liabilities can hardly be considered a settled matter either.
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Chapter 8 Patient Experience and Telemedicine

Some patients encounter AI even before entering a hospital's doors. The Reference
Guidelines for Artificial Intelligence Application Scenarios in the Health and Hygiene Industry,
published by China's National Health Commission, introduces 'smart pre-consultation
(智能预问诊)' as an exemplary case for hospitals to adopt. Before a patient opens the
consultation room door, a system combining voice recognition, natural language
understanding, and image recognition interacts with them via text or voice—just like talking to
a human—asking about symptoms, current medical history, past medical history, and previous
test results. The AI extracts key information from this conversation to create a medical history
document in a standardized format.

Even before the physician meets the patient, a draft of the medical history is already
prepared, and this document becomes the starting point of the consultation.

The same guidelines explain that hospital information desks have also been transformed
under the name 'smart medical consultation (智能就医咨询).' In place of the information desks
and call centers where humans used to sit, systems that answer patient inquiries based on a
knowledge base have taken over. With the addition of virtual digital human technology that
sophisticatedly mimics human faces and voices, hospitals describe this as a warm visual
interaction that reduces patient anxiety. It is difficult to gauge from these guidelines alone how
much a smiling figure on a screen reading guidance statements actually reassures patients.

However, it is clear that hospitals introduced this technology with the expectation of such an
effect.

Even after entering the consultation room, AI does not disappear. A webinar video on AI
healthcare introduces an 'AI-based auxiliary interface' placed between the patient and the
physician. This interface collects all symptoms reported by the patient, organizes them into a
neat summary, and passes it to the physician. The video explains that because the doctor
already holds the summarized information the moment the patient sits down, they can spend
more time on physical examination and treatment planning while confirming only missing
details. The same video notes that this system even helps find the appropriate specialist and
schedule consultations.

Among other video materials covering Chinese hospital sites, some introduce AI as having
already been implemented in over 300 hospitals. This video shows scenes where AI listens to
and transcribes conversations between patients and doctors in real time, automatically
categorizing the medical information contained in the dialogue into the electronic health
record system. The number of hospitals adopted is a figure presented by this video, and it is
difficult to verify the same number in other sources. Therefore, this book treats the number 300
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not as an established fact, but solely as a figure presented by that video. However, one
background point highlighted by the video aligns with stories that recur across multiple
sources.

That story is that a physician spends two hours on paperwork for every one hour spent
examining patients. The video concludes that by handing over the task of listening to,
transcribing, and organizing conversations to AI, it significantly reduced the time doctors used
to spend trapped in front of monitors and keyboards even after finishing consultations.

What are the conditions under which patients open their minds to AI? A systematic review
published by researchers from Zhejiang University School of Medicine and Sir Run Run Shaw
Hospital answers this question directly. This paper searched nine global databases and
selected 61 studies out of 7,452 retrieved literature pieces for analysis. It includes 20 qualitative
studies, 35 quantitative studies, and 6 mixed-methods studies. The methodological quality
score evaluated using the Mixed Methods Appraisal Tool averaged 4.4 points. The researchers
explain the process of patients accepting AI across three levels: technology acceptance,
contextual moderation, and ethical safety.

By overlaying the technology acceptance theory UTAUT2 and the behavioral science theory
TDF, they identified the conditions under which patients accept or reject AI.

First, a notable condition is performance expectancy. Patients open up when they feel that AI
makes diagnosis more efficient and accurate. Expectations that waiting times will decrease and
that they can receive personalized treatment support this feeling. Social influence also plays a
major role. Patients' minds move much more easily when a trusted hospital or attending
physician recommends and endorses the use of AI. In addition, the paper points out that
acceptance increases when family members who are familiar with digital devices explain health
reports or assist with operating devices.

Conversely, concerns about personal information leaks and anxiety over unclear
accountability if AI makes an incorrect judgment are categorized as conditions that cause
patients to step back. Ultimately, whether a patient accepts AI consultations is not decided by
technology performance alone. It means that the outcome is shaped by an interplay of factors,
including the people introducing the technology, surrounding relationships, and whether there
is someone to take responsibility when problems arise.

Shifting this perspective toward people working inside hospitals reveals a different picture. A
survey study targeting Chinese nurses yielded results showing that personal innovativeness
separates attitudes toward AI more significantly than age or years of service. Nurses with a
stronger inclination to try new things first were more favorable toward AI, while no distinct gaps
based on generation or career length emerged.
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A joint study involving multiple institutions, including West China Hospital of Sichuan
University, examined the relationship between medical students' personality traits and their
attitudes toward AI. Surveying 1,062 medical students from 168 universities across 29 provinces
nationwide, this study shows students' perceptions of using generative AI in clinical
decision-making. The attitudes of these students, who will face patients in hospitals in the
future, serve as data forecasting what place AI will occupy in consultation rooms a few years
from now.

This scenario is not something occurring only in large hospitals in major cities. A study
surveying 449 nurses at resource-scarce county-level hospitals in Nantong City, Jiangsu
Province, reveals a different reality. This survey asking about readiness to accept AI thoroughly
exposes the conditions on the ground, where even training opportunities are lacking. It means
that while AI scribes handle paperwork and digital humans greet patients in large city hospitals,
county-level hospital nurses work day to day without having received even basic training to
operate AI.

There are also articles addressing why such gaps arise from a hospital management
perspective. In a column published by the Information Professional Committee of the Chinese
Hospital Association (CHIMA), Lu Tingjuan diagnoses the situation facing small and
medium-sized hospitals. As reforms in DRG/DIP payment systems and centralized drug
procurement policies arrive simultaneously, small and medium-sized hospitals are
experiencing a crisis where their revenue structure itself is shaken. Added to this is the force by
which large public hospitals draw in top medical talent and core clinical resources—a
phenomenon this article calls the 'rainbow siphon effect (虹吸效应).' As a result, small and
medium-sized hospitals hit three walls at once: a shortage of talent, technological vulnerability,
and a lack of experience.

This means that even before considering AI adoption, a significant number of facilities find it
burdensome merely to maintain hospital operations.

The situation in departments handling information technology is even tougher. In the same
CHIMA column series, Huang Hao summarizes the labor shortage in primary care hospital IT
departments with the phrase 'one-person IT department (一个人的信息科).' There are actually
places where a single IT department head shoulders the entire hospital's digitalization by
themselves, handling everything from repairing computer networks to compiling statistics.
Even if such hospitals try to recruit new AI specialists, the wage gap compared to what large city
hospitals or private companies offer is so wide that it is difficult to recruit personnel.

Therefore, the direction Huang Hao proposes is not hiring more people, but having AI tools
themselves take over parts of the IT department's workload like a 'virtual legion.' It is an
argument for filling human resource shortages with technology, but this very idea inversely
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reflects the harsh reality faced by county-level hospitals.

Placing these three aspects side by side shows that two worlds moving at different speeds
coexist within the topic of patient experience and telemedicine. On one side are hospitals
where AI handles pre-consultations, digital humans provide guidance, and AI scribes take over
office paperwork in consultation rooms. On the other side are hospitals where nurses do not
even get educational opportunities to try AI, and a single IT staff member supports the
hospital's computer system entirely alone.

As studies on conditions for patient acceptance of AI consultations state, whether technology
is accepted depends not on performance alone, but on how prepared the people and
organizations introducing and supporting that technology are. This gap between large city
hospitals and county-level hospitals is a clear reason why AI transformation in Chinese
hospitals cannot be generalized into a single unified trend.

Among the three levels presented by the researchers from Zhejiang University and Sir Run
Run Shaw Hospital, the aspect not covered in the main text is the 'contextual moderation' level.
This literature review notes that even for the same patient, attitudes toward AI vary depending
on the severity of the illness. Patients who comfortably accept AI pre-consultations or chatbots
for mild symptoms still wanted to face a human doctor and hear explanations directly when
confronted with life-altering diagnoses such as cancer or chronic severe illnesses. This
divide—where lighter diagnoses yield space to AI while heavier ones prompt patients to seek
humans—cannot be explained by performance expectancy or social influence under UTAUT2
alone.

The paper also contains descriptions indicating that this tendency is stronger among older
patient groups or those with less experience using digital devices. This implies that smart
pre-consultations or digital human guidance are not accepted to the same degree across all
stages of care, and it also means that hospitals must consider disease severity when deciding
how prominently to deploy AI.

The third level, ethical safety, is also noteworthy. This literature review does not narrow patient
concerns regarding AI down to personal data leaks alone. It separately highlights as barriers the
opacity of where medical data is stored and who accesses it, the lack of ways for patients to
understand the rationale behind AI-generated decisions, and the absence of established rules
on who holds responsibility among hospitals, developers, and physicians in cases of
misdiagnosis. It also notes that acceptance increases when procedures are secured to explain
AI reasoning processes in language patients can understand—that is, when explainability is
established.

This means that patients can feel at ease only when transparency and accountability are
established just as much as performance and relationships.
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Looking closer at a cross-sectional survey of nurses, the variable of personal innovativeness
operates within the framework of the Technology Acceptance Model by boosting both
perceived usefulness and perceived ease of use. Nurses with a stronger inclination to try new
tools first were more likely to perceive AI as useful for their work and easy to operate, and these
two perceptions ultimately led to an intention to actually use AI.

When combined with the previous observation that there were no distinct differences based
on age or years of work experience, it suggests that when hospitals seek to improve AI
acceptance among nurses, expanding opportunities to experiment with new tools themselves
may be more effective than devising different approaches by seniority.

A multi-center study on the personality traits of medical students revealed that personality
factors such as conscientiousness and openness are linked to attitudes toward AI. Students
who were more open to new experiences held more favorable attitudes toward generative AI
and clinical decision-support tools. This indicates that individual factors like personality can be
as significant a variable as the educational curriculum in determining future healthcare
professionals' attitudes toward AI. In addition, a study surveying medical students across 168
universities in 29 provinces nationwide found that students held both expectations and
concerns regarding the use of generative AI in clinical decision-making.

While acknowledging its utility for diagnostic assistance, concerns were expressed within the
same survey that blindly following AI judgment might dull their own clinical reasoning
capabilities.

A survey of nurses at county-level hospitals in Nantong City highlights the conditions
determining readiness in more detail. Despite generally positive attitudes toward AI, actual
readiness scores were low, citing the absence of AI training programs within hospitals and the
rarity of opportunities to experience AI tools. This means that while minds are open, they
remain unprepared because they have never had hands-on experience. The gap between large
urban hospitals and county-level hospitals stems not from a disparity in attitude, but from a
disparity in access opportunities.

Examining how smart pre-triage questionnaire systems generate draft medical histories
reveals that the data processed by these systems is not unimodal. Verbal descriptions of
symptoms, text-entered medical histories, and attached image files of past test results are
grouped together and reconstructed into standardized medical history documents. In this
process, the role of AI is not simply to transcribe conversations verbatim. It involves extracting
clinically meaningful items from a patient's rambling statements and filling them into a
designated checklist. This is precisely why hospitals welcome this feature.

This is because it absorbs the time physicians previously had to spend taking medical
histories from scratch in the consultation room during the pre-triage stage. However, this
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guidance document does not specify how accurately the system extracts key information, nor
who re-examines the document when errors occur. The fact that a draft medical history is
prepared is quite distinct from the fact that the draft is reliable.

At points where patient-facing guidance appears, whether an interface depicting a human
face actually reassures patients or creates a sense of distance once they realize it is replacing a
real person can lead to opposite outcomes. While the guidelines describe this technology as a
visual interaction that reduces patient anxiety, actual responses cannot be asserted so
definitively. A systematic review of patient acceptance shows that patients comfortably accept
new interfaces only when performance expectancy and social influence are established. The
format of a digital human alone does not automatically fulfill these conditions.

The same question remains regarding scribe AI systems that automatically categorize and
enter conversations into electronic health records. The feature of transcribing and organizing
physician-patient conversations in real time is introduced alongside claims of reducing
paperwork time. However, whether that transcription accurately distinguishes medical
terminology or avoids capturing offhand remarks made by patients cannot be verified from the
video material alone. The claim that AI in the consultation room saves time for physicians and
the claim that its output is accurate enough to serve as an actual medical record are two
separate issues.

Whether for pre-triage, information kiosks, or consultation assistance, each AI tool adopted by
hospitals faces the same three conditions: performance expectancy, social trust, and
accountability. Regardless of where technology is positioned along the clinical care pathway,
the force that sustains its position ultimately traces back to the question of how prepared
patients and medical staff are to trust and use that tool.

Taking a step back to examine the methodologies of the cited studies changes how their
conclusions should be interpreted. The systematic review by researchers from Zhejiang
University and Sir Run Run Shaw Hospital synthesized qualitative, quantitative, and
mixed-methods studies together. This means results obtained through different methodologies
were placed side by side for comparison, and therefore figures reported by individual studies
cannot be simply added together or averaged out. Qualitative research delves deeply into
patient emotions and contexts, while quantitative research statistically demonstrates
correlations between specific variables. They effectively answer different questions.

Even the average quality score of 4.4 assessed using the Mixed Methods Appraisal Tool does
not imply that all 61 studies are equally robust. It is better understood as a metric reflecting
how stringent the inclusion criteria established for this systematic review were.

The surveys on nurses and medical students were also mostly cross-sectional—data obtained
by administering questionnaires at a single point in time. Findings such as nurses with higher
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innovativeness having more favorable attitudes toward AI, or medical students with higher
conscientiousness and openness holding better attitudes toward AI, merely demonstrate that
the two variables move in the same direction; they cannot isolate which is cause and which is
effect. The possibility that individuals already predisposed to liking AI reported themselves as
innovative, as well as the possibility that an innovative disposition drove positive AI attitudes,
exist simultaneously within the same data.

Similarly, the study surveying 449 nurses at county-level hospitals in Nantong City reflects
findings from a sample taken in a specific region at a specific point in time, making it difficult to
directly extrapolate these figures to county-level hospitals across China. While the study
surveying medical students from 168 universities across 29 provinces nationwide differs in its
broader geographic sampling, it too captures perceptions at the time of response rather than
experiences after using AI in actual clinical practice.

Counter-evidence must also be examined alongside these findings. While the review on
patient acceptance noted that performance expectancy and social influence boost acceptance,
the same paper detailed opposing factors side by side. It described how negative cases or
media reports encountered during early AI implementation anchor subsequent attitudes for a
long time, as well as cases where social influence is felt as pressure, causing patients to turn
away.

When hospitals or healthcare providers recommend using AI, the same recommendation can
yield opposite results depending on whether it is interpreted as expanding choices or as
pressure offering no alternative. Only by considering these limitations of attitudes, readiness,
and methodology together does it become clearer that the gap between the two worlds is an
issue that cannot be summarized into a single number.

Behind the draft medical histories created by smart pre-triage questionnaires lies an
additional issue concerning data formatting. Condensing disparate inputs—voice, text, and
images—into a single standardized checklist is fundamentally a process of information
compression. Incidental remarks made by patients and descriptions that do not fit into
pre-defined checklist fields are easily omitted during this compression. The availability of a
draft medical history before a physician does not mean it is free of omissions, so in clinical
practice, physicians still review the draft to fill in missing items.

Patient reactions toward digital human information kiosks also do not move in a single
direction. The condition of social influence highlighted in the review on patient acceptance
stems not from the screen mimicking a human figure itself, but from the conviction that a
trustworthy hospital and medical team stand behind that screen. The review also notes cases
where a more sophisticated screen actually leads to a greater sense of distance the moment
patients realize it is replacing a real person. A hospital's decision to deploy a digital human and
the verification process to test whether that kiosk actually reduces patient anxiety are two



81 - Kim Kyung-jin

distinct matters.

The process where scribe AI transcribes consultation room conversations and transfers them
to electronic health records leaves the same question. The explanation that it reduces
physicians' paperwork time and the assertion that its output is accurate enough to be used as
medical records are separate claims. How accurately it distinguishes medical terminology or
whether it retains offhand comments by patients in the records cannot be verified from the
material alone, which is why this book does not treat that accuracy as an established fact.

Taking a step back to examine the methodology reveals the nuance of the cited studies once
again. Most surveys on nurses and medical students are cross-sectional studies relying on
single-point questionnaires, and results showing that innovativeness or personality traits move
in the same direction as AI attitudes demonstrate correlation, not causation. The sample of 449
nurses at county-level hospitals in Nantong City and the sample of 1,062 medical students
across 168 universities nationwide are also responses from specific regions and specific points
in time, making it difficult to directly generalize them across China or beyond that timeframe.

Alongside descriptions stating that performance expectancy and social influence increase
acceptance, the systematic review on patient acceptance also notes conditions that operate in
reverse. It describes how negative incidents or media coverage encountered during early AI
adoption hold back subsequent attitudes for a long time, and how patients turn away when
recommendations from medical staff are interpreted as pressure rather than choice. This
fact—that identical conditions can produce diametrically opposed outcomes—reiterates that
the gap between the two worlds addressed in this chapter cannot be bridged by technology
alone.

The point where smart pre-examination intake generates a draft medical history and whether
patients trust that draft exist on different levels. The system introduced in the health and
sanitation industry guidelines is a feature designed based on operational efficiency for
hospitals, and procedures for patients to verify how accurately the draft reflects their condition
are not separately specified in the guidance document. When overlaying the condition of
explainability highlighted in the systematic review on patient acceptability onto this point, a
more crucial question remains: not whether the medical history draft was created by AI, but
whether patients can verify the grounds on which that draft was constructed.

The convenience of having a draft prepared quickly and the opacity of patients having no way
to verify the grounds for that draft coexist side by side within the same system.

A similar gap is visible in discussions surrounding digital human information desks. While one
might presume that hospitals adopt this technology to reduce patient-facing staff while
maintaining the quality of guidance, concrete evidence supporting this presumption is not
provided in the guidance document. Conversely, as noted in the patient acceptability literature
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review—where acceptance increases when trusted medical staff recommend a new
interface—if a hospital replaces information desks with screens without any explanation, there
is also the possibility that unfamiliarity could increase instead.

Data supporting or refuting this possibility cannot be confirmed within the sources covered in
this chapter, so this book does not treat it as an established outcome.

The common gaps left by surveys covering nurses and medical students must also be
considered. While the finding that innovativeness or personality traits correlate with attitudes
toward AI provides clues for hospitals designing educational programs, this finding does not
capture satisfaction levels or error experiences after actually using AI tools in clinical settings.
The gap between the point in time when attitudes were surveyed and actual user experience is
not directly bridged by any study cited in this chapter. This also implies that caution is required
when directly translating attitude survey results into actual implementation outcomes.

SOURCE Behind the guidance document dealing with smart pre-examination intake, there is
an additional background explaining why this system entered hospital workflows. Reducing
consultation waiting times and lessening the burden of medical history-taking on physicians
might seem like the same goal at first glance, but in reality, they stem from different interests.
From the perspective of hospital management, calculations prioritizing higher turnover to
accept more patients take precedence, whereas from the physicians' perspective, the desire to
break away from repetitive history-taking conversations and dedicate time to examination and
clinical judgment takes precedence.

Although the guidance document bundled these two interests into a single narrative of
efficiency without separating them, the reasons why individual hospitals adopt this technology
at different speeds and in different ways become clearer when viewed by distinguishing
between the two.

Overlaying the conditions addressed in the patient acceptability literature review onto smart
pre-examination intake reveals another aspect. This literature review notes that the moment a
patient first encounters a new interface—that is, the experience of the initial encounter—often
dictates their overall subsequent attitude. This means that if questions posed by AI during the
history-taking stage feel misaligned with the patient's actual condition or seem repetitive, the
likelihood increases that the patient will adopt a defensive attitude in subsequent settings,
such as during medical consultations or when encountering scribe AI.

While the various AI tools discussed earlier may seem like distinct functions, it is worth
considering that for the patient, the entire hospital visit constitutes a single, connected
experience.

Returning to the CHIMA column that addressed staffing shortages in IT departments, the
impact of these shortages on patient experience manifests in less visible areas. In facilities
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where a single IT staff member single-handedly supports the hospital's computer system, even
if systems like smart pre-examination intake or digital humans are introduced, there is no
designated person to inspect and fix errors when they occur. Behind screens that appear to
operate smoothly in the eyes of patients, a fragile structure lies where problems, once arisen,
inevitably remain neglected for long periods.

The gap between large metropolitan hospitals and county-level hospitals cannot, therefore,
be gauged solely by whether AI tools have been introduced; it is fully revealed only when asking
whether there are personnel available to maintain and repair those tools. SOURCE
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Chapter 9 Hallucinations, Black Boxes, and Physician
Anxiety

On the screens of hospital information departments, another sentence generated by large
models now appears. From diagnostic assistance text and draft discharge summaries to patient
notices, AI writes first. However, those sentences are not always correct. Instances occur where
non-existent papers are cited or non-existent lab values are plausibly written in. In clinical
practice, this phenomenon is called hallucination. How accurately these hallucinations are
caught is the real test for hospital AI adoption today.

A systematic literature review published in PLOS Digital Health (SRC-124) examined 81
English-language studies published between 2018 and 2025 following the PRISMA
methodology. The research team divided the limitations encountered by large language
models when generating medical content into input-side and output-side problems. On the
input side, what becomes apparent first is the inadequacy of the data itself. Points are raised
that high-quality medical dialogue datasets are absolutely lacking and that models fail to
properly digest regional dialects or complex medical language.

In fields with a high reliance on image interpretation, such as radiology and pathology, the
problem grows larger. Many currently available large models are heavily weighted toward text
processing, so their multimodal capabilities to handle images and text together remain limited.
Physical constraints also intervene. ChatGPT version 4.0 had a limit of 40 questions per three
hours, a restriction that was absent in version 3.5. In applications requiring continuous
back-and-forth questions, such as telepharmacy or real-time clinical assistance, this limit
becomes a practical obstacle. As questions grow longer and more complex, the probability of
incorrect answers also rises noticeably.

Problems manifest more severely at the output stage. When posed with questions requiring
complex clinical interventions or critical evaluations, large models often provide superficial
answers lacking depth. ChatGPT is restricted to a maximum output length of approximately 650
words per response, making it difficult to broadly cover complex health topics. The reading
level of responses is also a problem. Sentences generated by models often demand a high
reading comprehension level, creating a barrier for ordinary patients to read and understand
them. Translation quality fluctuates across languages, and cited references are not infrequently
outdated materials or papers that do not exist at all.

The most frequently mentioned limitation in this review is precisely this accuracy gap—that
is, hallucination. It is a phenomenon where plausible-sounding yet factual errors or fabricated
information are generated; if directly used in diagnostic or treatment decisions, the
consequences could be fatal.
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Research is also accumulating on how to measure such hallucinations. A paper published at
the AAAI conference, "MHB: Medical Hallucination Benchmark for Large Language Models in
Complex Clinical Tasks" (SRC-117), points out that general-purpose benchmarks like HaluEval
or TruthfulQA struggle to capture the complexity of clinical settings. Hallucinations that occur
in everyday conversation differ in nature from hallucinations that occur in clinical judgments
where patient medical history and lab values are intertwined. Therefore, MHB created a
separate evaluation framework tailored to complex clinical tasks. However, the introduction of
a new benchmark does not automatically reduce hallucinations.

A benchmark is a ruler that measures a problem. Eliminating the problem itself is a different
task. Currently, hospitals and academia in China find themselves in a situation where good
measuring rulers are gradually emerging, but effective methods to fix the problem are not yet
clear.

As unsettling to physicians as hallucinations is the black box problem. Deep learning-based
models learn from vast amounts of data and demonstrate outstanding diagnostic performance,
but how they arrive at conclusions through internal calculations remains largely opaque. A
paper published in Frontiers in Public Health, "Unboxing the Black Box: The Need for
Explainable Artificial Intelligence in Clinical Microbiology and Infectious Disease Applications"
(SRC-096), points out that this opacity fuels skepticism and distrust among physicians in
life-and-death clinical environments.

In settings such as intensive care units where rapid judgment is critical, the limited
interpretability of AI erodes clinician trust and makes it difficult to replace the intuitive pattern
recognition that physicians have built up over years of experience.

09_CH09_Hallucination_BlackBox_Physician_Anxiety.txt (2/6)

Taking an AI model predicting Escherichia coli colonies as an example, this paper
demonstrates how explainable artificial intelligence—that is, XAI techniques—actually works.
The first is SHapley Additive exPlanations (SHAP). Borrowed from game theory, this method
calculates how much each clinical indicator contributed to the result. If the AI views an image of
a bacterial colony on an agar plate and outputs a 0.79 probability of being E. coli, SHAP breaks
down the contribution of the size feature into +0.37 and the border feature into -0.38,
presenting them in a bar graph. The second is Local Interpretable Model-agnostic Explanations
(LIME).

By subtly tweaking input features such as color, size, and border, numerous synthetic
samples are created, and by calculating the distance between these samples and the original, a
linear approximation model close to a transparent glass box model is generated. In this way,
the criteria by which a complex black-box model made its judgment can be translated into a
human-comprehensible form. In addition, techniques such as Grad-CAM and attention
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mechanisms are being used alongside tasks like automated blood culture Gram stain
interpretation using deep convolutional neural networks or GPT-4-based agent detection of
antimicrobial resistance mechanisms, gradually securing transparency in AI judgment.

This demand for explainability does not remain at the level of an academic recommendation.
"Regulating Clinical Artificial Intelligence in the Era of Agents" published in npj Digital Medicine
(SRC-084) shows how regulatory authorities are addressing this issue. The subject handled by
this paper is UNDCS—that is, Unbounded Nondeterministic Clinical Software. Existing medical
device regulations were built on the premise that software produces a relatively fixed output
given a specific input. Agentic AI, however, makes autonomous decisions through multiple
steps and navigates different paths depending on the situation.

How to approve software that does not operate within a fixed framework and who to hold
accountable when an adverse event occurs are the questions posed by this paper. Discussions
follow regarding how the U.S. Food and Drug Administration is updating regulations for
Software as a Medical Device through Good Machine Learning Practice principles. When
black-box AI overlaps with agentic AI, issues of explainability and accountability become
bundled together and presented before hospitals.

Faced with these technical limitations, how do clinicians actually practicing medicine feel? A
column published by the Information Management Professional Committee of the China
Hospital Association titled "High Deployment, High Anxiety, High Expectations: American
Physicians' Complex Mindset Regarding AI" (SRC-057) introduces a survey released by the
American Medical Association in 2026. According to this survey, 81 percent of physicians are
already using AI in their work, with each person applying AI to an average of 2.3 scenarios,
doubling usage compared to 2023. In a report published by a company named Offcall, 67
percent of physicians responded that they use AI daily.

However, in the same survey, 81 percent of physicians negatively evaluated their hospitals'
official methods for adopting AI. Because procurement processes are too slow and physicians
are given no choice, doctors are using their personal credit cards and personal Gmail accounts
to privately bring over 100 types of AI tools into clinical practice. This situation inherently
carries risks regarding patient data security and violations of the Health Insurance Portability
and Accountability Act (HIPAA).

There is a clear line between what physicians desire from AI and what they guard against. In
the Offcall report, the feature that 65 percent of physicians wanted first was automated
documentation to relieve paperwork burdens. Conversely, the proportion using AI for core
clinical decisions like diagnosis or treatment was less than 10 percent. The column interprets
this as a firm boundary line drawn by physicians. Doctors welcome AI as an assistant that
boosts efficiency, but firmly refuse to yield the role of making decisions involving patient lives
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to AI.

The column interprets this anxiety not so much as a fear of the technology itself, but rather as
a concern that AI adoption might shift power dynamics within hospitals, blur accountability,
and transform their own profession into something unfamiliar.

The situation among Chinese nurses is somewhat different. A paper published in BMC
Nursing, "The Impact of Innovativeness on Chinese Nurses' Attitudes Toward Artificial
Intelligence" (SRC-071), surveyed Chinese nurses based on the Technology Acceptance Model.
What this study shows is that the degree of AI acceptance depends more heavily on individual
personal innovativeness than on the difficulty of the technology itself. Nurses with a stronger
inclination to try new things early exhibited less resistance to adopting AI tools into their work.

A paper published in Frontiers in Public Health, "Job Burnout and Its Determinants Among
Endoscopy Nurses in China" (SRC-097), analyzed burnout levels among endoscopy nurses using
structural equation modeling. Although this study does not directly address AI, it shows that
nursing staff already bear substantial job burnout. When gauging how much room remains to
stack yet another new technology, this burnout is a background factor that cannot be ignored.
If nurses must learn new AI tools on top of an already tight workload, no matter how well
designed the tool is, its rate of adoption in the field is bound to be slow.

Surveys targeting medical students and clinical trainees show similar results. "Relationship
Between Medical Students' Attitudes Toward Artificial Intelligence and Personality Traits"
(SRC-086), published in Frontiers in Public Health, is a multi-center study targeting multiple
institutions in China that found individual personality traits of medical students to be linked to
their attitudes toward AI. "Development and Validation of a Competency-Based Assessment
Framework for Clinical Trainees in the Era of Artificial Intelligence" (SRC-098), published in BMC
Medical Education, used mixed methods to address the need to reform China's clinical training
system itself to fit the AI era.

Published in the same journal, "Medical Students' Perceptions and Attitudes Toward the Use
of Generative Artificial Intelligence in Clinical Decision-Making" (SRC-099) examined how
medical students view the use of generative AI in clinical judgment through a nationwide
survey. Looking at these three studies side by side reveals that the next generation of doctors
stands in a position not so different from current practicing physicians. It is a dual
attitude—eager to learn AI, yet cautious about letting it replace their own judgment.

Aligning hallucinations, benchmarks, black-box explainability techniques, regulatory
discussions, and healthcare staff surveys brings a single overarching trend into focus. Hospital
AI as a technology continues to improve. Benchmarks are becoming more sophisticated,
explainability techniques more precise, and regulatory documents more meticulous. Yet all
these improvements are moving not toward eliminating problems, but toward measuring and
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explaining them better. Hallucinations still occur, the black box remains incompletely opened,
and doctors still refuse to relinquish final judgment on diagnosis and treatment.

These three issues appear distinct on the surface, but they are interconnected. If AI cannot
explain why it generated a specific answer, distinguishing whether that answer is a
hallucination becomes difficult; without that clarity, doctors and nurses cannot comfortably
rely on its output. The challenge facing Chinese hospitals today is less about whether to adopt
AI, and more about daily renegotiating how much to trust and delegate to AI that has already
entered clinical practice.

What sets the MHB benchmark apart from existing metrics is that it does not view
hallucinations as a single monolithic block. Benchmarks targeted at general conversational
chatbots, such as HaluEval or TruthfulQA, classify whether an answer deviates from fact in a
binary manner. In contrast, complex clinical tasks split hallucinations into multiple layers.
Fabricating non-existent drug interactions, mislinking actual lab test values to unrelated
conditions, or inserting inconsistent premises into the middle of diagnostic reasoning are each
treated as distinct types of errors.

The reason for categorizing error types so granularly is that clinical judgment itself is not a
simple one-shot answer, but a multi-step reasoning process. It is common for a minor distortion
at one stage to snowball into larger errors in subsequent steps, a cascading error pattern that
general-purpose benchmarks fail to capture.

The input data issue highlighted by the PLOS Digital Health review (SRC-124) also merits
closer examination. The research team did not frame the shortage of medical dialogue datasets
merely as a quantitative issue. They separately addressed the fact that models were not
sufficiently exposed during training to regional dialects, colloquial expressions, and lay
terminology used by patients to describe symptoms. This gap affects not only the quality of
generated text, but also the very first stage where the model interprets patient-reported
medical histories.

The critique that multimodal processing capabilities lag behind in fields where image
interpretation is central, such as radiology and pathology, also implies that text-based
hallucination mitigation techniques cannot be directly transferred to image interpretation.
Countermeasures validated in text may fail to work on medical images.

An aspect easily overlooked in black-box discussions is the inherent limitation of XAI
techniques themselves. SHAP and LIME are post-hoc tools that approximate the decisions of
already trained models. An approximation remains merely an approximation; it does not
directly expose the exact internal computational paths executed by the model. Even for
identical inputs, explanations can vary depending on how LIME defines the perturbation range
for synthetic samples, and SHAP feature attributions can fluctuate based on how features are
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grouped during calculation.

This means explainable AI is less a mechanism that completely eliminates opacity and more
an auxiliary tool that reduces opacity to a manageable level. This limitation intersects with the
UNDCS regulatory discussion covered in the npj Digital Medicine paper (SRC-084). If agentic AI
navigates different decision pathways depending on the situation, the likelihood increases that
post-hoc explainability techniques will yield inconsistent approximations each time.

Nuanced data also exists regarding healthcare staff responses. The BMC Nursing study
(SRC-071) identified personal innovativeness as a key variable driving AI acceptance. However,
within the same survey framework, other factors such as effort expectancy and performance
expectancy were also measured. A more accurate interpretation is not that personal
innovativeness alone determines attitudes, but that this variable stood out relative to other
factors. The endoscopy nurse fatigue study in Frontiers in Public Health (SRC-097) used
structural equation modeling to analyze multiple pathways influencing fatigue simultaneously.

As a result, the lack of job control, rather than workload volume itself, emerged as the
primary pathway intensifying fatigue. This implies that when AI tools introduce new tasks,
whether those tools give nurses a sense of control or deprive them of it may be a far more
critical variable than the simple addition of work.

Comparing the three medical student surveys (SRC-086, SRC-098, SRC-099) reveals fractures
as much as intergenerational continuity. SRC-086, which examined the correlation between
personality traits and attitudes, emphasizes individual differences. In contrast, SRC-099, a
nationwide cross-sectional survey, leans toward institutional and curricular differences as the
drivers of perceptual gaps. Based on these three studies alone, it remains inconclusive whether
individual traits or institutional educational environments exert a stronger influence on
attitudes. The same applies to SRC-098, which addressed competency assessment frameworks.

While the awareness of the need to establish new evaluation criteria is clear, the extent to
which those standards have actually been adopted in real-world clinical settings remains an
unanswered question in this study.

The point where the MHB benchmark diverges from existing metrics lies in not viewing
hallucinations as a single monolithic block. Benchmarks targeted at general conversational
chatbots, such as HaluEval or TruthfulQA, classify whether an answer deviates from fact in a
binary manner. In contrast, complex clinical tasks split hallucinations into multiple layers.
Fabricating non-existent drug interactions, mislinking actual lab test values to unrelated
conditions, or inserting inconsistent premises into the middle of diagnostic reasoning are each
treated as distinct types of errors.

The reason for categorizing error types in this manner is that clinical judgment itself is not a
simple one-shot answer, but a multi-step reasoning process. It is common for a minor distortion
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at one stage to snowball into larger errors in subsequent steps, a cascading error pattern that
general-purpose benchmarks fail to capture.

Nuanced data also exists regarding healthcare staff responses. The BMC Nursing study
(SRC-071) identified personal innovativeness as a key variable driving AI acceptance. However,
within the same survey framework, other factors such as effort expectancy and performance
expectancy were also measured. A more accurate interpretation is not that personal
innovativeness alone determines attitudes, but that this variable stood out relative to other
factors. The endoscopy nurse fatigue study in Frontiers in Public Health (SRC-097) used
structural equation modeling to analyze multiple pathways influencing fatigue simultaneously.

As a result, the lack of job control, rather than workload volume itself, emerged as the
primary pathway intensifying fatigue. This implies that when AI tools introduce new tasks,
whether those tools give nurses a sense of control or deprive them of it may be a far more
critical variable than the simple addition of work.

Most of the reviewed materials are survey data of U.S. physicians (SRC-057) or
English-language papers published in international journals. The American Medical Association
survey cited by the Information Management Committee of the China Hospital Association
imported responses from the U.S. medical sector, rather than data from Chinese hospital
settings. Figures such as an 81 percent adoption rate or the use of over 100 unapproved
personal AI tools reflect the reality of U.S. doctors. There is no evidence in this material to
suggest identical proportions exist within Chinese hospital information departments.
Conflating the two regions risks creating a disconnect between survey findings and real-world
occurrences.

What this column intends to convey is less about the figures themselves and more about the
structural pattern wherein healthcare staff in organizations with slow procurement procedures
create workarounds using personal accounts. This pattern is likely to repeat across regions.
Therefore, what Chinese hospital information departments should examine is not specific
metrics, but the existence of these workarounds.

There is another point to examine in the BMC Nursing paper addressing the Technology
Acceptance Model (SRC-071). This model originally explains how people adopt new technology
along two main axes: perceived usefulness and perceived ease of use. The researchers isolated
and analyzed personal innovativeness because individuals react at different speeds even when
facing identical usefulness and ease of use. This study evaluates why nurses move at varying
speeds in front of the same tool, rather than measuring the performance of the AI tool itself.
When hospitals adopt new AI systems, merely refining tool performance is insufficient.

It is against this backdrop that the need arises to provide sufficient time and training for staff
with lower personal innovativeness to keep pace.
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One additional note is warranted regarding regulatory discussions. The UNDCS concept
challenged in the npj Digital Medicine paper (SRC-084) differs from the Software as a Medical
Device (SaMD) categories long managed by the U.S. Food and Drug Administration.
Conventional categories relied on the premise that algorithms approved at a specific point in
time remain static thereafter. In contrast, agentic AI continuously alters its decision pathways
post-deployment. Consequently, performance verification at the time of approval may fail to
guarantee operational performance in practice. What this paper demands of regulatory
authorities is the creation of new standards, rather than implying that definitive answers
already exist.

From a hospital standpoint, this indicates that even for approved AI, a separate process of
continuous post-deployment observation and re-validation is essential.

The criterion distinguishing chatbot conversational hallucinations from clinical
hallucinations is not merely whether the response aligns with facts. The focus of the MHB
benchmark is the location where the error occurs. A distortion occurring during the patient
history summarization stage and a distortion occurring during the stage of narrowing down
differential diagnoses carry different magnitudes of subsequent risk, even if both are
hallucinations. Distortions in earlier stages are easily treated as evidence as they transition to
subsequent stages. Consequently, reviewing only the final response makes it difficult to locate
the starting point of the error. To capture this cascading structure, an evaluation is required
that examines the entire reasoning path step by step, rather than relying on short-answer
correct/incorrect judgments.

This is where this benchmark diverges from existing metrics.

The session limit issue highlighted by the PLOS Digital Health review also takes on a different
nuance when applied to clinical settings. In applications requiring multiple interactions with
patients, such as telemedicine or chronic disease management, limits on the number of queries
are not a minor inconvenience. They lead to disruptions in the context of prior conversations.
When questions are posed after context has been severed, cases may arise where the model
refabricates lab values or medical histories that were already verified. This is a
hallucination-inducing factor created by the service architecture itself, distinct from data
scarcity or model performance.

Translating the hallucination types categorized by the MHB benchmark into the practical
language of hospital informatics departments yields three categories: errors fabricating
non-existent drug interactions, errors linking lab values to incorrect diagnoses, and errors
where the premise itself shifts midway through reasoning. The reason for this categorization is
that these three errors carry different magnitudes of subsequent risk. Distortions arising in
earlier stages are easily treated as evidence in subsequent stages, making it difficult to pinpoint
where the error originated by reviewing only the final response. Short-answer correct/incorrect
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judgments cannot capture this cascading chain.

This is where this benchmark diverges from general-purpose metrics like HaluEval or
TruthfulQA.

Translating this back into the language of Chinese clinical practice ultimately leaves the
verification process. The moment a physician views the model's response, even sentences that
appear correct must be cross-checked against lab values, prescription histories, and patient
accounts. This is why the PLOS Digital Health review analyzed input data and output errors
separately. If regional dialects or imaging data are omitted at the input stage, the model may fill
that gap with plausible-sounding sentences at the output stage. This is also why the MHB
benchmark categorized and evaluated hallucination types.

While both the error of fabricating non-existent drug interactions and the error of attaching
actual lab values to wrong diagnoses are dangerous, hospital response procedures must differ.
The former error should be caught first by the pharmacy department and prescription review
procedures, whereas the latter requires the clinical department and laboratory to reopen and
verify the raw data. Explainability tools such as SHAP and LIME assist in this verification process.
However, the availability of explanatory graphs does not eliminate accountability issues. Who
reads the graph, when it is entered into medical records, and what language is used to explain it
to the patient must be codified within hospital regulations.

The adoption of AI in Chinese hospitals does not end with performance competition alone.
Trust within a hospital is built when models that reduce hallucinations, tools that document
explanations, and human professionals responsible for final judgments are integrated into a
single operational workflow.

The anxiety reflected in physician survey data aligns with this point. While many physicians
favor tools that reduce paperwork, they maintain a cautious stance toward delegating
diagnostic and treatment decisions. This distinction cannot be explained solely by a
conservative professional culture. When a model is wrong, the person explaining to the patient
is still the physician, and the entity correcting the records is still the hospital. Therefore, trust in
hospital AI does not stem solely from the model developer's performance benchmark.
Procedures to detect errors, authority to halt operations, and communication protocols for
informing patients must be prepared together.

Even as Chinese hospitals rapidly deploy large language models, this slow procedure
continuously accompanies them. The faster the speed, the greater the burden of verification.

This complex process is not visible on the screen seen by the patient. Responses arrive in
seconds and the phrasing is smooth. Inside the hospital, however, a process is required to
question whether that sentence may be entered into electronic medical records or passed to
the prescription review stage. The faster the model speaks, the more deliberately the hospital
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must verify. Without this deliberate verification, hallucinations transcend technical glitches to
become the starting point of medical errors.

The safety of hospital AI is tied more closely to operational procedures than to model
performance benchmarks. It is a matter of determining who verifies, when to stop, and what
records to keep. How Chinese hospitals answer this question will determine the next stage of
trust. Hospitals seek verifiable answers rather than fast ones.
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Chapter 10: Regulatory Governance and the Problem of
Money

On March 27, 2026, during the Beijing Zhongguancun Forum, hospital IT staff on one side of the
venue were passing around and reading a document. Its title was Expert Consensus on the
Application and Treatment of Medical Artificial Intelligence in Healthcare Institutions (2026
Edition). It was a document signed by experts from more than forty institutions, including Cao
Yanlin and Wang Jing of Tsinghua University Changgung Hospital. It was the first document to
bring together and outline in one place the practical steps hospitals should actually verify when
deciding to adopt AI.

This consensus establishes four principles. It puts safety and compliance first, followed by
clinical utility, data quality, and accountability. It is not a document that merely lists principles
and stops there. It specifies that every hospital must establish a multidisciplinary committee
and requires that its members include not only clinicians but also IT personnel, legal personnel,
and ethics reviewers. It also includes a clause stipulating that this committee must review each
AI tool before adoption and regularly re-evaluate it after implementation. This means that
adopting AI does not end with a hospital signing a contract with a single AI vendor.

CHIMA, the Information Professional Committee of the China Hospital Association, is an
organization that had been steadily building up relevant discussions even before this consensus
was published. In an article posted on the committee's website on June 15, 2026, Zhang Lei
outlined thoughts on the application safety risks and defense systems of AI autonomous agents
in healthcare institutions. The article stemmed from the awareness that as systems transition
toward structures where agents independently judge and determine their next actions,
traditional methods in which humans review every step can no longer capture all the risks.
Unlike the days when a single tool produced a set output for a set input, autonomous agents
select their next action independently and invoke other tools.

It points out that as much as this autonomy offers convenience, it also increases risk. CHIMA's
publications have also noted multiple times that smaller hospitals find it even more difficult to
establish such risk management systems.

The question of whether hospitals can actually handle governance was not a concern unique
to China. A paper published in the international journal npj Digital Medicine reviewed thirty-five
AI implementation frameworks published between 2019 and 2024 and extracted seven core
domain areas. The Healthcare AI Governance Readiness Assessment (HAIRA) model proposed in
this paper categorizes hospitals into five stages, from Level 1 ad-hoc response to Level 5 leading
stage. What this model emphasizes is that a single yardstick designed solely for large university
hospitals should not be created.
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The design aims to allow resource-constrained small and medium-sized hospitals to assess
their own position and set goals to step up one level at a time. An article written by Lu Tingjuan
in CHIMA's publication shares the same perspective. Describing the real-world difficulties faced
by small and medium-sized hospitals during AI transformation, it argues that rather than
copying the methods used by large hospitals, customized procedures tailored to practical
operations must be developed separately.

Moving on to the issues of privacy and consent, approaches vary across countries. The
European Union's General Data Protection Regulation (GDPR) classifies health data as a special
category of sensitive data, requires explicit consent from patients, and guarantees the right to
object to automated decision-making. In the United States, HIPAA mandates the strict
protection of Protected Health Information (PHI) even when AI tools are involved. India
reshaped its data governance framework by enacting the Digital Personal Data Protection Act in
2023, while the earlier DISHA bill was designed to grant patients greater rights over their digital
health records.

The World Health Organization (WHO) laid out six ethical principles for AI in health: protecting
human autonomy, promoting human well-being and safety, ensuring transparency and
explainability, fostering responsibility and accountability, ensuring inclusiveness and equity,
and promoting sustainability. Although legal texts differ by country, the direction aligns. The
requirement is that AI must be able to explain the grounds for its judgements, and someone
must take responsibility for those decisions.

This also reveals why the Chinese consensus document put safety and compliance first. The
first question a hospital must ask when introducing AI is not how good the performance is, but
who takes responsibility when something goes wrong. The consensus document attempts to
specifically define how this responsibility should be divided between the vendor and the
treating medical staff at the hospital. However, as parts of the original text have not yet been
fully released to the public, rather than translating every single clause, it focuses primarily on
the procedures actually required in hospital practice.

Digging deeper into the concept of regulation, the method of monitoring medical AI itself has
changed significantly in recent years. Previous clinical decision support systems (CDSS) were
software with fixed relationships between inputs and outputs. With the advent of deep learning,
software capable of fluctuating within predictable ranges emerged, which could still be
handled under existing medical device software guidelines and US FDA approval processes. The
problem began with the emergence of generative AI based on large language models.

A paper published in npj Digital Medicine argues that such models should be newly
designated as UNDCS, or Unbounded Nondeterministic Clinical Software. This means they are
tools where hallucinations are fundamentally unavoidable due to their nature of giving
different answers even when asked the exact same question twice. Monitoring such tools
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requires more than traditional static evaluations. The paper cites red teaming—deliberately
probing system vulnerabilities—guardrails to narrow output ranges, retrieval-augmented
generation (RAG) to verify answers against external databases, and multi-agent
cross-verification as new coping strategies.

The European Union's move to enact the AI Act, which places comprehensive requirements
on high-risk medical AI, runs parallel to this trend.

As a step hospitals should undergo before deploying AI models directly into clinical settings,
the method known as a 'silent trial' has recently been frequently mentioned. This is a method of
quietly running AI models in advance within an actual clinical environment without affecting
real patient treatment or hospital operations. A scoping review paper published in Nature
Health searched literature published from 2015 to 2025 across PubMed, Web of Science, and
Scopus, retrieving 891 records. After deduplication, title and abstract screening, and full-text
review of 530 records, a final total of seventy-five studies remained for analysis.

The results showed that the vast majority of studies focused solely on measuring technical
performance metrics such as the area under the curve (AUC), while far fewer studies validated
AI outputs using data from actual clinical settings. This reads as a criticism that while the
concept of a silent trial is sound, accumulated studies to date have failed to fully realize its
potential.

The process by which governments verify whether medical AI is truly safe—namely,
regulatory databases—also still has many shortcomings. Another paper published in npj Digital
Medicine points out that regulatory databases managing AI algorithms registered as medical
devices vary in format and update frequency across countries, and most have weak capabilities
in tracking how real-world performance changes post-market. From a hospital's perspective,
these databases ought to serve as authoritative reference lists when selecting AI tools for future
adoption, but currently they fail to fulfill that role completely.

In addition, a review paper addressing bias, privacy, security, and patient autonomy reaches
a similar conclusion. While guidelines continue to emerge worldwide, mechanisms to verify
how consistent these guidelines are with one another and whether they are adhered to in actual
clinical settings remain insufficient. An international consensus paper published in The Lancet
Global Health, outlining priority research topics when applying data science and AI to global
health, also highlights the issue that voices from low-income countries and
resource-constrained regions are frequently absent from discussions.

A paper published in Frontiers in Digital Health analyzed discussions on medical AI on the
social media platform X over three years, confirming that the discourse was heavily skewed
toward English. While it cannot be determined from this paper alone how much hospital-level
discussions taking place in the Sinosphere are reflected in English-speaking international
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discourse, concerns that language barriers could narrow the scope of regulatory discussions
are equally applicable to hospital settings.

Turning to money matters, the atmosphere shifts considerably. While regulation and
governance have taken shape to some extent through documents and committees,
commercialization and financial sustainability remain areas lacking clear numbers. An article
published by Xin Kuaibao on January 21, 2026, titled 'Tech Giants Compete in AI Healthcare
Deep Water: High-Voltage Lines Set Ahead of Policy Release,' directly addresses this void. It
reports that despite the emergence of five core businesses—including foundational AI
healthcare applications, medical data distribution trading, and AI pathological
diagnosis—leading tech giants are unanimously declaring they will not rush monetization.

SOURCE

Ant Group's Ant Ahpu officially stated that it is not considering monetization during its early
stage of development. It has insisted on an ad-free health Q&A service and firmly ruled out
allowing commercial search result rankings to influence answers. OpenAI Health in the United
States adopts a similar stance. It emphasizes isolating privacy and refraining from using user
data for model training. Both companies appear to calculate that building trust with patients
and users comes before earning immediate revenue. The rationale is that only after this trust is
established can it lead to monetization models such as premium subscription services or
partnerships with insurance companies.

Alibaba Health's Hydrogen Ion, a specialized B2B physician-assistant AI that serves as a pillar
of the company's strategy, also drew a firm line, stating it will not seek profits for the next three
years. The projection is that even if a subscription model is introduced later, it will not become
the company's primary revenue source; analysis suggests it is closer to aiming for brand
exposure benefits, much like OpenEvidence in the United States. JD Health's Zhiyi likewise has
no public timetable for when it will begin generating revenue.

Instead, by creating a closed-loop ecosystem spanning patient triage, specialized disease
management, and physician research support, it plays a role in driving sales of pharmaceutical
e-commerce and online consultations, which are the company's actual revenue sources. AI
appears to be used not as a revenue-generating product in itself, but as a mechanism to lock
users into the company's ecosystem.

Such an approach can be maintained because these tech giants generate cash flow from
other business units. Ant Group already has a profitable business model through its financial
platform, while Alibaba and JD.com rely on e-commerce. Their AI healthcare divisions can
afford to operate for several years without needing immediate profitability. The problem lies
with hospitals that lack such financial leeway. Small and medium-sized hospitals, particularly
county-level hospitals, often lack the budget to pursue AI transformation even if they wish to do
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so, as Lu Tingjuan pointed out in the CHIMA publication.

When the vendor's free trial period ends and the time comes to transition to a paid
subscription, hospital finance departments often find themselves at a loss as to which budget
category should cover the expense. In many jurisdictions, there is still no clear basis for
reflecting AI usage fees in medical service reimbursement rates, leading hospitals to absorb the
costs of AI adoption directly out of their own operating budgets.

It is also difficult to find documents providing definitive figures regarding return on
investment (ROI). While individual cases report that AI reduces diagnostic time or minimizes
misdiagnoses, none of the referenced materials offer concrete metrics on how such savings
translate into financial value on a hospital's overall financial statements. Major tech companies
defer monetization claiming a desire to build trust first, whereas small and medium-sized
hospitals struggle to secure even immediate budget requirements. At this stage, no one can
definitively answer whether hospital AI is a truly profitable venture or whether it will remain
purely an expense item for the foreseeable future.

While regulatory documents and governance consensus continue to clarify how AI should be
managed within hospitals, the financial question of how to sustain its ongoing use remains
unanswered.

Examining the HAIRA model more closely highlights the seven domains derived by this
framework that are particularly relevant to clinical practice. Data governance, model
verification, clinical integration, workforce capacity, risk management, ethical oversight, and
continuous monitoring form its core axes. The framework is designed such that a hospital
cannot advance to a higher level merely by excelling in a single area; all seven domains must be
evenly developed to progress to the next level. Hospitals remaining at Level 1 establish
response regulations only after an AI-related incident occurs, whereas hospitals reaching Level
5 proactively draft scenario plans and conduct regular training exercises prior to any incident.

The very fact that such a framework was synthesized from thirty-five separate frameworks
serves as evidence that there was previously no standard benchmark to compare the disparate
regulations independently devised and used by individual hospitals.

The gaps identified by the silent trial review also warrant deeper examination. A significant
portion of the seventy-five papers evaluated merely measured how accurately the model fit
historical data, rather than assessing how AI impacted real-world patient treatment decisions.
Studies tracking whether clinicians genuinely trusted and utilized the results, or how frequently
alerts were ignored within hospital workflows, were far rarer. These gaps align with the
rationale behind Chinese hospital multidisciplinary committees including post-implementation
re-evaluation clauses.
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A common awareness emerged across both international literature and domestic consensus
documents: adoption decisions should not be finalized based solely on a single performance
metric, but rather monitored continuously after deployment in clinical practice.

The criticism that regulatory databases fail to effectively track post-market performance
directly connects to the practical selection dilemmas hospitals face. When hospital IT
administrators attempt to compare prospective vendors, variations in the format and update
cycles of official registries across different countries force them to rely solely on marketing
materials provided by the vendors. This creates a clear conflict of interest. A dynamic where
buyers take sellers' performance figures at face value occurs even more frequently in smaller
hospitals. Review papers addressing bias and privacy similarly point out a lack of mechanisms
to verify compliance with guidelines. In effect, while documentation accumulates, separate
verification procedures to confirm whether those guidelines are actually adhered to remain
non-existent.

Returning to the financial aspect, the concerns of small and medium-sized hospitals extend
beyond mere budget line items. When deciding whether to transition to a paid plan after a
vendor's free trial, hospitals often lack even the quantitative metrics to demonstrate what has
improved and by how much compared to the pre-AI era. Lacking a rationale for incorporating AI
usage fees into reimbursement rates, hospitals have no standardized accounting procedure for
allocating these costs. While major tech companies defer monetization under the guise of
building trust, none of the referenced materials show how that trust translates into actual
figures on a hospital's financial statements.

Compared to the pace at which regulations and governance refine operational procedures,
discussions regarding who will supply the funds to sustain those procedures remain in their
infancy.

It is also necessary to examine the operational gaps hospital IT departments experienced
prior to the formulation of consensus guidelines. For a long time, hospital decisions on
adopting AI tools depended solely on the personal judgment of the hospital director or sales
pitches from vendors. This is precisely the point highlighted across numerous articles published
in CHIMA. Under a structure where the IT department independently conducted technical
evaluations and clinical departments learned to use the tools only after deployment,
accountability remained unclear when issues arose. This accumulation of trial and error
provides the background for placing multidisciplinary committee clauses at the forefront of
consensus documents.

The HAIRA model's classification of hospitals into five levels was not intended as a simplistic
grading system. Literature indicates that, in practice, many hospitals fluctuate across levels. It
is not uncommon for a hospital to reach Level 3 in data governance while remaining at Level 1
in its risk management system. This explains why the model was engineered to require
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balanced progress across all seven domains before advancing to the next level. The underlying
concern is that progress in a single domain risks creating a false impression of the hospital's
overall institutional readiness.

Counterarguments must also be examined. Concerns that increasingly rigid governance
structures slow down the clinical adoption of AI appear in both CHIMA publications and
international literature. Protracted pre-approval reviews by multidisciplinary committees can
force clinical teams to wait months for urgently needed diagnostic support tools. While
well-resourced tertiary hospitals can afford dedicated personnel for these procedures, small
and medium-sized hospitals often struggle even to staff the committee itself, as Lu Tingjuan
notes. The counterargument posits that procedures prioritizing safety may inadvertently widen
resource disparities.

Countermeasures proposed under the UNDCS concept, such as red teaming and
retrieval-augmented generation (RAG), have not proven to be panaceas. Red teaming is labor-
and time-intensive, favoring well-resourced institutions. Even when answers are
cross-referenced against external databases via retrieval-augmented generation, the
verification loses efficacy if the underlying database is not maintained up to date. This problem
ties directly into criticisms regarding significant cross-national variances in the update
frequency and format of regulatory databases. In short, even if a new oversight architecture is
designed, its effectiveness diminishes if the foundational data upon which it relies is unstable.

Cross-national disparities surrounding privacy regulations cannot be resolved merely by
comparing legal texts. Operating between GDPR frameworks that mandate explicit consent and
systems prioritizing hospital operational efficiency, multinational AI vendors must adopt
different data processing strategies for each market. This variance implies that even for the
exact same AI model, training dataset composition and validation procedures can differ from
nation to nation. Consequently, when hospitals import products from foreign vendors, they
face the added burden of independently verifying whether the product complies with domestic
regulatory standards.

A closer examination of the consensus statement's mandate for multidisciplinary committees
reveals that committee composition varies considerably depending on hospital size. Major
medical centers possess the capacity to recruit clinicians, IT specialists, legal counsel, and
ethics reviewers from distinct departments. Conversely, in county-level hospitals with limited
staffing, CHIMA records note instances where a single individual handles both IT operations and
legal reviews. This implies that while the formal structure of a committee remains constant, its
operational reality varies greatly among institutions—a discrepancy that directly impacts both
the pre-approval review and regular re-evaluation processes mandated by the consensus
guidelines.
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If a single individual handles pre-approval reviews, evaluating the technology from multiple
perspectives becomes difficult, and regular re-evaluations are easily sidelined by competing
operational priorities.

As agentic AI expands, determining liability becomes increasingly complex. The risk of
autonomous agents highlighted by Zhang Lei becomes particularly pronounced not when a
single tool malfunctions, but when intermediate errors are propagated downstream during
sequential tool calls. Under traditional workflows where humans verified every step, the point
of error detection generally aligned with the locus of accountability. However, in architectures
where agents autonomously select subsequent actions, tracing the precise origin of an error
post hoc can prove difficult. This underscores why consensus documents seek to clearly
delineate responsibilities between vendors and attending hospital clinical staff.

However, depending on how agentic architectures are configured across different hospitals,
the practical application of the same principles may vary.

The disconnect between governance mandates and financial capacity must also be
re-examined. Risk management and periodic re-evaluations required by consensus statements
inherently consume personnel and time. Major tech companies can withstand deferred
commercialization because they draw cash flow from secondary business units. Hospitals, by
contrast, possess no such alternative revenue streams. When administrative
expenses—including committee operating costs, labor hours spent on re-evaluations, and
contract renegotiations with vendors—are factored in, establishing a governance framework
itself manifests as an additional financial burden for small and medium-sized hospitals.

The gap between regulatory requirements and the financial resources required to sustain
them remains an unfilled blank across all analyzed literature.

The name 'consensus document' itself is noteworthy. The 'Expert Consensus on Artificial
Intelligence Application and Treatment in Medical Institutions (2026 Edition)' is a
self-regulatory framework established by industry experts, rather than a law or administrative
regulation. The fact that over forty institutions signed on indicates a broad consensus.
However, the document contains no legal basis for penalizing hospitals in the event of
non-compliance. This differs in nature from the European Union's proposed AI Act, which aims
to impose legally binding rules on high-risk medical AI. There is currently no mechanism to
sanction a hospital simply for failing to establish a multidisciplinary committee or skipping
prior review.

It takes time for non-binding norms to become established clinical practice, leaving room for
significant variation in implementation levels across hospitals in the interim.

The HAIRA model shares the same limitation. The framework that categorizes hospitals into
five stages resembles a self-assessment tool designed to help hospitals gauge their own
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standing. It is not accompanied by a procedure where external auditing bodies assign ratings
and publicly disclose the results. Consequently, even if a hospital self-assesses as Level 5, the
paper specifies no mechanism to verify this claim. This aligns with points raised in review
papers on bias and privacy, which noted the absence of mechanisms to verify compliance with
guidelines. While guidelines are proliferating, third-party verification procedures to ensure
actual adherence have not been clearly established in either international literature or
domestic consensus documents.

The issues addressed in the international consensus paper in The Lancet Global Health align
with the other cases in this chapter. The point that low-income countries and
resource-constrained regions are often excluded from research priority discussions parallels
the disparity between major general hospitals and county-level hospitals in China. At the
national level, China has already established several consensus documents and frameworks.
However, the practical reach of these documents is likely to extend to well-resourced hospitals
first, reaching county-level hospitals only belatedly or superficially.

Although regulations and governance may appear thorough on paper, whether that
thoroughness is evenly distributed across hospital sizes and regions remains a separate
question.

Examining the six principles set forth by the World Health Organization more closely reveals
points of conflict among them. Protecting human autonomy and securing transparency and
explainability translate into a patient's right to demand the rationale behind AI decisions.
Conversely, inclusiveness and equity demand expanding access so that resource-constrained
regions and underserved populations can also benefit from the same AI tools. If model
architectures are simplified to enhance explainability, performance may decrease, potentially
making deployment to underserved areas even more difficult. Conversely, prioritizing
performance by using complex models obscures explainability.

While the six principles are listed sentence by sentence, situations actually arise in clinical
practice where fulfilling all of these principles simultaneously proves difficult.

In terms of enforcement mechanisms, the GDPR, HIPAA, and India's DPDP Act are all hard law.
This means they are statutes carrying fines or sanctions upon violation. In contrast, China's
expert consensus document resembles soft law voluntarily established by the industry. Even
when referencing the same six principles, European hospitals must worry about actual
sanctions upon non-compliance, whereas Chinese hospitals operate under a structure where
reputation and industry trust are the primary concerns. The difference in legal force may lead to
differences in the speed of practical implementation. However, data directly comparing this has
not been identified.
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The multi-agent cross-verification method presented in the UNDCS paper also merits
understanding. This architecture involves an independent agent reviewing the output
generated by another agent to detect discrepancies. However, if both agents share the same
training data or underlying model, the risk remains that they will repeat the exact same errors.
Cross-verification becomes meaningful only when distinct models are utilized. To do so,
hospitals must contract models from multiple vendors simultaneously, creating a financial
burden that small and medium-sized hospitals can ill afford. Thus, the gap between regulatory
safeguards and the financial resources required to maintain them reemerges.

The language of regulation moves slowly. Hospitals often find themselves needing to resolve
issues of privacy, liability, and cost allocation all at once only after adopting a new model. This
context explains why the expert consensus calls for a multidisciplinary committee. Clinicians
must evaluate performance, IT departments must oversee system integration, legal staff must
assess contracts and liabilities, and ethics reviewers must examine patient disclosures before a
tool can be integrated into hospital operations. For small and medium-sized hospitals,
establishing such a governance body is a burden in itself. While major hospitals possess the
necessary data and personnel, county-level hospitals may lack the qualified staff to evaluate
tools even if they receive them.

Thus, financial issues extend beyond initial procurement costs. Time spent on verification,
technical support personnel, and costs for handling patient complaints all enter hospital
accounting. Without determining who bears these costs, even high-performing models are
unlikely to remain sustainable over the long term.
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Chapter 11 Collection of Source Regulations

Chapter 11 Collection of Source Regulations

National Health Commission and Four Other Departments, 'Implementation
Opinions on Promoting and Standardizing the Application and Development of
"Artificial Intelligence + Healthcare"'

Document Title: 关于促进和规范"人工智能+医疗卫生"应用发展的实施意见

Document Number: 国卫办规划发〔2025〕30号

Date of Enactment: October 20, 2025

URL: https://www.nhc.gov.cn/bgt/c100279u/202602/666de6959e6649648196d3893773b912/f
iles/2025%E5%B9%B4%E5%9B%BD%E5%AE%B6%E5%8D%AB%E7%94%9F%E5%81%A5%E5
%BA%B7%E5%A7%94%E5%91%98%E4%BC%9A%E5%85%AC%E6%8A%A5%E7%AC%AC12%
E6%9C%9F.pdf

Chinese original

为贯彻落实国务院《关于深入实施"人工智能+"行动的意见》（国发〔2025〕11号），以新一代人
工智能深度赋能卫生健康行业高质量发展，现就促进和规范"人工智能+医疗卫生"应用发展提出如下
实施意见。

一、总体要求

以习近平新时代中国特色社会主义思想为指导，完整准确全面贯彻新发展理念，坚持政府引导、多
方参与、创新驱动、安全可控的原则，促进人工智能在医疗卫生领域的规范应用，不断丰富应用场景
，提升服务能力，保障服务安全，优化资源配置，创新预防、诊疗、康复、健康管理等全链条连续智
能服务，更好地满足人民群众日益增长的健康服务需求。

到2027年，建立一批卫生健康行业高质量数据集和可信数据空间，形成一批临床专病专科垂直大模
型和智能体应用，基层诊疗智能辅助、临床专科专病诊疗智能辅助决策和患者就诊智能服务在医疗卫
生机构广泛应用，基本建成一批医疗卫生领域国家人工智能应用中试基地，打造更多高价值应用场景
，带动健康产业高质量发展。

到2030年，基层诊疗智能辅助应用基本实现全覆盖，推动实现二级以上医院普遍开展医学影像智能
辅助诊断、临床诊疗智能辅助决策等人工智能技术应用，"人工智能+医疗卫生"应用标准规范体系基
本完善，建成一批全球领先的科技创新和人才培养基地。

English translation

In order to implement the State Council's 'Opinions on Deeply Executing the "Artificial
Intelligence +" Action' and to support the enhancement of the health and medical sector with
new artificial intelligence technology, implementation opinions are issued to develop and
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refine the application of 'Artificial Intelligence + Healthcare'.

The basic orientation is government leadership, multi-party participation, prioritizing
innovative trials, and ensuring safe controllability. Artificial intelligence will be applied in
compliance with regulations in the healthcare sector, expanding its scope of application while
improving service capabilities and safety. This aims to create human-assistive intelligent
services across the entire continuum of care, from prevention to diagnosis and treatment,
rehabilitation, and health management.

By 2027, high-quality datasets and trusted data spaces for the health sector will be established,
and large model and AI agent applications tailored for specialized diseases and clinical
specialties will be developed. Intelligent services that support primary medical care, clinical
decision-making for specialized diseases, and patient care will be widely adopted across
healthcare institutions.

By 2030, intelligent applications assisting primary care will be popularized virtually everywhere.
Secondary and higher-level hospitals will actively promote the widespread use of technologies
such as intelligent medical imaging interpretation and clinical decision support. The framework
of standards and regulatory systems for 'Artificial Intelligence + Healthcare' applications will
also be substantially established.

National Health Commission, Reference Guidelines for Artificial Intelligence
Application Scenarios in the Healthcare Industry

Document Title: 卫生健康行业人工智能应用场景参考指引

Publication Date: November 6, 2024

URL:
https://www.nhc.gov.cn/cms-search/downFiles/b77f064746f344588a29d61d09c572f0.pdf

Chinese original

1.医学影像智能辅助诊断

基本概念：针对医学影像数据进行智能分析、快速读片、报告生成，实现高效精准的医学影像辅助
诊断。

应用场景：利用计算机视觉、神经网络等技术，在X射线、CT、MRI、PET-CT、超声、病理切片、
皮肤照片、眼底照片、心电图、脑电图、肌电图、消化道内镜、纤支镜等影像诊断中，发挥人工智能
快速、精准的能力，通过各类医学影像病灶分析、参数量化、三维可视化等功能，实现人工智能影像
参数量化和智能标注能力，生成影像结构化数据。

4.基层全科医生智能辅助决策
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基本概念：应用人工智能技术结合基层医疗卫生机构常见病、慢性病诊疗规范，构建基层全科诊疗
辅助决策应用，为基层全科医生提供智能诊断推荐，检验检查和用药等诊疗处置建议，并开展基层门
诊处方和电子病历规范审核。

English translation

Intelligent computer-assisted diagnosis in medical imaging refers to technology where
computers autonomously analyze medical imaging data, such as X-rays or CT scans, to rapidly
detect diseases and generate diagnostic interpretation reports.

The imaging types covered by these guidelines include X-ray, CT, MRI, PET-CT, ultrasound,
pathology slides, dermatological images, fundus photographs, ECG, EEG, EMG, and digestive
endoscopy. There is a reason artificial intelligence first established itself in radiology reading
rooms in Chinese hospitals: imaging data has a clear structure, enabling computers to directly
display lesion localization, quantification, and 3D visualization on screen.

Intelligent decision support for primary care general practitioners combines clinical guidelines
for treating common and chronic diseases at primary healthcare institutions—such as local
clinics and health centers—with artificial intelligence. It recommends diagnoses to attending
physicians, suggests appropriate diagnostic tests and medications, and verifies whether
outpatient prescriptions and electronic medical records comply with regulations.

Beijing Municipality, Action Plan to Support the Application and Development
of Artificial Intelligence in the Medical and Health Field

Document Title: 北京市支持医疗健康领域人工智能应用发展行动计划（2026-2027年）

Document Number: 京卫信息〔2025〕53号

Publication Date: December 30, 2025

URL: https://wjw.beijing.gov.cn/zwgk_20040/zcwj2024/202512/t20251229_4375683.html

Chinese original

为推进人工智能技术与医疗健康行业深度融合，通过推动人工智能技术在全行业发展应用，提升医
疗健康服务高品质、均等化、普惠化、便捷化水平，赋能行业高质量发展，制定本行动计划。

到2027年，数字化、智能化意识在医疗健康领域深入人心，人工智能技术在疾病防、筛、管、救、
治、康全流程得到广泛应用，全市医疗卫生机构普遍开展人工智能产品落地应用，增加有效供给，确
保安全可控，促进公平可及，使人民群众广泛享有更加优质、便捷、高效的医疗卫生服务。

提供全市统一的医疗大模型推理服务，建设300P以上医疗专有的千卡算力集群，搭建算力调度平台
，实现GPU服务的精细化管理。

医疗机构应建立健全人工智能医疗应用的伦理审查制度，确保技术应用符合人类价值观和社会伦理
规范。防范医疗人工智能模型的黑箱、幻觉、算法歧视等带来的风险，禁止将人工智能完全替代医务
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人员的专业判断，保障医疗决策的合理性和人文关怀。

English translation

The Beijing Action Plan aims to integrate artificial intelligence technology more deeply with
the medical and healthcare sector. Its goal is to enhance the quality, equity, accessibility, and
convenience of healthcare services.

The target timeline is 2027. By that time, Beijing intends to extensively utilize artificial
intelligence technologies across the full continuum of disease prevention, screening,
management, emergency rescue, treatment, and rehabilitation. The goal is for medical and
health institutions citywide to incorporate artificial intelligence products into real-world
operations.

The intent to foster the industry is also clear. Beijing announced plans to provide citywide
shared medical large-model inference services, establish a thousand-card computing cluster
dedicated to healthcare exceeding 300 FLOPS (PFLOPS), and build a platform for the precise
management of GPU services.

Safety safeguards are also incorporated into the document. Healthcare institutions must
establish an ethics review system for artificial intelligence medical applications to mitigate risks
associated with black-box operations, hallucinations, and algorithmic discrimination.
Replacing professional medical judgment entirely with artificial intelligence is strictly
prohibited.

Fujian Province, Notice on Selection and Cultivation of Innovation Projects for
'Artificial Intelligence + Healthcare' Application Scenarios

Document Title:
福建省卫生健康委员会关于遴选和培育"人工智能+医疗卫生"应用场景创新项目的通知

Publication Date: December 30, 2025

URL: https://wjw.fujian.gov.cn/jggk/csxx/ghyxxc/gzdt/202512/t20251230_7069534.htm

Chinese original

为贯彻落实《福建省人民政府办公厅关于印发〈福建省推动人工智能产业发展和赋能应用若干措施
〉的通知》（闽政办〔2025〕30号）、国家卫生健康委办公厅等五部门《关于促进和规范"人工智能+
医疗卫生"应用发展的实施意见》（国卫办规划发〔2025〕30号）等文件精神，促进我省数字赋能卫
生健康工作，拟组织开展"人工智能+医疗卫生"应用场景创新项目遴选和培育活动。

2026年起，每年遴选10个以上可复制、可推广的高价值应用场景。

"人工智能+医疗卫生"应用场景研发数据应立足医疗卫生服务和临床科研、大模型与智能体开发的
真实环境、客观数据。不引用模拟数据、不直接引用文献数据。
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"人工智能+医疗卫生"应用场景研发要做好信息安全和数据保护工作，严格遵守网络安全、数据安
全、隐私安全等信息安全要求。医疗卫生专网和局域网不得随意接入互联网，医疗卫生数据研发不得
在生产业务系统中进行，原始数据未经脱敏脱密处理不得随意转移出内部网络环境。

English translation

Dedicated healthcare networks and internal networks must not be arbitrarily connected to
the Internet, nor should R&D involving healthcare data be conducted directly within live
operational business systems. Raw data cannot be transferred outside the internal network
before undergoing de-identification and desensitization.

The Fujian Province Notice is a document implementing the Opinions jointly established by
five departments, including the National Health Commission, into province-wide initiatives. It
outlines plans to select and cultivate outstanding 'Artificial Intelligence + Healthcare'
application scenarios across the province.

Starting in 2026, more than ten high-value application scenarios will be selected annually.
The selection criterion centers on replicability—aiming to identify use cases transferable to
other hospitals and regions, rather than isolated demonstration cases limited to a single
hospital.

Data handling principles are also clear. Data used for R&D must be based on real, objective
data originating from healthcare service delivery, clinical research, and large model and AI
agent development settings. Sole reliance on synthetic data or data extracted directly from
literature is unacceptable.

Security regulations are even stricter. Dedicated healthcare networks and internal networks
must not be arbitrarily connected to the Internet, nor should R&D involving healthcare data be
conducted directly within live operational business systems. Raw data cannot be transferred
outside the internal network before undergoing de-identification and desensitization.

Medical Artificial Intelligence Professional Committee of the Chinese Hospital
Association, Expert Consensus on Hospital Applications of Medical Artificial
Intelligence

Document Title: 医院应用医学人工智能专家共识

Publication Date: July 6, 2026

URL: https://www.chima.org.cn/Html/News/Articles/17900.html

Chinese original

专家共识1：医院应遵循安全合规、公平有益、规划合理、分级实用4项原则，针对医学人工智能应
用的评估准入、部署使用和监管改进3个阶段分别强化全面管理。
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专家共识2：医院应构建与医学人工智能应用相适应的治理架构，成立医院人工智能治理委员会，
统筹医学人工智能应用的规划、准入、伦理、部署、监测、更新和退出等全过程管理。

医院应构建"场景风险等级×技术成熟度"动态管控体系。参照《卫生健康行业人工智能应用场景参
考指引》，依据对患者生命安全及诊疗决策的潜在影响，结合技术成熟度（包括研发测试、试点应用
、规模推广三阶段），将场景分为高、中、低风险并实施差异化治理。

当医学人工智能输出与医生临床判断冲突时，医生拥有最终决策权。

原则上，医学人工智能应用及其相关训练、推理和应用数据应部署于医院完全控制的安全环境（如
院内私有云、专属服务器或合规托管平台）。

English translation

The expert consensus on hospital AI implementation establishes four management principles
for hospitals to observe: safety and compliance, equitable and beneficial use, rational planning,
and risk-classified pragmatic management.

Hospitals must establish an Artificial Intelligence Governance Committee. This committee
oversees the entire lifecycle, from planning and entry evaluation to ethical review, deployment,
monitoring, updates, and decommissioning.

The management standards are based on 'scenario risk level' and 'technology maturity.' Risk
levels are classified as high, medium, or low based on the impact on patient safety and clinical
decision-making, while taking into account whether the system is in the R&D testing stage, pilot
application stage, or scaled deployment stage.

If there is a discrepancy between the response generated by medical artificial intelligence and
the doctor's clinical judgment, the final decision rests with the doctor. Though a single sentence
in an academic document, this carries significant weight in actual hospital operations.

Furthermore, training data, inference data, and operational data required for medical
artificial intelligence must be maintained in a secure environment fully controlled by the
hospital, such as on-premise private clouds, dedicated servers, or compliant entrusted
platforms.

Expert Consensus on the Application and Governance of Artificial Intelligence in
Healthcare Institutions (2026 Edition)

Document Title: 医疗机构人工智能应用与治理专家共识（2026版）

Related Report: AI是医师的"外脑"与"助手"，而非"替代者"

Report Date: April 3, 2026

URL: https://finance.sina.com.cn/jjxw/2026-04-03/doc-inhtfeqz3777662.shtml

Chinese original
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共识包括6个大的层面，分别为：准入审查：建立多学科联合评估机制；临床应用：坚持"人机协同
，以人为主"；患者权利保障：知情同意与解释权；数据治理：隐私保护与价值归属；风险管理：全
生命周期监测与责任兜底；人才与文化：素养提升。

共识指出，无论AI的技术成熟度如何，其在法律属性上始终定位为"辅助诊疗工具"。因此，共识认
为，医师拥有诊疗的最终决策权，医疗机构应承担诊疗行为引发的法律责任。

严禁医师将AI输出结果直接作为诊断结论出具给患者，严禁全自动化AI系统在无人监控下独立执行
高风险诊疗操作。AI生成内容应包含必要标识，由医师确认后方可进入病历系统。

在数据治理方面，共识首先明确了数据不出院原则。医疗机构应当建立本地化部署或私有云环境，
严禁将未脱敏的患者个人信息、诊疗信息、病历资料、影像数据直接上传至第三方的公有云大模型进
行处理。

人工智能应当是医师的"外脑"与"助手"，而非"替代者"。

English translation

This consensus outlines hospital AI management across six domains: multidisciplinary
evaluation prior to clinical implementation; human-in-the-loop human-machine collaboration
centered on human oversight during clinical use; informed consent and transparency for
patients; protection of personal privacy and allocation of data value during data handling; and
continuous monitoring and clear accountability from deployment to decommissioning during
risk management.

Regardless of how advanced artificial intelligence technology becomes, legally it remains
merely an auxiliary clinical tool. The physician retains final decision-making authority over
clinical care, and the hospital bears responsibility should issues arise during the care process.

Physicians must not deliver AI-generated outputs directly to patients as diagnoses.
Unsupervised, fully automated artificial intelligence must never independently make decisions
in high-risk care. Content generated by artificial intelligence must be clearly labeled as
AI-generated and can only be incorporated into medical records after verification by a
physician.

Data management prioritizes the principle that 'data does not leave the hospital.' Hospitals
must store data on local hardware or private clouds. Un-anonymized patient information,
clinical records, medical history, and imaging data must not be directly uploaded to third-party
public cloud large models for processing.

Artificial intelligence should serve as an 'external brain' and 'assistant' to physicians, rather
than their replacement.

Patient Service, Public Health, and Industry Governance Provisions of the
National Implementation Opinions
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Document Title: 关于促进和规范"人工智能+医疗卫生"应用发展的实施意见

URL: https://www.nhc.gov.cn/bgt/c100279u/202602/666de6959e6649648196d3893773b912/f
iles/2025%E5%B9%B4%E5%9B%BD%E5%AE%B6%E5%8D%AB%E7%94%9F%E5%81%A5%E5
%BA%B7%E5%A7%94%E5%91%98%E4%BC%9A%E5%85%AC%E6%8A%A5%E7%AC%AC12%
E6%9C%9F.pdf

Chinese original

8.优化患者智能服务流程。二级及以上医院为患者提供精准预约分诊导诊、智能预问诊、云陪诊、
智能随访等诊前诊中诊后全流程服务。推广床旁智能设备，开展病情监测预警、床旁智能护理等服务
，改善患者就医体验。推动检查检验结果跨区域、跨机构互认共享。推广移动支付、医保一站式结算
、商业保险快速理赔、满意度调查、院后管理等智能服务。

9.强化智能转诊服务。支持省统筹建立智能转诊信息系统，根据区域医疗资源分布、科室负载率及
患者病情紧急程度，在基层医疗卫生机构和二级及以上医院合理分配转诊资源，为患者提供智能转诊
服务。

13.加强传染病监测预警。构建监测、预警、处置全流程闭环管理体系，推进智能流调系统升级，为
传染病防控决策提供实时、精准支撑。加快国家传染病智能监测预警前置软件在全国使用传染病报告
系统的医疗机构部署应用。优化传染病病例及症候群聚集性、异常变化发现等风险的快速发现和智能
分析应用。

19.推广医疗卫生机构智能管理。加强智能医疗质量、医疗费用及单病种成本管理等医疗管理数据精
准分析，开展医疗装备和耗材的智能调配、手术室和药房智能管理，加强医院医疗质量、医疗服务、
物流、后勤和安全等智能管理。

20.加强卫生健康行业智能监管。促进医疗、医保、医药协同发展和治理，融合推进深化医改与数智
赋能。开展关键信息个案数据实时采集分析，实现医疗卫生资源、服务、质量、安全和能级水平的智
能监测、分析与预警，建立应对突发公共事件医疗资源紧急调配处置的省级区域智能辅助决策系统。

English translation

The national implementation opinions view patient care as a single continuous line,
extending from before entering the hospital doors to post-discharge management. Secondary
and higher-level hospitals must equip themselves with features such as accurate appointments,
guidance, intelligent preliminary inquiry, cloud accompaniment, and intelligent follow-up
monitoring. Bedside intelligent equipment, condition monitoring and alerts, and bedside
intelligent nursing are also included here.

Inspection and examination results are mutually recognized and shared across regions and
institutions. Mobile payments, one-stop medical insurance settlement, fast commercial
insurance compensation, satisfaction surveys, and post-discharge management are all
incorporated into the hospital AI policy.
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Patient transfer services are also targets for intelligence. The plan involves creating intelligent
transfer information systems at the provincial level to allocate transfer resources between
primary healthcare institutions and secondary or higher-level hospitals based on the
distribution of regional medical resources, department load rates, and patient acuity.

In public health, surveillance, early warning, and treatment are tied together into a single
loop. The plan is to enhance intelligent epidemiological investigation systems and deploy
national infectious disease intelligent surveillance and early warning front-end software to
medical institutions using infectious disease reporting systems.

The industrial governance statements directly target the hospital administration office. Medical
quality, medical expenses, single-disease costs, deployment of medical equipment and
consumables, operating room and pharmacy management, logistics, back-office operations,
and safety management are specified as targets for intelligent management. This signifies that
hospital AI is not an issue confined solely to the consultation room.

Safety Supervision and Data Protection Provisions of the National
Implementation Opinions

Document Title: 关于促进和规范"人工智能+医疗卫生"应用发展的实施意见

URL: https://www.nhc.gov.cn/bgt/c100279u/202602/666de6959e6649648196d3893773b912/f
iles/2025%E5%B9%B4%E5%9B%BD%E5%AE%B6%E5%8D%AB%E7%94%9F%E5%81%A5%E5
%BA%B7%E5%A7%94%E5%91%98%E4%BC%9A%E5%85%AC%E6%8A%A5%E7%AC%AC12%
E6%9C%9F.pdf

Chinese original

四、规范安全监管

（一）优化行业管理和审核体系。完善政府监管、机构自治、行业自律、社会监督的综合治理机制
，实施分级分类管理，根据服务对象、产品用途、风险等级制定评估标准和指南，明确监管职责。推
动医疗卫生领域大模型规范备案，优化人工智能应用审核程序。

（二）创新监管方式和预警机制。加强对人工智能研发、审评、准入、应用等各环节监管，开展应
用监测评估。建立大模型应用评测验证，从医疗质量安全、个人隐私和数据安全等方面开展穿透式监
管，加强动态监测和预警。

（三）强化数据安全和个人隐私保护。加强医疗卫生机构和科研机构等的安全防范，建立临床数据
授权运营管理制度，制订数据安全管理和个人信息保护负面清单，建立健全智能应用数据安全防护体
系，促进数据规范流通共享。

五、加强组织保障
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（一）加强制度建设。鼓励各地加强人工智能科研保障、职业支持和人才评价机制，加强定价、支
付、分配等配套政策建设，加大经费保障力度。建立网络数据安全和个人信息保护管理办法，确保人
工智能发展安全、可靠、可控。

English translation

The safety supervision regulations are organized in a dedicated chapter. They call for
establishing a comprehensive management system combining government supervision,
institutional self-management, industry self-regulation, and public oversight. They stipulate the
creation of evaluation criteria and guidelines based on service targets, product uses, and risk
levels.

Large models in the medical and health field must be registered and filed according to
designated procedures. The review procedures for deploying artificial intelligence in hospitals
must also be refined. Introducing medical AI into a hospital does not end merely with
purchasing a product.

Supervision is divided into four stages: research and development, review and evaluation,
market entry, and application. Large models are evaluated and verified against criteria of
medical quality and safety, personal privacy, and data security, accompanied by a continuous
monitoring and immediate reporting system when issues arise.

Data security regulations apply directly to hospitals and research institutions. They mandate
creating an authorization system that dictates who can use clinical data and how, establishing a
list of prohibited actions regarding data security and personal information protection, and
setting up a defense system to protect intelligent application data.

Provisions supporting the organization cover funding and institutional frameworks. They call
for supporting artificial intelligence research, assisting related professions, evaluating talent,
jointly determining pricing, payment, distribution, and expenses, and formulating methods to
manage network data security and personal information protection.

High-Risk, Medium-Risk, and Low-Risk Control Provisions of the Hospital Expert
Consensus

Document Title: 医院应用医学人工智能专家共识

URL: https://www.chima.org.cn/Html/News/Articles/17900.html

Chinese original

（1）高风险场景：指直接介入诊断、治疗决策、侵入性操作或危重症干预等核心医疗行为，输出
偏差可致患者严重健康损害。

技术成熟度管控策略：①研发测试阶段：限于特定科室，使用经伦理审查及脱敏的数据开展回顾性
研究或非干预性测试，严禁作为临床决策依据。②试点应用阶段：AI系统须已取得国家药品监督管理
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局（National Medical Products Administration，NMPA）核发的医疗器械注册证。应用前完成院内
部署评估，纳入医疗质量与安全管理体系。临床应用需取得患者知情同意，建立"专人逐例审核+强制
人工确认"双重保障。③规模推广阶段：建立全生命周期动态风险监测与阻断机制。出现重大安全事
件或性能严重偏离时启动系统退市流程，形成可追溯的责任体系。

（2）中风险场景：指辅助一般临床决策、慢病管理或处理敏感数据，输出偏差可致效率下降或失
误，但可经人工复核纠偏。

（3）低风险场景：指与核心诊疗弱相关的辅助服务，处理非敏感数据，风险可控。

专家共识11：医院应将医学人工智能应用纳入全院统一的医疗质量管理体系，建立突发事件应急预
案响应流程、不良事件上报处置流程，构建一套完善的动态监测评估体系和闭环迭代优化流程，同时
明确技术应用的准入与退出标准。

应用须部署"系统阻断机制"：当应用发生严重偏差、输出或接口异常危及核心业务流程时，授权人
员可一键阻断，强制人工接管。阻断操作自动记录并报医院人工智能治理委员会备案审核。

English translation

This consensus categorizes hospital artificial intelligence based on risk levels. High-risk
scenarios involve direct integration into core medical actions such as diagnosis, treatment
decisions, invasive procedures, and critical or emergency interventions. In these areas,
incorrect outputs can cause severe health damage to patients.

During the research, development, and testing phase for high-risk scenarios, operations are
restricted to specific clinical departments. Only retrospective studies or non-interventional
testing using de-identified data that has undergone ethical review should be conducted. Using
these results as a basis for clinical decision-making is prohibited.

In the pilot application phase, the artificial intelligence system must obtain a medical device
registration certificate from China's National Medical Products Administration (NMPA). Before
use, deployment evaluations within the hospital must be completed, and the system must be
integrated into the medical quality and safety management framework. For clinical use, patient
consent is required, along with a dual mechanism requiring case-by-case review by a
designated manager and mandatory human verification.

In the phase of scaled adoption and dissemination, mechanisms are put in place to
continuously monitor and prevent risks throughout the entire lifecycle. If a major safety
accident occurs or performance degrades significantly, procedures to decommission the
system must be initiated, and a framework to trace accountability must be maintained.

Medium-risk scenarios refer to assisting with general clinical decision-making, chronic
disease management, and handling sensitive data. While errors may slow down work or lead to
mistakes, these are cases where human re-verification can correct the issue.
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Low-risk scenarios are auxiliary services with low relevance to core care. These involve
handling non-sensitive data where risks can be controlled.

The final safeguard is stopping the system. If artificial intelligence errs significantly, or if
output or display anomalies jeopardize core workflows, authorized personnel must be able to
immediately halt the system and take over manually. The termination record must be
automatically logged and reported to the hospital's artificial intelligence governance
committee for review.

Safety and Ethical Requirements in the Policy Interpretation of the Beijing
Action Plan

Document Title:
关于《北京市支持医疗健康领域人工智能应用发展行动计划（2026-2027年）》的解读

Release Date: December 30, 2025

URL: https://wjw.beijing.gov.cn/zwgk_20040/zcjd2024/202512/t20251229_4375698.html

Chinese original

四、相关要求

一是强化医疗行业统筹。推动全行业人工智能生态体系建设，推动高质量医疗健康行业数据资源建
设。二是提升安全能力水平。推动模型算法、数据资源、基础设施、应用系统等安全能力建设，积极
推动数据分类分级管理，建立健全人工智能技术监测、风险预警、应急响应体系。三是完善伦理道德
体系。医疗机构应建立健全人工智能医疗应用的伦理审查制度，禁止将人工智能完全替代医务人员的
专业判断。

五、政策亮点

一是顶层设计，分步实施。滚动实施行动计划，确保各项工作有序进行。二是需求导向，赋能行业
。聚焦医疗健康领域的突出矛盾和实际需求，鼓励医疗机构积极参与人工智能产品研发，服务于人民
健康。三是示范引领，逐步推广。建立健全评估机制，逐步拓展应用场景。四是包容审慎，遵循伦理
。高度重视数据安全和隐私保护，遵循伦理规范，保障患者的信息安全和生命健康安全。

English translation

Beijing's policy interpretation summarizes the requirements of the action plan in three key
points. It emphasizes building an artificial intelligence ecosystem by uniting the entire
healthcare industry and establishing high-quality medical and health data resources.

Safety capabilities must comprehensively address models and algorithms, data resources,
infrastructure, and application systems. This entails managing data by classification and
grading, monitoring artificial intelligence technologies, and establishing risk warning and
emergency response systems.
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In the ethical framework, the ethical review system of medical institutions is central. Artificial
intelligence is prohibited from completely replacing the professional judgment of medical
personnel.

The policy interpretation also outlines the characteristics of this plan. It encompasses
top-level design alongside phased implementation, a demand-driven focus, gradual expansion
starting from pilot institutions, an open yet cautious stance, ethical compliance, and data
security combined with personal information protection.
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Chapter 12 Reference Guidelines for Artificial Intelligence
Application Scenarios in the Healthcare Industry

Reference Guidelines for Artificial Intelligence Application Scenarios in the Healthcare
Industry: Original Text · Korean Translation · Summary

Document Information Issuing Agencies: General Office of the National Health Commission
(国家卫生健康委员会办公厅), Department of General Affairs of the National Administration of
Traditional Chinese Medicine (国家中医药管理局综合司), Department of General Affairs of the
National Disease Control and Prevention Administration (国家疾病预防控制局综合司) Document
Number: 国卫办规划函〔2024〕420号 Date of Preparation: November 6, 2024 Date of Public
Release: November 14, 2024 Structure: 4 Major Domains, 13 Subcategories, 84 Detailed
Application Scenarios Number of Scenarios by Domain: AI + Healthcare Service Management:
38, AI + Primary Public Health Services: 23, AI + Health Industry Development: 13, AI + Medical
Education and Scientific Research: 10

Part I. Original Text (Full Chinese Text)

国家卫生健康委办公厅关于印发卫生健康行业人工智能应用场景参考指引的通知

国卫办规划函〔2024〕420号

各省、自治区、直辖市及新疆生产建设兵团卫生健康委、中医药局、疾控局，委（局）机关各司局
：

为贯彻落实党中央、国务院关于开展"人工智能+"行动的决策部署，国家卫生健康委、国家中医药
局、国家疾控局研究制定了《卫生健康行业人工智能应用场景参考指引》，请参照执行，积极推进卫
生健康行业"人工智能+"应用创新发展。

国家卫生健康委办公厅 国家中医药局综合司 国家疾控局综合司 2024年11月6日

Annex

卫生健康行业人工智能应用场景参考指引

一、"人工智能+"医疗服务管理

（一）"人工智能+"医疗服务

1. 医学影像智能辅助诊断 基本概念：针对医学影像数据进行智能分析、快速读片、报告生成，实现
高效精准的医学影像辅助诊断。 应用场景：利用计算机视觉、神经网络等技术，在X射线、CT、MRI
、PET-CT、超声、病理切片、皮肤照片、眼底照片、心电图、脑电图、肌电图、消化道内镜、纤支
镜等影像诊断中，发挥人工智能快速、精准的能力，通过各类医学影像病灶分析、参数量化、三维可
视化等功能，实现人工智能影像参数量化和智能标注能力，生成影像结构化数据。
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应用人工智能从海量影像中准确快速发现微小病灶，直观定位病灶，实现骨折、肺癌、肝癌、皮肤
癌、颅内动脉瘤等疾病精准早筛，提升影像数据分析效率，提高影像诊断质量，提升疾病早期诊断精
度，为医学影像科研与成果转化提供数据要素与创新动力，提升影像诊断医生工作效率，降低随访工
作量，减轻医生工作压力，优化医院人力成本。

2. 医学影像数据智能辅助质控 基本概念：利用人工智能技术开展医学影像检查质量评价、分析，提
高医学影像摄片质量和质控效率。 应用场景：在影像检查、报告流程中，利用人工智能多模态影像分
析能力，发挥人工智能模型实时、准确、高效的特点，开展全量化、实时化、智能化影像质量评价，
识别质量问题，通过人机协同和交互，协助医学影像技师提高影像学检查的图像采集质量。在报告审
核阶段，联动解剖学结构、体表投影、器官结构、断层解析、医学诊断术语等信息，验证影像表现与
病灶判断之间的逻辑关联，深度解读影像报告，有效筛查出报告中的遗漏、矛盾或误判问题，提高影
像诊断报告质量。

3. 临床专病智能辅助决策 基本概念：智能清洗处理临床专科疾病数据，构建决策模型和算法，智能
生成临床专病诊疗方案，实现各类专病智能化、规范化、精准化全流程临床诊疗辅助，提供辅助决策
支持。 应用场景：使用机器学习、自然语言处理、大数据挖掘、多模态人工智能大模型等技术，对收
集的临床专科诊疗病历、临床诊疗指南、路径规则等数据进行清洗和处理，提取有价值的信息构建临
床专病知识库和人工智能语料库。 在高血压、糖尿病、肝癌、结直肠癌、胃癌、食管癌、肺癌、房颤
、脑卒中、抑郁症等疾病的临床诊疗中，整合多组学基因测序、医学影像、数字病理等多模态数据，
综合分析患者的诊断、症状、医嘱、检验检查、手术等信息，实现对专病患者的精准化、个性化风险
评估。

智能推荐匹配临床诊疗方案，为医生提供智能问诊、治疗效果预测、临床诊疗建议等辅助决策支持
服务，提供相似病历诊断治疗信息的搜索与关键信息提取，辅助医生进行规范化诊疗，提高临床诊治
效率和医疗质量。

4. 基层全科医生智能辅助决策 基本概念：应用人工智能技术结合基层医疗卫生机构常见病、慢性病
诊疗规范，构建基层全科诊疗辅助决策应用，为基层全科医生提供智能诊断推荐，检验检查和用药等
诊疗处置建议，并开展基层门诊处方和电子病历规范审核。

应用场景：使用机器学习、自然语言处理、大数据挖掘等人工智能技术，训练基层常见病、慢性病
临床诊疗指南等专用知识，在为患者提供门急诊诊疗过程中，综合判断患者主诉、现病史、既往史、
体格检查、辅助检查结果等疾病信息，为全科医生提供诊断和鉴别诊断的推荐建议，辅助全科医生完
成疾病诊断、门急诊病历书写、下一步检验检查推荐等辅助功能，智能推荐用药、转诊等诊疗建议，
提供相似疾病诊断和治疗信息搜索，辅助基层全科医生提高问诊和治疗规范性，提高基层全科医生医
疗服务质量、能力和效率。

5. 医学影像智能辅助治疗 基本概念：利用人工智能、虚拟增强现实和三维建模等技术，智能分析医
学影像数据，为临床提供智能辅助治疗方案。 应用场景：通过深度挖掘分析医学影像数据，结合权威
指南、共识与科研成果，帮助医生优化治疗过程，为医生提供快捷的数据支持和方案参考。在人体腹
部、胸部、脑部、血管、皮肤等部位的手术中，精准评估定位病灶，提供病灶体积和定位等参数，利
用术中影像实时分析和评估风险，降低手术风险和减少并发症发生率。在多学科临床会诊过程中，深
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度挖掘分析医学影像数据，为会诊专家提供循证依据和精准、全面、可解释的个性化治疗方案，避免
过度诊疗和误诊误治，让患者获得最佳的治疗效果。

6. 手术智能辅助规划 基本概念：智能分析医学影像、病理、检验等临床多模态数据，明确手术关键
部位、推荐最佳手术方案、评估手术风险、辅助医生提高手术精准性、减低术中风险及术后并发症。
应用场景：针对胃肠外科、肝胆外科、甲状腺乳腺外科、耳鼻喉科、泌尿外科、胸外科、骨科、神经
外科等外科手术，使用人工智能技术综合分析患者的临床诊疗记录、医学影像、数字病理、基因检测
等多模态数据，应用智能手术方案推荐模型，协助医生自动生成患者个体化风险评估报告，智能推荐
手术方式、确定手术范围、提供手术路径等建议，智能识别定位病灶、神经、血管及淋巴结等关键重
点部位，辅助医生提高手术精准度、降低术中误操作风险、术后并发症的发生。

7. 放射治疗靶区智能辅助勾画 基本概念：实现CT、MR等医学影像中肿瘤及其周围重要组织轮廓自
动勾画，为临床精准放疗提供智能靶区定位。 应用场景：利用图像处理和人工智能技术，辅助医生准
确、快速在CT、MR等医学影像中勾画出肿瘤及周围重要组织的轮廓，实现智能靶区分割、深度病灶
分析、多维量化组织参数、自动勾画等功能，主要涉及鼻咽癌、乳腺癌、宫颈癌、肺癌、直肠癌、胰
腺癌等疾病。 通过剂量叠加功能，将同一个患者两个不同时段计划的剂量分布累加到同一幅图像上，
方便医生查看两个计划累加后危及器官或靶区累加受照剂量，提升放疗医师勾画精度和工作效率，为
临床放疗提供精准便捷服务。

在放疗科研中智能分析海量影像数据，提供更深入特征数据，实现临床疗效与放疗副反应联合分析
，有效提高临床治疗水平。

8. 智能门诊分诊 基本概念：诊前采用图文、语音等人机对话方式，根据患者症状及病史信息，为患
者提供就诊科室推荐等服务。 应用场景：采用图文、语音等人机对话方式实现人机交互，完成对患者
症状、现病史、既往史、辅助检查结果等临床信息采集。利用医学知识图谱和深度学习等人工智能技
术，结合医院预检分诊场景，为患者智能推荐就诊科室和医生，有效解决患者医学知识匮乏、院内咨
询不便导致的医患资源错配等问题，提升就诊精准性和效率，减少患者候诊时间。

9. 智能就医咨询 基本概念：通过图文、语音等人机交互，精准识别患者就医需求和问题，为患者提
供就诊流程、注意事项等服务。 应用场景：利用图文及语音识别、自然语言处理等技术，基于医学知
识库和就医服务知识库，以人机交互方式服务于就诊全流程，准确快速理解患者问题，帮助患者获取
就医信息，了解就医流程和注意事项，替代传统导医和人工客服模式，也可关联医院其他在线服务，
主动提供索引或推送服务。结合虚拟数字人技术为患者呈现可视化高仿真交互体验，提供更为真实、
有温度的数字化服务，构建高效医患沟通渠道，疏解线下问询压力，缓解患者就医焦虑，提升就医体
验。

10. 智能预问诊 基本概念：在医生问诊前，通过图文、语音等人机交互，采集患者临床专科病史信
息辅助生成电子病历。 应用场景：在医生问诊前，利用语音识别、自然语言理解、图像识别、领域知
识融合等人工智能技术，通过文字、语音、辅助检查报告图像或报告上传等方式，根据不同临床专科
问诊要求，通过人机交互引导患者完成症状、现病史、既往史、辅助检查结果等临床信息采集。通过
智能算法，依据病历书写要求，自动提取关键信息，生成格式标准、内容准确的病史文书，供医生在
书写病历时参考和引用，帮助医生快速了解患者基本病情、减少电子病历录入时间、增加与患者交流
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病情的时间，提高诊疗效率，提升医疗质量。

11. 智能陪诊 基本概念：就诊全过程中向患者智能主动推送就诊流程、就诊提醒、位置指引等信息
和提醒，实现智能陪伴式服务。 应用场景：利用机器学习、路径规划等人工智能技术，整合医生排班
、患者就诊数据、服务流程、诊室位置等信息，为患者提供就诊时间和地点推送、就诊路径推荐、检
查预约和院内导航，以及候诊到号、缴费支付、取药通知提醒等智能服务。通过智能陪诊服务，缩短
患者候诊时间，减少排队次数，改善患者就医体验，提升医疗服务效率。

12. 智能随访 基本概念：通过智能语音外呼及聊天机器人等方式，自动完成诊后患者或基本公共卫
生重点人群随访服务。 应用场景：运用语音识别、语音合成、自然语言处理、语言大模型等人工智能
技术，通过语音外呼及聊天机器人等人机交互方式，在开展患者诊后随访或公卫随访服务时，根据随
访规则自动完成随访工作，收集患者的恢复情况、服药反应、生活行为等调查信息，并对常见问题提
供即时自助式解答服务。通过智能随访，可以有效减轻随访工作人员的工作负担，实现随访工作的高
效性、及时性与完整性，帮助医疗机构及医生全面了解患者的治疗效果和满意度，优化随访服务流程
，改善医患关系，减少医疗机构的成本投入，实现患者全流程管理，为临床科研提供强有力的数据支
持。

13. 智能满意度调查 基本概念：面向患者自动发起满意度调查，智能分析患者或居民对基本医疗和
公共卫生服务的反馈，为医疗卫生机构管理者提供优化建议。 应用场景：在患者就诊后通过自动智能
外呼服务平台开展满意度调查，涵盖医疗服务、医患沟通、环境设施等方面。完成问卷语言交互问答
后，通过自然语言理解和后结构化处理等人工智能技术，自动将患者满意度情况进行汇总和智能分析
，为医疗机构提供持续的患者反馈监测和客观的满意度评价。根据调查结果，医疗机构可以更好地了
解患者需求，针对性地改进服务流程，优化服务体验，提升医疗服务质量。

14. 智能患者院后管理 基本概念：应用人工智能技术为出院患者提供个性化随访、健康监测、药物
管理等服务，提升患者依从性、优化康复效果。 应用场景：基于对患者诊疗数据的智能分析，为出院
患者提供全面出院后管理，包括健康管理、健康教育、咨询支持、家庭病床等内容。
制定个性化随访计划，提供智能化交互，提醒患者复查、随访和治疗方案调整。
利用可穿戴设备和移动应用，收集分析患者生理参数，及时预警并指导患者采取相应措施。
用药计划管理，通过定时提醒和依从性跟踪确保患者合理用药。
提供个性化康复指导，帮助患者加速康复进程。
提供专家或其数字分身的在线咨询，及时解决院后健康管理疑问。

通过智能服务，提高患者的依从性和康复效果，减轻医护人员的工作负担，优化医疗资源配置，提
升医疗服务效率和质量。

15. 智能病历辅助生成 基本概念：基于语言大模型打造智能化病历辅助书写虚拟助手，实现电子病
历自动生成，提高病历书写效率及质量。 应用场景：利用语言大模型技术，从大量优质病历中提取文
本信息，进行特征处理，基于患者历史就诊记录、主诉、检验检查结果等医疗信息，自动生成标准化
、高质量医疗文书，包括门急诊病历、入院记录、病程记录和出院小结等，提高医生日常医疗文书整
理和书写效率。对海量电子病历数据进行分析和评估，识别病历中的数据完整性和准确性等质量问题
，提供实时的质量反馈及改进建议，帮助医生和医疗机构提升病历质量。
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（二）"人工智能+"医药服务

16. 处方前置审核智能辅助 基本概念：结合审方规则，辅助专业药师对处方进行合理性审查、追溯
，预警不合理处方，保障临床合理用药。 应用场景：采用自然语言处理、深度学习等人工智能技术，
将常用临床用药依据，如药品说明书、临床诊疗指南等构建知识图谱，形成审方知识库。结合审方规
则与已积累的处方大数据，配合专业药师，在临床医生开具处方过程中，实现合理用药指导、药品信
息提示、药师审方干预、处方质量评价、抗菌药物使用监测、药物相互作用审查等功能，辅助临床医
生合理用药。在患者缴费前进行处方合法性、规范性和适宜性审核，对不规范处方、用药不适宜处方
及超常处方实时预警，实现抗菌药物使用监测，记录患者用药档案/药历，保障患者用药有效、安全、
经济、适当。

17. 临床用药智能辅助 基本概念：以药物和疾病的知识图谱为基础，根据临床指征和药理学理论等
，对用药行为作出决策建议。 应用场景：利用自然语言处理、深度学习等人工智能技术对临床诊疗指
南、路径规则、用药指南等数据进行清洗和处理，提取有价值的信息构建药物知识库和算法模型，审
核处方开具、药物调配、给药等流程的正确性、规范性和适宜性，实现及时的用药风险警告和提示，
记录患者用药档案/药历，提供智能用药建议支持服务。建立药物治疗效果及预后预测模型，辅助临床
医生开展个体化药物治疗，提高精准用药水平，保障用药安全。

18. 患者用药指导智能辅助
基本概念：通过机器学习、自然语言处理等技术为患者提供个性化的用药提醒和指导辅助。 应用场景
：通过自然语言处理和机器学习等人工智能技术，处理患者体征、病史、检查检验、用药信息等多维
数据，在患者获得处方后为患者提供个性化的用药指导，包括药物正确服用时间、正确服用方式、与
食物或其他药物的相互作用、副作用及其应对措施等，记录患者用药档案/药历，帮助患者更安全、有
效地管理用药计划，保障用药安全，提升治疗效果，同时减轻药师的工作负担。

（三）"人工智能+"医保服务

19. 医保智能审核
基本概念：应用人工智能技术结合医保审核规则为医保审核员提供病历智能审核服务。 应用场景：以
数据分析为核心，内嵌智能审核规则库、知识库，基于DIP分组付费指标构建智能控费体系，结合大
数据分析对医保费用进行事前智能提醒、事中智能审核、事后智能分析。在医保审核员审核医保支付
时，提供智能医保审核服务，审核诊疗行为是否合理、编码是否违规等情况，帮助医保审核员提升医
保审核的效率和质量。

20. 医保智能核算 基本概念：智能分析患者的医疗健康数据，实现对患者的健康风险智能评估，提
高核保的准确性和效率。 应用场景：结合健康医疗大数据，自动分析医学影像检查报告（如B超、放
射影像、心电图等），依托自主深度学习模型和规则引擎，将传统保险业务中的单点评估问题拓展为
多维立体综合评估问题。基于大量真实世界病历，分析多种因素对于不同疾病发病率的影响，优化训
练核保预测模型，修正核保结论，提高核保准确率，为不同人群提供适配和多样的健康保障服务。

21. 商业健康险智能设计 基本概念：融合医疗、医保、商保等多源数据，利用人工智能技术，实现
商业健康险产品智能化创新设计。 应用场景：利用医疗健康垂直类大模型，搭建个性化保险产品设计
应用，基于商业健康险用户精准画像与健康评估，实现商业健康险产品设计、精准定价、保障责任、
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健康管理计划、风险控制的智能管理与动态优化，增加商业健康险产品供给，扩大商业健康险覆盖人
群范围，满足多层次医疗保障需求。

（四）"人工智能+"中医药管理服务

22. 中医临床智能辅助诊疗 基本概念：应用中医四诊智能诊断设备采集全过程中医临床四诊数据，
基于中医药知识库，建立中医大数据诊疗模型，针对患者症状、诊断和相关病史自动推荐中医诊疗方
案。 应用场景：构建专科、专病、名中医诊疗知识库、中医古籍知识库和中医经方知识库，利用知识
图谱和大模型等技术，建立中医大数据诊疗模型，应用面诊、舌诊、脉诊等智能诊断设备，结合预问
诊信息自动生成中医电子病历。

整合多模态中医临床数据，应用中医大数据诊疗模型模拟中医辨证论治思维、张仲景方证论治诊疗
思维等，为医生提供个性化、精准化临床诊疗建议等辅助决策支持服务，智能推荐理法方药一致的临
床诊疗方案，以及辅助治疗、临床预警、知识推荐、典型病案学习、健康宣教等内容，提高临床医生
中医辨证论治准确性。

23. 中医经络智能检测 基本概念：以中医经络、现代全息理论为基础，应用人工智能技术模拟中医
临床诊断过程，为临床诊疗提供辅助参考。 应用场景：通过中医经络检测仪，基于中医药专业知识库
和海量真实世界中医病案术语库，利用大数据挖掘和深度学习技术，准确提供经络、脏腑、体质、气
血、情志等5个维度功能性检测结果，反馈人体经络功能状态。

24. 中药智能审方 基本概念：依据中医药配伍规则，智能提醒医生合理遣方用药，智能辅助药师开
展中药饮片处方点评。 应用场景：通过中医临床用药禁忌的相关文献和中成药说明书等资料，梳理中
医临床用药禁忌规则，建立中医药临床用药禁忌知识库。利用知识库和人工智能算法对医生开具的中
药饮片处方中涉及的禁忌或超量使用行为及时提示，提高患者用药安全水平。中医药临床用药禁忌知
识库辅助药师进行审方和处方点评，评价中药饮品处方的规范性、药物使用的适宜性（中药禁忌、用
量用法），提出干预和改进措施，促进中药饮片的合理使用。

25. 中医临床病案智能质控 基本概念：基于中医临床辨证论治理论，采用大数据存储、深度学习算
法等技术，建立中医病案理法方药一致的内涵质控垂直类大模型，提升中医临床病案的书写质量。 应
用场景：基于中医药专业知识库和海量真实世界中医病案术语库，构建病因、病机、治则治法、病证
、方药等中医临床多维网络知识图谱，采用神经网络等知识推理智能算法，从理法方药、病证诊断准
确性、中医适宜技术选择准确性等方面评估中医临床病案的内涵质量，提供病案数据缺失值提醒，全
方位多角度建立贯穿诊前、诊中、诊后全过程的中医临床病案质量控制管理应用，为中医临床病案书
写提供智能决策辅助支持，全面提高中医临床病案质量。

26. 名中医学术思想智能传承 基本概念：通过挖掘名中医经验，基于深度学习等人工智能技术实现
名中医数字化传承，辅助培养学术传承人。 应用场景：深度挖掘名中医临床经验，基于深度学习、大
模型等人工智能技术，结合历代中医名家古籍医案知识库揭示中医药专病治疗内在机制，模拟临床实
际诊疗应用场景，依托中医教学平台实现临床与教学、理论与实操结合，针对临床实际问题为传承人
智能推荐名中医诊疗方法、临证经验、用药规律，深刻领悟名中医学术思想和学术经验，提高诊疗能
力。
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27. 中医药科研智能辅助 基本概念：辅助医生采集中医诊疗全过程真实世界数据，支撑中医的人用
经验转化为临床真实世界数据证据。 应用场景：应用人工智能、大数据、物联网等技术，智能采集中
医临床全过程闭环诊疗数据，构建"理法方药"和"证治效"完整的高质量数据库。分析中医药处方和临
床结局的关联性，发现不同草药组合效果，用数据驱动的方法揭示传统经验中未被完全理解的药物相
互作用，客观分析中医治疗的长期效果和副作用，为评价中药材质量、中医诊疗方案、院内制剂、中
成药的适应症等提供中医药价值证据。促进中医医生的人用经验转化为真实世界证据，为诊疗方案提
供真实世界数据支撑，完善个性化诊疗方案，形成个性化中医药学术思想。

（五）"人工智能+"医院管理

28. 智能医疗文书质控辅助 基本概念：为管理人员提供可视化智能监控辅助，实时监控医疗文书书
写质量，自动识别反馈问题，根据病历内涵反映医疗质量，提高医疗文书的书写质量和质控效率。 应
用场景：使用自然语言处理、知识抽取、语言大模型等人工智能技术，对医疗文书中的文本、图像等
进行数据挖掘处理，构建医疗文书知识库。 在医疗文书书写过程中，实时监控医疗文书的书写内容，
基于知识库实时分析患者诊疗信息，自动识别反馈问题，保证医疗文书的完整性、合理性、规范性、
准确性和时效性，辅助提高医疗文书质量。

辅助医务管理人员开展医疗文书质量评价，自动生成多维度、可视化医疗文书质量分析报告，精准
规范医务人员医疗文书书写行为，智能生成个性化医疗文书书写问题总结报告，提升医疗文书质量。

29. 智能医疗质量管理 基本概念：规范和完善医疗核心和医疗辅助规范流程，实现规范化、精细化
、科学化、体系化的全面医疗质控管理。 应用场景：根据法律政策要求、诊疗指南、诊疗规范和专家
共识等资料，建立临床医疗质量管理知识库。在患者诊疗过程中，应用临床路径实时监控治疗方案的
执行情况，提高诊疗效果和医疗资源利用率。应用条形码或RFID技术，实现药物的正确配送和准确给
药，减少人为错误，提高药物使用安全性。通过患者满意度调查、治疗结果统计等手段，实现医疗服
务全流程监控评估和医疗服务质量分析，提出改进方向和措施，有效促进医疗服务质量和效率提升。

30. 智能医务人员管理 基本概念：精准匹配医务人员能力和工作任务，优化医务人员管理流程，提
高医务人员管理效率，助力医院精细化管理。 应用场景：应用人工智能和大数据技术，实时分析患者
流量和医疗服务需求，精准预测医务人员需求，智能调整医务人员排班。自动评估医务人员工作负荷
，预防过度劳累，保护身心健康，提高医务人员满意度和留存率。综合分析医务人员工作表现和发展
需求，智能推荐培训课程或培训会，提供个性化培训建议。预测分析医院业务发展趋势和医务人员需
求，实现医院人力资源优化配置。

31. 智能手术室管理 基本概念：实现手术排程和手术室资源配置优化等手术室智能管理应用，提升
手术室的安全水平和运行效率。 应用场景：整合人工智能、数字孪生等技术，综合分析手术的紧急程
度、预计时长、患者状况、医生工作安排和手术室的可用性，自动安排手术，优化手术计划，提升手
术室运行效率。实时监测手术进度，为手术团队、护理人员和患者家属推送手术最新信息。智能分析
手术室设备的使用时间和维护周期，确保设备正常运行和及时维护，提升手术室资源管理效率。自动
监测手术室温度、湿度、洁净度等环境参数，建立环境参数动态调整机制，提升手术室环境质量。

32. 智能药房管理 基本概念：借助物流机器人等人工智能技术，提供高效、便捷、个性化智能药物
管理服务，改善患者和药师用药体验。 应用场景：智能分析患者用药需求，完成药物自动存储、调配
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、分发等工作，记录患者用药档案/药历，提高药师工作效率，方便医生动态关注患者用药情况，节省
医院人力和时间成本。实时监控和管理药物库存和销售情况，提高药房运营效率，实现药物数据全面
管理和追溯。实现智能机器人与药师高效人机协作，智能机器人负责药物储存和配送，药师负责用药
指导和咨询服务，相互协作提供高效、便捷、个性化的药物服务，提高患者和药师的用药体验。

33. 智能耗材管理 基本概念：利用大数据、人工智能等技术建立医用耗材管理模型及智能问答系统
，实现医用耗材的智能管理。 应用场景：实时监测医用耗材需求及使用情况，构建医院耗材管理模型
，实时动态分析耗材使用问题，可视化展示耗材管理问题，帮助管理人员快速、精准定位耗材信息，
分析耗材使用和业务进展的关系，合理调配医用耗材，评估使用合理性，实现医用耗材智能管理，提
高运营效率。

34. 智能医疗设备管理 基本概念：通过对医疗设备的实时监控、智能识别和分析、预测性维护、优
化调配和使用效益评价，提升设备利用率、合理配置医疗设备，助力医疗设备精细化运营和管理。 应
用场景：应用人工智能、物联网等技术，通过智能感知终端实时收集各类医疗设备的状态数据、使用
记录、故障信息、维修信息等，实现对医疗设备的智能、实时、综合、科学管理，提高医疗设备使用
效率。 实时识别医疗设备种类、性能、位置、运行状态等信息，基于性能和故障概率预测模型，分析
设备使用情况、设备性能、主要零部件状态、设备故障发生率、次生安全隐患，全面提升医疗设备的
可用性、可靠性、安全性。

精准识别设备的工作负荷状况、磨损迹象、参数异常、故障征兆等信息，预测医疗设备故障趋势和
维修需求，进行预防性维护。 实施监控分析医疗设备空间精准定位、运行效能状态，发现医疗设备闲
置或浪费等问题，按照医疗设备的调配路径和优先级提出优化建议，最短时间锁定调配距离最近且状
态良好的医疗设备，实现医疗设备智能调配和共享，提升利用率。

35. 智能物流管理 基本概念：整合物联网和智能配送技术，实现医疗物资的高效运输和无人精准配
送，提高工作效率，降低医院成本。 应用场景：应用智能感应器、RFID技术，实时监控库存，大数据
分析医疗物资消耗数据，预测物流需求，自动生成采购订单，减少人为错误和库存积压。使用物流机
器人或无人机，实现医疗物资的无人化、无接触配送，确保精准调度和物资及时送达，提高医疗服务
响应速度，减少人力成本和交叉感染风险，提高自动化仓储物资存取效率。通过物联网进行运输医疗
物资的识别、记录及信息实时上传，记录物资发送端与接收端的操作人员身份信息，实现医疗物资配
送、回收的全流程追溯管理，规范配送、回收流程，优化医院物资配置。

36. 智能医院停车管理
基本概念：智能分配患者停车位，自动引导患者停车，实现医院车位资源的有效利用和管理。 应用场
景：通过人工智能、卫星和蓝牙定位、物联网等技术，实时分析患者车位需求，实现车位预约、智能
车位分配、自动记录车位、反向寻车导航等智能停车管理功能，合理分配车位资源，记录患者车辆位
置，助力患者就医结束后高效寻车，提升患者就医体验和满意度，高效调度停车资源，减轻车辆管理
人员工作负担，提升医院服务质量和水平。

37. 智能医院后勤安全管理 基本概念：自动感知医院人员安全、设备状态、特殊作业、现场环境等
信息，实现智能医院后勤安全管理。 应用场景：利用深度学习、数字孪生、智能算法和智能硬件设备
自动采集医院工作人员图像信息，动态监控人员安全、设备状态、特殊作业、现场环境等内容，自动
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分析基础数据，智能匹配既往事故信息，汇总生成风险信息，定期发送预警信息，采用多种方式对异
常情况实时分级告警提示，快速发现、快速告警，规范后勤人员工作行为，增强工作安全意识，提高
工作安全性。实现事前预防、事中管控、事后分析的全周期监测，保障医院后勤安全管理工作，为医
院后勤工作开展分类和分层管理提供技术依据。

38. 智能医院经济管理决策支持 基本概念：应用人工智能技术全面分析医院经济管理活动和运营指
标，提供智能决策辅助支持，提高决策科学性与效率。 应用场景：通过机器学习、大数据及智能建模
技术，打破信息孤岛，实现数据跨系统互联互通，推进运营数据标准化，建立经济效益分析、成本控
制、绩效评估、风险管理和运营分析体系，通过预测分析和实时监控，提前识别潜在财务风险和运营
问题，实现管理流程的自动化和智能化，为医院管理层提供及时预警和应对策略，形成医院经济管理
数据资产，实现医院资源的最优配置，全面提升医院管理效能。

二、"人工智能+"基层公卫服务

（六）"人工智能+"健康管理服务

39. 智能健康管理 基本概念：汇聚区域居民健康信息，智能精准分析，开展健康服务、风险评估及
健康宣教，实现分层分类治疗与管理。 应用场景：汇聚区域医共体内医疗机构、医保、居民等多方数
据建立居民全息健康档案，构建人工智能健康管理垂直类大模型，开展居民健康状况分级分类评估，
预测预警疾病转归。通过对高血压、糖尿病、结核病、癌症、脑卒中等疾病制订个性化干预计划和建
议，对照干预计划记录、监督和调整实际干预措施，实现分层次分人群精准治疗、辅助诊疗、精准管
理服务和健康管理。根据评估结果，基于结果训练和优化算法模型，持续更新完善健康管理垂直类大
模型，支撑区域医疗资源统筹利用、综合治理，提升区域内居民整体健康水平。

40. 智能中医健康管理 基本概念：基于中医药垂直类大模型建立智能中医健康管理应用，辅助公众
更好地进行中医"治未病"养生保健和健康管理。 应用场景：利用中医诊疗知识库、养生保健知识库和
中医体质辨识等，基于知识图谱和大模型技术建立智能中医健康管理应用，针对身体状况咨询或特定
需求，结合个体体质、生活习惯、性别、年龄阶段、季节变化等因素，综合运用中医理论，输出包含
药食同源中药、经络穴位按摩、食疗、养生茶饮等多种养生保健方案。结合中医"治未病"的理念，提
供日常的健康管理和养生指导，包括季节性调养、食疗方案等，发挥中医药在现代健康管理领域的创
新作用。

41. 智能慢性病管理 基本概念：智能分析慢性病患者健康状况、疾病诊疗、生活习惯等数据，生成
个性化智能慢性病管理方案，为患者提供精细化智能慢性病管理服务。 应用场景：依法依规采集慢性
病患者的基础信息、健康状况、疾病诊疗、用药档案/药历、生活习惯等多元数据，运用人工智能对采
集的数据进行深度分析和挖掘，评估慢性病患者的健康状况，预测疾病发展趋势。
根据分析结果制定个性化健康管理方案，包括用药计划、用药监督、生活习惯调整建议指导等内容。 
定期评估慢性病管理效果，根据评估结果调整管理方案，实现对患者的精细化管理，促进慢性病"防
、查、诊、疗、养"闭环管理，提高患者的依从性和自主管理能力。

通过对大量慢性病患者数据分析和挖掘，精确预测区域内群体慢性病的发展趋势，实现提早精准干
预，降低慢性病发生率和疾病风险，提高居民健康水平，减轻医疗费用负担。
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42. 智能心理自助服务 基本概念：通过智能心理咨询、心理自助工具及专家数字人对话等服务，帮
助用户改善心理状态，提升患者治疗依从性和临床疗效。 应用场景：在心理咨询与治疗服务中，发挥
智能对话、随时可用、个性化服务能力，实现7×24小时智能心理咨询、推荐心理测评、心理自助百
宝箱、心理知识问答与专家数字分身对话等功能。 在用户与人工智能系统对话过程中，智能判断用户
的需求，比如需要倾诉陪伴、专业心理咨询、专业建议指导、学习心理知识或是需要心理测评，针对
性提供个性化心理服务，为用户制定有针对性的自助方案，并推荐自助百宝箱工具方便用户进行冥想
、呼吸练习、体验抽卡/减压游戏、进入互助社区等。

在用户产生情绪问题时，提供及时的心理支持，还可以识别用户对于人工和专家服务的诉求，推荐
紧急心理热线并可实现与专家分身随时对话咨询的需求，能够及时有效改善用户的心理状态，获得最
大限度的帮助，同时缓解医疗资源不足，提高医疗服务效率。

43. 智能心理分级评估与护理 基本概念：基于智能远程照护技术，建立患者闭环式全场景自助式心
理分级评估与心身整体护理的咨询机器人。 应用场景：全场景自助式心理分级评估与心身整体护理的
智能咨询机器人具备患者精神状态精准评估、个体化干预、个性化照料、远程诊疗和探视等功能。 患
者精神状态精准评估是应用内置常用多维评估量表，也可以定制开发量表进行个性化评估，评估完成
后实时出示报告，装载危机值预警功能。
个体化干预是通过生物雷达和脑波监测评估患者心理干预过程中的脑功能、心率、呼吸等生理指标。
个性化照料是机器人询问患者心情及睡眠情况，患者可与机器人互动。
远程诊疗和探视是医生可不受时间空间限制与患者进行实时沟通，提供远程诊疗和探视服务。

在患者住院和出院时对患者进行医疗知识宣教，提醒患者治疗时间和安排，给患者配送物品，在早
间和晚间进行巡逻，通知患者准备治疗或回病房休息。

44. 智能学生心理健康管理服务 基本概念：应用人工智能、大数据技术，对学生开展心理危机筛查
、辅助诊断、预警推送、干预服务和随访分析。 应用场景：将互联网、云计算、大数据、人工智能、
可穿戴等技术融入学生心理的测评、分析、管理与服务之中，开展包含日常生活行为轨迹、生理指标
、心理测评、能力和价值观、考试成绩等学生数据的采集和智能分析，建立集心理危机筛查定级、心
理潜能精准开发、心理宣教资料精准推荐、分类远程监督及管理、干预方案智能推送、大数据多维学
生发展个体画像输出等智能学生心理健康管理与服务系统，为教育行政管理部门、学校及家长提供学
生发展指导规划、心理辅导、心理危机干预方案等，促进学生心理健康，服务科研工作者和心理咨询
师科学研究。

45. 智能遗传性疾病筛查与预测 基本概念：基于人工智能筛选遗传性疾病标志物，探究标志物和疾
病进展相关性，为疾病筛查预测提供决策支持。 应用场景：基于大模型及多组学方法，鉴定并筛选遗
传性疾病密切相关新型生物标志物，分析基因组、表观遗传组、转录组、蛋白质组等生物信息，研究
新型生物标志物和遗传性疾病进展程度的相关性及其在疾病早期预警中的作用，研究新型生物标志物
产生过程，解析其在遗传性疾病发生发展中的作用机制。基于新型生物标志物构建遗传性疾病预测模
型，采用区块链网络，构建遗传性疾病筛查及预测一体化、海量智能大数据管理和协同分析平台，在
多中心进行部署，为疾病精准筛查预测提供决策支撑，实现遗传性疾病早期发现、早期干预，提高遗
传性疾病防治水平。
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46. 慢性非传染性疾病筛查与预测 基本概念：利用人工智能实现慢性非传染性疾病早期筛查、危险
因素识别、风险评估预测和预防性干预。 应用场景：通过收集个体生物医学数据、机会性筛查数据、
生活方式和环境等信息，应用人工智能模型分析数据，分析慢性非传染性疾病的潜在风险因素、早期
症状和发病概率等，根据分析结果提供个性化预防建议和干预措施。智能化筛查可以有效提高疾病的
早期发现率，降低误诊、漏诊风险。同时风险预测模型能够优化医疗资源精准配置，提升慢性非传染
性疾病的预防和控制效率。通过早期预警和及时干预显著延缓疾病进展、减少并发症、改善长期预后
，提高慢性非传染性病的知晓率、早诊率和管理达标率，从而降低致死率、致残率和疾病负担。

（七）"人工智能+"公共卫生服务

47. 传染病智能监测 基本概念：综合医院门急诊和住院电子病历，利用自然语言处理、大模型等人
工智能技术，自动探测和智能监测传染病病例及症候群聚集性等公共卫生异常状况，提高发现新发、
突发传染病及医院内感染的敏感性。 应用场景：综合利用二级及以上医院门急诊的诊断数据、住院病
历数据、医院检验数据、影像报告结果、实验室病原数据、相关用药数据，使用多模态时空模型等人
工智能技术，实现对群体性不明原因疾病、聚集性不明原因肺炎、有流行病学关联的临床危重症病例
和不明原因死亡等异常健康事件的快速发现和综合分析，以期实现传染病的早期监测、预警提示等功
能，尽早发现新发、突发传染病，及时有效防控新发、突发传染病。

推动以实验室为基础的病原监测，提高对新发突发和重大变异病原体的发现和识别。

48. 智能卫生应急管理 基本概念：实现卫生应急准备、持续突发事件监测预警、突发事件卫生应急
处置实时方案支持，卫生应急全程辅助等决策辅助支持。 应用场景：通过整合疾控、急救、血液、监
督等卫生健康信息数据资源，基于卫生应急预案、资源储备、历史复盘资料等信息资源库，使用专家
评议和机器学习等多种方法，构建多维度监测预警指标和阈值，利用人工智能技术处理分析突发公共
卫生事件监测预警信息，全面监测医疗救治和卫生应急信息，开展卫生应急风险预警，为卫生应急处
置全流程领导决策提供辅助支持。

49. 智能公共卫生群体数据分析
基本概念：对公共卫生群体数据进行多维度智能分析，及时发现潜在健康风险和疾病暴发趋势。 应用
场景：利用人工智能技术整合公共卫生"时间、空间、人群"多维度数据，构建公共卫生智能分析模型
，智能监控区域高发疾病，精准识别疾病传播路径和风险因素，准确评估疾病的传播速度和范围，智
能分析疾病传播和暴发趋势。利用人工智能技术制作传染病疫情风险月历和风险地图，辅助评价风险
等级，自动生成风险信息。智能监测公共卫生健康指标，精准预测潜在的健康风险，实现提早预防和
控制疾病传播，为政府决策提供有力的科学依据和预警辅助，保障公众健康和安全。

50. 智能疫苗查漏补种 基本概念：利用人工智能技术对适龄儿童进行查漏补种。 应用场景：利用人
工智能技术，精准定位未按免疫程序完成国家免疫规划疫苗接种的漏种儿童，开展智能语音电话及短
信提醒补种，追踪补种后疫苗实际接种情况，提高儿童疫苗接种率和及时率，提升预防接种服务质量
。

51. 智能新生儿黄疸监测与干预 基本概念：开展新生儿黄疸监测，实现胆红素脑病高危患儿精准识
别和新生儿黄疸智能辅助诊断，为早期干预和规范治疗提供智能决策支持。 应用场景：对新生儿黄疸
进行动态监控、高危预警和病情分析，动态监测高胆红素血症患儿住院期间的治疗措施，包括光疗、
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换血、静脉输注白蛋白和丙种球蛋白等内容。指导开展胆红素脑病高危患儿治疗结果的规范评估，包
括胆红素相关神经损伤症状、脑干听觉诱发电位、头颅磁共振等检查内容。所有信息上传智能终端处
理，提供可视化胆红素脑病高危患儿的早期诊断和临床智能辅助决策支持，提出及时干预治疗措施建
议，提升新生儿黄疸诊疗的便捷度与精准度，提高规范化诊疗水平，降低医生工作负担。

52. 智能婴幼儿生长发育分析 基本概念：综合分析婴幼儿生长发育指标，智能生成婴幼儿生长发育
分析报告，促进婴幼儿全面均衡发展。 应用场景：深度分析婴幼儿生长发育过程中的营养与喂养、睡
眠、生活与卫生习惯、动作、语言、认知、情感与社会性等指标，智能生成婴幼儿个性化生长发育发
展报告，精准评估婴幼儿生长发育状况，科学预测婴幼儿生长发育趋势。在婴幼儿全周期生长发育数
据中，应用算法模型分析婴幼儿生长发育状况，精准捕捉婴幼儿生长发育指标，快速识别婴幼儿的生
长水平和潜在问题，帮助托育从业人员和家长全面了解婴幼儿生长发育状况，提供科学干预措施，制
定个性化保育照护服务计划，促进婴幼儿全面均衡发展。

53. 智能放射性染色体畸变剂量估算 基本概念：快速分析放射工作人员及疑似放射性疾病患者的染
色体畸变情况，智能估算放射剂量，辅助放射性疾病预防和应急处置。 应用场景：在放射性疾病筛查
和诊断中应用人工智能技术，采集整合文本、图像及基因组等多元异构数据，分析放射性职业暴露情
况，提升放射性疾病染色体畸变剂量估算的效率和准确性，实现放射性疾病的高效筛查和损伤预测，
提升医疗机构放射应急响应速度和处理能力。

54. 智能职业健康风险评估
基本概念：抓取多维职业健康相关数据，建立多模态分析模型，实时评估和管理职业健康风险。 应用
场景：整合分析职业健康相关的危害因素、接触强度、预防措施、易感基因、个人健康状况等各维度
数据，通过人工智能技术与职业健康知识体系的结合，建立多因素综合分析智能模型，实时监测个体
的职业相关疾病风险情况。基于对职业群体健康态势的统计分析，对工作场所管理、新技术、新材料
、新工艺等危害因素进行监控预警，为预防和管理职业健康问题提供辅助决策支持。

（八）"人工智能+"养老托育服务

55. 智能老年人健康管理 基本概念：应用智能病床、穿戴设备、物联网设备采集老年人健康数据，
开展智能健康管理、慢性病管理和护理指导等。 应用场景：运用人工智能、区块链、物联网及数字孪
生等技术，面向老年人构筑基于智能病床、智能穿戴设备等物联网设备的主动智能感知体系，采集汇
聚老年人健康状态与行为认知活动多模态数据。 老年人健康管理方面，通过佩戴智能手环或手表，实
时监测老年人的心率、血压、睡眠质量等健康指标，提供运动和饮食建议。 老年人慢性病管理方面，
健康体测数据自动上传至管理系统，供专家日常巡诊，帮助糖尿病患者监测血糖水平，通过分析数据
预测血糖异常，提醒服药，提醒及时调整治疗方案。

老年人护理方面，通过地板传感器、摄像头等设备监测老人的活动，发生跌倒等紧急情况时立即通
知家人或急救中心，保障老年人的生命安全。

56. 智能托育咨询服务
基本概念：精准识别、综合分析托育从业人员和家长所提出的问题，快速提供个性化解答。 应用场景
：利用自然语言处理和机器学习等技术，依托托育知识库为托育从业人员提供专业指导和学习建议，
为家长提供精准寻托和育儿咨询等服务。在问答过程中，综合分析托育从业人员和家长的历史提问，
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深入理解提出的问题，及时提供贴合实际需求的答案。帮助托育从业人员和家长解决托育过程中遇到
的各种疑问和难题，提供准确、权威的回答，有效增强托育服务的针对性，提高托育服务的质量和效
率。

57. 智能托育从业人员学习辅助 基本概念：为托育从业人员提供集人才测评、学习规划、资源推送
、效果评估于一体的智能学习辅助应用。 应用场景：基于深度预训练学习框架、知识图谱智能推荐和
职业技能效果评估等核心技术，为托育从业人员科学规划学习路线，精准推送课程资源，智能评估学
习效果。在托育从业人员学习过程中，通过收集分析托育从业人员的学习数据，智能识别学习需求和
能力水平，匹配行业成功案例和职业要求，智能推荐适合的学习路线和课程资源，根据托育从业人员
的学习情况及时调整辅助学习方案，提高托育从业人员的学习效率和服务水平。

58. 智能托育培训应用
基本概念：通过模拟真实婴幼儿的生理与行为特征，为托育从业人员提供回应性照护的实操训练。 应
用场景：模拟婴幼儿的各种生理和行为特征，具备高度仿真性和互动性，在模拟托育环境中实现托育
从业人员喂奶、拍嗝、哄睡、换尿布和陪伴等多种场景的婴幼儿回应性照护实操训练。在托育从业人
员实训过程中，根据预设程序，智能检测和评估托育从业人员操作行为，展现出不同的情绪反应，帮
助托育从业人员直观地了解婴幼儿的需求和反应，及时发现并纠正错误，提高托育从业人员的专业技
能和服务水平。

59. 智能托育行业监管辅助 基本概念：多维度分析托育行业市场供需指标，智能生成托育专项数据
报表，支持托育行业监管决策。 应用场景：围绕托育需求、托育机构覆盖、机构质量和机构安全等托
育行业关键指标，应用监管辅助决策分析模型智能生成托育专项数据统计分析报表，智能分析托育机
构全过程运营数据，提取托育行业市场供需发展指标结果，优化托育行业综合研判体系，提高托育行
业监管效率，降低管理成本，为人口增长分析联动提供托育行业监管辅助决策支持，促进托育行业健
康发展。

60. 智能托育机构质量评估 基本概念：通过采集托育机构的运行质量数据，智能生成托育机构质量
评估报告，提升托育机构的服务质量。 应用场景：依托托育机构质量评估标准，自动采集托育机构的
办托条件、托育队伍、保育照护、卫生保健、养育支持、安全保障、机构管理等7类质量指标数据，
通过大数据综合治理分析，智能生成托育机构质量评估报告。在评估托育机构质量过程中，利用"公
式清单化、监管分类化、数据集成化"自评，综合他评和督评方式，实时检测托育机构质量指标，及
时发现机构未达标情况，智能推荐机构改进优化方案，提高托育服务质量，增强家长信任度。

61. 智能托育机构安全隐患预警 基本概念：实时检测托育机构的安全场所，智能预警托育机构的安
全隐患，提高托育机构的安全水平。 应用场景：通过云端协同的智能分析能力，应用陌生人识别、人
群密度检测、烟火捕捉等安全预警算法模型，实现托育机构安全隐患全方位、无死角实时监控与智能
预警。在托育机构安全隐患检测中，综合分析托育机构门口、走廊、厨房等存在安全隐患场所的实时
视频画面，精准捕捉潜在风险点，预警托育机构安全隐患，及时将预警信息推送托育从业人员，方便
托育机构快速展开人工干预，全方位筑牢托育机构安全屏障。

三、"人工智能+"健康产业发展

（九）"人工智能+"医用机器人
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62. 手术机器人 基本概念：整合先进机械设备、智能导航系统、传感器技术和实时影像反馈技术，
建立辅助医生开展手术的智能机器人，辅助医生开展精准、微创、远程手术。 应用场景：基于高精度
机械设备、先进导航系统、实时三维影像反馈技术建立手术机器人，配备智能算法，具备术中决策和
导航功能，推荐适合患者解剖结构的个性化手术规划。通过高精度机械臂滤除人手自然颤动、提供关
节自由度，辅助医生精准实施手术，适用于普外科、胸外科、泌尿外科、妇科、骨科、神经外科、眼
科等外科手术。手术机器人可以拓展医生的操作能力，提高手术精度与安全性，减少手术创伤和术后
并发症，提高手术成功率，缩短患者康复时间。

63. 康复机器人 基本概念：通过多维人体信息采集、智能算法识别、精准机械运动实时反馈和电磁
刺激调控的智能康复训练设备，促进神经受损功能恢复，实现患者精准康复。

应用场景：结合虚拟现实、脑机接口、神经调控、高精度机械臂和智能导航系统等技术建立智能康
复机器人，通过采集脑电、肌电、关节活动、步态等多维人体数据，针对脑卒中、脑外伤脊髓损伤、
周围神经损伤、神经退行性疾病、精神类疾病等康复需求，智能推荐主被动结合的智能个体精准康复
方案，动态评估感觉、运动、平衡、认知、吞咽、情绪等功能障碍状态，自动完成康复治疗程序性任
务，根据患者反应情况实时调整康复方案，预测治疗效果，优化康复策略，提升临床康复疗效，提升
患者整体生活自理能力，降低因病致残发生率。

64. 针灸推拿机器人 基本概念：应用人工智能技术建立针灸推拿机器人，实现中医针灸、推拿等传
统非药物疗法的智能诊疗。 应用场景：基于生成式智能仿生、针灸和推拿自动控制等技术，建立具有
穴位自动识别与精确控制的智能针灸或推拿机械手。具备自主评估与诊断，多手法、多维度、多通道
智能推拿仿生模拟功能。推荐非药物治疗方案选择、仿生模拟、信息反馈、疗效评价、可视化等临床
非药物疗法智能治疗方案。通过穴位局部血流、温度和形态等穴位敏化特征变化，实现监测、反馈控
制功能。

65. 医疗咨询机器人 基本概念：利用语言大模型、智能算法和医学知识库，与患者进行智能对话，
提供医疗信息咨询，协助完成就诊、检查预约等服务，提高患者就医便捷性和准确性。 应用场景：适
用于医院网站、健康管理平台、移动应用、门诊导诊等场景，利用语言大模型、智能算法和医学知识
库进行理解和分析，通过文字输入或语音交互的方式与患者进行智能对话，回答患者关于疾病症状、
健康管理、医疗常识等方面的问题，提供医疗信息咨询与就诊服务。与医院信息系统对接，实现医疗
预约、药品购买、健康档案管理等功能，为患者提供全方位的医疗服务和健康管理服务支持，提升患
者就医体验，减轻医务人员负担。

66. 配送机器人 基本概念：采用人工智能导航和定位技术，配备智能传感器和运动控制的配送系统
，执行自动化药品、医疗用品等物品配送任务，提高配送效率和准确性，降低人工成本。 应用场景：
通过路径规划和实时避障等技术，应用于各类医疗场所，将药品、医用耗材、手术器械、病理标本、
被服、餐食、医疗废弃物等物品快速、准确地配送到指定目的地。在配送任务过程中能够根据周围环
境自动调整路径和速度，避免碰撞和意外发生，保证配送安全与稳定。与信息系统或医疗设备联动，
实现物品配送和信息传递的无缝连接，为患者和医护人员提供便捷、高效的配送服务，提升医院物流
效率和质量，降低物流成本，改善医疗服务体验。
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67. 消毒机器人 基本概念：采用先进的消毒技术和自动化控制系统，对环境进行自动、高效、精准
消杀，有效预防疾病传播和交叉感染，保障人员健康安全。 应用场景：配备紫外线、臭氧、喷雾等各
类消毒装置，用于空气、表面、器械等消毒杀菌，广泛用于各类医疗机构、公共场所。实时监测环境
参数，自动调整消毒策略和路径，根据实际场景需求选择合适消毒方式，确保消毒效果达标。具备消
毒任务自动化管理和记录功能，及时、精准保障公共空间或特定区域的环境卫生质量，有效预防疾病
传播和交叉感染，提高工作效率和数据可追溯性，提升公共卫生安全水平。

68. 紧急医学救援机器人 基本概念：面向重大火灾爆炸、毒气泄漏等事故，应用医学急救机器人和
云端专家辅助决策系统，在人力难以到达的空间开展智能紧急搜救、前期处置、生命支持和安全搬运
等。 应用场景：应用医学急救机器人，快速进入废墟下狭小空间或火、爆、毒等危险救援现场搜索幸
存者，采集伤病员生命体征参数并上传云端专家辅助决策系统，实现对伤员进行简单现场急救、生命
支持和安全快速搬运，为后续救援作业赢得时间。

（十）"人工智能+"药物研发

69. 智能药物研发 基本概念：集成人工智能和生物信息等技术，基于海量数据支持高效筛选、效果
预测、设计优化，加速药物研发。
应用场景：集成人工智能、计算化学和系统生物学等算法，用于小分子药物的筛选、设计和优化。 利
用虚拟筛选技术、高通量筛选实验平台，自动化、规模化筛选大量化合物，快速识别有潜力的药物候
选分子，评估其与药物靶标的相互作用。
在药物逆合成设计中，实现单步逆合成分析、多步逆合成分析、合成路线设计等功能。
在新药研发过程中，从化学反应数据集中进行逆合成分析预测任务，加速合成路径的设计和优化。

研发多维药物评价及临床前研究工具，包括药物动力学、药效学、结构生物学、安全性等模型，综
合评估其与药物靶标的分子对接、体内循环、毒副作用等多个维度的性能，加速药物候选物的验证和
优化。

70. 智能药物临床试验辅助 基本概念：搭建药物研发临床试验智能应用，智能辅助筛选患者、检查
检验判读，为提高临床试验质量提供支持。 应用场景：在药物研发的临床试验阶段，发挥大数据精准
、快速、智能的能力智能筛选患者，研究者维护需要发布筛选信息的项目后，系统根据入组标准、排
除标准等信息，通过临床研究数据中心及医疗数据知识图谱，快速精确地进行患者数据的清洗与整合
，展示疑似受试者，研究者可对疑似受试者进行查看追踪。 患者入组后，系统自动监控数据平台中的
临床试验患者检查检验数据，进行智能预警并对需要判读的不良事件自动生成判读任务，支持在线生
成异常评判单及电子签名留档，进行严重不良事件上报及可疑且非预期严重不良反应上报。

应用临床试验智能平台，快速准确发现项目疑似受试者，提高试验患者入组率，加速试验进度；智
能检查检验单判读，降低漏判错判率，提升药物研发效率和质量。

71. 智能药品临床综合评价辅助 基本概念：利用人工智能技术自动快速分析评估药品多维度信息，
生成药品临床综合评价结果报告，助力药品临床综合评价主题遴选、评价实施和结果转化应用全流程
。
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应用场景：应用大数据、自然语言处理、机器学习和数据挖掘等人工智能技术，迅速抓取药品在治
疗疾病中研究进展和评价情况，辅助评价人员快速识别科学问题和发现有价值的评价主题，自动爬取
、解析、预处理、整合多源信息，识别高质量研究证据，深入挖掘真实世界数据，快速分析评估药品
安全性、有效性、经济性、创新性、适宜性、可及性等多维信息，自动完成数据的提取整合和定性定
量分析，快速自动生成评价结果报告，避免人为因素导致的评估质量差异，提升评价结果可信度，为
优化医疗机构药品目录、强化合理用药、控制不合理药品费用、完善药物政策等场景提供辅助参考依
据。

（十一）"人工智能+"中医药产业

72. 中药材智能生态种植 基本概念：采用人工智能技术建立中药材智能模拟种植系统，开展规模化
、科学化、精细化种植，提高中药材种植品质，降低种植成本，提升中药材种植经济效益。 应用场景
：利用深度学习等人工智能技术，收集中药材生长环境的空气、土壤、水分等数据，建立药材种植培
育数字化模型，模拟不同中药材原生态种植环境，实现中药材智能化、规模化生态种植，提高中药材
种植品质。

73. 中药材智能仿生鉴定识别 基本概念：将传统性状鉴定与仿生化、数字技术结合，为中药材和中
药饮片真伪鉴定和快速评价提供新手段。 应用场景：利用电子眼、电子鼻、电子舌等仿生设备，对药
材或饮片特征进行数字化提取分析，结合人工智能算法，利用实测样本提取特征数据对仿生分类设备
进行针对性训练，建立仿生特征智能分类模型，实现对中药材和饮片进行快速、高效、定性鉴别。

74. 中药智能生产设备 基本概念：基于中医药理论、药材固有属性以及产品制备要求，集合视觉分
析、智能传感、在线检测、全过程质量控制等技术，提升中药（制剂）生产设备的智能化水平。 应用
场景：应用人工智能、物联网、数字孪生等技术，采集中药（制剂）生产加工全过程参数建立数据模
型，进行仿真模拟、工艺参数实时动态监测、质量在线检测控制和全过程质量追溯管理。利用机器视
觉自动检测、电子智能传感等技术，研发包含前处理、提取、浓缩、干燥、制剂成型等工艺环节的实
时质量监测设备，基于丸、散、膏等剂型原料物理性质，建立包含物料特性、制剂工艺、成型质量的
大数据模型及指纹图谱，提升临方制剂生产的自动化、智能化水平，实现中药生产加工设备的智能化
升级。

四、"人工智能+"医学教学科研

（十二）"人工智能+"医学教学

75. 医学教学智能辅助 基本概念：开展医学教学薄弱环节的虚实融合内容研发，研发可交互的教学
工具，解决医学实操训练的教学难题，拓展教学模式，提升医学教学质量。 应用场景：基于虚拟现实
、增强现实、混合现实、机器视觉、语言大模型等人工智能技术，构建院前急救、手术操作、医患沟
通等虚实结合仿真课程，提供姿态识别、语音交互、知识推荐等工具，全面监测教学过程、教学内容
、学生专注度等，建立教师教学画像和学生学习画像，精准推荐教学内容与课后作业，加强智能医学
教学的针对性和实用性，了解学生学习成效，规范教师教学行为，提升教师教学能力。

76. 医学智能仿真实验 基本概念：运用仿真模拟等人工智能技术，构建多层级多维度生物过程仿真
模型，支持多类科研及临床试验应用。 应用场景：智能化医学仿真实验环境通过仿真建模复杂生物过
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程，可优化设计、降低成本、提高安全性，加速医疗科研创新。
建立从分子、细胞、组织到器官和整个人体的多尺度基础生物模型，以模拟不同层级的生物过程。 集
成多源数据，可基于实际观测样本数据进行导入及综合模拟分析，并提供参数调节、规则设置，以支
持对于不同目标人群的实验。 应用人工智能算法，提升对于生物模型演化的学习预测能力，降低计算
复杂性，提升对于复杂生物过程的智能模拟。

提供交互仿真平台，面向生物标志物发现、药物研发仿真、疫苗研发支持、临床试验设计等不同应
用场景，提供典型工作流编排、标准研发工具及开放对接能力。

77. 医学教育患者虚拟人 基本概念：结合数字人、语言大模型等技术，基于患者诊疗案例建立患者
虚拟人，提升医学教育的多样性、灵活性。 应用场景：基于对患者案例的脱敏、抓取、整合、筛选、
摘要等步骤，形成高价值的医学教育案例储备和教学知识库。基于标准化患者数字虚拟人，结合案例
数据及相关配置，模拟其病情的生理和病理表征。基于影像、病理等数据，通过三维重建技术形成患
者的脏器孪生模型。通过语言大模型加载案例数据、医学知识，模拟患者的沟通表述方式，支持学员
与模拟患者进行仿真沉浸式互动。

78. 医学教学资源智能生成 基本概念：基于大模型定制学习资料、真实病例展示和复杂过程演示等
个性化医学教学资源，提高学习效率和质量。 应用场景：基于个性化教学资源平台建立多模态医学教
育垂直类大模型，处理和学习文书、影像等多模态医学数据，提升教学资源生成效果。基于医学教育
垂直类大模型进行具体生成应用的探索，为学员定制各类教学资源。通过对真实病例的学习进行合理
化生成病例研究，自动收集整理相关论文、临床指南和多媒体内容，创建3D动画模拟演示复杂的医学
过程等，生成的教学资源提供基于学员画像的主动式生成推送、智能交互式定制生成等两种方式。

79. 医学科普智能生成 基本概念：自动生成和配置医学知识内容，以多媒体和人机互动形式向公众
普及医学信息和健康知识。 应用场景：基于医学科普教育平台和医学基础垂直类大模型构建科普知识
体系，生成科学准确的医学教育内容，通过文字、图像、视频等多模态语料的语义对齐，打造跨模态
融合的生成能力，自动生成医学科普文章、视频脚本和真实案例解说等科普素材，使医学知识更加生
动、易于理解。基于对患者诊疗记录、兴趣、需求和知识水平的画像分析，定制个性化的健康科普内
容，智能推送其最相关和最感兴趣的信息。补充研发在线问答、模拟诊断游戏等互动模块，设计针对
性的教育活动和挑战，提高用户的参与度和学习兴趣。

（十三）"人工智能+"医学科研

80. 智能患者招募
基本概念：基于患者的诊疗数据，自动识别筛选符合临床研究条件的患者，加速患者招募。 应用场景
：基于大数据技术，高效汇聚患者的入院信息、医生文书记录、检验检查、影像、病理、生物标志物
等多源多模态诊疗信息。 基于语言大模型的语义理解和信息抽取能力，对患者进行关键信息识别和综
合评估，自动匹配临床试验入排标准，实时监测并通过医生工作站向医生自动推荐潜在受试者，从而
有效降低人力耗时，提前储备受试者，有效加速临床试验进程。
通过智能监测患者的反应和副作用，为临床决策提供支持。

强化患者隐私保护，在技术层面通过患者信息脱敏处理、设置权限隔离、过程监管等方法提升信息
安全能力，促进和规范对医疗健康数据的合理利用途径，提升相关人员的信息安全意识和法律意识。



134 - Kim Kyung-jin

81. 智能研究型病房 基本概念：基于人工智能和物联网技术提供实时监测、智能辅助诊疗、试验灵
活配置等能力，打造数智化研究型病房。 应用场景：利用物联网设备将人工智能算法嵌入边缘端，实
时、按需管理配置和收集患者生命体征、病房环境参数等数据，协助保障试验过程的可靠性和可溯源
。基于人工智能算法深度分析采集的数据，辅助医生的诊断与治疗方案评估，支持医护人员远程监控
患者状态，及时响应医疗需求，减少不良反应、不良事件的发生。协助进行病房自动化管理，自动调
节温度、湿度、照明等病房环境以适应患者需求，提示预测性设备维护以保障研究型病房稳定运行等
。

82. 医学科研智能辅助 基本概念：建立涵盖文献资料检索、数据制备、智能分析、结果解读的科研
辅助工具库，提高科研效率。 应用场景：基于多模态大模型、计算机视觉、知识图谱、大数据分析等
技术，辅助医生从海量文献资料中快速、精准地检索信息，按照医生个性化需求自动提炼、整合生成
结构清晰、逻辑连贯的文献综述，提高医生查阅资料和信息汇总整理效率。辅助医生高效处理和整合
多模态研究数据，提供数据标注、数据特征提取、深度学习建模和结果可视化等科研流程一体化智能
分析工具，加速科研成果形成与转化。

83. 智能文献挖掘分析 基本概念：应用语言大模型整合文献数据库公开数据，对文献进行领域归纳
，挖掘归纳领域前沿热点。 应用场景：利用语言大模型的语义理解能力，挖掘分析国内外文献数据库
公开数据，对文献要点进行分析、归纳和总结，实现文献按领域分类，结合对于文献文本的理解，总
结归纳行业领域前沿研究热点并向医生智能推荐，为医生提供诊断治疗的最新方案和研究证据，为医
生开展科研提供前沿热点文献和知识推荐，提升医生文献检索和阅读效率。

84. 智能医学科研数据分析 基本概念：利用人工智能技术，整合医学文书、影像、基因组、转录组
、蛋白质组、时序传感等多模态数据，建立全面分析辅助临床科研的智能平台。 应用场景：整合多模
态医学数据，包括图像、文本、声音、传感器数据和基因组、转录组、蛋白质组等多组学数据，完成
不同时间点、条件下的数据对齐，构建医学科研数据资源库。 利用数据融合模型与方法，提供跨模态
标注算法和标注工具，揭示跨模态数据之间的语义关联性，帮助分析其相互作用和整合效果，提高诊
断和分析的准确性。 面向不同类型的数据，提供计算机视觉、自然语言处理、图学习等多类算法，对
多模态数据进行特征提取、模型训练、统计分析等，以识别疾病标志物和模式。

提供科研合作平台，促进跨学科研究团队的协作，支持将分析结果转化为临床辅助决策支持工具，
辅助医生进行更准确的诊断和治疗规划。

Part II. English Translation

Notice of the General Office of the National Health Commission on Printing and Distributing
the Reference Guidelines for Artificial Intelligence Application Scenarios in the Healthcare
Industry

Guo Wei Ban Gui Hua Han (国卫办规划函) 〔2024〕 No. 420

To the Health Commissions, Traditional Chinese Medicine Bureaus, and Disease Control and
Prevention Bureaus of all Provinces, Autonomous Regions, Municipalities directly under the
Central Government, and the Xinjiang Production and Construction Corps, and all Departments
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and Bureaus under the Commission (Bureaus):

To implement the decisions and deployments of the Party Central Committee and the State
Council regarding the launch of the "AI+" initiative, the National Health Commission, the
National Administration of Traditional Chinese Medicine, and the National Disease Control and
Prevention Administration have researched and formulated the Reference Guidelines for
Artificial Intelligence Application Scenarios in the Healthcare Industry. These are hereby printed
and distributed to you for reference and implementation. Please actively promote the
innovative development of "AI+" applications in the healthcare industry.

General Office of the National Health Commission, Department of General Affairs of the
National Administration of Traditional Chinese Medicine, Department of General Affairs of the
National Disease Control and Prevention Administration, November 6, 2024

Annex

Reference Guidelines for Artificial Intelligence Application Scenarios in the Healthcare
Industry

I. AI + Healthcare Service Management

(1) AI + Medical Services

1. AI-Assisted Medical Imaging Diagnosis Basic Concept: Intelligently analyze, rapidly
interpret, and generate reports from medical imaging data to achieve highly efficient and
precise computer-assisted medical imaging diagnosis. Application Scenarios: Utilize
technologies such as computer vision and neural networks to leverage AI's rapid and precise
capabilities in interpreting images including X-rays, CT, MRI, PET-CT, ultrasound, pathology
slides, skin photographs, fundus photographs, electrocardiograms (ECG),
electroencephalograms (EEG), electromyograms (EMG), digestive endoscopies, and
bronchoscopies.

Achieve AI imaging parameter quantification and intelligent annotation capabilities through
functions such as lesion analysis, parameter quantification, and 3D visualization across various
medical images, generating structured imaging data. Utilize AI to accurately and quickly detect
subtle lesions within massive imaging data and intuitively locate them, realizing precise early
screening for conditions such as fractures, lung cancer, liver cancer, skin cancer, and
intracranial aneurysms. Improve the efficiency of imaging data analysis and the quality of
diagnostic interpretation, enhance early diagnosis precision, and provide data assets and
innovative momentum for medical imaging research and translation of results.

Improve the operational efficiency of image reading, reduce follow-up workload, lighten
physicians' work burden, and optimize hospital labor costs.
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2. AI-Assisted Medical Imaging Data Quality Control Basic Concept: Utilize artificial
intelligence technology to evaluate and analyze the quality of medical imaging examinations,
thereby improving imaging quality and quality control efficiency. Application Scenarios:
Leverage AI's multimodal image analysis capabilities during imaging examinations and report
generation to conduct comprehensive, real-time, and intelligent image quality evaluations and
identify quality issues by capitalizing on AI models' real-time, accurate, and efficient
characteristics. Assist radiographers in improving image acquisition quality through
human-computer collaboration and interaction.

During the report review stage, link information such as anatomical structures, body surface
projections, organ structures, tomographic interpretations, and medical diagnostic terms to
verify the logical relationship between imaging findings and lesion judgments. Deeply decode
imaging reports to effectively filter out omissions, contradictions, and misinterpretations within
reports, thereby improving the quality of diagnostic interpretation reports.

3. AI-Assisted Clinical Decision-Making for Specialty Diseases Basic Concept: Intelligently
refine and process data on clinical specialty diseases and construct decision-making models
and algorithms to intelligently generate clinical specialty disease treatment plans, providing
intelligent, standardized, and precise full-process clinical assistance and decision support for
various specialty diseases. Application Scenarios: Utilize technologies such as machine
learning, natural language processing, big data mining, and multimodal large language models
to refine and process collected clinical specialty medical records, clinical practice guidelines,
and clinical pathway rules, extracting meaningful information to build clinical specialty disease
knowledge bases and AI corpora.

In clinical practice for diseases such as hypertension, diabetes, liver cancer, colorectal cancer,
gastric cancer, esophageal cancer, lung cancer, atrial fibrillation, stroke, and depression,
integrate multimodal data including multi-omics genomic sequences, medical imaging, and
digital pathology, and comprehensively analyze patient information such as diagnoses,
symptoms, medical orders, laboratory/examination tests, and surgeries to achieve precise,
personalized risk assessments for specialty disease patients.

Intelligently recommend and match clinical treatment plans to provide physicians with
decision-support services such as intelligent consultations, treatment efficacy predictions, and
clinical care recommendations. Provide retrieval of diagnosis and treatment information from
similar medical cases and extract key information to assist physicians in standardized clinical
practice, thereby improving clinical efficiency and healthcare quality.

4. AI-Assisted Decision-Making for Primary Care General Practitioners Basic Concept: Combine
AI technology with clinical guidelines for common and chronic diseases in primary healthcare
institutions to build decision-support applications for primary general practice. Provide
primary care general practitioners with intelligent diagnostic recommendations and clinical



137 - Kim Kyung-jin

management recommendations for tests, examinations, and medication, while conducting
normative reviews of primary care outpatient prescriptions and electronic medical records.
Application Scenarios: Utilize AI technologies such as machine learning, natural language
processing, and big data mining to train models on domain-specific knowledge, including
clinical guidelines for common and chronic diseases in primary care.

During outpatient and emergency care, comprehensively assess disease information
including chief complaints, history of present illness, past medical history, physical
examination, and auxiliary test results to provide general practitioners with diagnostic and
differential diagnostic recommendations. Help general practitioners complete auxiliary tasks
such as disease diagnosis, drafting outpatient/emergency medical records, and recommending
follow-up tests. Intelligently recommend clinical management suggestions such as prescribing
and referral, and provide retrieval of diagnosis/treatment information for similar diseases to
enhance the standardization of consultations and treatments by primary care general
practitioners, improving primary healthcare service quality, capability, and efficiency.

5. AI-Assisted Medical Imaging Treatment Basic Concept: Utilize technologies such as artificial
intelligence, virtual/augmented reality, and 3D modeling to intelligently analyze medical
imaging data and provide intelligent assisted treatment plans for clinical practice. Application
Scenarios: Deeply mine and analyze medical imaging data, combining authoritative guidelines,
consensus, and research findings to help physicians optimize treatment procedures, providing
rapid data support and reference plans. Precisely evaluate and locate lesions during surgeries
on the abdomen, chest, brain, blood vessels, and skin, providing parameters such as lesion
volume and location, and analyze intraoperative images in real time to assess risk, thereby
reducing surgical risks and complication rates.

During multidisciplinary team (MDT) clinical consultations, deeply mine and analyze medical
imaging data to provide consulting specialists with evidence-based, precise, comprehensive,
and explainable personalized treatment plans, preventing over-treatment, misdiagnosis, and
mistreatment, and ensuring patients achieve optimal therapeutic outcomes.

6. AI-Assisted Surgical Planning Basic Concept: Intelligently analyze clinical multimodal data
such as medical imaging, pathology, and laboratory tests to clarify key surgical sites,
recommend optimal surgical plans, and evaluate surgical risks, thereby enhancing physicians'
surgical precision and lowering intraoperative risks and postoperative complications.

Application Scenarios: Targeting surgical procedures in gastrointestinal surgery, hepatobiliary
surgery, thyroid and breast surgery, otorhinolaryngology (ENT), urology, thoracic surgery,
orthopedics, neurosurgery, etc., utilize AI technology to comprehensively analyze patient
multimodal data including clinical medical records, medical imaging, digital pathology, and
genetic testing. Apply intelligent surgical plan recommendation models to assist physicians in
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automatically generating individualized patient risk assessment reports.

Intelligently recommend surgical approaches, determine resection margins, and suggest
surgical pathways, while intelligently identifying and locating key anatomical sites such as
lesions, nerves, blood vessels, and lymph nodes to enhance physicians' surgical precision and
reduce the risk of intraoperative missteps and postoperative complications.

7. AI-Assisted Target Volume Contouring for Radiotherapy Basic Concept: Automatically
contour tumors and surrounding critical organs on medical images such as CT and MR to
provide intelligent target volume localization for clinical precision radiotherapy. Application
Scenarios: Utilize image processing and AI technology to assist physicians in accurately and
quickly contouring tumors and surrounding critical organs on medical images such as CT and
MR, achieving functions like intelligent target volume segmentation, deep lesion analysis,
multidimensional quantitative tissue parameters, and automated contouring. Primarily targets
conditions including nasopharyngeal carcinoma, breast cancer, cervical cancer, lung cancer,
rectal cancer, and pancreatic cancer.

Through dose accumulation functionality, superimpose dose distributions from plans at
different time points for the same patient onto a single image, enabling physicians to easily
review the combined accumulated radiation dose to organs at risk or target volumes across
both plans. This enhances radiation oncologists' contouring precision and workflow efficiency
while providing precise and convenient services for clinical radiotherapy. In radiotherapy
research, intelligently analyze massive imaging data to provide deeper feature data and enable
linked analysis between clinical outcomes and radiotherapy adverse effects, effectively
elevating the level of clinical treatment.

8. Intelligent Outpatient Triage Basic Concept: Utilize pre-consultation human-computer
interaction modalities such as text, graphics, and voice to provide services including clinical
department recommendations based on patient symptoms and medical history. Application
Scenarios: Interact via text, graphics, and voice modalities to collect clinical information such
as patient symptoms, history of present illness, past medical history, and auxiliary examination
results.

Utilize AI technologies such as medical knowledge graphs and deep learning in combination
with hospital pre-triage scenarios to intelligently recommend departments and physicians to
patients. This effectively resolves healthcare resource misallocations caused by patients' lack of
medical knowledge and the inconvenience of in-hospital inquiries, improving consultation
accuracy and efficiency while reducing patient waiting times.

9. Intelligent Medical Consultation Guidance Basic Concept: Accurately identify patient
medical needs and inquiries through human-computer interactions via text, graphics, and
voice, providing patients with services such as guidance on medical care procedures and
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precautions. Application Scenarios: Utilize technologies like image/text recognition, voice
recognition, and natural language processing built upon medical knowledge bases and clinical
service knowledge bases to provide human-computer interaction services throughout the
entire care process. Accurately and quickly comprehend patient inquiries to help patients
obtain clinical information and understand medical care procedures and precautions.

It can replace traditional information desks and human customer service models, and
actively provide guidance or push services in linkage with other online hospital services. By
combining with virtual digital human technology, it provides patients with a visualized
high-realism interactive experience to deliver more lifelike and warm digital services, while
establishing efficient doctor-patient communication channels to reduce offline inquiry
burdens, relieve patient anxiety about medical care, and enhance the healthcare experience.

10. Intelligent Pre-Consultation History Taking Basic Concept: Before the physician's
consultation, clinical specialty medical history information is collected from the patient
through human-machine interactions such as text and voice, assisting in the generation of
electronic medical records. Application Scenarios: Before the physician consultation, artificial
intelligence technologies such as speech recognition, natural language understanding, image
recognition, and domain knowledge fusion are utilized. Through methods including text, voice,
and uploading images or files of auxiliary examination reports, patients are guided through
human-machine interactions according to the history-taking requirements of different clinical
specialties to complete the collection of clinical information such as symptoms, history of
present illness, past medical history, and auxiliary examination results.

Through intelligent algorithms, key information is automatically extracted in accordance with
medical record documentation requirements to generate medical record documents with
standardized formats and accurate content. This allows physicians to reference and quote
them when writing medical records, enabling physicians to quickly grasp the patient's basic
condition, reduce electronic medical record entry time, and increase communication time with
patients regarding their condition, thereby improving clinical efficiency and healthcare quality.

11. Intelligent Outpatient Companion Service Basic Concept: Intelligent companion services
are realized by intelligently and actively sending information and reminders—such as care
procedures, appointment notifications, and location guidance—to patients throughout the
entire medical care process. Application Scenarios: Utilizing artificial intelligence technologies
such as machine learning and path planning, information including physician schedules,
patient care data, service procedures, and consultation room locations is integrated. This
provides patients with intelligent services such as care time and location reminders, clinical
path recommendations, examination reservations and in-hospital navigation, queue status
notifications, payment processing, and medication pick-up reminders.
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Through intelligent companion services, patient wait times and waiting frequency are
reduced, thereby improving the patient healthcare experience and enhancing medical service
efficiency.

12. Intelligent Post-Care Follow-Up Basic Concept: Follow-up services for post-treatment
patients or key primary public health target populations are automatically completed through
methods such as intelligent voice outbound calls and chatbots. Application Scenarios: Utilizing
artificial intelligence technologies including speech recognition, speech synthesis, natural
language processing, and large language models, tasks are automatically completed according
to follow-up rules during post-treatment or public health follow-up services via
human-machine interaction methods such as voice outbound calls and chatbots. Survey
information such as patient recovery status, medication reactions, and lifestyle behaviors is
collected, and real-time automated self-service responses are provided for common questions.

Intelligent follow-up effectively reduces the workload of follow-up personnel and achieves
high efficiency, timeliness, and completeness in follow-up work, helping medical institutions
and physicians comprehensively understand treatment efficacy and patient satisfaction. It
optimizes follow-up service procedures, improves doctor-patient relationships, reduces
institutional cost investments, enables full-process patient management, and provides strong
data support for clinical research.

13. Intelligent Satisfaction Surveys Basic Concept: Satisfaction surveys targeting patients are
automatically initiated, and feedback from patients or residents regarding basic medical care
and public health services is intelligently analyzed to provide improvement plans for healthcare
institution administrators. Application Scenarios: After patient consultations, satisfaction
surveys covering medical services, doctor-patient communication, and environmental facilities
are conducted through an automated intelligent outbound call service platform.

Upon completion of survey spoken interaction responses, artificial intelligence technologies
such as natural language understanding and subsequent structured processing automatically
compile and intelligently analyze patient satisfaction status, providing medical institutions with
continuous patient feedback monitoring and objective satisfaction evaluations. Based on
survey results, medical institutions can better understand patient needs, make tailored
improvements to service procedures, optimize the service experience, and enhance medical
service quality.

14. Intelligent Post-Discharge Patient Management Basic Concept: Applying artificial
intelligence technology to provide discharged patients with services such as personalized
follow-up, health monitoring, and medication management, thereby enhancing patient
compliance and optimizing recovery outcomes. Application Scenarios: Based on intelligent
analysis of patient care data, comprehensive post-discharge management—including health
management, health education, consultation support, and home-based hospital beds—is
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provided to discharged patients. Personalized follow-up plans are formulated and intelligent
interactions are provided to notify patients of re-examinations, follow-up visits, and treatment
plan adjustments.

Wearable devices and mobile applications are used to collect and analyze patient
physiological parameters, issuing immediate alerts and guiding response measures when
abnormalities occur. Medication plan management is conducted to ensure rational medication
use by patients through timely reminders and compliance tracking. Personalized recovery
guidance is provided to accelerate patient recovery progress, and online consultations with
experts or their digital twins are offered to rapidly resolve post-discharge health management
questions. Through intelligent services, patient compliance and recovery outcomes are
enhanced, the workload of medical personnel is lightened, and medical resource allocation is
optimized to improve the efficiency and quality of healthcare services.

15. Intelligent Assisted Medical Record Generation Basic Concept: Building an intelligent
virtual assistant for medical record generation based on large language models to
automatically generate electronic medical records and enhance the efficiency and quality of
medical record writing. Application Scenarios: Utilizing large language model technology, text
information is extracted and feature processing is conducted from a large volume of
high-quality medical records. Based on patient medical information such as past medical
records, chief complaints, and laboratory/examination results, standardized and high-quality
medical documents—including outpatient/emergency records, admission records, progress
notes, and discharge summaries—are automatically generated to improve physicians'
efficiency in compiling and writing routine medical documentation.

Vast amounts of electronic medical record data are analyzed and evaluated to identify quality
issues such as data completeness and accuracy within medical records, providing real-time
quality feedback and improvement recommendations to help physicians and medical
institutions improve medical record quality.

(2) Artificial Intelligence + Pharmaceutical Services

16. Intelligent Assistance for Pre-Prescription Audit Basic Concept: Combined with
prescription audit rules, it assists professional pharmacists in auditing and tracking
prescription rationality, issuing early warnings for irrational prescriptions to ensure clinically
rational medication use. Application Scenarios: Utilizing artificial intelligence technologies such
as natural language processing and deep learning, common clinical medication
references—such as drug package inserts and clinical practice guidelines—are constructed into
a knowledge graph to form a prescription audit knowledge base.

By combining prescription audit rules with accumulated prescription big data and
collaborating with professional pharmacists during the clinician's prescription issuance
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process, functions such as rational medication guidance, drug information guidance,
pharmacist prescription audit intervention, prescription quality evaluation, antimicrobial use
monitoring, and drug interaction auditing are realized to assist clinicians with rational
medication use. Before patient payment, the legality, standardization, and appropriateness of
prescriptions are audited, real-time warnings are issued for non-standard prescriptions,
inappropriate medication prescriptions, and abnormal prescriptions, antimicrobial use is
monitored, and patient medication histories are recorded to ensure effective, safe, economical,
and appropriate medication use for patients.

17. Intelligent Assistance for Clinical Medication Basic Concept: Based on knowledge graphs
of drugs and diseases, decision support recommendations for medication administration are
presented according to clinical indicators and pharmacological theories. Application Scenarios:
Artificial intelligence technologies such as natural language processing and deep learning are
used to refine and process data such as clinical practice guidelines, clinical pathway rules, and
medication guidelines, extracting meaningful information to build a drug knowledge base and
algorithm models. The accuracy, standardization, and appropriateness of procedures including
prescription issuance, dispensing, and administration are audited, achieving timely medication
risk warnings and guidance, recording patient medication histories, and providing intelligent
medication recommendation support services.

Drug efficacy and prognosis prediction models are constructed to assist clinicians with
personalized drug therapy and raise the level of precision dosing, ensuring medication safety.

18. Intelligent Assistance for Patient Medication Guidance Basic Concept: Providing patients
with personalized medication reminders and guidance assistance through technologies such as
machine learning and natural language processing. Application Scenarios: Artificial intelligence
technologies including natural language processing and machine learning process
multidimensional data such as patient vital signs, medical history, laboratory/examination
results, and medication information. After the patient receives a prescription, personalized
medication guidance—including precise administration timing, administration methods,
interactions with food or other drugs, side effects, and management measures—is provided and
patient medication histories are recorded. This helps patients manage their medication plans
more safely and effectively, ensuring medication safety and enhancing therapeutic efficacy
while reducing the workload of pharmacists.

(3) Artificial Intelligence + Medical Insurance Services

19. Intelligent Medical Insurance Audit Basic Concept: Combining artificial intelligence
technology with medical insurance audit rules to provide medical insurance auditors with
intelligent medical record audit services. Application Scenarios: Centered on data analysis,
built-in intelligent audit rule bases and knowledge bases, and an intelligent cost control system
based on DIP (Diagnosis-Intervention Packet) payment indicators are established. Combined
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with big data analysis, pre-event intelligent alerts, mid-event intelligent audits, and post-event
intelligent analyses are performed on medical insurance costs. When medical insurance
auditors audit medical insurance payments, intelligent medical insurance audit services are
provided to examine the rationality of clinical actions and coding violations, thereby improving
audit efficiency and quality for medical insurance auditors.

20. Intelligent Medical Insurance Underwriting Basic Concept: Intelligently analyzing patient
healthcare data to assess patient health risks, thereby increasing underwriting accuracy and
efficiency. Application Scenarios: Combined with healthcare big data, medical imaging and
examination reports (B-ultrasound, radiological imaging, electrocardiograms, etc.) are
automatically analyzed. Based on proprietary deep learning models and rule engines,
single-point evaluations in traditional insurance operations are expanded into
multidimensional, comprehensive 3D evaluations.

Based on vast real-world medical records, the impact of multiple factors on the incidence
rates of different diseases is analyzed, and underwriting prediction models are optimized and
trained to refine underwriting conclusions. This enhances underwriting accuracy to provide
customized and diverse health coverage services for different population groups.

21. Intelligent Design of Commercial Health Insurance Basic Concept: Integrating multi-source
data from healthcare, medical insurance, commercial insurance, and other areas, artificial
intelligence technology is utilized to realize intelligent, innovative design for commercial health
insurance products. Application Scenarios: Healthcare vertical large language models are
utilized to build personalized insurance product design applications. Based on precise profiling
and health risk assessment of commercial health insurance users, intelligent management and
dynamic optimization are achieved for insurance product design, precise pricing, coverage
responsibilities, health management plans, and risk control. This increases the supply of
commercial health insurance products and expands coverage to satisfy multi-tiered medical
protection needs.

(4) Artificial Intelligence + Traditional Chinese Medicine Management Services

22. AI-Assisted Clinical Traditional Chinese Medicine (TCM) Diagnosis and Treatment
Basic Concept: Collect comprehensive clinical TCM four-examination (inspection,
listening/smelling, inquiry, and palpation) data throughout the entire process using intelligent
TCM four-examination diagnostic equipment, establish a TCM big data diagnosis and treatment
model based on a TCM knowledge base, and automatically recommend TCM treatment plans
according to the patient's symptoms, diagnosis, and relevant medical history.
Application Scenarios: Establish knowledge bases for clinical specialties, specific diseases,
renowned TCM doctors, ancient TCM texts, and classic TCM formulas. Utilize technologies such
as knowledge graphs and large language models to construct TCM big data diagnosis and
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treatment models. Apply intelligent diagnostic equipment for inspection, tongue diagnosis,
pulse diagnosis, and other examinations, combining them with preliminary inquiry information
to automatically generate TCM electronic medical records.

Integrate multimodal clinical TCM data and utilize the TCM big data diagnosis and treatment
model to simulate TCM pattern differentiation and treatment principles, as well as Zhang
Zhongjing's formula-pattern differentiation clinical reasoning, thereby providing doctors with
decision-support services such as personalized and precise clinical treatment suggestions.
Intelligently recommend clinical treatment plans in which the theory, method, formula, and
medicinal herbs (Li-Fa-Fang-Yao) are aligned, and provide content such as adjuvant therapy,
clinical warnings, knowledge recommendations, typical case studies, and health education to
improve the accuracy of clinical TCM pattern differentiation and treatment.

23. Intelligent TCM Meridian Testing
Basic Concept: Based on TCM meridian theory and modern holistic medical theory, simulate the
clinical TCM diagnostic process using artificial intelligence technology to provide supporting
references for clinical treatment.
Application Scenarios: Using TCM meridian testing devices based on specialized TCM
knowledge bases and vast real-world TCM medical record terminology bases, apply big data
mining and deep learning technologies to accurately provide functional testing results across
five dimensions—meridians, zang-fu organs, body constitution, qi and blood, and emotional
states—and provide feedback on the functional status of the body's meridians.

24. Intelligent Review of Chinese Herbal Prescriptions
Basic Concept: Intelligently guide physicians toward rational prescribing and medication
administration according to TCM compatibility rules, and assist pharmacists with the intelligent
review of prescriptions for processed Chinese herbal decoction pieces.
Application Scenarios: Organize clinical TCM medication contraindication rules from literature
on clinical TCM medication contraindications and package inserts of proprietary Chinese
medicines to establish a TCM clinical medication contraindication knowledge base. Utilize this
knowledge base and artificial intelligence algorithms to promptly alert physicians to
contraindications or excessive dosage behaviors regarding issued prescriptions for processed
Chinese herbal decoction pieces, thereby enhancing patient medication safety.

The TCM clinical medication contraindication knowledge base assists pharmacists in
prescription review and evaluation, assessing the standardization of prescriptions for
processed Chinese herbal decoction pieces and the appropriateness of drug use (TCM
contraindications, dosage, and administration), while proposing intervention and
improvement measures to promote the rational use of processed Chinese herbal decoction
pieces.
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25. Intelligent Quality Control of Clinical TCM Medical Records
Basic Concept: Based on the theory of TCM pattern differentiation and treatment, adopt
technologies such as big data storage and deep learning algorithms to construct a vertical large
model for content quality control regarding the alignment of theory, method, formula, and
medicinal herbs (Li-Fa-Fang-Yao) in TCM medical records, thereby improving the quality of
clinical TCM medical record documentation.
Application Scenarios: Based on specialized TCM knowledge bases and vast real-world TCM
medical record terminology bases, construct a clinical TCM multidimensional network
knowledge graph covering etiology, pathogenesis, therapeutic principles and methods, disease
patterns and symptoms, and formulas and medicinal herbs. Utilize intelligent knowledge
reasoning algorithms such as neural networks to evaluate the content quality of clinical TCM
medical records in terms of Li-Fa-Fang-Yao alignment, disease pattern diagnostic accuracy, and
the accuracy of selecting appropriate TCM techniques.

Provide notifications for missing values in medical record data and comprehensively build
quality control applications for clinical TCM medical records across all stages before, during,
and after care. This offers intelligent decision-support services for documenting clinical TCM
medical records, thereby thoroughly improving the overall quality of clinical TCM medical
records.

26. Intelligent Inheritance of Academic Thoughts of Renowned TCM Masters
Basic Concept: Mine the expertise of renowned TCM masters to achieve digital preservation and
transmission of their legacy using artificial intelligence technologies such as deep learning,
assisting in the training of academic successors.
Application Scenarios: Deeply mine the clinical experience of renowned TCM masters,
combining artificial intelligence technologies such as deep learning and large models with
knowledge bases of medical cases from ancient texts by past TCM masters, to uncover the
intrinsic mechanisms of TCM treatments for specialized diseases.

Simulate real-world clinical practice application scenarios and rely on TCM educational
platforms to combine clinical practice with teaching, and theory with practice. For actual
clinical problems, intelligently recommend diagnostic and treatment methods, clinical
experience, and medication rules of renowned TCM masters to academic successors, helping
them deeply understand academic thoughts and clinical experience, thereby enhancing their
diagnostic and treatment capabilities.

27. Intelligent Scientific Research Assistance in Traditional Chinese Medicine
Basic Concept: Assist physicians in collecting real-world data throughout the entire process of
TCM diagnosis and treatment, supporting the transformation of TCM human application
experience into clinical real-world data evidence.
Application Scenarios: Utilize technologies such as artificial intelligence, big data, and the
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Internet of Things (IoT) to intelligently collect closed-loop clinical TCM diagnostic and
treatment data across the entire process, establishing a complete, high-quality database
spanning 'theory, method, formula, medicinal herb' (Li-Fa-Fang-Yao) and 'pattern, treatment,
efficacy' (Zheng-Zhi-Xiao).

Analyze the correlation between TCM prescriptions and clinical outcomes to discover the
efficacy of different herb combinations, elucidate drug interactions not fully understood
through traditional experience using data-driven methods, and objectively analyze the
long-term efficacy and adverse effects of TCM treatments to provide value-based evidence for
evaluating the quality of crude Chinese drugs, TCM diagnostic and treatment plans, hospital
preparations, and indications for proprietary Chinese medicines. Promote the transformation
of TCM practitioners' human application experience into real-world evidence, provide
real-world data support for treatment plans, refine personalized treatment plans, and foster
individualized TCM academic thoughts.

(5) Artificial Intelligence + Hospital Management

28. Intelligent Quality Control Assistance for Medical Documentation
Basic Concept: Provide administrators with visual, intelligent monitoring assistance to monitor
medical record documentation quality in real time, automatically identifying and feeding back
issues to reflect healthcare quality through medical record content, thereby improving medical
documentation quality and quality control efficiency.
Application Scenarios: Utilize artificial intelligence technologies such as natural language
processing, knowledge extraction, and large language models to mine text and images in
medical documents and establish a medical documentation knowledge base.

Monitor documentation content in real time during the medical recording process and
analyze patient clinical information in real time based on the knowledge base, automatically
identifying and feeding back issues to ensure the completeness, rationality, standardization,
accuracy, and timeliness of medical records, thereby assisting in quality improvement. Assist
medical administration staff in medical record quality evaluation by automatically generating
multidimensional, visual medical record quality analysis reports, precisely standardizing
medical staff documentation practices, and intelligently generating personalized summary
reports on documentation issues to improve medical record quality.

29. Intelligent Medical Quality Management
Basic Concept: Standardize and complete core and supportive clinical care procedures to
achieve standardized, precise, scientific, and systematic comprehensive medical quality
management.
Application Scenarios: Establish a clinical medical quality management knowledge base based
on legal and policy requirements, clinical practice guidelines, clinical standards, and expert
consensuses. Apply clinical pathways during patient care to monitor treatment plan execution
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in real time, enhancing clinical efficacy and medical resource utilization. Apply barcode or RFID
technology to achieve accurate drug delivery and administration, reducing human error and
enhancing medication safety.

Achieve full-process monitoring, evaluation, and quality analysis of medical services through
tools such as patient satisfaction surveys and treatment outcome statistics, proposing
improvement directions and measures to effectively promote enhancements in medical service
quality and efficiency.

30. Intelligent Healthcare Workforce Management
Basic Concept: Precisely match medical staff competencies with tasks to optimize medical
workforce management workflows, enhance workforce management efficiency, and support
precision hospital management.
Application Scenarios: Apply artificial intelligence and big data technologies to analyze patient
flow and medical service demand in real time, precisely predicting healthcare workforce needs
and intelligently adjusting staff scheduling. Automatically evaluate medical staff workload to
prevent overwork and protect physical and mental health, raising staff satisfaction and
retention rates. Comprehensively analyze medical staff work performance and development
needs to intelligently recommend training courses or seminars, offering personalized training
recommendations.

Perform predictive analysis on hospital operational growth trends and healthcare workforce
demand to achieve optimal allocation of hospital human resources.

31. Intelligent Operating Room Management
Basic Concept: Implement intelligent operating room management applications, such as
surgical scheduling and operating room resource allocation optimization, to raise operating
room safety standards and operational efficiency.
Application Scenarios: Integrate technologies such as artificial intelligence and digital twins to
comprehensively analyze surgical urgency, estimated duration, patient condition, physician
work schedules, and operating room availability. Automatically assign surgeries to optimize
surgical scheduling and improve operating room operational efficiency. Monitor surgical
progress in real time to dispatch the latest surgical updates to surgical teams, nursing staff, and
patient families.

Intelligently analyze operating room equipment usage time and maintenance cycles to
ensure normal equipment operation and timely maintenance, enhancing operating room
resource management efficiency. Automatically monitor environmental parameters such as
temperature, humidity, and cleanliness in operating rooms, establishing a dynamic adjustment
mechanism for environmental parameters to improve operating room environmental quality.
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32. Intelligent Pharmacy Management
Basic Concept: Utilize artificial intelligence technologies such as logistics robots to provide
efficient, convenient, and personalized intelligent medication management services, improving
the medication experience for both patients and pharmacists.
Application Scenarios: Intelligently analyze patient medication demands to complete tasks
such as automated drug storage, dispensing, and distribution, while recording patient
medication histories to enhance pharmacist efficiency, enable physicians to dynamically track
patient medication status, and reduce hospital labor and time costs. Monitor and manage drug
inventory and sales status in real time to increase pharmacy operational efficiency, achieving
comprehensive management and traceability of medication data.

Achieve highly efficient collaboration between intelligent robots and pharmacists, with
intelligent robots handling drug storage and delivery while pharmacists provide medication
guidance and consultation services. Through mutual cooperation, deliver efficient, convenient,
and personalized medication services, improving the medication experience for patients and
pharmacists.

33. Intelligent Medical Consumables Management
Basic Concept: Utilize big data and artificial intelligence technologies to construct medical
consumables management models and intelligent Q&A systems, achieving intelligent
management of medical consumables.
Application Scenarios: Monitor medical consumables demand and usage status in real time,
build hospital consumables management models, dynamically analyze consumables usage
issues in real time, and visualize consumables management issues to assist administrators in
quickly and accurately understanding consumables information. Analyze the relationship
between consumables usage and workflow progression, rationally allocate medical
consumables, evaluate usage rationality, and realize intelligent management of medical
consumables to enhance operational efficiency.

34. Intelligent Medical Device Management
Basic Concept: Enhance equipment utilization, rationally allocate medical devices, and support
precision operational management of medical devices through real-time monitoring, intelligent
identification and analysis, predictive maintenance, allocation optimization, and usage
cost-benefit evaluation of medical devices.
Application Scenarios: Apply artificial intelligence, the Internet of Things (IoT), and other
technologies to collect real-time status data, usage logs, fault information, and repair records
of various medical devices via intelligent sensing terminals, achieving intelligent, real-time,
comprehensive, and scientific management of medical devices to improve medical device
usage efficiency.
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Real-time identification of information such as types, performance, locations, and
operational statuses of medical devices; based on performance and failure probability
prediction models, analyzing device usage conditions, device performance, major component
statuses, device failure rates, and secondary safety risks to comprehensively enhance the
availability, reliability, and safety of medical devices. Precisely identifying information such as
device workload conditions, signs of wear, parameter anomalies, and failure signs, predicting
medical device failure trends and repair needs, and performing preventive maintenance.

Monitoring and analyzing spatial precision positioning and operational efficiency statuses of
medical devices to detect issues such as device idleness or waste; proposing optimization plans
according to medical device dispatch routes and priorities; determining medical devices in
good condition with the shortest dispatch distance in the shortest time; and realizing intelligent
dispatch and sharing of medical devices to improve utilization rates.

35. Intelligent Logistics Management Basic Concept: Integrating the Internet of Things (IoT)
and intelligent delivery technologies to achieve high-efficiency transport and unmanned
precise delivery of medical supplies, improving operational efficiency and reducing hospital
costs. Application Scenarios: Applying intelligent sensors and RFID technology to monitor
inventory in real time; analyzing medical supply consumption data using big data to predict
logistics demand and automatically generate purchase orders, reducing human error and
inventory backlog. Utilizing logistics robots or drones to realize unmanned and contactless
delivery of medical supplies, guaranteeing precise scheduling and timely delivery of supplies,
accelerating medical service response speed, reducing labor costs and cross-infection risks,
and enhancing the inbound and outbound efficiency of automated warehouse materials.

Performing real-time identification, recording, and information uploading of medical
supplies in transit via the Internet of Things (IoT); recording operator identity information of
both dispatching and receiving parties; achieving full-process tracking and management of
medical supply delivery and retrieval; standardizing delivery and retrieval procedures; and
optimizing hospital supply allocation.

36. Intelligent Hospital Parking Management Basic Concept: Intelligently allocating patient
parking spaces and automatically guiding patient parking to achieve efficient utilization and
management of hospital parking resources.

Application Scenarios: Analyzing patient parking demand in real time through technologies
such as artificial intelligence, satellite and Bluetooth positioning, and the Internet of Things
(IoT); realizing intelligent parking management functions such as parking reservation,
intelligent parking allocation, automatic parking records, and reverse vehicle finding
navigation; rationally allocating parking resources and recording patient vehicle locations to
help patients efficiently find their vehicles after medical consultation, improving medical
treatment experience and satisfaction; efficiently allocating parking resources, reducing the
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workload of vehicle management personnel, and enhancing hospital service quality and
standards.

37. Intelligent Hospital Back-of-House Safety Management Basic Concept: Automatically
sensing information on hospital personnel safety, equipment status, special operations, and
site environment to realize intelligent hospital back-of-house safety management.

Application Scenarios: Utilizing deep learning, digital twins, intelligent algorithms, and
intelligent hardware equipment to automatically collect image information of hospital
personnel; dynamically monitoring aspects such as personnel safety, equipment status, special
operations, and site environment; automatically analyzing basic data, intelligently matching
historical accident information, comprehensively generating risk information, and regularly
dispatching warning alerts; issuing real-time tiered warnings for abnormal situations through
multiple channels to ensure rapid detection and prompt warning; standardizing operational
behaviors of back-of-house personnel, strengthening operational safety awareness, and
enhancing operational safety.

Realizing full-lifecycle monitoring involving pre-prevention, in-process control, and
post-analysis; supporting hospital back-of-house safety management operations; and
providing a technical foundation for classified and hierarchical management of hospital
back-of-house operations.

38. Decision Support for Intelligent Hospital Financial Management Basic Concept: Applying
artificial intelligence technologies to comprehensively analyze hospital financial management
activities and operational indicators, providing intelligent decision-making support, and
improving the scientific rigor and efficiency of decision-making.

Application Scenarios: Breaking down information silos through machine learning, big data,
and intelligent modeling technologies; achieving inter-system data interoperability; driving
operational data standardization; establishing systems for economic benefit analysis, cost
control, performance evaluation, risk management, and operational analysis; proactively
identifying potential financial risks and operational issues through predictive analytics and
real-time monitoring; realizing automation and intelligence in management workflows; offering
timely warnings and response strategies to hospital management; building hospital financial
management data assets; achieving optimal allocation of hospital resources; and
comprehensively boosting hospital management efficiency.

II. Artificial Intelligence + Primary Public Health Services

(6) Artificial Intelligence + Health Management Services

39. Intelligent Health Management Basic Concept: Aggregating health information of
community residents, conducting intelligent and precise analysis, carrying out health services,
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risk assessments, and health promotion, and achieving tiered and classified treatment and
management. Application Scenarios: Aggregating multi-party data from medical institutions,
health insurance, and residents within the regional medical consortium to construct
comprehensive health records for residents; building a vertical large model for artificial
intelligence health management; conducting tiered and classified evaluations of residents'
health status; and predicting and issuing early warnings for disease outcomes.

Formulating personalized intervention plans and recommendations for diseases such as
hypertension, diabetes, tuberculosis, cancer, and stroke; recording, supervising, and adjusting
actual intervention measures relative to intervention plans; achieving stratified and
population-specific precision treatment, auxiliary diagnosis and care, precision management
services, and health management. Training and optimizing algorithm models based on
evaluation results; continuously updating and refining the vertical large model for health
management; supporting integrated utilization and comprehensive governance of regional
healthcare resources; and improving the overall health level of residents in the region.

40. Intelligent Traditional Chinese Medicine (TCM) Health Management Basic Concept:
Building intelligent Traditional Chinese Medicine (TCM) health management applications based
on vertical large models for TCM, helping the public better implement TCM preventive
healthcare ("treating pre-disease") and health management. Application Scenarios: Utilizing
TCM diagnosis and treatment knowledge bases, health preservation knowledge bases, and TCM
constitution differentiation; building intelligent TCM health management applications based on
knowledge graphs and large model technology; combining individual constitution, lifestyle
habits, gender, age stage, seasonal changes, and other factors for physical condition
consultations or specific needs; comprehensively applying TCM theories to generate diverse
health preservation regimens including medicinal food items, meridian and acupoint massage,
dietary therapy, and health teas/beverages.

Combining with the Traditional Chinese Medicine concept of "treating pre-disease" to
provide daily health management and health preservation guidance, including seasonal
conditioning and dietary therapy plans, thereby achieving the innovative role of Traditional
Chinese Medicine in the field of modern health management.

41. Intelligent Chronic Disease Management Basic Concept: Intelligently analyzing data such
as health status, disease treatment, and lifestyle habits of chronic disease patients to generate
personalized intelligent chronic disease management plans and provide patients with precision
intelligent chronic disease management services. Application Scenarios: Collecting
multi-source data such as basic information, health status, disease treatment, medication
records/history, and lifestyle habits of chronic disease patients in accordance with laws and
regulations; using artificial intelligence to deeply analyze and mine collected data, evaluate
chronic disease patients' health status, and predict disease progression trends; establishing
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personalized health management plans based on analysis results, including medication
schedules, medication supervision, and lifestyle adjustment recommendations.

Regularly evaluating chronic disease management effectiveness; adjusting management
plans according to evaluation results; achieving precision management of patients; promoting
closed-loop management of chronic diseases covering "prevention, screening, diagnosis,
treatment, and rehabilitation"; and improving patient compliance and self-management
capabilities. Precisely predicting development trends of population chronic diseases within the
region through the analysis and mining of large volumes of chronic disease patient data;
achieving early precision intervention; lowering chronic disease incidence rates and disease
risks; raising residents' health levels; and mitigating medical financial burdens.

42. Intelligent Psychological Self-Service Basic Concept: Helping users improve psychological
states through services such as intelligent psychological counseling, psychological self-help
tools, and expert digital human conversations, thereby increasing patient treatment
compliance and clinical therapeutic efficacy. Application Scenarios: Leveraging intelligent
dialogue, continuous availability, and personalized service capabilities in psychological
counseling and therapy services to implement 24/7 intelligent psychological counseling,
psychological assessment recommendations, psychological self-help toolkits, psychological
knowledge Q&A, and expert digital avatar conversations.

Intelligently determining user needs during interactions between users and the artificial
intelligence system, such as identifying needs for supportive listening companionship,
professional psychological counseling, expert guidance, psychological knowledge learning, or
psychological assessments; providing customized, personalized psychological services;
establishing customized self-help plans for users; and recommending self-help toolkits for
meditation, breathing exercises, card drawing/stress-relief game experiences, and joining
mutual support communities.

Providing timely psychological support when users encounter emotional issues; identifying
user demands for human and expert services to recommend emergency psychological hotlines
and enable ongoing conversational consultations with expert avatars; timely and effectively
improving users' psychological states to ensure maximum assistance, while alleviating medical
resource shortages and enhancing healthcare service efficiency.

43. Intelligent Psychological Rating Assessment and Nursing Basic Concept: Building
consultation robots for closed-loop, full-scenario self-service psychological rating assessments
and comprehensive body-mind nursing based on intelligent remote care technology.
Application Scenarios: The intelligent consultation robot for full-scenario self-service
psychological rating assessment and comprehensive body-mind nursing features functions
such as precise assessment of patient mental state, individualized intervention, personalized
care, and telemedicine diagnosis and visitation. Precise assessment of patient mental state
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applies built-in common multidimensional evaluation scales or develops customized scales to
perform personalized evaluations, presenting real-time reports upon completion and
incorporating critical value warning functions.

Individualized intervention evaluates physiological indicators such as brain function, heart
rate, and respiration during patient psychological intervention through bio-radar and
electroencephalogram (EEG) monitoring. Personalized care allows the robot to inquire about
patient mood and sleep conditions and enable patient-robot interaction. Telemedicine
diagnosis and visitation enable doctors to communicate with patients in real time without time
and space constraints, providing remote consultation and visitation services. During patient
admission and discharge, it promotes medical knowledge, notifies treatment times and
schedules, delivers supplies to patients, and conducts morning and evening rounds to remind
patients to prepare for treatment or return to their rooms to rest.

44. Intelligent Student Mental Health Management Service Basic Concept: Applying artificial
intelligence and big data technologies to conduct psychological crisis screening, auxiliary
diagnosis, warning dispatch, intervention services, and follow-up analysis for students.

Application Scenarios: Integrating technologies such as the Internet, cloud computing, big
data, artificial intelligence, and wearables into student psychological measurement, analysis,
management, and services; collecting and intelligently analyzing student data including daily
behavioral trajectories, physiological indicators, psychological tests, abilities and values, and
exam grades; constructing an intelligent student mental health management service system
that integrates psychological crisis screening classification, precise psychological potential
development, targeted psychological educational material recommendations, categorized
remote supervision and management, intelligent dispatch of intervention plans, and big data
multidimensional individual student development profile output; providing educational
administration departments, schools, and parents with student development guidance plans,
psychological counseling, and psychological crisis intervention strategies to promote student
mental health and support scientific research by researchers and psychological counselors.

45. Intelligent Hereditary Disease Screening and Prediction Basic Concept: Screening
hereditary disease markers based on artificial intelligence, exploring correlations between
markers and disease progression, and providing decision support for disease screening and
prediction. Application Scenarios: Identifying and screening novel biomarkers closely related to
hereditary diseases based on large models and multi-omics methods; analyzing biological
information such as genomic, epigenomic, transcriptomic, and proteomic data; studying
correlations between novel biomarkers and the degree of hereditary disease progression as
well as their roles in early disease warning; investigating generation processes of novel
biomarkers; and deciphering mechanisms of action in hereditary disease onset and
development.
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Build predictive models for hereditary diseases based on novel biomarkers, utilize blockchain
networks, construct an integrated hereditary disease screening and prediction platform for
massive intelligent big data management and collaborative analysis, deploy across multiple
centers, provide decision support for precision disease screening and prediction, achieve early
detection and early intervention for hereditary diseases, and enhance the level of prevention
and treatment for hereditary diseases.

46. Chronic Non-Communicable Disease Screening and Prediction Basic Concept: Utilize
artificial intelligence to achieve early screening, risk factor identification, risk assessment and
prediction, and preventive intervention for chronic non-communicable diseases. Application
Scenarios: Collect individual biomedical data, opportunistic screening data, lifestyle, and
environmental information, apply artificial intelligence models to analyze the data, examine
potential risk factors, early symptoms, and onset probability of chronic non-communicable
diseases, and provide personalized prevention recommendations and intervention measures
based on analysis results. Intelligent screening effectively increases the early detection rate of
diseases while lowering the risks of misdiagnosis and missed diagnosis. At the same time, risk
prediction models optimize the precise allocation of medical resources, improving the
efficiency of chronic non-communicable disease prevention and control.

Through early warning and timely intervention, significantly delay disease progression,
reduce complications, improve long-term prognosis, and raise awareness, early diagnosis rates,
and management control rates for chronic non-communicable diseases, thereby lowering
mortality rates, disability rates, and disease burden.

(7) Artificial Intelligence + Public Health Services

47. Intelligent Infectious Disease Monitoring Basic Concept: Synthesize hospital outpatient,
emergency, and inpatient electronic medical records, and utilize artificial intelligence
technologies such as natural language processing and large models to automatically detect and
intelligently monitor public health anomalies such as infectious disease cases and syndromic
clusters, enhancing sensitivity in detecting emerging/outbreak infectious diseases and
nosocomial infections.

Application Scenarios: Comprehensively utilize outpatient and emergency diagnostic data,
inpatient medical history data, clinical test data, imaging report results, laboratory pathogen
data, and relevant medication data from level-2 and above hospitals. Apply artificial
intelligence technologies such as multimodal spatiotemporal models to rapidly detect and
comprehensively analyze abnormal health events—including clusters of diseases of unknown
cause, clusters of pneumonia of unknown cause, clinically severe cases with epidemiological
links, and unexplained deaths. Implement functions such as early monitoring and warning
alerts for infectious diseases, enabling early detection and timely, effective prevention and
control of emerging and outbreak infectious diseases. Promote laboratory-based pathogen
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monitoring to enhance the discovery and identification of emerging, outbreak, and major
mutant pathogens.

48. Intelligent Health Emergency Management Basic Concept: Achieve decision-making
auxiliary support across the entire health emergency response process, including health
emergency preparedness, continuous monitoring and warning of unexpected events, and
real-time response scheme support for health emergency handling. Application Scenarios:
Integrate health and medical data resources such as disease control, emergency rescue, blood
services, and health supervision. Based on information resource bases such as health
emergency contingency plans, resource reserves, and historical review data, establish
multidimensional monitoring/warning indicators and thresholds using various methods like
expert consultations and machine learning. Utilize artificial intelligence technology to process
and analyze monitoring and warning information for sudden public health events,
comprehensively monitor medical rescue and health emergency information, roll out health
emergency risk warnings, and provide auxiliary decision support for leadership throughout the
health emergency handling process.

49. Intelligent Public Health Population Data Analysis Basic Concept: Perform
multidimensional intelligent analysis of public health population data to promptly discover
potential health risks and disease outbreak trends. Application Scenarios: Utilize artificial
intelligence technology to integrate public health "time-space-population" multidimensional
data, construct intelligent public health analysis models, monitor prevalent regional diseases
intelligently, precisely identify disease transmission routes and risk factors, accurately evaluate
disease transmission speed and scope, and intelligently analyze disease transmission and
outbreak trends. Utilize AI technology to create infectious disease epidemic risk calendars and
risk maps, assist in risk grade assessments, and automatically generate risk information.

Intelligently monitor public health indicators, accurately predict potential health risks,
achieve early prevention and disease transmission control, provide strong scientific evidence
and warning assistance for government decision-making, and safeguard public health and
safety.

50. Intelligent Catch-Up Vaccination for Missed Immunizations Basic Concept: Utilize artificial
intelligence technology to conduct catch-up vaccination for age-eligible children who missed
doses. Application Scenarios: Utilize AI technology to precisely pinpoint children who failed to
complete National Immunization Program vaccinations according to the immunization
schedule, guide catch-up vaccination via intelligent voice calls and text messages, track actual
vaccination status after catch-up immunization, and raise child vaccination rates and
timeliness to improve the quality of vaccination services.

51. Intelligent Neonatal Jaundice Monitoring and Intervention Basic Concept: Conduct
neonatal jaundice monitoring, achieve precise identification of infants at high risk for bilirubin



156 - Kim Kyung-jin

encephalopathy and intelligent auxiliary diagnosis of neonatal jaundice, and provide intelligent
decision support for early intervention and standardized treatment. Application Scenarios:
Perform dynamic monitoring, high-risk warnings, and condition analyses for neonatal jaundice,
dynamically monitoring inpatient treatment measures (such as phototherapy, exchange
transfusion, intravenous albumin, and gamma-globulin infusions) for infants with
hyperbilirubinemia. Guide and carry out standardized evaluations of treatment outcomes for
infants at high risk for bilirubin encephalopathy (including examination items such as
bilirubin-related neurological injury symptoms, brainstem auditory evoked potentials, and
cranial magnetic resonance imaging).

Upload and process all information through intelligent terminals, provide visual early
diagnosis and clinical intelligent decision support for infants at high risk of bilirubin
encephalopathy, offer timely intervention and treatment proposals, and increase the
convenience and precision of neonatal jaundice diagnosis and treatment, thereby raising
standardized care standards and easing physician workloads.

52. Intelligent Infant and Toddler Growth and Development Analysis Basic Concept:
Comprehensively analyze infant and toddler growth and development indicators, intelligently
generate infant and toddler growth and development analysis reports, and promote the
comprehensive, balanced development of infants and toddlers. Application Scenarios: Conduct
in-depth analysis of indicators during infant and toddler growth and development—such as
nutrition and feeding, sleep, daily living and hygiene habits, motor skills, language, cognition,
emotions, and sociality—intelligently generate personalized growth and development reports,
accurately assess growth and development status, and scientifically predict growth and
development trends.

Apply algorithmic models to full-lifecycle infant and toddler growth and development data to
analyze growth and development status, precisely capture growth and development indicators,
rapidly identify growth levels and potential problems, help childcare workers and parents fully
grasp growth and development status, provide scientific intervention measures, formulate
personalized childcare service plans, and promote the comprehensive, balanced development
of infants and toddlers.

53. Intelligent Radiation Chromosome Aberration Dose Estimation Basic Concept: Rapidly
analyze chromosome aberrations in radiation workers and patients suspected of radiation
sickness, intelligently estimate radiation dose, and assist in radiation sickness prevention and
emergency response. Application Scenarios: Apply AI technology to radiation sickness
screening and diagnosis, collect and integrate multi-source heterogeneous data such as text,
images, and genomics, analyze occupational radiation exposure, improve the efficiency and
accuracy of dose estimation based on radiation-induced chromosome aberrations, realize
high-efficiency screening and injury prediction for radiation sickness, and enhance medical
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institutions' radiation emergency response speed and handling capabilities.

54. Intelligent Occupational Health Risk Assessment Basic Concept: Extract multidimensional
occupational health-related data, build multimodal analysis models, and evaluate and manage
occupational health risks in real time. Application Scenarios: Integratedly analyze
multidimensional data including occupational health hazards, exposure intensity, preventive
measures, susceptibility genes, and personal health status. By combining AI technology with
the occupational health knowledge system, establish a multi-factor comprehensive analytical
intelligent model to monitor individuals' occupational disease risks in real time. Based on
statistical analysis of occupational population health posture, issue monitoring alerts for
hazardous factors in workplace management, new technologies, new materials, and new
processes, providing auxiliary decision support for the prevention and management of
occupational health issues.

(8) Artificial Intelligence + Elderly and Childcare Services

55. Intelligent Elderly Health Management Basic Concept: Utilize smart beds, wearable
devices, and IoT devices to collect elderly health data, carrying out intelligent health
management, chronic disease management, and nursing guidance. Application Scenarios:
Employ technologies such as AI, blockchain, IoT, and digital twins to build an active intelligent
sensing system based on IoT devices like smart beds and smart wearables for elderly
individuals, gathering multimodal data on health status, behavior, and cognitive activities. For
elderly health management, wearing smart wristbands or watches monitors real-time health
indicators such as heart rate, blood pressure, and sleep quality, providing exercise and dietary
recommendations.

In elderly chronic disease management, health measurement data is automatically uploaded
to the management system for use in experts' routine ward rounds, helping monitor blood
glucose levels in diabetic patients, predicting glucose abnormalities through data analysis,
reminding medication compliance, and guiding timely adjustments of treatment plans. In
elderly nursing care, devices such as floor sensors and cameras monitor elderly activity,
immediately notifying family members or emergency centers when emergencies like falls occur,
thereby ensuring the life and safety of elderly individuals.

56. Intelligent Childcare Consultation Services Basic Concept: Precisely identify and
comprehensively analyze questions raised by childcare workers and parents to quickly provide
personalized answers. Application Scenarios: Utilizing natural language processing and
machine learning technologies, rely on a childcare knowledge base to offer professional
guidance and learning suggestions to childcare workers, and provide parents with services such
as precise daycare search and parenting consultations. During the Q&A process,
comprehensively analyze past questions from childcare workers and parents to gain an
in-depth understanding of the issues raised, promptly delivering answers that meet actual
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needs. Help childcare workers and parents solve various doubts and difficulties encountered
during childcare, provide accurate and authoritative answers, effectively enhance the targeted
nature of childcare services, and improve the quality and efficiency of childcare services.

57. Intelligent Learning Auxiliary for Childcare Workers Basic Concept: Provide childcare
workers with intelligent learning assistance applications integrating talent assessment,
learning planning, resource delivery, and effectiveness evaluation. Application Scenarios:
Based on key technologies such as deep pre-training frameworks, knowledge graph intelligent
recommendation, and vocational skill effectiveness evaluation, scientifically design learning
paths for childcare workers, precisely deliver course resources, and intelligently evaluate
learning outcomes. During the learning process of childcare workers, collect and analyze their
learning data, intelligently identify learning needs and capability levels, match industry best
practices with job requirements, intelligently recommend suitable learning paths and course
resources, promptly adjust auxiliary learning plans based on learning progress, and enhance
childcare workers' learning efficiency and service levels.

58. Intelligent Childcare Training Applications Basic Concept: Simulate real infant and toddler
physiological and behavioral characteristics to provide responsive care practical training for
childcare workers. Application Scenarios: Simulate various physiological and behavioral traits
of infants and toddlers with high fidelity and interactivity, enabling responsive care practical
training for childcare workers in simulated childcare environments across various scenarios,
such as feeding, burping, putting to sleep, changing diapers, and companionship. During
practical training, intelligently detect and evaluate the operational actions of childcare workers
according to preset programs and manifest different emotional reactions, helping childcare
workers intuitively understand the needs and reactions of infants and toddlers, promptly
discover and correct errors, and elevate childcare workers' professional skills and service levels.

59. Intelligent Auxiliary Supervision for the Childcare Industry Basic Concept: Perform
multidimensional analysis on childcare industry market supply and demand indicators,
intelligently generate dedicated childcare data tables, and support regulatory decision-making
in the childcare industry. Application Scenarios: Centering on core childcare industry indicators
such as childcare demand, institution coverage, institutional quality, and institutional safety,
apply regulatory auxiliary decision-making analysis models to intelligently generate dedicated
childcare statistical analysis tables, intelligently analyze full-process operating data of childcare
institutions, extract childcare market supply and demand development indicator results,
optimize the comprehensive judgment system of the childcare industry, improve supervision
efficiency and lower management costs, provide auxiliary decision support for childcare
industry supervision linked to population growth analysis, and promote the healthy
development of the childcare industry.
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60. Intelligent Quality Evaluation of Childcare Institutions Basic Concept: Collect operational
quality data from childcare institutions, intelligently generate quality evaluation reports for
childcare institutions, and enhance the service quality of childcare institutions. Application
Scenarios: Relying on quality evaluation standards for childcare institutions, automatically
collect data across seven categories of quality indicators—establishment conditions, childcare
staffing, nursery care, hygiene and healthcare, parenting support, safety assurance, and
institutional management—and intelligently generate childcare institution quality evaluation
reports through big data comprehensive governance analysis.

During the quality evaluation process of childcare institutions, utilize self-evaluation methods
of "official checklisting, supervisory categorization, and data aggregation," combine third-party
evaluation and supervisory evaluation methods, real-time monitor childcare institution quality
indicators, promptly identify sub-standard conditions in institutions, intelligently recommend
institutional improvement and optimization schemes, elevate childcare service quality, and
strengthen parents' trust.

61. Intelligent Childcare Institution Safety Risk Early Warning Basic Concept: Detect safety
areas in childcare institutions in real time, intelligently alert safety risks in childcare
institutions, and improve safety standards in childcare institutions. Application Scenarios:
Through cloud-collaborative intelligent analysis capabilities, apply safety warning algorithm
models such as stranger identification, crowd density detection, and fire smoke detection to
achieve all-around, dead-angle-free real-time monitoring and intelligent warning of safety risks
in childcare institutions. In childcare institution safety risk detection, comprehensively analyze
real-time video feeds of locations with potential safety risks such as entrances, hallways, and
kitchens of childcare institutions, accurately capture potential hazard points, warn of safety
risks in childcare institutions, send timely warning information to childcare staff, facilitate
prompt human intervention by childcare institutions, and build a comprehensive safety
stronghold for childcare institutions.

III. Development of Artificial Intelligence + Health Industry

(9) Artificial Intelligence + Medical Robots

62. Surgical Robot Basic Concept: Integrate high-end mechanical equipment, intelligent
navigation systems, sensor technology, and real-time image feedback technology to construct
intelligent robots that assist physicians during surgery, aiding doctors in precise, minimally
invasive, and remote surgical operations. Application Scenarios: Construct surgical robots
based on high-precision mechanical equipment, advanced navigation systems, and real-time
3D image feedback technology; equip them with intelligent algorithms featuring intraoperative
decision-making and navigation functions to recommend personalized surgical plans tailored
to patient anatomy. Use high-precision robotic arms to filter out natural human hand tremors
and provide joint degrees of freedom, assisting surgeons in performing precise procedures,
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applicable to surgical procedures such as general surgery, thoracic surgery, urology, obstetrics
and gynecology, orthopedics, neurosurgery, and ophthalmology.

Surgical robots expand physicians' operational capabilities, enhance surgical precision and
safety, reduce surgical trauma and postoperative complications, increase surgical success
rates, and shorten patient recovery time.

63. Rehabilitation Robot Basic Concept: Facilitate the recovery of nerve injury function and
achieve precision rehabilitation for patients through intelligent rehabilitation training
equipment featuring multidimensional human body information collection, intelligent
algorithm identification, real-time feedback of precise mechanical movement, and
electromagnetic stimulation regulation.

Application Scenarios: Combine technologies such as virtual reality, brain-computer
interfaces, neuromodulation, high-precision robotic arms, and intelligent navigation systems to
construct intelligent rehabilitation robots; collect multidimensional human body data including
EEG, EMG, joint activity, and gait; intelligently recommend combined active-passive intelligent
individual precision rehabilitation schemes targeting rehabilitation needs such as stroke,
traumatic brain injury, spinal cord injury, peripheral nerve injury, neurodegenerative diseases,
and psychiatric disorders; dynamically evaluate dysfunction status including sensory, motor,
balance, cognitive, swallowing, and emotional functions; automatically complete procedural
tasks in rehabilitation therapy; adjust rehabilitation schemes in real time based on patient
response; predict therapeutic efficacy, optimize rehabilitation strategies, enhance clinical
rehabilitation outcomes, improve overall independent living ability of patients, and reduce the
incidence of disease-related disability.

64. Acupuncture and Tuina Robot Basic Concept: Apply artificial intelligence technology to
construct acupuncture and Tuina robots, achieving intelligent diagnosis and treatment for
traditional non-pharmacological therapies such as Traditional Chinese Medicine (TCM)
acupuncture and Tuina. Application Scenarios: Based on technologies such as generative
intelligent bionics and automated control of acupuncture and Tuina, construct intelligent
acupuncture or Tuina robotic hands with automatic acupoint identification and precise control.
Provide autonomous evaluation and diagnosis, as well as multi-technique, multidimensional,
multi-channel intelligent Tuina bionic simulation functions. Recommend clinical
non-pharmacological therapy intelligent treatment plans including non-pharmacological
treatment option selection, bionic simulation, information feedback, efficacy evaluation, and
visualization. Realize monitoring and feedback control functions through changes in acupoint
sensitization characteristics such as local blood flow, temperature, and morphology at
acupoints.

65. Medical Consultation Robot Basic Concept: Utilize large language models, intelligent
algorithms, and medical knowledge bases to conduct intelligent conversations with patients,
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provide medical information consultations, assist in completing services such as outpatient
and examination appointments, and enhance patient care convenience and accuracy.
Application Scenarios: Applicable to scenarios such as hospital websites, health management
platforms, mobile applications, and outpatient guidance; leverage large language models,
intelligent algorithms, and medical knowledge bases for comprehension and analysis to
conduct intelligent conversations with patients via text input or voice interaction, answering
patient queries regarding disease symptoms, health management, and general medical
knowledge, while providing medical information consultation and medical services.

Interconnect with hospital information systems to realize functions such as medical
appointments, medication purchases, and health record management, providing patients with
comprehensive medical and health management service support, enhancing patient care
experience, and alleviating the burden on medical staff.

66. Delivery Robot Basic Concept: Adopt artificial intelligence navigation and positioning
technology, and use a delivery system equipped with intelligent sensors and motion control to
perform automated delivery tasks for items such as pharmaceuticals and medical supplies,
raising delivery efficiency and accuracy while reducing labor costs. Application Scenarios:
Applicable to various medical settings through technologies such as path planning and
real-time obstacle avoidance, quickly and accurately delivering items such as medications,
medical consumables, surgical instruments, pathology specimens, linens, meals, and medical
waste to designated destinations. During delivery tasks, automatically adjust path and speed
according to the surrounding environment to prevent collisions and accidents, ensuring
delivery safety and stability.

Interconnect with information systems or medical equipment to achieve seamless
integration between item delivery and information transmission, offering convenient and
efficient delivery services for patients and healthcare personnel, improving hospital logistics
efficiency and quality, reducing logistics costs, and enhancing the healthcare service
experience.

67. Disinfection Robot Basic Concept: Adopt advanced disinfection technology and
automated control systems to perform automated, highly efficient, and precise environmental
disinfection, effectively preventing disease transmission and cross-infection while safeguarding
human health and safety. Application Scenarios: Equipped with various disinfection devices
such as ultraviolet, ozone, and misting, used for disinfecting air, surfaces, and instruments,
widely applied in various medical institutions and public places. Monitor environmental
parameters in real time, automatically adjust disinfection strategies and routes, select
appropriate disinfection methods based on actual scenario needs, and ensure disinfection
efficacy.
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Equipped with automated management and logging functions for disinfection tasks to ensure
environmental hygiene quality in public spaces or specific areas in a timely and precise manner,
effectively preventing disease transmission and cross-infection, improving work efficiency and
data traceability, and elevating public health safety levels.

68. Emergency Medical Rescue Robot Basic Concept: Target major incidents such as severe
fires/explosions and toxic gas leaks, apply medical emergency robots and cloud-based
expert-assisted decision-making systems to execute intelligent emergency search and rescue,
initial triage/treatment, life support, and safe transport in spaces difficult for human personnel
to reach. Application Scenarios: Apply medical emergency robots to swiftly enter hazardous
rescue sites such as narrow spaces under ruins or fires, explosions, and toxic environments to
search for survivors; collect vital signs parameters of the injured and upload them to the
cloud-based expert-assisted decision-making system; provide basic on-site emergency
treatment, life support, and rapid safe transport for the injured, buying crucial time for
follow-up rescue operations.

(10) Artificial Intelligence + Drug Research and Development

69. Intelligent Drug Research and Development Basic Concept: Integrate technologies such as
artificial intelligence and bioinformatics, relying on massive datasets to support high-efficiency
screening, efficacy prediction, and design optimization, thereby accelerating drug R&D.
Application Scenarios: Integrate algorithms from artificial intelligence, computational
chemistry, and systems biology to screen, design, and optimize small molecule drugs. Utilize
virtual screening technology and high-throughput screening experimental platforms to screen
large volumes of compounds automatically and at scale, rapidly identifying potential drug
candidate molecules and evaluating interactions with drug targets. In drug retrosynthesis
design, realize functions such as single-step retrosynthetic analysis, multi-step retrosynthetic
analysis, and synthetic route design. Execute retrosynthetic analysis prediction tasks from
chemical reaction datasets during new drug R&D, accelerating synthetic route design and
optimization.

Develop multidimensional drug evaluation and preclinical research tools including models
for pharmacokinetics, pharmacodynamics, structural biology, and safety; comprehensively
evaluate performance across multiple dimensions such as molecular docking with drug targets,
in vivo circulation, and toxic side effects, accelerating the verification and optimization of drug
candidates.

70. Intelligent Drug Clinical Trial Assistance Basic Concept: Construct intelligent applications
for drug R&D clinical trials to intelligently assist in patient screening and lab/examination report
interpretation, supporting the improvement of clinical trial quality. Application Scenarios:
Leverage the precise, rapid, and intelligent capabilities of big data during the clinical trial phase
of drug R&D to intelligently screen patients; after researchers manage projects requiring
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screening information publication, the system rapidly and accurately cleanses and integrates
patient data via clinical research data centers and medical data knowledge graphs according to
inclusion and exclusion criteria, identifying potential subjects and allowing researchers to
query and track candidate subjects.

After patient enrollment, the system automatically monitors clinical trial patient lab and
examination data within the data platform, provides intelligent alerts, automatically generates
interpretation tasks for adverse events requiring interpretation, supports the creation of online
anomaly evaluation forms and electronically signed archives, and executes reports for serious
adverse events (SAEs) and suspected unexpected serious adverse reactions (SUSARs). Apply
intelligent clinical trial platforms to rapidly and accurately identify candidate trial subjects,
raising trial patient enrollment rates to accelerate trial progress. Reduce missed or incorrect
interpretation rates through intelligent lab/examination report interpretation, boosting drug
R&D efficiency and quality.

71. Intelligent Assistance for Comprehensive Clinical Evaluation of Drugs Basic Concept:
Utilize artificial intelligence technology to automatically and rapidly analyze and evaluate
multidimensional drug information, generating comprehensive clinical evaluation result
reports to support the entire process of topic selection, evaluation implementation, and
outcome translation/application in comprehensive clinical evaluation of drugs.

Application Scenarios: Apply artificial intelligence technologies such as big data, natural
language processing, machine learning, and data mining to swiftly capture research progress
and evaluation status of drugs in disease treatment, assisting evaluators in rapidly identifying
scientific questions and discovering valuable evaluation topics; automatically crawl, parse,
preprocess, and integrate diverse information to identify high-quality research evidence;
deeply mine real-world data to rapidly analyze and evaluate multidimensional information
including drug safety, efficacy, economy, innovativeness, suitability, and accessibility;
automatically complete data extraction/integration and qualitative/quantitative analysis;
rapidly generate evaluation result reports automatically to avoid quality deviations caused by
human factors and enhance evaluation credibility; provide auxiliary reference evidence for
scenarios such as optimizing medical institution drug formularies, enhancing rational drug use,
controlling irrational drug costs, and refining drug policies.

(11) Artificial Intelligence + Traditional Chinese Medicine (TCM) Industry

72. Intelligent Ecological Cultivation of Chinese Medicinal Materials Basic Concept: Adopt
artificial intelligence technology to establish an intelligent simulated cultivation system for
Chinese medicinal materials, carrying out large-scale, scientific, and precise cultivation, raising
the cultivation quality of Chinese medicinal materials, lowering cultivation costs, and
enhancing economic benefits of Chinese medicinal material cultivation. Application Scenarios:
Leverage artificial intelligence technologies such as deep learning to collect environmental
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data on air, soil, and moisture during the growth of Chinese medicinal materials; construct
digital models for medicinal plant cultivation and breeding; simulate original ecological
cultivation environments of different Chinese medicinal materials; realize intelligent,
large-scale ecological cultivation of Chinese medicinal materials, improving medicinal material
cultivation quality.

73. Intelligent Bionic Identification and Authentication of Chinese Medicinal Materials Basic
Concept: Combine traditional organoleptic identification with bionic and digital technologies,
providing new means for authenticity identification and rapid evaluation of Chinese crude
drugs and decoction pieces. Application Scenarios: Utilize bionic devices such as electronic
eyes, electronic noses, and electronic tongues to digitally extract and analyze features of
medicinal materials or decoction pieces; combine with artificial intelligence algorithms to
custom-train bionic classification equipment using feature data extracted from measured
samples; build intelligent classification models based on bionic features to achieve rapid,
efficient, and qualitative identification of Chinese medicinal materials and decoction pieces.

74. Intelligent Production Equipment for Traditional Chinese Medicine Basic Concept: Based
on TCM theories, intrinsic properties of medicinal materials, and product manufacturing
requirements, integrate technologies such as visual analysis, intelligent sensing, online testing,
and end-to-end quality control to improve the intelligence level of TCM (formulation)
production equipment. Application Scenarios: Apply technologies such as artificial intelligence,
the Internet of Things (IoT), and digital twins to collect full-process production and processing
parameters of TCM (formulations) and construct data models, carrying out simulation
modeling, real-time dynamic monitoring of process parameters, online quality testing control,
and end-to-end quality traceability management.

Utilize technologies such as machine vision automated inspection and electronic intelligent
sensing to research and develop real-time quality monitoring equipment covering process
steps including pretreatment, extraction, concentration, drying, and formulation; based on
physical properties of raw materials for dosage forms such as pills, powders, and ointments,
construct big data models and fingerprints covering material properties, formulation
processes, and molding quality; enhance automation and intelligence levels in
officinal/extemporaneous formulation production, achieving intelligent upgrades of TCM
production and processing equipment.

VII. Artificial Intelligence + Medical Education and Research

(12) Artificial Intelligence + Medical Education

75. Intelligent Assistance for Medical Education Basic Concept: Develop virtual-real fusion
content in weak areas of medical teaching, research and develop interactive teaching tools,
resolve pedagogical challenges in medical practical training, expand teaching models, and



165 - Kim Kyung-jin

improve the quality of medical education.

Application Scenarios: Based on artificial intelligence technologies such as virtual reality,
augmented reality, mixed reality, machine vision, and large language models, construct
virtual-real combined simulation processes such as pre-hospital emergency care, surgical
operation, and medical staff-patient communication; provide tools such as posture
recognition, voice interaction, and knowledge recommendation; comprehensively monitor
teaching processes, teaching content, and student concentration; construct teacher teaching
profiles and student learning profiles; precisely recommend teaching content and tasks;
enhance the targetedness and practicality of intelligent medical education; grasp student
learning outcomes; standardize teacher teaching behavior; and improve teacher teaching
capabilities.

76. Medical Intelligent Simulation Experiment Basic Concepts: Utilizing artificial intelligence
technologies such as simulation modeling, construct multi-layered and multi-dimensional
biological process simulation models to support various research and clinical trial applications.
Application Scenarios: An intelligent medical simulation experiment environment simulates
and models complex biological processes, enabling design optimization, cost reduction, and
safety enhancement to accelerate medical research innovation. Construct multi-scale basic
biological models ranging from molecules, cells, and tissues to organs and the whole body to
simulate biological processes at different levels. Integrate multi-source data, perform
comprehensive simulation analysis incorporating real observational sample data, and provide
parameter adjustments and rule settings to support experiments on different target
populations.

Apply artificial intelligence algorithms to enhance learning and predictive capabilities
regarding biological model evolution and reduce computational complexity, thereby elevating
intelligent simulation of complex biological processes. Provide an interactive simulation
platform, offering typical workflow orchestration, standardized R&D tools, and open
integration capabilities tailored for different application scenarios such as biomarker discovery,
drug R&D simulation, vaccine R&D support, and clinical trial design.

77. Medical Education Patient Virtual Human Basic Concepts: Combined with technologies
such as digital humans and large language models, construct patient virtual humans based on
clinical patient cases to enhance the diversity and flexibility of medical education. Application
Scenarios: Based on steps such as de-identification, collection, integration, screening, and
summarization of patient cases, build a high-value medical education case reserve and
teaching knowledge base. Based on standardized patient digital virtual humans, combined
with case data and related settings, simulate the physiological and pathological signs of the
condition. Based on imaging, pathology, and other data, form a digital twin model of patient
organs using 3D reconstruction technology. Load case data and medical knowledge via large
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language models to simulate patient communication and expression styles, supporting
immersive interaction between learners and simulated patients.

78. Intelligent Generation of Medical Teaching Resources Basic Concepts: Based on large
models, generate personalized medical teaching resources such as customized learning
materials, actual case presentations, and complex process demonstrations to improve learning
efficiency and quality. Application Scenarios: Based on a personalized teaching resource
platform, construct a multimodal medical education vertical large model to process and learn
from multimodal medical data including text documents and images, enhancing the
effectiveness of teaching resource generation. Based on the medical education vertical large
model, explore specific generative applications to customize various teaching resources for
learners.

By learning from actual cases, generate reasonable case studies, automatically collect and
organize relevant papers, clinical guidelines, and multimedia content, and demonstrate
complex medical processes through 3D animations; the generated teaching resources offer two
modes: active automated generation and push based on learner profiles, and intelligent
interactive custom generation.

79. Intelligent Generation of Medical Popular Science Basic Concepts: Automatically generate
and compose medical knowledge content to disseminate medical information and health
knowledge to the public in multimedia and human-machine interaction formats. Application
Scenarios: Construct a popular science knowledge framework based on medical popular
science education platforms and foundational medical vertical large models, generate
scientifically accurate medical education content, and build cross-modal fusion generation
capabilities through semantic alignment of multimodal materials including text, images, and
videos, thereby automatically generating popular science materials such as medical popular
science articles, video scripts, and actual case commentaries to render medical knowledge
more vivid and comprehensible. Based on profile analysis of patient medical records, interests,
needs, and knowledge levels, customize personalized health popular science content to
intelligently push the most relevant and interesting information.

Develop complementary interactive modules such as online Q&A and simulated diagnosis
games, and design tailored educational activities and challenges to enhance user engagement
and learning interest.

(13) Artificial Intelligence + Medical Scientific Research

80. Intelligent Patient Recruitment Basic Concepts: Automatically identify and screen patients
who meet clinical research criteria based on patient clinical data to accelerate patient
recruitment. Application Scenarios: Based on big data technologies, efficiently aggregate
multi-source and multimodal clinical information including inpatient information, physician
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progress notes, laboratory tests/examinations, imaging, pathology, and biomarkers. Utilizing
the semantic understanding and information extraction capabilities of large language models,
identify and comprehensively evaluate key patient information, automatically match clinical
trial inclusion and exclusion criteria, perform real-time monitoring, and automatically
recommend potential subjects to doctors via physician workstations, thereby effectively
reducing manual time requirements, building an early pool of subjects, and accelerating clinical
trial progress. Intelligently monitor patient responses and adverse reactions to support clinical
decision-making.

Strengthen patient privacy protection, enhance information security capabilities at technical
levels through methods such as patient information de-identification, permission isolation
settings, and process supervision, promote and standardize legitimate utilization pathways for
medical health data, and heighten information security and legal awareness among relevant
personnel.

81. Intelligent Research Wards Basic Concepts: Based on artificial intelligence and Internet of
Things (IoT) technologies, construct digital intelligent research wards that provide capabilities
such as real-time monitoring, intelligent auxiliary diagnosis and treatment, and flexible trial
deployment. Application Scenarios: Utilize IoT equipment with AI algorithms deployed at the
edge to manage, deploy, and collect patient vital signs and ward environment parameter data
in real time and on demand, assisting in ensuring the reliability and traceability of the trial
process. Perform in-depth analysis of collected data based on AI algorithms to assist doctors in
diagnosis and treatment plan evaluation, support medical staff in remotely monitoring patient
conditions, respond to medical needs in a timely manner, and reduce the occurrence of adverse
reactions and adverse events.

Assist in automated ward management by automatically adjusting ward environmental
conditions such as temperature, humidity, and lighting according to patient needs, and
notifying predictive equipment maintenance to ensure stable operation of research wards.

82. Intelligent Assistance for Medical Scientific Research Basic Concepts: Construct a research
auxiliary tool base spanning literature retrieval, data preparation, intelligent analysis, and
result interpretation to improve research efficiency. Application Scenarios: Based on
technologies such as multimodal large models, computer vision, knowledge graphs, and big
data analytics, assist doctors in rapidly and precisely searching for information within vast
literature data, automatically extract and generate structured, logically consistent literature
reviews tailored to doctors' personalized needs, and improve the efficiency of doctors'
document reading and information synthesis. Assist doctors in the efficient processing and
integration of multimodal research data, provide end-to-end intelligent analysis tools across
the research lifecycle including data annotation, data feature extraction, deep learning
modeling, and result visualization, and accelerate the formation and translation of research
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achievements.

83. Intelligent Literature Mining and Analysis Basic Concepts: Apply large language models to
integrate open data from literature databases, summarize literature by domain, and discover
and summarize frontier hot topics in the field. Application Scenarios: Utilize the semantic
understanding capabilities of large language models to mine and analyze open data from
domestic and international literature databases; analyze, summarize, and synthesize literature
key points; classify literature by domain; combine text comprehension to synthesize frontier
research hot topics in the industry field and intelligently recommend them to doctors; provide
doctors with the latest diagnostic and therapeutic plans and research evidence; offer frontier
hot-topic literature and knowledge recommendations for doctors' research; and improve
doctors' efficiency in literature search and reading.

84. Intelligent Medical Scientific Research Data Analysis Basic Concepts: Utilize artificial
intelligence technology to integrate multimodal data such as medical records, imaging,
genomics, transcriptomics, proteomics, and time-series sensing, constructing an intelligent
platform that comprehensively supports clinical research analysis. Application Scenarios:
Integrate multimodal medical data including image, text, audio, and sensor data alongside
multi-omics data such as genomics, transcriptomics, and proteomics; complete alignment of
data across different time points and conditions; and build a medical scientific research data
resource repository. Utilize data fusion models and methods, provide cross-modal annotation
algorithms and tools, elucidate semantic correlations across cross-modal data, assist in
analyzing their interaction and integration effects, and improve the accuracy of diagnosis and
analysis.

Provide various algorithms such as computer vision, natural language processing, and graph
learning for different types of data; perform feature extraction, model training, and statistical
analysis on multimodal data to identify disease markers and patterns. Provide a research
collaboration platform to foster collaboration among interdisciplinary research teams, support
the translation of analytical results into clinical decision support tools, and assist doctors in
formulating more accurate diagnosis and treatment plans.

Part III. Summary

Document Overview

On November 6, 2024, China's National Health Commission, National Administration of
Traditional Chinese Medicine, and National Disease Control and Prevention Administration
jointly formulated the "Reference Guidelines for Artificial Intelligence Application Scenarios in
the Health Industry" (国卫办规划函〔2024〕420号) and publicly released it on November 14.
Serving as an execution guide in the health sector for the "Artificial Intelligence +" initiative
promoted by the Party Central Committee and the State Council, this document organizes 84
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detailed application scenarios into 4 main domains and 13 subcategories, distributed for
reference by health authorities at all levels.

Rather than legally binding regulatory rules, these reference guidelines outline application
scenario concepts and implementation directions. Follow-up measures of a normative and
supervisory nature were implemented in the "Implementation Opinions on Promoting and
Standardizing the Application and Development of 'Artificial Intelligence + Medical and
Health'", published in October 2025.

Four Main Domains and Scenario Composition

First, Artificial Intelligence + Medical Service Management (38 scenarios) consists of five
subcategories: Medical Services, Pharmaceutical Services, Medical Insurance Services,
Traditional Chinese Medicine Management Services, and Hospital Management.

It encompasses intelligent auxiliary diagnosis and quality control for image reading (X-ray, CT,
MRI, PET-CT, ultrasound, pathology slides, skin and fundus photography, ECG, EEG, EMG,
endoscopy, etc.); clinical specialized disease decision support for conditions such as
hypertension, diabetes, liver cancer, colorectal cancer, stomach cancer, esophageal cancer,
lung cancer, atrial fibrillation, stroke, and depression; surgical planning and radiotherapy target
volume delineation; pre-prescription review and drug interaction review; medical insurance
auditing and settlement; quality control of TCM diagnosis/treatment, prescription checking,
and medical records; and overall hospital operations ranging from medical record quality,
staffing, operating rooms, pharmacy, equipment, logistics, parking, safety, to financial
management.

Second, Artificial Intelligence + Primary Public Health Services (23 scenarios) is divided into
Health Management Services, Public Health Services, and Elderly & Child Care Services. It
includes chronic disease management, TCM preventive healthcare (Zhi Mi Bing), psychological
self-care services and student mental health management, and screening/prediction of genetic
diseases and non-communicable chronic diseases. In the public health sector, it addresses
intelligent infectious disease monitoring, health emergency management, catch-up
vaccination, neonatal jaundice monitoring, radiation-induced chromosomal aberration dose
estimation, and occupational health risk assessment. The elderly and child care sector includes
elderly health management as well as consultation, training, supervision, quality evaluation,
and safety warnings for childcare institutions.

Third, Artificial Intelligence + Health Industry Development (13 scenarios) consists of three
subcategories: Medical Robots (surgical, rehabilitation, acupuncture and Tuina, medical
consultation, delivery, disinfection, and emergency rescue robots), Drug Research and
Development (new drug screening, design, clinical trials, and comprehensive clinical
evaluation), and Traditional Chinese Medicine Industry (TCM herbal medicine cultivation,
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identification/authentication, and production equipment).

Fourth, Artificial Intelligence + Medical Education and Scientific Research (10 scenarios)
consists of Medical Education (virtual reality-based simulation education, patient virtual
humans, and generation of teaching resources and popular science content) and Medical
Scientific Research (patient recruitment, research wards, literature retrieval/mining, and
multimodal research data analysis).

Subsequent Developments

Following the release of these guidelines, as of March 2025, responses from the National
Health Commission confirmed that 950 application cases had been collected nationwide,
covering all 84 scenarios. In October 2025, five agencies including the National Health
Commission issued the "Implementation Opinions on Promoting and Standardizing the
Application and Development of 'Artificial Intelligence + Medical and Health'", outlining policy
deployments for 24 key applications across 8 strategic directions: primary-level applications,
clinical diagnosis and treatment, patient services, Traditional Chinese Medicine, public health,
scientific research and education, industry governance, and the health industry.

These Implementation Opinions set the goal of establishing vertical large models and
intelligent agent applications for clinical specialties by 2027, and universally applying
AI-assisted medical imaging diagnosis and AI-assisted clinical decision support in
secondary-level and above hospitals by 2030.

Original Source

Official announcement page of the General Office of the National Health Commission: http://
www.nhc.gov.cn/guihuaxxs/gongwen12/202411/647062ee76764323b29a1f0124b64400.shtml
Published version by China Hospital Information Management Association (CHIMA):
https://www.chima.org.cn/Html/News/Articles/17080.html Full original text reprinted by
Hunan Pharmaceutical Association: https://www.hnysfww.com/mobile/article.php?id=4103
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