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In a factory in Shenzhen, hundreds of humanoid robots repeat the same motion. This book traces the
mass-production race between Unitree and UBTECH, the Optimus supply chain, real-world
deployment sites, and where Korea stands amid the U.S.-China tech hegemony.
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Preface

On May 12, 2026, Wang Xingxing (���) climbed onto a robot his own company had built. It stood
2.7 meters tall and weighed 500 kilograms. It walked on two legs and, depending on the situation,
shifted its posture like a four-legged beast. Unitree (��) called it the GD01, the world's first
mass-produced rideable robot. The kind of mountable robot you had only ever seen in the movies
was now standing, for real, on the stage of a prototype launch event.

This book is about what happened behind that stage.

More than the single giant robot on the screen, what this book cares about is what went on inside the
factories of Dongguan and Wuxi in the years before that robot appeared. Who put up the money, how
the cost of components fell, what documents the government issued, what the United States blocked,
and how China found its way around the blocked road. It is less about the dazzling stage lights and
more about counting the number of machines coming off the line.

Let me begin by setting down a few numbers. But I will note where each of these numbers comes
from. The dangerous thing in this field is to take a figure announced by a company and treat it as a
verified fact.

The market research firm Omdia named AgiBot (��) the top humanoid robot shipper of 2025. The
figure was 5,168 units. It means a company in only its third year had risen to first place in the world.
Around the same time, Unitree (��) announced through its own social media account that its 2025
humanoid shipments had passed 5,500 units and that its mass-produced hardware units had passed
6,500 (per the company's announcement). Omdia's tally and Unitree's own announcement contradict
each other over the top spot. This book leaves that contradiction unstitched, exactly as it is. Because
the more important question is not who is truly number one, but why two companies were able to turn
out 5,000 units in the same year.

Look at the price, and the weight of that question becomes clear. In its listing application, Unitree
wrote that the unit cost of its humanoid robot had fallen from 593,400 yuan (RMB) in 2023 to 166,400
yuan in 2024 (per the prospectus). A 72 percent drop in a single year. A humanoid robot that had
once been quoted at more than a million yuan had come down to a tenth of that price within a year or
two. A 100,000-yuan robot that once rented for 25,000 yuan a day could, a year later, be rented for
2,199 yuan. On secondhand trading platforms, listings under 1,000 yuan are showing up too.

This price collapse is the starting point of this book. And it leads straight into the larger question that
holds the whole book up. Why China, of all places, and why was this possible now.

One strand of the answer is people. The decision by Zhihui Jun (���), the former

genius youth

from Huawei, to found AgiBot. Wang Xingxing's bet, starting from a four-legged robot dog and
crossing over into the humanoid form. The calculation of vast manufacturing capital on the move, as
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BYD declared it would install 20,000 humanoid robots in its own electric-vehicle factories. In following
these judgments of individuals and companies, this book borrows the method of Michael Lewis:
translating complex technology and finance into the bet of a single person. But it does not enshrine
them as heroes. Behind Zhihui Jun's 5,100 units lies the shadow of an unverified announcement, and
Wang Xingxing's IPO, even as it passes review at the Shanghai exchange, carries the unsolved
homework of its losses. A bet always comes with risk, and this book writes that risk down alongside it.

The other strand of the answer is the state. A national AI industry investment fund on the scale of 60
billion yuan, cluster funds that Beijing, Shanghai, and Shenzhen each piled up at 10 billion yuan
apiece, and the computing-power voucher (���) program that covers the AI training costs of robotics
startups. And the guiding opinions from MIIT that nailed down

build a mass-production system by 2025, reach world-advanced levels by 2027.

In dealing with this top-down design, the book borrows the method of Chris Miller: drawing a single
object as a shift of power between nations.

The place where these two strands collide most violently is between the United States and China. On
April 4, 2025, China's Ministry of Commerce (MOFCOM) placed export licensing requirements on
seven types of heavy rare earths, including samarium, terbium, and dysprosium. It was retaliation
against the tariffs of the Trump administration in the United States. These minerals are essential
materials for the permanent magnets that go into robot motors. Right after the announcement, the
price of dysprosium in the European market tripled within a month. China holds 90 percent of the
world's supply, which makes it hard to substitute with minerals from other countries. Control forces
self-reliance, and sanctions raise up a competitor. This is a motif the book points to again and again.
The paradox at the heart of it: when Nvidia chips were blocked, the domestic-chip share of Huawei's
Ascend series exploded.

This is where Korea enters. Korea, the country with the world's highest robot density, finds itself in the
middle of this collision like the filling in a sandwich. Its domestic-content ratio for finished components
stops at 43 percent. It depends on Japan for 76 percent of its reducers and on China for 88.8 percent
of its permanent magnets. It is a structure squeezed between the technology of the United States and
Japan above and the unit costs and minerals of China below. The final part of this book takes that
dilemma head-on.

There is one promise I want to make about the sources.

Every account in this book is a synthesis of three things. Material drawn in through NotebookLM, the
latest facts confirmed through internet searches, and the writer's own analysis. In this field, facts
change on a monthly cycle. So I always search first, before I write. I distinguish between figures a
company has announced itself and figures verified by independent institutions like Omdia or GGII. A
company's own statement I mark as

per the company's announcement,
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and a listing document as

per the prospectus.

Anything that cannot be confirmed by a search I keep in the main text but flag separately. To every
number I attach the point in time it refers to.

This book does not force a conclusion.

The fact that strands tied to the People's Liberation Army have surfaced in Unitree's IPO funding,
drawing wariness from the United States. The fact that the company's announced shipments exceed
market estimates, drawing suspicion. The fact that most of the items whose prices have crashed are
bipedal robots, so a sorting of the wheat from the chaff has begun. Instead of smoothing these
contradictions and cracks over, I lay them out as they are. The judgment is the reader's to make.

And this book is not a book of statistics but a book of decisions.

The BOM curve, the harmonic reducer, the VLA model, the 60-billion-yuan mega-fund, all of it comes
back, in the end, to someone's decision. Behind the curve where a cost of 100,000 dollars at a
thousand units comes down to 20,000 dollars at a million units, there are people who resolved to turn
out that many. The view of Dan Wang runs underneath this entire book: a blueprint can be copied,
but the feel of a hand that has shaved a part tens of thousands of times cannot. Yet even this view is
not absolute. I also write down the counterargument: as algorithms lower the barrier to entry, the cost
advantage narrows.

About the price of the robot Wang Xingxing climbed onto, the company's marketing officer said this:
what has been disclosed now is only a preliminary reference price, and the final mass-production
model could be different. The price has not yet been set. Neither has what will be mass-produced and
what will be weeded out. This book records the very middle of where those decisions are being made.

Attorney, former member of the National Assembly, AI policy researcher

kimkj.com

© 2026 Kim Kyung-jin. All rights reserved.

#KimKyungjin #AILibrary #ChinaRobotics #Humanoid #Unitree #UBTECH #EmbodiedAI
#SupplyChain #USChina
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Chapter 1. The Real Story Behind the Monopoly on Global
Shipments, and the Front-Runners

Part 1. The Rise of Humanoids: Companies, Products, and the Market Landscape

1. The Explosive Rise of AgiBot (��)

How a company in its third year hit annual shipments of 5,168 units and climbed to number one in the
world, and the platform strategy of Peng Zhihui (���, Zhihui Jun), a former Huawei

Genius Youth

March 31, 2026, inside a workshop on the outskirts of Shanghai. At the end of a conveyor, a single
robot rolls off the line. It is a Yuanzheng (��) A3, a full-body humanoid. To the eye, it is no different
from the hundreds of other units that came off that day. Yet this one carries a serial number. The
ten-thousandth, all told. The people at the company call this moment

rolling off the line

(��). It means coming down from the line and going out into the world.

This company hit its first 1,000 units in January 2025. It passed 5,000 in December of that year. And
it filled out 10,000 by the end of March 2026. From 5,000 to 10,000 took three months. The company
was founded in 2023. This is what a firm in its third year did.

The number of humanoids that AgiBot (�����) shipped over the course of 2025 is 5,168. This
figure was not announced by the company itself; it is a tally that appeared in a report released in
January 2026 by the British market research firm Omdia. Omdia wrote that this volume was about 39
percent of the world's total. The same report put global humanoid shipments for 2025 at roughly
13,000 units. That is an increase of nearly 480 percent over the year before. Nearly four out of every
ten units, in other words, came off the line of this single company, AgiBot.

How big this is becomes clear when you set it against the American companies. Tesla's Optimus,
Figure AI, Agility Robotics. By name recognition, they are world-class. Each of these three is
estimated to have shipped around 150 units in 2025. Tesla has never sold Optimus to outside buyers
and remains at the stage of internal testing. A single up-and-coming Chinese startup poured into the
market dozens of times what America's three leading players managed combined.

Two people actually run this company. One is Deng Taihua (���), a former Huawei vice president.
He holds the capital and the management, the purse strings and the housekeeping. The other is
Peng Zhihui. He came up through

Genius Youth

(����), Huawei's program for handpicking its finest talent, and online, under the handle Zhihui Jun
(���), he is a technology influencer with millions of subscribers. The technology and the recognition
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in the outside world are his to carry.

The way Peng Zhihui sees robots is a bit unusual. He did not see the humanoid as a finished product,
made once and done. He saw it as a computer on wheels, a platform where parts could be swapped
out at any time. He released some of the hardware specifications as open source, letting outside
developers mount robotic hands or vision sensors directly onto AgiBot's frame. On the software side,
he installed a general-purpose operating system that runs the moment you download the algorithm,
whether in a factory or a store. The strategy is not to sell robots but to lay down the ground on which
robots run.

When this strategy met mass production, the weight of money shifted. Inside AgiBot, they see three
thresholds in the humanoid mass-production process. Up to a cumulative 200 units is the prototype
stage, where you build and test and set standards all at once. Past 1,000 units, the expensive
research staff come off the line, and specialized workers run the factory on their own. Past 5,000
units, component prices begin to bend downward across the entire supply chain.

While crossing the third threshold, AgiBot cut the manufacturing cost of its mainstay model, the
Yuanzheng A2, to half of what it had been at the start of the year. The most expensive parts in a
humanoid are the high-precision actuators that move the joints. Things like hollow harmonic reducers
and frameless motors. They standardized these to a common specification and pulled the automotive
parts supply chain already laid down inside China straight over into robots.

This is where the term BOM (bill of materials) comes in. It is a cost sheet that adds up the price of
every part that goes into building a single robot. The phenomenon where the numbers on this sheet
fall steeply as production volume rises is called the BOM decline curve. It is a familiar story in the
automotive and smartphone industries, but the first company to show with its own eyes that this
actually works in humanoid robots is AgiBot. The old practice of a craftsman assembling units one at
a time by hand in a lab has turned into a method where, in a factory, scale shaves the unit price.

The product lineup is not tilted to one side either. The high-performance flagship Yuanzheng (��) A
series at 1,742 units, the value-oriented general-purpose Lingxi (��) X series at 1,846 units, the
small task-oriented Jingling (��) G series at 1,412 units. They spread evenly across five kinds of
field: hospitality, entertainment, smart manufacturing, logistics sorting. The actor Huang Xiaoming
(���) stepped up as the first individual user of the Lingxi X2, which became a talking point.

The software ambition is larger still. AgiBot, together with OpenDriveLab under the Shanghai AI
Laboratory, built a dataset called

AgiBot World.

Mobilizing 100 actual robots, across five environments - home, industry, logistics, commerce, and
scientific research - they gathered more than a million hours of trajectory data using teleoperation
(���), where a person controls the robot from a distance. On the basis of this data, they built a
general-purpose model called
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GO-1

and released it as open source. It is a

ViLLA

structure that ties together vision, language, and latent action, an attempt to bridge the gap between
human speech and the robot's physical movement. This part is taken up in earnest in Part Two.

The money flocked in to match. In two and a half years from founding, AgiBot took in more than ten
rounds of investment and amassed a cumulative 3 billion yuan (RMB) (about 570 billion won). As of
July 2025, its valuation had already passed 15 billion yuan (about 2.85 trillion won). Open the
shareholder register and it is a coalition army of Chinese industrial capital. Big tech such as Tencent
(��) and JD.com (��); automakers such as BYD and SAIC; top-tier VCs such as Baidu Venture
Capital, Hillhouse, and Sequoia China (��) are all in. Logistics (JD.com), IT services (Tencent,
Baidu), automotive assembly lines (BYD, SAIC). Companies that own the very sites where robots will
go to work have become shareholders. The company started out, from birth, carrying with it both the
factories to test in and the people to buy.

Revenue for 2025 was 1.05 billion yuan (about 200 billion won). It entered the

1-billion-yuan revenue club

faster than anyone in China's robotics industry. The company is widening its path in the capital
markets as well. In July 2025 it acquired a stake in Shangwei New Materials (����, 688585.SH), an
A-share listed company, opening a route into the STAR Market through a backdoor listing (����),
and it is weighing a direct listing on the Hong Kong exchange at the same time.

This much is the light. The shadow is the same size. The 1.05 billion yuan in revenue is certainly
impressive, but once you account for early R&D spending, the capital investment to bring the supply
chain in-house, and equity-based compensation costs, whether this company is actually turning a real
net profit is still unknown. There is a more important question. A considerable share of the volume
that has gone out so far is for field validation, that is, shipments for the purpose of PoC (proof of
concept). They are units set down in pilot zones and put through their paces. Whether this leads to
steady demand, with factories placing repeat orders, is a question that time, not numbers, will
answer. The scene of the ten-thousandth unit rolling off the line is dazzling, but where those 10,000
units are now and what they are doing is another story altogether.

2. Unitree's (��) Roll-Off Record and Its Capital Scorecard

The only company turning a profit, the summit that broke prices with a 99,000-yuan robot, and the
underside of a speed that cleared IPO review in 73 days

Wang Xingxing (���) was born in 1990. In 2016, when he founded his company, the registered
capital was 100,000 yuan. About 19 million won in our money. The company that this young engineer,
a master's graduate in mechanical engineering, started in Hangzhou was named Unitree (����).
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The first thing he built was not a robot resembling a human but a robot dog, a quadruped.

Ten years on, in 2026, this company has 480 employees. Yet its 2025 revenue comes close to 1.7
billion yuan. That works out to each employee bringing in about 3.56 million yuan, more than 500
million won in our money. For a robotics company at a comparable stage, this is a scale that would
normally take ten times the staff. When this company set its robots into a group dance on the stage of
the 2025 Spring Festival Gala, that broadcast was the most-watched TV program on Earth. The
money it spent on advertising that year was 22.57 million yuan over nine months. When your robots
dance on the biggest stage in China, there is no need to buy ads.

What sets Unitree decisively apart from other Chinese robotics companies is the fact that it makes
money. In this industry, losses are the default. Enormous R&D costs swallow revenue whole. Yet
Unitree had already turned a profit by 2020, just four years after founding. That was money earned by
selling quadruped robots to every corner of the world.

The 2025 report card is more dazzling still. Revenue of 1.7 billion yuan (1.699 billion to 1.708 billion
yuan, to be precise; about 320 billion won). Up about 335 percent from the year before. Net profit
excluding non-recurring items (�����) was 591 million yuan (about 112 billion won). The gross
margin cleared 60 percent. For a company that sells hardware, this is a rare profitability. It is a figure
that cannot come out without the vertical integration of building the core parts - motors, reducers,
control algorithms - with one's own hands.

(The net-profit figure differs slightly from one source to another. Per the company's prospectus, net
profit excluding non-recurring items is 591 million yuan, while ordinary net profit is reported at 278
million to 288 million yuan. The basis differs; the fact of a profit is the same.)

The year 2025 was another turning point. Humanoid revenue (868 million yuan) outran, for the first
time ever, the quadruped-robot revenue that had been the original mainstay. It is more than 51
percent of total revenue. It was the year a company that started with robot dogs shifted its center of
gravity to robots resembling humans.

The trigger for all of this was a single robot. In February 2025, Unitree began selling the mid-size
humanoid

G1

on JD.com (��), China's largest e-commerce platform. The price was 99,000 yuan. About 18.7
million won in our money, 14,000 dollars in dollars. Only a year or two earlier, an industrial full-size
humanoid had commanded upward of 1 million yuan. That was slashed to a tenth. It was the moment
the world's first finished, commercial humanoid came down into the 10,000-dollar range.

The G1 has a small build, 127 cm tall and 35 kg. Yet its joint degrees of freedom run from 23 up to a
maximum of 43, with a maximum torque of 120 N·m, and it runs about two hours on its battery. With a
supply speed that delivers within 45 days of ordering, it bored into the markets of university research
labs, AI algorithm developers, and early adopters around the world. Labs that had hesitated to bring
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in expensive industrial robots bought the G1 without strain and used it as the

body

on which to test algorithms. Unitree built a circular structure that takes in the real-operation data
pouring out of these units and feeds it back into improving performance again. A lab that has once set
up its development environment around the G1 does not easily switch to another model. This is called
lock-in.

The lineup is dense, too. The high-performance H1 at 650,000 yuan, the research-use H2 that was
the first to add realistic human facial elements, and on down to the small companion robot R1 at
29,900 yuan. It vacuumed up every price tier. (On the G1's initial price, the sources split between
85,000 yuan and 99,000 yuan. The price set seems to have differed depending on launch timing and
configuration. The main text uses the most widely cited figure of 99,000 yuan.)

So how many humanoids did Unitree ship in 2025? From here, the numbers diverge. The prospectus
(���) that the company filed with the STAR Market on the Shanghai Stock Exchange put it at more
than 5,500 units. This is on a pure bipedal humanoid basis, excluding wheeled types. Add in the
quadrupeds, and total annual production volume is on the order of 6,000 to 6,500 units. With this
figure of 5,500 units, Unitree says it is number one in the world.

Omdia, however, counts it differently. In Omdia's 2025 tally, Unitree's humanoid shipments come to
4,200 units, ranking second, behind AgiBot. The two companies are, in effect, contesting which is
number one. AgiBot holds up Omdia's 39 percent tally; Unitree holds up the 5,500 units in its own
prospectus. Depending on whether the count is by

roll-off

(production) or by actual delivery, and whether wheeled types are counted in or left out, the ranking
flips. The only thing that is clear is that both made far more than all the American companies
combined.

In the capital markets, Unitree's stride was unhesitating. On March 20, 2026, it filed its listing
application with the STAR Market, and in just 73 days, on June 1, it cleared review (��). It is the
fastest record since the STAR Market introduced its pre-review system. It beat the previous record by
more than two weeks. The money this listing will pull in is about 4.2 billion yuan (about 800 billion
won). Of this, a little over 2 billion yuan goes into next-generation intelligent robot model research,
and the rest into the work of lifting hardware-unit performance and building new manufacturing bases.
The company is targeting a production capacity capable of turning out 190,000 units a year. Its
post-listing valuation is estimated at a minimum of 42 billion yuan up to a maximum of 127 billion
yuan (about 8 trillion to 24 trillion won). It is, in name and in substance, the first listed robotics
company on the A-share market.

The shareholder register is dazzling as well. The Meituan (��) group is the largest outside
shareholder with a 9.65 percent stake, followed by Sequoia China at 7.11 percent. Tencent, Alibaba,
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and Ant Group are also in. Founder Wang Xingxing, on the eve of the listing, holds 68.78 percent of
the voting rights.

Its standing in the technology ecosystem is unrivaled too. On June 1, the very day it cleared review,
Nvidia CEO Jensen Huang announced that Unitree's latest model would be adopted as the official
reference hardware for the company's robot learning platform,

Isaac GR00T.

This unit, mounting the Blackwell-architecture-based Jetson Thor, boasts 2,070 TFLOPS of
on-device computing power and is being supplied to places like Stanford and ETH Zurich.

Yet beneath all this dazzle lie two fractures. I record them as they are, without suturing them shut.

The first fracture is geopolitics. The U.S. think tank FDD and IEEE outlets keep raising suspicions that
part of Unitree's funding is linked to the Chinese People's Liberation Army (PLA). Accordingly, the
U.S. Congress has introduced, one after another, the

GUARD Act

and the

Humanoid ROBOT Act

to block the import and federal procurement of Chinese humanoids such as Unitree's and AgiBot's. It
is a warning that the sanctions once imposed on DJI drones could repeat themselves in the robotics
industry. On one hand sits the acclaim of Nvidia's adoption; on the other, Congress's import-ban bills
sit at the same time.

The second fracture is where those 5,500 units went. It is a number that Unitree's prospectus itself
disclosed. From January to September 2025, about 73.6 percent of humanoid revenue was sales for
research and education. The share that went into real industrial sites was about 9 percent, and actual
revenue in the smart-manufacturing field came to only 15.7 million yuan. Even within what the
company itself classified as

industrial application,

hospitality or tourist-guide uses account for half to 70 percent. It means these are not robots stuck on
a production line doing work, but robots used to greet guests at event venues or show people the
way. The hardware has been proven, but the task of that hardware actually replacing real factory
labor is still at the starting stage. Unitree, too, warned in its prospectus that the humanoid fever had
begun to cool, and that if general commercialization or the short-term rental market weakens,
margins could be pressed further.

This is where the one and only company turning a profit stands. It makes the most, sells the
cheapest, and alone makes money. And yet three-quarters of those robots are still not in factories but
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in university research labs.

3. UBTECH's (���) Route Into Industry

The first listed humanoid company on the Hong Kong exchange takes dead aim at automobile
factories with the Walker S2, and the dilemma of high revenue and high losses piling up together

Late December 2025, a production base in Liuzhou (��), Guangxi province. A city famous for its
automobile industry. In the middle of the venue, more than 200 Walker S2 humanoids stand lined up
in formation. The one at the very front wears a scarf and dances a short dance. Then another behind
it shows off martial-arts moves and kicks a cardboard box. The star of the day is the thousandth
Walker S2 to roll off the line, all told.

The first Walker S2 came off the Liuzhou factory in June 2025. Reaching the thousandth took about
six months. Other Chinese companies also commercialized humanoids in 2025, but UBTECH was
assessed as the first to announce publicly that it had set foot on the 1,000-unit production peak.

UBTECH (���) was founded in Shenzhen (��) in 2012 and is the

first humanoid stock in China,

having gone onto the Hong Kong exchange (��) at the end of 2023. This company's path is
completely different from AgiBot's and Unitree's. If the former two pursue an open-platform strategy of
producing in quantity and spreading widely, UBTECH staked everything on custom industrial
humanoids embedded deep in the actual manufacturing factories of large corporations.

In Omdia's tally, UBTECH's 2025 shipments are about 1,000 units, third in the world. Against the
5,000-plus of AgiBot or Unitree, the absolute volume is small. But the market it took aim at is different.
The place UBTECH targeted is the roughest field of all, the automobile assembly line. Its mainstay
model, the Walker S2, is priced at 299,000 yuan (about 57 million won) per unit. Exactly three times
the price of Unitree's G1.

Unlike light educational and research robots, the Walker S2 is designed to withstand the harsh
electromagnetic interference of a factory, to swap out its own battery without a human hand when it
runs down, and to work continuously in step with shift schedules. Height 176 cm, weight 70 kg, 52
degrees of freedom across the whole body. It stably carries loads of around 15 kg across the full 0 to
1.8 m space. For vision, it used a pure RGB binocular stereoscopic method for the first time in China,
and its fourth-generation industrial-grade dexterous hand was verified for manipulation at
sub-millimeter precision and 80,000-cycle durability.

Look at its actual customers and PoC partners, and the names carry weight. BYD, Foxconn, Geely,
Audi FAW, Dongfeng Liuzhou Motor, FAW-Volkswagen Qingdao, BAIC New Energy, and even the
courier company SF Express. Inspecting door locks on an automobile assembly line, sorting and
moving parts boxes, fastening fine connectors. The strategy is to thrust humanoids into territory that
in the past absolutely required human dexterity and a sharp eye.
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UBTECH's real value lies in having lifted the humanoid from

showroom display

to

worker in an actual factory.

From late 2024, they put the Walker S1 into BYD's factory and began a PoC. At this site, the Walker
S1 did not stop at moving on its own; linked over 5G with L4-grade unmanned logistics vehicles,
unmanned forklifts, and a smart manufacturing execution system (MES), it pulled off

heterogeneous-machine collaborative work,

sorting materials and moving them to the line.

In March 2025, at the 5G smart factory of Zeekr (��), Geely's premium EV brand, it showed a
demonstration a level higher. Several Walker S2 units scattered across the final-assembly shop, the
instrument-panel zone, and the quality-inspection zone, doing precision assembly and transport at
the same time. The astonishing part was the environment. In 42°C heat that even people find hard to
bear, the S2 ran 24 hours straight. This was thanks to a system that, when it runs down, swaps its
own battery in three minutes without human intervention. It cleared away one of the biggest obstacles
to unmanning a factory.

The technology that ties many units into one was a shock as well. The

BrainNet

architecture. It binds the many robots inside a factory through cloud and edge computing and controls
them as a single intelligent network. A

super cerebrum

in charge of inference understands the factory's production orders and divides up the tasks among
each robot, and then a Transformer-based

intelligent cerebellum

turns that into real-time motion. Individual robots detect anomalies on the line on their own, and
dozens of them collaborate, sharing each other's movement paths and progress in real time. It moved
the business model from

delivering a single robot

to

providing intelligent labor for an entire production line.
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Orders piled up steeply. But here I set down clearly the differences among the sources. Per
UBTECH's headquarters announcement, cumulative orders for the Walker series since the start of
2025 passed 800 million yuan (about 150 billion won). Of these, the single 250-million-yuan (about 47
billion won) contract signed in September 2025 was the largest of the year, and a 159-million-yuan
contract to put the Walker S2 into a data-collection center in Zigong (��) was the second largest.
Some Chinese media and NotebookLM materials put cumulative orders higher, at 1.1 billion to 1.4
billion yuan. This appears to come from differences in the tally point and the scope of inclusion; the
main text records the company's official announcement, the 800-million-yuan range, as its basis.
Actual Walker S2 deliveries over the course of 2025 passed 500 units, and total production broke
through 1,000.

Behind the dazzling orders and the deliveries to large corporations lies a heavy task to be solved.
UBTECH has the textbook High-Revenue, High-Loss structure. Revenue in the first half of 2025 was
621 million yuan, up 27.5 percent from the year before, and the net loss narrowed somewhat, from
540 million yuan the prior year to 440 million yuan. But in 2024 alone it posted a net loss of more than
1.1 billion yuan, and its cumulative deficit over the past five years has crossed 5 billion yuan (about
950 billion won). It is the exact opposite scene from Unitree, which leaves several hundred million
yuan behind each year on a 60 percent gross margin.

This difference comes from what the two companies spend their money on. UBTECH's R&D
spending in 2025 passed 500 million yuan, reaching 25.4 percent of revenue. Cumulative R&D
investment over four years is 1.9 billion yuan. Building industrial high-performance hardware and
customizing it one by one to each customer's different line costs astronomical sums. So UBTECH
holds on through frequent fundraising, as if pouring water into a leaky jar. In just the year or two since
listing, across 2024 and 2025, it carried out new-share issuances and rights offerings five times
(August, October, and November 2024; February and July 2025), and the money pulled in this way
alone exceeds 4.5 billion Hong Kong dollars (about 800 billion won). Its cash-burn rate (burn rate) is
so fast that, until orders are fully booked as revenue and mass production sharply lowers the per-unit
cost, it is a structure hard to sustain without transfusions from the capital markets.

UBTECH has a roadmap in motion to raise annual production capacity to 5,000 units in 2026 and up
to 10,000 in 2027. In the end, this company's future hinges on whether the large-corporation PoCs
and early delivery volumes now underway carry over into the stage of full-scale commercial
deployment of the factory, and on when, by that route, it breaks the loop of losses.

The Trap of Numbers That the Three Companies Reveal

When you write a book or look ahead at an industry, there is something you absolutely must strip
away. It is the

illusion of numbers

that the media and the companies pour out.
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The 2025 global humanoid market looks as if Chinese companies - AgiBot (5,168 units shipped),
Unitree (more than 5,500 units shipped), UBTECH (1,000 units produced), and others - took the top
six places outright. Within Omdia's top ten, places four through six were taken by Leju (��), EngineAI
(��), and Fourier (���). American companies are almost nowhere near the top of the list. There is
even an optimism that, adding up all of China's 2026 humanoid production targets, the total tops
100,000 units. BYD alone says it will deploy 20,000 of its own robots in its own factories in 2026.

But look precisely at the underside of the data, and

roll-off

(production),

delivery

(handover), and

actual commercial operation

are completely different stages.

The overwhelming majority of the roughly 13,000 robots that have gone out so far are not fixed in
place on industrial lines running 24 hours. They are PoC inventory undergoing operation tests in a
pilot zone off to one side of a large corporation's factory, or rental units for research institutions, or
real-training devices for algorithm learning. The 73.6 percent versus 9 percent ratio that Unitree's
prospectus disclosed is the proof. Companies announce orders of hundreds of millions, billions of
yuan, but these are often guideline-type agreements or staggered-delivery contracts. The scale of
real-world deployment actually running in factories right now, across the entire world, still stays at the

several-hundred-unit level.

A number on a contract does not mean the robot is fully and autonomously running in the field.

So the balanced view as of 2026 is this. That Chinese companies, with vast capital and a solid
domestic supply chain as their weapons, broke into the

mass-production and cost-reduction critical point

of hardware ahead of anyone else in the world is undeniable. But whether this enormous hardware
army can actually replace human workers in the field and prove its cost-effectiveness, and whether
each company can sustain a self-supporting profit structure over the long run, will only be sorted out
through the report card of the large-scale mass-production lines that begin in earnest from the second
half of 2026.

Attorney, former member of the National Assembly, AI policy researcher

kimkj.com
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Chapter 2. From Technology to Market: The Ultra-Low-Cost Era
Below 100,000 Yuan

Part 1. The Rise of Humanoids: Companies, Products, and the Market Landscape

1. The Price Collapse Set Off by 99,000 Yuan

One day in February 2025, a single robot appeared on a product page of JD.com (��), China's
largest e-commerce platform. Height 127 centimeters, weight 35 kilograms. Two hands were left out
of the base configuration. A price flashed on one side of the screen. Ninety-nine thousand yuan
(RMB). About 18.7 million won in Korean money. Beside it ran the line

delivered within 45 days.

Add it to the cart, pay, wait a month and a half, and a human-shaped robot would arrive at your front
door. About the price of a laptop plus the price of a car. That was the new price tag of the humanoid.

Only a year earlier, this was not how you bought such a thing.

The average price of an industrial full-size human-shaped robot ran north of one million yuan. A
hundred and ninety million won in Korean money. Boston Dynamics' Atlas topped 120,000 euros,
more than 170 million won. A robot was not something you bought; it was equipment you brought in
after winning research funding. It was an asset that a university lab or a corporate research center
requisitioned on paper, then waited months to receive once the approval came through. That asset
fell to one-tenth its price in a year or two.

The machine that struck the decisive blow in this plunge was the G1, a mid-size humanoid from
Unitree (��).

Here a single fact has to be pinned down precisely. The G1 model itself first came into the world not
in February 2025 but in May 2024. When Hangzhou's Unitree unveiled the G1, the price it put forward
was 99,000 yuan from the very start (per reporting by Nanfang Dushi Bao). What happened in
February 2025 was that the G1 was opened up for online sale so ordinary consumers could buy it
directly on JD.com. Some of the NotebookLM material put it as

released in February 2025,

treating this online sales launch as the release, but to be precise the announcement was May 2024
and the general sales launch was February 2025. This book does not blur dates like these.

The G1 was cheap, but it was no tin can. Into a compact body that folds down to 69 centimeters it
packed joint degrees of freedom (DOF) ranging from 23 up to a maximum of 43. The knee joint
produced up to 120 newton-meters of torque. A clever hand with three fingers, carrying force-position
hybrid control that grips force and position together, was an optional feature. With that hand it picked
up an egg and opened a bottle cap. It carried its own 3D LiDAR, serving as eyes, that swept 360



18

degrees, and it held out for two hours on a 9,000 milliampere-hour battery.

On the stage of the World Robot Conference (WRC), the G1 boxed with a person. It dodged punches,
took them, and stood back up. That video spread around the world. That was exactly what Unitree
was after. Dragging the robot down from a lab asset kept carefully on display into an experimental
tool you were allowed to beat up. A robot that falls over while boxing could not be expensive.

Wang Xingxing (���), Unitree's CEO, said when he unveiled the G1 that technical breakthroughs
would come late that year in both humanoids and quadrupeds. The ground for his confidence was
price. Sell a lot cheaply, and data piles up on top of it; once data piles up, the robot grows smarter.
The first button in that loop was 99,000 yuan.

The Cost Curve as a Law of Physics

The number 99,000 yuan looks like a miracle, but take it apart and it is not a miracle, it is a formula.
There is a cost curve that the Chinese robotics industry recites in one voice. The formula that as
production volume rises, the per-unit cost falls like a staircase.

Make a thousand units, and the cost per unit is about 100,000 dollars. Enter a mass-production
regime of ten thousand units, and it falls by half to 50,000 dollars. Cross the threshold of a million
units, and it touches the 20,000-to-30,000-dollar line, 70 to 80 percent off the initial figure.

Half at ten thousand, a quarter at a million.

This is the basic arithmetic of the humanoid cost curve.

Where is a humanoid's cost concentrated? Taking a 1.6-meter, 48-DOF robot as the reference, rotary
actuators eat 32 percent of the whole. Linear actuators and screws are 18 percent, the sensing
system 12 percent, the computing system 8 percent, and the remaining housing and odds and ends
about 30 percent. The drive components that move the joints account for more than 80 percent of the
cost. It means that to make a robot cheaply, in the end you have to make the joints cheaply.

Here is where China's real weapon emerges. Parts localization. The domestically made frameless
torque motor (������) that goes into a human-shaped robot's motors was 30 percent cheaper than
the products of overseas rivals. The localization rate of the reducers in charge of precision control
was under 10 percent at first, but lately it has climbed to 45 percent. The planetary roller screws that
handle the linear motion of the leg joints cost 12,000 yuan apiece back when they leaned on hand
labor. As a dedicated production base on the scale of a million units a year went up around Hangzhou
and the work shifted to machining, the industry set itself the goal of driving this unit price down to 635
yuan. A 95 percent cut.

Estimates of the cost breakdown diverge from report to report. One place puts the planetary roller
screw share as high as 35 percent; another allots 15,000 dollars to the sensing system, 8,000 dollars
to actuators, and 12,000 dollars to AI models and software licenses. The numbers differ with each
estimating body. That difference is itself proof that this industry is still in a pre-standardization stage.
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Until enough people have actually shaved the price down, there isn't even agreement on what the
cost is.

Morgan Stanley reckoned that the cost of producing robots within China in 2026 would fall a further
16 percent from the year before. It also put forward a forecast that by 2035 the price of core
components would plummet to 30 percent of the 2025 level.

Unitree proved this curve not with words but with shipments. According to the prospectus the
company submitted to the Shanghai Stock Exchange, 2025 shipments of bipedal humanoids topped
5,500 units (excluding wheeled and quadrupedal types, per the company's announcement). Total
output including quadrupeds came to more than 6,000 units. That same year Tesla's Optimus, Figure
AI, and Agility Robotics each put out around 150 units a year. Even all three American firms
combined did not reach the toe-tips of Unitree alone.

Here too there is something to set down honestly. There is a dispute over who is the world's number
one. The market research firm Omdia named AgiBot (��) as number one. Shipments of 5,168 units
in 2025, 39 percent of the world market. Unitree, on the other hand, stated in its own prospectus that
it had shipped about 5,500 units. One is a tally by an independent body, the other a self-report by the
company. What is the same is the fact that both made more than all the American firms combined.
But the top spot is claimed by the two companies, each as its own. This book takes neither side. You
cannot put numbers of differing source character on the same scale.

2. The Second War Called the Research and Education Market

When Unitree threw down 99,000 yuan, a great many Chinese robot startups ran for the same place.
Only, the target they aimed at was not the factory. It was university labs and AI developers.

Why not the factory?

Factories are demanding. To put a robot into a logistics warehouse or an assembly line, you need a
task reliability close to 99.9 percent. It has to run without stopping, and it has to mesh as one body
with the existing factory management system (MES). Matching this takes astronomical optimization
costs and long test periods. A fledgling company can hardly bear it.

The lab is different. What university research centers, algorithm developers, and educational
institutions want is not the machine's perfection. It is a cheap and serviceable hardware testbed. One
body to run algorithms on, write papers, and teach students is enough. It's fine if it stops; if it breaks,
you fix it.

So Chinese firms handed their robots at a breakthrough price to researchers around the world who
hadn't dared to buy a tens-of-thousands-of-dollars American robot. Cash flowed right away. There
was something more important than that. The fact that outside developers had begun training AI on
top of that hardware. Once someone starts research with a certain company's robot and API, they do
the next research on the same machine. It is exactly the same principle by which cheap Android
sucked up the worldwide developer ecosystem in the smartphone market. Call it a lock-in strategy. It
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was not the work of selling machines but of planting an ecosystem.

LimX: A Robot That Becomes Three Things in One Body

At the front line of this strategy stood LimX Dynamics (����), headquartered in Shenzhen. Founded
in 2022, this company first proved high-difficulty motion control such as rough-terrain bipedal walking
and stair climbing with a model called the CL-1. With that technical strength it pulled money from
SAIC, NIO, and JD.com.

What LimX, loaded to the teeth with live rounds, put out in December 2025 was the research-use
modular robot Tron 2.

Tron 2's trick is transformation. It becomes three things in one body. A bipedal mode that walks on
two legs, a wheeled-leg mode that rolls on wheeled legs, and a pure robot-arm mode that takes off
the legs and uses only the arms. The 7-DOF arm reaches out to 70 centimeters and holds 10
kilograms on one arm, 60 kilograms with both arms combined. In wheeled-leg mode it runs at 5
meters per second and clears a 20-centimeter step. It piled on an Intel i7 computing unit and even 2
terabytes of storage.

And on top of all that, the EDU version's price was about 6,800 dollars. Around 9 million won in
Korean money. At a price a graduate student could spring for from research funds without strain, it let
them experiment with bipedal walking and wheeled movement and manipulation all on one machine.
It was a design to make future robot engineers' hands grow accustomed to LimX's software from their
school days.

With this strategy LimX drew in a 200-million-dollar Series B in February 2026. Cumulative
investment reaches about 296 million dollars. The list of investors catches the eye. Shangqi Capital,
affiliated with SAIC, and NIO Capital came back in, and JD.com newly joined with an eye on
logistics-warehouse deployment routes. The reason an electric-vehicle and a logistics giant put
money into a single robot company at the same time is clear. They want to put this robot into their
own factories and warehouses.

That said, LimX's high-end line, the Oli, is of a different grain. It is a full-size commercial model
standing 165 centimeters with 31 DOF, in the price range of around 25,000 dollars. A two-story
structure: lay down the labs with the cheap Tron, aim at industrial sites with the expensive Oli.

EngineAI: The Floor at 5,400 Dollars

The company that dug one step lower than LimX to hit bottom is EngineAI (��). The man leading this
firm, founded in Shenzhen in October 2023, is Zhao Tongyang (���). He is the figure who led
XPeng's humanoid program PX5 before leaving. The hands that had built a human-shaped robot at a
car company moved over to a robot startup, so to speak.

EngineAI's weapons were speed and price. Its first product, the SA01 bipedal robot, came out in July
2024. It was for research and education, at a price of about 5,400 dollars. Then in October 2024
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came the full-size SE01, and in December the PM01, pouring out one after another. In less than a
year since its founding, it had laid down a lineup of three.

What startled the world about EngineAI was not price alone. It was the gait.

Existing robots walked with a mincing step, knees bent. Boston Dynamics' Atlas did. EngineAI's SE01
was different. Optimizing its walk with an end-to-end neural network, it walked with knees
straightened out, in a long stride, back held erect, swinging its upper body naturally. It walked like a
person. That video spread on social media. Praise poured in that software had caught up with the
mechanical gait that used to move on hydraulic cylinders. A single algorithm video was itself the
marketing.

The real blade was hidden in a lower lineup. According to EngineAI's official materials, the
science-and-education SA01 EDU is a mere 38,500 yuan, about 5,400 dollars. The company wrote
that this price

newly rewrote the lowest price in the world's humanoid market.

The 5,000-dollar range is the price of a decent high-spec laptop or a single industrial sensor. Above it,
the PM01 climbs to about 13,700 dollars and the full-size SE01 to somewhere between 20,000 and
30,000 dollars.

That said, the SE01 price varies widely from source to source. Some of the NotebookLM cards put it
at 12,000 dollars, but as of 2026 various spec databases and foreign press record the SE01 in the
20,000-to-30,000-dollar range. The degrees of freedom, too, settled at 32 DOF, unlike the early
announcement. The promotional price right after launch and the actual selling price splitting apart is
common in this market. This book follows the most recent, independently confirmed numbers.

EngineAI's arithmetic was the same as LimX's. Scatter the 5,400-dollar SA01 across labs to lay a
base, and use the algorithms built on top of it to lift the visibility of the upper models. A trickle-down.
Funding followed too. In August 2024 it took in about 14 million dollars in angel investment, and in
February 2025 it additionally drew in 28 million dollars that included Middle Eastern capital. Mass
production of more than 1,000 units in 2025, a turn to profit in 2026, were the goals.

The Shadow Called Involution

Seen only up to here, it is an exciting story. Cheap robots get laid down, research explodes,
investment swarms in. Unitree's robots have already taken over the labs of top Western universities
like Oxford, Stanford, and Carnegie Mellon. A good number of the robot-control papers coming out of
those universities take Chinese machines as their standard. Tsinghua and Peking University and the
Shanghai AI Lab scrape together vast amounts of vision-language-action (VLA) data on actual
machines. That cheap hardware has become the fuel of innovation is clear.

But there is another side.
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More than 140 manufacturers pour out more than 330 kinds of look-alike robots. They cut each
other's prices. China has a word that points to this. Involution (��). It means curling inward and
shaving away one's own flesh. The real purchasing power of the industrial field has not yet ripened,
but startups leaning on investment money and government subsidies push out tin-can hardware by
lowering the unit price alone. Unitree put out the R1 in July 2025 at 39,999 yuan, about 7.7 million
won. Half of the G1. Songyan Power's (����) Bumi fell below 10,000 yuan. EngineAI's SA01 is
5,400 dollars. No one knows where the floor is.

Even China's National Development and Reform Commission (NDRC) openly warned of the risks of
overproduction and the squeezing of R&D funds. The shape of it is a government worrying about the
overheating of an industry the government raised.

So this ultra-low-cost carpet bombing is a double-edged sword. One edge grows the ecosystem. The
other edge cuts the flesh of the companies that make the machines. And the real contest is not how
many more machines you sell. It is who ties the world's robot researchers to their own software
framework and OS. That is what AgiBot's Yuansheng (��) ecosystem and Alibaba's Qwen-Robot
Suite are after. The hardware game of chicken is the prelude. The main game is platform supremacy.

That video of a 99,000-yuan robot dodging punches in a boxing ring was, in fact, the entrance ticket
to a far bigger fight.

Attorney, former member of the National Assembly, AI policy researcher
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Chapter 3. The Inflow of Mobility and Big-Tech Capital, and the
Robotization of the Factory

Part 1. The Rise of Humanoids: Companies, Products, and the Market Landscape

Chapter 1. The Fusion of Cerebrum and Cerebellum: China's VLA Model Path

1. Carmakers Try to Bring Robots In-House

On June 10, 2026, He Xiaopeng (���) took on one more title at his company. The chairman and
chief executive of XPeng (��) declared that from that day forward he would personally run the
robotics division.

When the head of a listed company steps up to oversee a new business unit himself, there are
usually only two reasons. Either that business is failing, or he believes it is the company's future. In
He Xiaopeng's case it was the latter. He staked his own time and his own reputation on humanoid
robots.

The timeline was clear. The robot was named IRON, mass production would begin in the fourth
quarter of 2026, and customer deliveries would come in 2027. In Tianhe District (���) of
Guangzhou, a factory built solely for robots was already going up. Ground was broken in February
2026 on a building of roughly 110,000 square meters (per XPeng's announcement). That is the area
of twenty soccer fields combined. From the first cut into the earth to the first robot stamped out: six to
nine months. No one in the robotics business has ever done it that fast.

Behind this bet lies a single fact that runs straight through China's electric-vehicle industry. Humanoid
robots and self-driving electric cars share almost the same parts, nearly one for one. The LiDAR and
3D vision cameras that perceive the surroundings, the high-performance motors that move the joints,
and the AI compute chip that governs it all. Every one of them is a part refined for the electric car.
Even the VLA (Vision-Language-Action) model that serves as the robot's cerebrum split off from a
neural network built for autonomous driving.

Look at the IRON that XPeng unveiled at its AI Day in November, and you can see how far this
carryover has come (per XPeng's announcement). It stands just under 170 centimeters. A skeleton
modeled on spine and muscle is wrapped in a soft outer skin, and a 3D curved display is set into the
head. One hand has 22 degrees of freedom. It moves with the delicacy of a human hand. The
computing is handled by three of XPeng's own Turing AI chips, with a combined performance
reaching 3,000 TOPS. The IRON's gait on stage was so natural that for a while the internet boiled
over with a dispute over whether there was a person inside.

XPeng has its reasons for rushing this hard. The electric-car market is bleeding. With domestic China
locked in a war of attrition, the so-called involution (���) that has driven the profit on a single electric
car down to the floor, robots become a new source of revenue that can run the manufacturing
equipment already laid down one more time. The plan is to pour the mass-production know-how built
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up selling cars into driving down the unit cost of robots this time. One million units by 2030. That is the
number He Xiaopeng has put forward (per XPeng's announcement). Yet there is still no price for
outside customers and no delivery schedule. The early volume all goes into XPeng's own factories.

If XPeng chose the path of building them itself, Nio (��) and Geely (��) took a different road. The
road of simply buying the company that builds them well.

In February 2026, the Shenzhen robotics company LimX Dynamics (����) closed a Series B round
worth 200 million dollars. Here one thing must be set straight. The sources differ over who led this
round. The NotebookLM material records that Nio Capital and SAIC (Shanghai Automotive) led it
jointly, but the reports covering the February 2026 announcement paint a different picture. What filled
this round anew were new investors such as JD.com, the Abu Dhabi-affiliated Stone Venture, and
Oriental Fortune Capital (����); Nio Capital and the SAIC-affiliated Shangqi Capital (����) were
the ones who, as existing shareholders, increased their stakes (per LimX's announcement and
multiple media reports). Leading a round and adding to a stake carry different weight. Following the
more reliable primary reporting, it is more accurate to record the two automotive capital pools as
existing investors who had marked LimX early and scaled up their bet this time.

Weigh the names and there is something intriguing. The managing partner of Nio Capital is William
Li, who is also Nio's founder and chairman. A man who makes cars is sitting as a big backer of a
robot company. LimX is a company that earned its name on the ability to walk across rough terrain
and on dynamic control technology, and its full-size humanoid

Oli

began taking pre-orders at 158,000 yuan (about 22,000 dollars) starting in July 2025 (per LimX's
announcement). It stands 165 centimeters, weighs under 55 kilograms with the battery included, and
has 31 degrees of freedom. The reason automotive capital went into this company is plain. They are
buying the right to be the first to put this robot into complex electric-vehicle assembly lines and
logistics warehouses.

Geely's move went a step further. On November 20, 2025, Robot Era (����), a humanoid company
rooted in Tsinghua University technology, closed a Series A+ round worth roughly 1 billion yuan (141
million dollars). The round was led by Geely Capital (����), and BAIC (��) Industrial Investment
and two Beijing municipal state-owned funds came in alongside (per 36Kr reporting and the
company's announcement). A company founded in August 2023 had passed 1.8 billion yuan in
cumulative investment.

Geely did not stop at being a financial investor who only puts up money. It handed over its own
production line, whole, as Robot Era's proving ground. As a result, the commercial orders Robot Era
took in 2025 exceeded 500 million yuan, and the single largest order in the logistics field came close
to 50 million yuan (per 36Kr reporting). The customer roster includes not only Geely but also Renault,
SF Express, TCL, Haier, and Lenovo. Robot Era's co-founder Xi Yue (��) described this strategy as

laying eggs along the way (����).
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It means that all along the road toward the ultimate general-purpose robot, whatever can be sold, a
clever hand or a half-body module, is broken off and sold to make money.

So why do carmakers cling so hard to bringing robots in-house? The answer lies in an old weakness
of the car factory.

The front-end processes that weld and paint the body have already been more than 90 percent
automated by enormous industrial robot arms. The trouble is what comes after. Final Assembly,
where the dashboard is fitted, the seats are seated, the windows are matched, and complex wiring is
crammed inside the body. This stage requires a person's supple joints, the feel in the fingertips, and
the ability to judge by eye. So more than 80 percent of it is still done by hand. In China, where labor
costs are rising and the people to do the work are dwindling, a human-shaped machine that can walk
into the cramped body of a car and fit a part is the last remaining piece of the puzzle.

And the human shape is the decisive point. There is no need to tear up and rebuild the existing
conveyor belts and workbenches designed around people. You only have to stand a human-shaped
robot where a person used to stand. What Geely, Nio, and XPeng are after, in the end, is one thing.
To turn their own equipment into a factory that runs 24 hours with the lights off, the so-called Dark
Factory, and to open up a gap in cost that no one can follow.

2. BYD's Secret Project "Yao Shun Yu (���)"

There was one shadow larger than all these bets combined. And that shadow was invisible to anyone
for four years.

On May 26, 2026, Stella Li, vice president of BYD, opened her mouth. Until then, the industry had
known that BYD was bringing outside robots such as UBTECH's Walker S1 into its factories to test
them. It looked just like an ordinary buyer. But what came out of Stella Li's mouth was different. BYD
had been developing its own humanoid for four years, and its code name was Yao Shun Yu (���).

This project, named after three sage-kings from ancient Chinese legend, had been run by BYD's 15th
Business Division, which handles the company's electronics integration and intelligence. The reports
diverge over when it began. Outlets citing 36Kr and Pandaily report that it was conceived in 2022,
while some reports put it at the end of 2024. Following the reporting based on interviews with BYD
executives, which carries more detail, I take it as launched in 2022, but I attach a [needs confirmation]
mark to the timing. What is clear is the scale poured in. About 4,000 core research staff, of whom the
share holding doctorates exceeds 30 percent (per BYD's announcement). A headcount beyond the
imagination of an ordinary startup.

The hardware had already come a long way too. As of May 2026, it had finished iterative refinement
up to a seventh-generation prototype, with a walking speed of 1.5 m/s, an effective payload of 50
kilograms, and a clever hand fitted with 16 degrees of freedom (per BYD's announcement, not
independently verified). It is a spec that can handle a heavy battery and precision parts at the same
time. The top electric-vehicle company, holding the source technology for batteries and motors, had
begun stamping out robot bodies itself.
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But BYD's real weapon is not the hardware.

Before selling the robots they make, they said they would use their own factories and parts bases
scattered across the world as training grounds for robots. The vision is to build the world's largest
real-scene, real-task training (����), that is, a factory of training data drawn from actual
on-the-ground sites. BYD had already deployed the Yao Shun Yu robots, mass-produced in small
numbers in 2025, on a trial basis on its internal lines, and at the core factories in Pingshan, Shenzhen
(����) and Changsha (��), more than 150 sample units are running real-scene, real-task training
around the clock (per BYD's announcement). The final goal is to put 20,000 units into its own
factories by the end of 2026. That is a scale that replaces 80 percent of the dangerous, repetitive
labor people used to do.

Here let me unpack what the numbers mean. Twenty thousand robots, in the complex environment of
an automotive line with no fixed mold, carry materials and tighten bolts 24 hours a day, every day.
The Embodied AI (VLA) model that serves as the robot's cerebrum grows only by feeding on physical
data from the field. The imitation-learning data that a competitor would gather over decades, BYD will
suck up in a matter of months with its own legion of 20,000 units. The formula by which Tesla seized
supremacy in autonomous driving (FSD) on the driving footage harvested from millions of electric
cars. That formula has been transplanted straight onto robots.

BYD's blueprint does not stop at cutting factory labor costs. Stella Li threw out a remark that went one
step further. The robots proven in the factory could be reworked for home use and sold directly
through BYD's car dealership network spread across the world, that is, its 4S store network.

This is an idea that overturns the business model of China's robotics industry. Most robot companies
right now are wandering, unable to find B2B buyers to supply. BYD first sheds the early
mass-production risk and the development cost with its own demand of 20,000 units. Once durability
and AI performance are proven in the extreme environment of the factory, it pushes that robot out into
the consumer market. If the showrooms, repair networks, and after-service organizations it laid down
across the world to sell cars are turned straight to distributing robots, then distribution and after-sales
care, the biggest obstacle to commercializing robots, are solved at one stroke. In fact, at the Brussels
Motor Show in January 2026, BYD stood a robot up to converse with visitors, giving an advance look
at this scenario.

The place where this project lands most chillingly is South Korea.

Hyundai Motor Group is walking the same path with Atlas from its subsidiary Boston Dynamics. At
CES in January 2026 it unveiled a mass-production Atlas, and it stated that it would first deploy it at
its Metaplant in Georgia, in the United States, in 2028, and then build a production system of 30,000
units a year (per Hyundai's announcement). At an investor briefing in May, it put forward even the
concrete number of deploying more than 25,000 units in Hyundai and Kia factories. That is a picture
in which 83 percent of the 30,000 units of annual production is absorbed by its own factories.
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The trouble is what comes after. At the very moment Hyundai's announcement came out, the Korean
Metal Workers' Union stepped in to block Atlas from being brought onto the floor of any factory
without a labor-management agreement. Technology being ready does not mean deployment
happens. The question of people and robots standing on the same line is not solved by chip
performance or a count of degrees of freedom.

Here the real difference between BYD and Hyundai shows itself. With powerful state capital and a
100 percent vertically integrated supply chain at its back, BYD is waging a war of speed, pushing tens
of thousands of units into its own factories to extract data. Boston Dynamics may be ahead in
laboratory engineering, but in the speed of manufacturing-floor scale-up, of pouring actual machines
onto the floor and training them, Hyundai is at serious risk of falling behind. Factor in the wall of the
union, and the gap could widen further.

Of course, it is worth remembering that BYD's numbers are all BYD's own announcements. The
20,000-unit deployment, the seventh-generation prototype, the 4,000 doctorate-level staff, none of
these are figures verified by an independent body. Even so, one thing is clear. The very success
equation by which BYD reached number one in electric vehicles worldwide, through 100 percent
vertical integration from batteries to semiconductors to finished cars, achieving extreme cost
reduction, is now being reproduced in exactly the same way in the humanoid robot market. The
moment a giant manufacturing capital that has finished unmanning its factories turns ultra-cheap
humanoids into household consumer goods and pours them onto the world market, a competing
nation that has stayed with merely supplying parts or with expensive industrial robots is pushed back
on both fronts at once, on unit cost and on AI intelligence. That is the warning the BYD 20,000-unit
project throws down.

Chapter 1. The Fusion of Cerebrum and Cerebellum: China's VLA Model Path
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Chapter 4. Innovation Alliances and Standard-Setting Institutions

Part 7. A Panorama of China's Robotics Industry Ecosystem

Chapter 3. The Cerebrum and Cerebellum of Embodied AI (EAI), and the Chipset Companies

February 28, 2026, a conference hall in Yizhuang (��), south of Beijing. Onto the stage stepped Xie
Shaofeng (���), chief engineer of the Ministry of Industry and Information Technology. One by one,
he handed certificates to six people. They were the leaders of the six working groups under the
standardization technical committee.

In the audience sat familiar faces. Wang Xingxing (���) of Unitree. Peng Zhihui (���) of AgiBot,
the man the world calls the genius boy Zhihui Jun (���). Xiong Youjun (���) of UBTECH. In the
market they are rivals with each other's throats in their sights. They are the very players in a game of
chicken where, when Unitree slashes the G1's price to 99,000 yuan (RMB), the others must follow it
down. That day they sat together wearing name tags that read deputy chairman of the same
committee.

This scene tells the whole of this chapter.

Companies that bleed and fight in the market become allies in the room where the standards are
made. The one that designed that room is the state. On the same day, the committee released the

Humanoid Robot and Embodied AI Standard System (2026 Edition).

It is the world's first national-standard design covering the entire life cycle of the embodied AI
industry. This single document began to force every humanoid robot made in China to speak the
same language.

1. Government Ministries and Standards Committees: Ministry of Industry and Information
Technology (MIIT), Humanoid Robot and Embodied Intelligence Standardization Technical
Committee (HEIS)

The command center steering China's robotics industry is the Ministry of Industry and Information
Technology (��������������, MIIT). It is the ministry that holds, in one hand, the licensing of
advanced industries, the setting of standards, and the allocation of national
research-and-development funds. MIIT does not see robots as machine manufacturing. It nailed them
down as a disruptive product in the lineage that runs from computers to smartphones to electric
vehicles.

That declaration came out as a document in November 2023. The "Guiding Opinions on the
Innovative Development of Humanoid Robots (�������������)," document number MIIT
[2023] No. 193. It was the first national guideline in Chinese history to deal with humanoid robots
alone. What this document did was not only loosen the purse strings. It created a common language
for seeing robots.
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The Guiding Opinions split the robot into three parts. The cerebrum (��), the foundation model. The
cerebellum (��), the part that controls movement. The limbs (��), hardware like actuators and the
skeleton. This three-box frame soon became the subsidy yardstick for every local government. It
became the ruler by which venture capital (VC) measured its investment targets. It became the
industry's common tongue, the one that made anyone evaluating a robot company first ask who did
the cerebrum and whose cerebellum it was.

The document also nailed down two deadlines. By 2025, achieve self-sufficiency in core components
and reach mass production in special environments and on manufacturing floors. By 2027, rise to the
world's advanced level in overall capability. It was a goal that looked reckless: to build a
mass-production regime within two years. And that goal was actually met in 2025 and 2026, as
Unitree and AgiBot stamped out thousands of robots off their lines. China proved that top-down
planning was no empty talk.

Having filled phase one, MIIT moved straight to the next move. Control of standards. In December
2025, MIIT established, directly under itself, the Humanoid Robot and Embodied Intelligence
Standardization Technical Committee (HEIS, TC8). It is not a seat that recommends guidelines. It is a
body holding legislative authority to unify the hardware specifications and software protocols of every
humanoid robot that comes out of China. The committee's chairman is MIIT chief engineer Xie
Shaofeng. Representatives of the core companies in Beijing's Yizhuang came in en masse as deputy
chairmen and members.

What the committee put out just three months after its launch is the 2026-edition standard system
seen above. It was the product of eighteen months of preparation. Some 120 organizations took part
in the drafting process, counting research institutions, companies, and user companies together.
Leading firms such as Unitree, AgiBot, UBTECH, and Galbot put their names on it.

This standard divides the industry's order into six blocks. Basic and common (����), which unifies
terminology and structure. Brain-like (��) and intelligent computing (��), which sets the interfaces
between the cerebrum and cerebellum and the grades of intelligence. Limbs and components
(��·���), which aligns actuators and communication specifications. The whole machine (��) and
systems, which test durability and reliability. Application (��), which defines performance by field.
And safety and ethics (����), which deals with human life and the right of emergency control. The
working groups, too, were built six in number along the same structure. The drafting of these six
blocks is a signal that China's robot policy has changed phases. From a phase of scattering money
indiscriminately to a phase of lining things up by norm.

The reason MIIT and HEIS cling to standards this hard is nothing to hide. It is because of the memory
of the telecom market. Using its vast domestic market as a foothold, Huawei grew its own 4G and 5G
technology into a de facto standard. It then pushed that technology into international bodies like
3GPP. In the end it seized one axis of the world's telecom ecosystem. The intent is to run the same
script again with humanoids.
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The numbers back that ambition. As of 2025, China's humanoid robot finished-product companies
number more than 140, and the models released exceed 330 types (MIIT tally). Once all of them
begin assembling components and gathering data in line with HEIS's 2026-edition national standard,
robot training data unified in specification within China alone will pile up every day. China is already
leading the setting of an international standard for elderly-care robots at the International
Electrotechnical Commission (IEC). It is also charging aggressively into the International
Organization for Standardization's (ISO) discussions on humanoid standards.

There is a point worth stepping back to see here. Making the standard first does not mean the world
follows. The 5G script succeeded only halfway. Huawei's rise summoned decoupling from the United
States and Europe, and several countries ripped out Huawei equipment. China's robot standard may
meet the same fate. The path where the West rejects China's standard and sets up a parallel
standard among themselves. So China's preempting even the safety and ethics items reads as a
placement for a defensive shield. It is normative weaponization, meant to fire back later, when the
West tries to block Chinese-made robots in the name of AI security, that we made the safety standard
first. This is not a won fight. It is a big bet.

2. National-Level Innovation Centers and Research Institutes: National-Local Joint Embodied
Intelligence Robot Innovation Center (Beijing), Shanghai AI Lab (OpenDriveLab)

November 11, 2024, Beijing Yizhuang. The National-Local Joint Embodied Intelligence Robot
Innovation Center held a single launch event. The name was the Tiangong open-source initiative
(������). The center said it would release, in its entirety, Tiangong (��), the mother platform of
the full-body, pure electric-drive humanoid robot it had built. It is the robot that runs like a human at 12
kilometers per hour.

What was released is the crux. The 3D model format (URDF) that defines the robot's skeleton. The
ROS control stack. The motion-control algorithm for walking over complex terrain. Designing a robot
from scratch costs tens of billions of won. The state handed out that skeleton for free. A startup need
only take the framework called Tiangong and put its own shell over it.

Who founded this center? In November 2023, companies such as UBTECH, Beijing Jingcheng
Electromechanical (����), Xiaomi, and Yizhuang Robotics joined hands and set out as a private
venture. A year later, in October 2024, MIIT and the Beijing municipal government came in and
elevated it to a national-level innovation center. In Yizhuang, where the center sits, more than 100
robot-ecosystem companies are already gathered. It is the world's largest robot cluster, with industrial
output approaching 10 billion yuan.

The center's second weapon is data. Joining hands with Peking University's School of Computer
Science, it released RoboMIND, a standard dataset for multi-configuration (���) robots. This
dataset holds 279 tasks and 61 kinds of objects. It set out with 55,000 robot trajectories spanning
homes and kitchens, factories, offices, and stores. The plan is to open 100,000 in the first bundle.
Single-arm robots, dual-arm robots, and humanoid robots are mixed in, and at the fingertips grippers
and dexterous hands take turns. Once released, downloads passed 30,000. A considerable share of
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them were overseas users. It was the first step of a data specification made by China spreading to
the world. The center is stamping out 10 terabytes of data a day, piling up hundreds of thousands of
trajectories.

If Beijing seized the hardware skeleton and open source, Shanghai walks a different path. The dam of
data and software. At its center are Shanghai AI Lab, China's top state-backed artificial intelligence
research institution, and OpenDriveLab beneath it. OpenDriveLab was originally a global powerhouse
of autonomous-driving data. When the embodied AI era came, it widened the board into robotics.
They joined hands with AgiBot, the world's top company by shipments, and opened a dataset called
AgiBot World. It is real robot trajectories on the order of a million, gathered by running more than 100
dual-arm robots across fields spanning housework, industry, and logistics. Set against Google's
released Open X-Embodiment, its long-horizon task data is ten times the scale. It earned the
assessment of having lifted data quality that had been at the laboratory level up to the industrial level.

In the same city, in Zhangjiang (��), another stronghold moved. The Shanghai Humanoid Robot
Innovation Center put out Qinglong (��, Qinglong), a full-scale open-source machine, and got an
open-source community called OpenLoong running. Qinglong is the world's only full-scale humanoid
robot open-source project. Everything is open, from the hardware drawings to the whole-body
dynamics control software to the training data.

Here the picture is completed. Beijing's Tiangong and Shanghai's Qinglong, two state-led mother
platforms, suck in hundreds of startups under the banner of open source. They are pushing out the
ROS ecosystem laid down by the Anglosphere and building China's own vertically integrated
hardware-software ecosystem. It is this field's paradox: that giving something away for free can be
the most aggressive strategy of capture.

3. Academic Partners and Think Tanks: Tsinghua University Embodied Intelligence Research
Institute, Peking University, Chinese Institute of Electronics (CIE), Gaogong Robot (GGII)

There is a professor born in 1992. His name is Wang He (��). He finished his undergraduate degree
at Tsinghua, his doctorate at Stanford, and came back as an assistant professor at Peking University.
He also serves as head of the Embodied Intelligence Research Center at the Beijing Academy of
Artificial Intelligence (BAAI). In May 2023, together with Yao Tengzhou (���), a Beihang University
alumnus, he founded a company. It is Galbot (����).

In two and a half years this company's valuation rose to 3 billion dollars (per its December 2025
funding round). Making semi-humanoid robots that go into pharmacies and logistics warehouses, it
runs its own models such as GraspVLA, specialized for grasping, and GroceryVLA, specialized for
retail. A professor founds a company while writing papers, and that company becomes a unicorn.
This is the engine that drives China's embodied AI ecosystem.

Tsinghua turned this flow into an institution. At the end of November 2025, it bound together four
departments - mechanical, electronic, computer, and automation - and set up the Embodied
Intelligence and Robotics Research Institute (�����������). Zhang Tao (��), chair of the
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automation department, took the post of director. The goal is to make the 0 to 1 of the full stack: a
sturdy body and a smart brain. It amounts to the top university being formally enlisted as a unit in the
state's

Robot+

strategy.

The results are already shaking the market. Robot Era (����), founded by Professor Chen Jianyu
(���) of Tsinghua's Institute for Interdisciplinary Information Sciences (IIIS), a UC Berkeley PhD, is
the only embodied AI company in which Tsinghua holds a stake. With logistics-specialized robots, it
received, in November 2025, an investment of about 1 billion yuan led by Geely capital. It was the
largest single investment automotive capital had put into an embodied AI company. The company did
not disclose its post-investment valuation, but the industry puts it close to 100 billion yuan. RDT-1B, a
diffusion model specialized for two-handed manipulation made by Tsinghua's TSAIL team, runs on
1.2 billion parameters, the world's largest on a diffusion basis. It was released in its entirety under the
MIT license.

Peking University is an axis of the same weight. Wang He's Galbot, seen above, came out of Peking
University, and the RoboMIND dataset, too, was made by Peking University's School of Computer
Science together with the innovation center. It is a structure that narrows the distance from paper to
product by binding it with think tanks like the Beijing Academy of Artificial Intelligence (BAAI). This
phenomenon of the professor being the founder is creating a venture boom particular to China, one
that quickly fills the algorithm gap with the West.

Technology alone does not move capital. There is a separate venue that proves that technology
becomes money. The Chinese Institute of Electronics (CIE) holds the World Robot Conference
(WRC) in Beijing every August. It is not a place that merely holds an event. It directs the industry's
course. The ten leading potential application scenarios for humanoid robots that the institute
announced at the 2025 conference nailed down fields such as automobile manufacturing, 3C
manufacturing, shipbuilding, petrochemicals, power generation, and safety and emergency response
as priority deployment sites. Once this list came out, state-owned enterprises like State Grid began
loosening procurement budgets and putting robots into actual danger zones. CIE's announcement
works not as a forecast but as a guideline that sets the channel of state-owned capital.

The place that guarantees the trust of the data is Gaogong Robot (����������, GGII). It is an
analysis institution that tallies market size, shipments, patents, and the localization rate of
components, and puts out an industry blue book every year. In its April 2025 blue book, GGII drew
the big picture. The forecast is that the world humanoid robot market in 2035 will exceed 400 billion
yuan and annual sales will top 5 million units (GGII estimate). These aggressive numbers become the
justification for venture capital and local governments' 10-billion-yuan cluster funds to pour money
into robots. They are the foundation stone of the investment logic.
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Still, these numbers are GGII's estimate. Over the same market, Goldman Sachs offers 38 billion to
205 billion dollars for 2035, and Morgan Stanley puts forward 500 billion dollars. The spread is more
than tenfold. It means no one knows the true size. And yet these estimates hold the power to move
capital. Not because the numbers are right, but because everyone believes those numbers and bets
on them.

Seen this far, the picture is clear. MIIT lines up the industry with standards, the national-level
innovation centers lay down skeletons and data dams called Tiangong and Qinglong, Tsinghua and
Peking University pull out algorithms and founders, and CIE and GGII draw in capital. To make a
single robot, hundreds of institutions turn as one body.

The blueprint can be copied. Anyone can download the standard documents and the open-source
code. What is hard to copy lies elsewhere. It is the gear itself, the hundreds of institutions meshing
and turning in one direction. The ability to make ministries and local governments, universities and
companies and state-owned capital all face the same place at the same time. That is the weapon
China's state capitalism holds in the robotics industry, the one not easily imitated.

Of course, this gear has an unseen cost laid beneath it. Once the state sets the direction, everyone
runs down the same road. When that road is wrong, the brake to stop it is weak. The weaponization
of standards can summon the West's parallel standard, and the rush of capital can cool all at once.
How far this enormous machine will go, even those who designed the machine do not know.

Chapter 3. The Cerebrum and Cerebellum of Embodied AI (EAI), and the Chipset Companies

Attorney, former member of the National Assembly, AI policy researcher

kimkj.com

© 2026 Kim Kyung-jin. All rights reserved.

#KimKyungjin #AILibrary #ChinaRobotics #Humanoid #Unitree #UBTECH #EmbodiedAI
#SupplyChain #USChina



34

Chapter 5. Capital and Core Funds in the Robotics Industry

Part 7. A Panorama of China's Robotics Industry Ecosystem

May 6, 2025, the Capitol in Washington. John Moolenaar, chairman of the Select Committee on the
Strategic Competition Between the United States and the Chinese Communist Party, sends a letter to
the Secretary of Defense, the Secretary of Commerce, and the chairman of the FCC. Every member
of the committee has signed it. Not a single Republican or Democrat is missing. The letter takes aim
at a single robotics company in Hangzhou. It was Unitree. The lawmakers demanded that the
company be placed on a blacklist and designated a Chinese military firm under Section 1260H of the
National Defense Authorization Act.

Around the same time, that company was preparing to list on the Shanghai exchange. The target
raise was 4.2 billion yuan (RMB), roughly 610 million dollars.

On one side, the entire U.S. Congress is trying to brand the company a collaborator of the military; on
the other, China's capital markets are about to hand it 600 million dollars. Two countries are pulling
the same company in opposite directions. To understand the capital landscape of China's robotics
industry, you have to start from exactly this tension. Where does the money come from, and where
does it flow. And what comes attached to that money.

The capital behind China's robotics industry splits into two broad streams. Money that comes down
from above, and money that comes in from the side. The money from above is the policy funds of the
central and local governments. The money from the side is private venture capital and industrial
capital, along with oil money from the Middle East across the sea. These two streams meet on a
single company's roster of backers.

National and Local Policy Funds

At the summit of the money coming down from above sits the national AI industry investment fund.
Set up under the lead of the Ministry of Industry and Information Technology and the Ministry of
Finance, the fund runs to about 60 billion yuan. Its lifespan is set at thirteen years. One Korean policy
report places this fund alongside America's Stargate (500 billion dollars) and the EU's AI Continent
Action Plan (200 billion euros), and judges it a core instrument by which China drives semiconductor
self-reliance and foundation-model development under state direction. The idea is to repeat, this time
in artificial intelligence and robotics, the role the old semiconductor Big Fund once played.

Beneath the 60-billion-yuan central fund, cities have each laid down their own 10-billion-yuan funds.
Beijing, Shanghai, and Shenzhen are out front. All three are about 10 billion yuan, roughly 1.4 billion
dollars. Beijing was the first to start, in December 2023. Shanghai began investing in March 2025.
Shenzhen declared its fund in February 2025. Suzhou and Chengdu followed, each with a
10-billion-yuan fund of its own.

The real role of these funds is not subsidy. It is bait. When the government goes in first and shares
the risk, private capital that had been holding back follows in with confidence. Government capital
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leads, state-owned enterprises and financial institutions join, and on top of that private VC matches
in: a three-tier structure. The reason private funds that had been weathering a long winter opened
their wallets again is that the government stood at the front of the line first.

Major Domestic and Foreign Private VC and Industrial Capital

Look at the roster of money coming in from the side and the names overlap. IDG Capital, Sequoia
China (��, now Hongshan Capital), Hillhouse (��), and Saudi Aramco's Prosperity7 Ventures.

Sequoia China's bet is long and tenacious. It has followed Unitree since the pre-A round in 2020. It
watched from beside the company through five years of expansion, from quadruped robots to
humanoid robots, from industrial to consumer. In September 2025 it joined hands with Hillhouse to
co-invest in AgiBot (��, ZHIYUAN). That same month, it came in as a follow-on investor in
Independent Variable Robotics' Series A+ round of nearly 1 billion yuan.

What matters is that this roster is no ordinary gathering of financial investors. Unitree's list of backers
has Meituan as the largest outside shareholder, and behind it line up Sequoia China, Tencent,
Alibaba, Ant Group, Geely Capital, and Jinqiu Capital (ByteDance). The AgiBot side is even more
dazzling. Tencent, Hongshan, LG Electronics, Mirae Asset, BYD, and Hillhouse took part in its
strategic investment. Nearly every heavyweight of China's largest tech ecosystem has, in effect, bet
on robots.

The investment fever shows up in the numbers too. By IT Juzi's (IT��) tally, there were 114
investment deals in China's embodied-intelligence and robotics field in the first five months of 2025.
The whole of 2024 had 77. In five months it had passed last year's full-year figure. Over the same
period the investment amount reached 23.2 billion yuan, already overtaking last year's full-year total
of 20.9 billion yuan.

Money from the Middle East: Prosperity7's Long Bet

The most striking name on the roster came from Saudi Arabia. Prosperity7 Ventures is the venture
investment arm of Aramco, the Saudi state oil company. Its assets under management run to around
7 billion dollars. With offices in Beijing and Shanghai, it has dug deep into the Chinese market.

Their bet on Chinese robotics began with one company. Fourier (���, Fourier Intelligence). A
rehabilitation-robotics company in Shanghai, it makes exoskeleton robots. Prosperity7 came in early,
in the Series C+ round of 2021. In return, a path opened for Fourier's smart rehabilitation robots to
enter the Saudi market. It was an exchange: oil capital put money into a robotics company, and the
company carried its technology into Saudi Arabia. Fourier's Series D was led by the SoftBank Vision
Fund, with Prosperity7 backing it from behind. In the 800-million-yuan Series E round that closed in
January 2025, Prosperity7 again put its name down, alongside Guoxin Investment, Pudong Venture
Capital, and others.

It did not stop at Fourier alone. In April 2025, Prosperity7 led a 73-million-dollar round in Spirit AI
(����). Spirit AI is a young company founded in February 2024. A company that combines
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humanoid robots with vision-language-action models (VLA), it raises the slogan "within ten years, ten
percent of the world's population will own their own robot." Saudi capital had stepped in as a major
backer leading a one-year-old Chinese humanoid startup.

Prosperity7 also appears on the roster of backers of Galbot (����). It put its name down alongside
Sequoia China, Shanghai state-owned assets, Pudong Venture Capital, and Zhangjiang Venture
Capital. Founded by Dr. Wang He (��) of Peking University, this company is a leading unicorn in the
embodied-intelligence field.

Same Roster, Different Fates

The result of all this capital flowing in is dazzling. But behind that dazzle is a crack that has not been
sewn shut.

Start with Unitree's business numbers. Per the company's announcement, 2025 revenue was 1.7
billion yuan, about 250 million dollars. Net profit was 280 million yuan. It shipped more than 5,500
humanoid robots, which amounts to 32.4 percent of the global humanoid market (per the prospectus).
The average selling price fell 72 percent in two years, yet the gross margin actually rose into the
60-percent range. Price collapsing while margin climbs: this is the graph of a company taking
command of a field.

Yet turn that same prospectus over and a different picture appears. From January to September
2025, about 73.6 percent of Unitree's humanoid-robot revenue is classified as research and
education sales. The revenue that investors really want to see, the kind put into actual industrial sites,
that is, into manufacturing lines, came to only about 9 percent of humanoid-robot revenue. In money,
that is 15.7 million yuan. Even within the revenue logged as industrial application, more than half was
for corporate events or exhibition guidance. There is a distance between the slogan of the dawn of
mass production and the actual use, which has not yet ventured far beyond the lab and the
showroom.

Onto this is layered the variable of the United States. Unitree's IPO application was received by the
Shanghai exchange on March 20, 2026. It cleared review in 73 days. It was a policy signal showing
how fast the capital market moves once a company holds core technology in a priority field and earns
money on top of it.

But the analysis of Kharon, a firm specializing in capital research, runs along a different grain.
Unitree's quadruped robots trained alongside soldiers of the People's Liberation Army. At the 2024
PLA-Cambodia joint exercise, a Unitree robot mounted with a rifle appeared, and PLA officers
confirmed the intent to deploy it in actual combat. U.S. lawmakers warned that these robots could
become surveillance devices, citing that they are operated in American correctional and military
facilities and have accessed communications networks through FCC certification. A researcher at the
Jamestown Foundation likened Unitree's present to Huawei's past. The point being that it is a
company that leads commercial expansion while keeping in step with national strategic goals, riding
on the state's policy, funding, and demand.
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This contradiction does not get sewn shut. On one side comes money from Sequoia China and Saudi
Aramco, while on the other the entire U.S. Congress demands a blacklist. If an Entity List designation
or restrictions on fund-investment eligibility become reality, a large part of the export market, which
accounted for more than 55 percent of revenue from 2022 to 2024, could close off. The same
company, at the same moment, is the darling of capital on one side and a threat to security on the
other.

The judgment is the reader's to make. But one thing is clear. When you read the roster of capital
behind China's robotics industry, if you do not look at where those names came from and what comes
attached to that money, you have seen only half. The 60-billion-yuan national fund, the
10-billion-yuan clusters of three cities, the tenacious bets of Sequoia and Hillhouse, the long
positioning of Saudi oil capital. All this money holds up an industry and, at the same time, is dragging
that industry into the middle of the U.S.-China collision.

Attorney, former member of the National Assembly, AI policy researcher
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Epilogue

In the spring of 2026, while the line at the Wuxi plant in Hangzhou ran without pause, Wang Xingxing
tossed out a single number in front of a reporter from 36Kr. Ten thousand to twenty thousand units
shipped this year. Set against last year's 5,500 (per the company's announcement), that is three or
four times as many. He did not smile as he said it. It was not the face of a man boasting but of one
shouldering a burden. While the G1 performed kung fu moves autonomously on stage and turned a
three-meter backflip, what he was really looking at, most likely, was the uneven factory floor and the
unpredictable drafts of air. The stage and the shop floor are different worlds. As the analyst Patrick
Zhang noted, a robot that dazzles on a controlled stage staggers on a real line.

What this book has followed is that distance. The single step from prototype to mass production, from
showroom to a Foxconn line. It set out to show how heavy that single step is. GGII (Gaogong Industry
Institute) put China's humanoid shipments for 2025 at 18,000 units. That is a 650 percent increase
over the previous year. For 2026, they say the figure is reaching for more than 60,000. Look only at
the numbers and it reads as a record of victory.

Yet the same institute writes elsewhere that prices plunged 72 percent in a single year. It means the
time has come to separate the gems from the stones. Some will stamp out tens of thousands of units;
some will miss their profits and disappear. The answer to Dan Wang's question, why China and why
now, lay in the end on the factory floor. A blueprint can be copied, but the feel of a hand that has
shaved a part tens of thousands of times cannot. That hand, tempered in the electric-vehicle supply
chain, has simply moved over to robots.

Where this current is headed, I will not declare. Unitree's IPO getting caught in a random on-site
inspection, and the exposure of funds tied to the People's Liberation Army with the United States
pushing back, all of that remains in place. I will not stitch it shut. One thing, though, is clear. In this
configuration where China holds a 78 percent market share and looks down on a South Korea with a
43 percent component localization rate, the time left to us is not long. What a country that leans on
Japan for 76 percent of its reducers and on China for 88.8 percent of its permanent magnets must
prepare, the reader will know better than I.

The line turns again today. When the next ten-thousandth unit slips off the line, what will the person
watching it be worrying about now.
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A Map of the 2026 U.S.-China Collision

A Year Bound in Busan, Unresolved in Beijing

In October 2025 in Busan, the two leaders bound a one-year truce. The May 2026 Beijing summit
made perfect photographs, but the knots stayed in place. Across a prologue and six parts with 21
chapters, this book follows H200 and Huawei, the 50 percent rule, the 0.1 percent rare-earth net, MP
Materials, the dollar and stablecoins, command of the South China Sea, and the three cards held by
South Korea in between.

Keywords: U.S.-China collision, U.S.-China rivalry, tariffs, semiconductors, H200, Huawei, 50 percent
rule, rare earths, MP Materials, dollar, stablecoins, South China Sea, nine-dash line, command of the
sea, Taiwan, HBM, Samsung Electronics, SK Hynix, South Korean trade, Kim Kyung-jin
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Prologue Empty-Handed at the Great Hall of the People

A low fog lay over the runway at Anchorage, though it was May. In the early hours of May 14, 2026,
Air Force One, bound for Beijing, touched down in Alaska to refuel. Then a small charter plane landed
after it, and a man in a black leather jacket and jeans, carrying only a backpack, bounded up the
stairs. It was Nvidia’s Jensen Huang.

Air Force One is the call sign of the aircraft carrying the president of the United States. Where the
president goes is itself a signal. It had been nearly ten years since an American leader had set foot
on Chinese soil. When a head of state boards the plane in person, it is read as a sign that something
will be settled there. Beijing read it that way, too.

Until three days earlier, his name had not been on the delegation list. Trump, reading the news over
the Pacific, placed a call. Join us now. Huang turned his plane around. The fate of one kind of AI chip
was tied to this trip.

For a moment, we should pause to say who Jensen Huang is and why he turned his plane around.
Nvidia is a company that makes the semiconductors used to run artificial intelligence. Whether it is a
chatbot or a self-driving car, today’s artificial intelligence has to perform enormous amounts of
calculation at high speed, and the chips that handle that calculation are, in effect, almost monopolized
by this company. Huang is its chief executive. The U.S. government had blocked China from buying
the best chips on the grounds that they could be used for military purposes. For Nvidia, one of the
world’s largest markets had been locked up in its entirety. That is why Huang had been shuttling
between Washington and Beijing, pleading for the bolt to be drawn back. That is why he changed
course after one phone call from Trump.

The faces of American capital were already seated inside the plane. Elon Musk, Tim Cook, David
Solomon. Trump brought them with him. Midterm elections were coming in November. He needed
votes, and what made votes were jobs and signed contracts.

Midterm elections are congressional elections held in the middle of a president’s term. They do not
choose the president; they choose all members of the House of Representatives and part of the
Senate. If a president loses in this election, Congress can hamper him for the rest of his term. For a
sitting president, the midterm is therefore a test on which the fate of his policies depends. This is why
Trump put America’s top business leaders on one plane and took them to Beijing. If he could come
back with promises that China would buy American goods and build factories in America, that meant
jobs, and jobs meant votes. He needed to show the results of the summit in numbers.

The next morning, Trump climbed the steps of the Great Hall of the People. Eight and a half years
had passed since he toured the Forbidden City in the autumn of 2017. Xi Jinping came down to the
foot of the steps to greet him. One in a blue suit, the other in a navy suit, the two men were divided
only by the color of their ties. Amid the rush of camera shutters, their hands met.
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The Great Hall of the People is a vast building on the west side of Tiananmen Square in Beijing. It is
where the National People’s Congress, China’s equivalent of a parliament, convenes, and where
state ceremonies are held for foreign leaders. The dignity China wants to show its guests is built into
those steps and columns. That Xi Jinping came down to the bottom of the steps to receive him also
meant that Beijing had calculated in advance each image that would appear on the screen.

The photograph was perfect. Inside it, there was nothing.

The talks lasted more than two hours, but the word Trump wanted to hear never came. Tariffs. The
next day, he admitted it candidly to reporters. He had not even discussed extending the tariff truce
with Xi Jinping. The one-year truce struck in Busan expires on November 10. At the very meeting
where that knot was supposed to be tightened again, no one brought up the knot.

It is worth spelling out what tariffs are, and what the Busan truce was. A tariff is a tax imposed when
goods cross from one country into another. When tariffs rise, goods from the other country become
more expensive, and therefore harder to sell. For several years, the United States and China had
clashed by placing higher tariffs on each other’s goods. As the losses mounted on both sides, the two
countries agreed to take one step back. That agreement was the first summit held in Busan on
October 30, 2025. There, the two men agreed not to raise tariffs further for one year. That was the
one-year Busan truce. A truce does not end a fight. It only pauses it. A pause has a deadline. That
deadline is November 10, 2026. The Beijing summit ended without any promise about what might
come back to life after that day. Trump himself said they had not even discussed extending it.

Instead, the two countries put up two new signboards: a trade committee and an investment
committee. China agreed to buy $17 billion worth of American farm products each year and to order
200 Boeing passenger planes. The numbers were large. Those large numbers were exactly what
Trump needed.

Boeing is America’s flagship passenger aircraft manufacturer, and farm purchases lead straight to the
livelihoods of farmers in the American Midwest. Both are items in which jobs are visible. Creating
committees means creating channels through which the two sides can keep meeting and talking.
Nothing had been solved at once, but there was something to announce. For a president facing an
election, that announcement itself was an achievement.

When the summit ended, the two countries issued their own statements. From the same meeting
came two different stories. The American statement mentioned rare earths. China, it said, had agreed
to ease supply shortages. The Chinese statement did not contain the words rare earths. What one
side called an agreement, the other side did not put in writing.

A statement is a text each country releases after a summit, arranged from its own point of view. It is
different from a joint statement issued by two countries in one voice. The absence of a joint statement
was a signal that the two countries had not agreed enough to sign the same sentences together.
Rare earths were where that divergence showed most clearly. Rare earths are a group of metallic
elements used in smartphones, electric vehicle motors, wind turbines, and even advanced weapons.
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They are scattered thinly underground, and mining and refining them is difficult; China holds an
overwhelming grip on the refining process worldwide. If China tightens exports, American factories
and the defense industry immediately begin to choke. That is why the United States wrote rare earths
prominently into its statement. Yet China, which holds those resources, did not write the same words
even once. What the United States called an agreement, China, in effect, did not acknowledge.

One more word was missing. Taiwan. In the meeting room, Xi Jinping warned that the matter should
not be treated lightly, and that if it was mishandled, the relationship would be put at risk. Yet Taiwan
did not appear in the brief statement released by the United States. The most dangerous word of all
had quietly vanished.

Taiwan is the point at which the United States and China are most likely to collide. China regards
Taiwan as part of its own territory and insists that it must one day be united with the mainland. The
United States has long sold weapons to Taiwan and stood by its side. When Xi Jinping made clear in
the meeting room that mishandling Taiwan would endanger the relationship, it meant Beijing placed
this issue above any transaction. He had brought the most volatile detonator to the table. Yet the
word disappeared entirely from the American statement. Choosing not to write the hottest issue down
on paper was itself a choice. The summit was a place of bargaining even over what would not be
written.

On the final day, Xi Jinping took Trump to the gardens of Zhongnanhai. It is the walled compound
where China’s leadership has worked and lived since 1949. With interpreters between them, Xi told
him the history of the place and said he would send rose seeds to be planted on the White House
lawn. Trump replied that they would be the most beautiful roses anyone had ever seen.

Zhongnanhai is a compound of lakes, gardens, and government offices beside Beijing’s Forbidden
City. Since the founding of the People’s Republic of China in 1949, the top leadership has worked
and lived within those walls. Outsiders almost never set foot there. For Xi Jinping to bring Trump
inside, walk through the garden with him, and tell him its history was the highest courtesy he could
extend to a guest. At the same time, it was also a quiet way of reminding him who owned the place.

The two men agreed to meet again in Washington on September 24. There had been no collision.
Nothing had been solved. Tariffs, rare earths, semiconductors, Taiwan, all remained where they
were. The two giants parted with a packet of rose seeds in hand.

There is meaning in the next appointment being set for September. It comes just before the
November midterm elections. At that moment, Trump will be able to invite Xi Jinping to the United
States and create the image of another summit. There is no stage like a summit for producing votes.
Nothing had been solved in Beijing, and yet the date itself explains why the two men promised to
meet again.

Why were they empty-handed? Or were they truly empty-handed? Someone bought time, and
someone lost it. If that one year was not peace but a period for preparing the next collision, what was
Korea doing in the meantime? Every question in this book begins in that empty-handed place.
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Prologue: Where Is Hegemony Decided?

Chapter 1 The Busan Deal

In the autumn of 1956, news more frightening than war reached the Treasury in London. The pound
was collapsing.

That July, Egypt nationalized the Suez Canal. The canal was the passage through which oil flowed to
Europe. Britain and France sent troops together with Israel. Militarily, they won. British forces seized
the canal zone.

Let us pause for a moment over what the Suez Canal was. It was an artificial waterway linking the
Mediterranean Sea and the Red Sea. It was the shortest route by which Europe carried Middle
Eastern oil, and whoever held that route held Europe by the throat. That is why Britain rushed in with
guns drawn.

But the United States did not stand still. President Eisenhower warned that Britain would pay if it did
not withdraw its troops. The weapon, though, was not an army. The United States threatened to
dump its vast holdings of pounds onto the market and drive down their value, and it blocked the
emergency loan from the International Monetary Fund on which Britain was counting.

Let us spell out the pound and the International Monetary Fund. The pound was Britain’s currency,
and at the time it was an international currency used by many countries in trade. If its value collapsed,
Britain would run out of the foreign exchange it needed to pay for imports. The International Monetary
Fund is the institution that lends emergency money to countries whose foreign exchange has run dry.
When the United States shut both doors at once, Britain faced the prospect of running out of foreign
exchange within days.

The guns had won, but the money had lost. Britain withdrew its troops. What collapsed that day was
not a canal but an empire. A country that had ruled for a century stepped back without firing another
shot. It learned, on the spot, that its money was no longer the world’s money.

People often think hegemony is decided by war. Yet the hegemony that passed from Britain to the
United States in the twentieth century was decided not on a battlefield, but in exchange rates and
factories. The side that made more things and issued the money used by more countries won. Suez
showed that fact in a single scene.

So hegemony is not decided in one place. It is decided across four layers at once.

The first is production. Who can make more, and make it more cheaply. Britain did this in the
nineteenth century, and the United States did it in the twentieth. Now it is China. China has become
the world’s factory, and in shipbuilding capacity alone it stands far ahead of the United States.

The second is technology. Who holds the chokepoint technologies on which everyone depends.
Semiconductors are one such chokepoint. So is the skill of refining rare earths. The side that holds
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the chokepoint can stop the other side’s factories.

The third is finance. Whose money the world uses for trade. This is the very ground on which Britain
fell in 1956. Even now, most global trade payments move in dollars. The United States, holding the
dollar, holds sanctions as a weapon in the same hand.

The fourth is military power. But military power here does not mean all-out war. It means who protects
the sea lanes. Whose fleet controls the seas through which oil, semiconductors, and grain pass. This
is called command of the sea.

The conflict of 2026 that this book follows is unfolding across all four layers at once. One thing is
different. In the nineteenth century, gunboats stood at the front; now tariffs, semiconductors, and rare
earths stand there. That is why what the two leaders exchanged in the meeting rooms of Busan and
Beijing was not bullets, but chips, metals, and taxes. It has become possible to stop an opponent’s
factories without firing a gun.

This book follows that front line, one sector at a time. It begins with a summit where two leaders
shook hands but could not untie the knot, then moves to the tariff blade held by the United States, the
semiconductor lock, the retaliation through resources and energy, the detonator called Taiwan and
the surrounding seas, and finally the position of Korea caught in between. It is an attempt to draw a
map of where the four layers collide.

In 1956, Britain did not know its turn had come. While it was trying to protect the canal, it did not see
that the empire was ending. The place where hegemony is decided is always like that: those standing
in it are the last to know. Then who is standing in that place in 2026? And what is Korea, standing
beside it, seeing?

Chapter 1 The Busan Deal
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�2� Chapter 6 Trump Takes Up a Different Blade

Part 2. Tariffs: The Broken Blade and the Newly Drawn One

Chapter 6 Trump Takes Up a Different Blade

Chapter 5 The Supreme Court Breaks the Sword

Chapter 7 A Stalled Ship, Deferred Fees

The ink on the ruling had not yet dried. On the afternoon of February 20, 2026, the very day the
Supreme Court declared the IEEPA tariffs unlawful, Trump stood before reporters. Instead of
admitting defeat, he signaled the next blade. He would impose them again under another law. In the
place where one blade had snapped, his hand was already reaching toward the arsenal.

We should begin with the blade that broke that day. IEEPA is the International Emergency Economic
Powers Act. It lets the American president, once he declares an emergency, regulate trade and the
flow of money on broad terms. With that one statute, Trump used fentanyl enforcement as the pretext
to place tariffs of 10 to 20 percent on China, and tried to build reciprocal tariffs against dozens of
countries around the world on the excuse of trade deficits. It was the fastest and roughest blade, one
that could be swung after a single emergency declaration with no limit on scope or amount. The
Supreme Court broke it. The Constitution gives only Congress the power to tax by reaching into the
pockets of the people, and the Court held that the power in IEEPA to

regulate

imports did not include the power to impose taxes. Once the blade broke, the tariff walls built on it lost
their legal footing all at once.

Four days later, a new blade appeared. Section 122 of the Trade Act. Since its creation in 1974, the
provision had not been drawn once in half a century. This blade lets the president impose temporary
import surcharges when the U.S. trade balance has seriously deteriorated. For Section 122 to
awaken, one of three conditions must exist: a large and serious balance-of-payments deficit, an
imminent fall in the value of the dollar in foreign exchange markets, or a situation requiring
cooperation with foreign countries to correct the balance of payments. Trump chose the first. His
justification was the figure showing that, in one year, the United States had bought $1.2 trillion more
in goods than it had sold. There was a reason no one had used this provision for half a century. In
ordinary times its use was too narrow to bother with, and above all, it was a blade with a short edge
and a short life. On February 24, 2026, the United States used this provision to cover imports from
around the world once again with a 10 percent tariff. The IEEPA tariffs were withdrawn, and a new
name tag, Section 122, was attached in the same place.

The rusted blade had two flaws. The length of its edge, and the number of days it could be used.
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Section 122 can raise the tariff rate only up to 15 percent. It cannot go higher. Unlike IEEPA, it was
not a blade that could be swung without limit; the rate and duration were nailed into the text of the
statute itself. The day after invoking it, Trump wrote on Truth Social that he would raise the rate to 15
percent. He meant to go all the way to the ceiling the law allowed. But that increase never moved
onto paper, and what actually took effect was 10 percent. Customs instructed officials to assess the
tariff at 10 percent. His hand reached toward the ceiling, but his feet landed below it.

The second flaw weighed more heavily. Section 122 lives only for 150 days. After five months, the
blade breaks on its own. To continue the tariffs after that, the administration cannot extend the period
at will; Congress must make a new law. With midterm elections approaching, lawmakers worried
about inflation were not likely to pass such a law obediently. The Senate had even passed a
resolution calling for the withdrawal of the 25 percent tariff imposed on Canada. So Section 122 was
less a shield than an hourglass whose sand had begun to fall.

So before the sand ran out, Trump began sharpening the next blade in advance. It was Section 301
of the Trade Act.

Section 301 is the provision that imposes retaliatory tariffs on the ground that another country has
engaged in unfair trade practices. It was the very blade Trump used in his first term to build tariffs of
up to 25 percent on more than $300 billion in imports from China. It was not an unfamiliar weapon he
was using for the first time. It was his main weapon, the one most familiar to his hand. Its workings
differ from Section 122. The U.S. Trade Representative investigates the trade practices of the other
country, and the president imposes retaliatory tariffs based on the findings of that investigation.
Because the process runs through an investigation rather than an emergency declaration, it takes
longer. But once imposed, retaliatory tariffs do not carry a 150-day limit. On the day of the ruling,
Trump had already lined up the subjects for Section 301 investigations: excess production capacity,
forced labor, drug prices, discrimination against American technology companies, digital taxes. His
second-term administration was already running a Section 301 investigation aimed at China’s
shipping and shipbuilding industries, seeking to charge special fees on vessels entering U.S. ports.
Once the procedure of investigation is completed, tariffs are reborn not as an emergency measure,
but as retaliation.

The relay race was now complete. Section 122 would fill the space left by IEEPA for five months, and
before those five months ended, Section 301 would take the baton and harden the tariffs into a
permanent structure. The name of the blade changed from IEEPA to Section 122, and then to Section
301. But the price paid by those cut by the blade did not fall by a penny. The 15 to 25 percent rates
placed on Korean exports remained intact. Only the charge had changed; the sentence was not
reduced by even one dollar.

The Supreme Court had broken one blade. On the president’s desk, Sections 232, 338, 122, and 301
still stood in a row. Section 232 allows tariffs on national security grounds, and Section 338 targets
countries that discriminate against American commerce. The sheaths differed, but every one of them
was a blade Congress had placed in the hands of the executive branch long ago. Like the Hydra,
which grows two heads when one is cut off, the legal basis could be swapped out. Justice
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Kavanaugh, writing in dissent, had set this down in advance. The president had merely checked the
wrong box; if he chose the right box and followed a few procedures, he could impose almost the
same tariffs again. Justice Gorsuch, writing separately, went one step further. Once the executive
branch takes power into its hands, Congress finds it almost impossible to take it back.

This paradox had an even more bitter underside. The broken IEEPA was not only the blade Trump
had used to impose tariffs. It was also the blade of concession he had offered China in Busan in
October 2025. In exchange for China halting shipments of fentanyl precursors and postponing
extraterritorial controls on rare earths for one year, Trump cut the fentanyl tariff in half, from 20
percent to 10 percent. The legal root of that reduction was IEEPA. When the Supreme Court cast
IEEPA as beyond presidential authority altogether, the 10 percent card the United States had
presented as a concession vanished into thin air. The one-year truce patched together in Busan was
placed back on uncertain ground. The date set for that truce to expire was November 10, 2026.

The Court could correct the procedure. It could not stop the hand reaching for tariffs. In the place
where the blade had broken, the same hand that had held it immediately felt for the next hilt. And one
of the first places that hand aimed was floating on the sea.

Chapter 5 The Supreme Court Breaks the Sword

Chapter 7 A Stalled Ship, Deferred Fees
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Part 2. Tariffs: The Broken Blade and the Newly Drawn One

Chapter 7 A Stalled Ship, Deferred Fees

Chapter 6 Trump Takes Up a Different Blade

Chapter 8. H200: America Opens the Door, China Closes It

A ship is not an imported good. It is a vessel that enters a port. For that reason, a ship cannot be
charged a tariff. It can be charged a toll. That was the answer the Office of the United States Trade
Representative found.

There is one term to pause over here. The Office of the United States Trade Representative,
abbreviated in English as USTR, is the government body that oversees U.S. trade policy. When it
judges that another country is trading unfairly, this office opens an investigation and designs
retaliatory measures. The legal root of that retaliation is Section 301 of the Trade Act, enacted in
1974. If a trading partner is seen as causing unfair harm to American companies, the provision allows
the trade representative to open an investigation and the president to impose unilateral retaliation,
such as tariffs or import restrictions. It is among the roughest trade weapons the United States holds.

The starting point was labor. In March 2024, five American unions, including steel and maritime
unions, filed a petition. They were the steelworkers, the electrical workers, the boilermakers, the
machinists and aerospace workers, and the maritime union. Their claim was that China, armed with
subsidies, was sweeping through shipbuilding and shipping and choking off American industry. The
people whose jobs were on the line spoke first. A little more than a month later, USTR opened a
Section 301 investigation. More than forty industry comments came in, and a public hearing was held.
In early 2025, after the year had turned, USTR reached its conclusion. China's dominance in
shipbuilding and shipping was unfair. The response was a port-entry fee. Every time a ship built in
China or operated by a Chinese company entered a U.S. port, it would pay a toll.

Why a toll rather than a tariff? Section 301 retaliation usually takes the form of high tariffs added to
the price of imported goods. But a ship is not a product displayed on a store shelf. It is a vessel that
carries cargo into a port and then leaves. Since the shape of the industry itself is different, the
weapon had to take a different shape as well. That is why a new tool appeared: a port-entry fee
instead of a tariff.

The fee was built as a staircase. Starting October 14, 2025, it would be 50 dollars per net ton. The
next year, 80 dollars. After that, 110 dollars, then 140 dollars. It was a toll that grew more expensive
each year. Each time a ship reached a U.S. port, money calculated by its weight would drain away.
The larger the ship, the deeper the cut.

China drew the same blade on the same day.
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On October 14, 2025, China also began charging special fees on vessels linked to the United States
when they entered Chinese ports. It began at 400 yuan per ton, about 55 dollars, and was designed
to rise each year like the American fee. As if reflected in a mirror, the same kind of toll switched on at
ports on both sides of the Pacific at the same time. When one side turned on a toll, the other turned
on a toll at the same hour. A ping-pong exchange of penalties on each other's ships unfolded over the
sea. But China went one step further. On that same day, it placed one Korean company on its
sanctions list. It was Hanwha Ocean.

More precisely, it was five U.S. subsidiaries of Hanwha Ocean: Hanwha Shipping, Hanwha Philly
Shipyard, Hanwha Ocean USA International, and two holding companies. The reason was clear.
Philly Shipyard, which Hanwha had acquired, had publicly supported the U.S. Section 301
investigation. In the fight where the United States and China were charging tolls on each other's
ships, the American arm of a Korean company was caught and cut. Because it had stood with the
United States, Beijing bound the company's American arm. To be placed on a sanctions list means
that anyone trading with China finds it difficult to deal freely with that company. An invisible noose had
been slipped around the neck of a Korean corporation on American soil.

And two weeks later, Busan stopped everything.

In the shadow of the October 30 Busan meeting, the blades at sea went back into their sheaths. The
Busan meeting was the first summit at which President Trump and President Xi Jinping sat face to
face. The two countries agreed to postpone, as a package, the sanctions aimed at each other's weak
points for one year. It was not a withdrawal of the blade, but a truce in which the blade was left in its
sheath for a while. The United States postponed implementation of the Section 301 port-entry fee for
one year. From 12:01 a.m. on November 10, 2025, to 11:59 p.m. on November 9, 2026, it was
exactly one year minus one minute. China answered in kind. Its Ministry of Commerce announced
that sanctions on Hanwha Ocean's five subsidiaries would be suspended for twelve months. The
logic was that since the United States had postponed its toll, China would postpone its retaliation. The
noose around the Korean company was loosened as a byproduct of the U.S.-China truce. That same
November 10. One more ship was caught in the five-branched clock.

Here, Korea's place is revealed in an odd light.

Even as the United States struck at Chinese shipbuilding with Section 301, it did not have the hands
to build its own ships. America's merchant-ship construction capacity had collapsed long ago. If one
counted the number of large merchant vessels built in a year, America's share of the world market
had shrunk almost out of sight. China, by contrast, had taken a massive portion of the world's
new-ship orders. Warnings came repeatedly from Congress that China had far outpaced the United
States in the speed at which it produced warships as well. Docks, skilled welders, and decades of
know-how do not come back overnight. Reviving a collapsed shipbuilding industry through American
power alone was physically impossible. There was only one way to fill the gap in time and capacity:
borrow the hands of Korea and Japan, which shared the global merchant-ship market with China. So
in the same statement, the White House wrote that while it was postponing sanctions on China, it
would continue its historic cooperation with Korea and Japan to revive American shipbuilding. The
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country to be checked was China. The hands to be borrowed were Korea's.

Hanwha stepped into that opening. It bought Philly Shipyard in the United States, secured a
shipbuilding base on American soil, and entered the maintenance business for U.S. Navy vessels.
Maintenance, repair, and overhaul, or MRO in English, means keeping ships in service, repairing
them, and fixing what is broken. Hanwha was the first Asian company to enter this work for the U.S.
Navy. Korean-built ships and Korean hands had risen to a place that supported U.S. naval
operations. HD Hyundai also began cooperating to train American shipbuilding workers. Beyond the
trade of exporting merchant vessels, Korean technology had been raised to a position where it
supported one pillar of American security. During that same year, Korea stood under the blade of a
25 percent reciprocal tariff. While automobiles and batteries faced that blade head-on, shipbuilding
and purchases of Alaska gas emerged as bargaining cards to cut tariffs. If there was one hand taking
the blow, there was another extended for negotiation.

One company faced two faces within the same year. In Beijing, it was a target of sanctions. In
Washington, it was a partner in revival. A single stalled ship showed first that Korea was hanging from
the end of the knot tied by the United States and China. The story of that place will open again at the
end of this book.

Chapter 6 Trump Takes Up a Different Blade

Chapter 8. H200: America Opens the Door, China Closes It
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On January 15, 2026, a short rule appeared in the Federal Register. Its title was dry: Revision of the
License Review Policy for Advanced Computing Items. Inside it was one sentence. When Nvidia
H200 chips were to be shipped to China, they would no longer be reviewed under a presumption of
denial, but case by case. The bolt that the Biden administration had fastened in two stages was
undone with a single line.

Let us begin with what the H200 is. Nvidia is a company that makes chips used to train artificial
intelligence. A row of those chips can decide how intelligent an AI becomes. Whether a chatbot or an
image-generating model, a large AI learns by pouring out vast numbers of calculations all at once.
Nvidia's accelerators are the parts that drive those calculations at speed. The H200 is one of the
higher-end chips among those accelerators. Inside it is high-bandwidth memory, known in English by
the abbreviation HBM. Memory is the storeroom where data for calculation is held for a moment. If
ordinary memory is a narrow road, high-bandwidth memory is a broad road with many lanes. When
the road is wide, data flows without clogging, and AI training becomes faster. That is why each one of
these chips became a front line in the struggle between two countries.

We must also look at who locked that bolt and then opened it. Blocking or allowing chip exports is the
job of the U.S. Department of Commerce's Bureau of Industry and Security. It is known by the
abbreviation BIS. This bureau stops goods it deems risky from being sold abroad. In October 2022
and October 2023, the Biden administration effectively blocked exports of advanced AI chips to China
in two rounds. The principle used then was the presumption of denial. It meant that when an
application came in, the review began from the assumption that it would not be allowed. The door
was treated as closed. The January 2026 rule changed that principle to case-by-case review. It
meant each application would be examined separately and could be approved. The closed door
opened a crack.

America opened the door while fastening several layers of locks onto it.

Ten Chinese companies were placed on the list. Alibaba, Tencent, ByteDance, Baidu, JD.com. Each
company could buy up to 75,000 H200 chips, but only through Nvidia headquarters or authorized
distributors. The volume going to China could not exceed half the volume sent to U.S. customers. A
third-party institution headquartered in the United States had to test chip performance on American
soil, and the recipients had to promise to block remote access and not siphon off the weights of the
models they trained. The door was open, but the frame was narrow.
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Let us unpack what each lock meant. The rule that the volume could not exceed half was a 50
percent volume cap. It placed a ceiling so China could not take more H200 chips than half the
number shipped for U.S. customers. It was a safety device that set an artificial height, preventing
China's computing power from growing large enough to overtake America's. The requirement that a
third-party institution test the chips on U.S. soil meant checking, inside the United States before
shipment to China, whether performance matched what had been promised. It was meant to stop
more powerful chips than the approved specifications from being quietly mixed into exports. The
promise not to siphon off weights may sound unfamiliar. Weights are bundles of numbers that an AI
engraves in its mind after training. Those numbers are the AI's capability. The procedure was meant
to police in advance any attempt by the recipient to secretly enter the chips remotely and copy those
numbers in bulk. In the industry, this identity check and pledge process is called KYC, or know your
customer. It means following through to confirm who is buying and where the product will be used.

A heavier condition was attached on top of this. The U.S. government would take 25 percent of
revenue.

That 25 percent was not a clause written into the rule itself. Nowhere in the Federal Register rule was
there a sentence saying 25 percent had to be paid to the government. It was a behind-the-scenes
deal from December 2025, one month earlier, under which Trump allowed H200 sales to China in
exchange for taking a quarter of the revenue. The Wall Street Journal reported it that way. The
previous summer, when lower-spec H20 chips were sold, the government took 15 percent. From 15
to 25, the toll had gone up. A fight broke out at once in Washington. Article I, Section 9, Clause 5 of
the U.S. Constitution forbids taxes or duties on exports from any state. The question was whether
collecting a quarter of revenue as the price of a license was, in practice, an export tax. Former
officials protested strongly, saying national-security decisions were being exchanged for money. No
court, however, has yet ruled this condition unconstitutional and void. What has been confirmed is
that constitutional concerns were raised. Commerce Secretary Lutnick brushed the issue aside,
saying what China was getting was only Nvidia's fourth-best chip.

America had now opened the door, charged a toll, and fastened the locks. What remained was for
China to come in.

But China did not come in.

Five months after the door opened, not a single chip had been delivered. Customs had not blocked
them. There was no scene of clearance being halted at the border. Approved companies such as
Alibaba, Tencent, and ByteDance placed orders and then withdrew them, delayed signing contracts,
and slowed transactions by citing distribution routes. A customer who had said he would buy turned
away in front of the shop. The American record is clear. For five months, not one chip was delivered.
The hand that stopped them was not a customs officer at the border, but the Chinese companies that
had agreed to buy them.

Behind that stood a gesture from Beijing. China's Ministry of Industry and Information Technology
quietly told its own big tech companies not to buy H200 chips in large quantities. The ministry is the
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government department that oversees China's industry, information, and communications sectors. It
silently pressed companies to delay approvals or hold back from purchasing. The state-run Global
Times drove the point home in an editorial. Relying on American chips meant giving up technological
sovereignty. Because the Global Times is published by a newspaper under the Chinese Communist
Party, its editorials are treated as a window into Beijing's thinking. The message was to buy Huawei's
Ascend chips instead. Greer, the U.S. trade representative, did not hide his displeasure before
reporters. We had already approved exports in January, he said, and whether to buy was China's
sovereign decision. America had held out a carrot worth billions of dollars, and the other side had
declined it.

Why refuse? Even after paying the 25 percent toll, using a high-performance chip would bring
short-term gains. But that chip was connected to a pipe whose valve could be shut at any moment.
Once China tied itself to that pipe, the day America closed it, China's AI would stop as well. Xi
Jinping's leadership called that dependence a permanent technological colony. This refusal also
connected with the dual circulation strategy China had pushed since 2020. The line was to grow an
economy that could run from within rather than depend on what came from outside. The moment
China accepted a single H200, that line could shake like a sandcastle. Even if efficiency suffered a
little, Beijing chose to close the market and let Huawei and Cambricon grow by feeding on vast
domestic demand.

Beneath that confidence stood DeepSeek. With older chips whose performance had been restricted
by sanctions and costs of around $6 million, the Chinese start-up produced results comparable to
models that American big tech companies had built with billions of dollars. Washington's premise, that
blocking chips would also block AI, cracked in that one moment. DeepSeek showed that when
hardware was lacking, software could make up the gap. With algorithms that cleverly reduced
computation, it crossed over the physical shortage of chips. The belief that China could manage
without American chips spread through Beijing, and that belief pushed the H200 aside. Some read
China's real aim as not the H200, burdened with a stack of difficult conditions, but forcing the entire
regulatory regime to be lifted all the way up to Blackwell, the chip above it. By refusing to accept,
China was trying to shake the board.

In that same January, another hand moved in the exact opposite direction. While one department
opened legal exports in exchange for a quarter of revenue, the Department of Justice uncovered and
indicted a smuggling network that had been diverting H200 chips to China. In the same month, side
by side, America said it would sell them legally and jail people for smuggling them. Chinese
companies that had abandoned lawful bulk purchases were opening other routes, linking shell
companies across Southeast Asia and the Middle East to bring in small batches of chips, or remotely
accessing cloud servers in the Middle East and renting only the computing power.

The inside of the door America had opened was empty. The answer to that emptiness was rising not
from Washington, but from Shenzhen.

Chapter 7 A Stalled Ship, Deferred Fees
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On February 17, 2025, Xi Jinping and executives from technology companies gathered in a
conference room in Beijing. There, Huawei founder Ren Zhengfei gave a report. The fear that
advanced chip production might collapse because China could no longer buy American equipment,
he said, had eased thanks to recent breakthroughs. Leading a coalition of more than 2,000 Chinese
companies, he said China would produce 70 percent of the semiconductor value chain at home by
2028. This was eleven months before the United States opened the door to the H200. China's answer
had already been chosen.

Let us pause here and begin with what the chip called Ascend actually is. Ascend is an artificial
intelligence chip made by Huawei. Training and running chatbots or generative AI requires enormous
amounts of computation, and this is the part that processes those calculations at high speed. The
same job has been overwhelmingly handled in the global market by chips made by the American
company NVIDIA. Huawei's Ascend is China's card, played in an attempt to replace those NVIDIA
chips. When we look at how that card was made, we see how rough and precarious the work called
self-reliance really is.

Huawei designs the Ascend AI chip, and SMIC manufactures it. Design and manufacturing are not
handled by one company but divided between them. Huawei draws the blueprint for the chip. It
decides which circuits go where. SMIC takes that blueprint and engraves it onto an actual piece of
silicon, turning it into a chip. SMIC is China's most advanced foundry, a factory that takes other
companies' designs and manufactures chips on contract. For self-reliance, the designer and the
factory must both be inside the same country. That is why the alliance between these two companies
is the central axis of China's semiconductor self-reliance.

Huawei had originally planned to make Ascend using Taiwan's TSMC 7-nanometer process. TSMC is
the Taiwanese foundry that makes the world's most precise chips. The term 7 nanometers means
that the circuit lines inside the chip are that fine; the thinner the lines, the more circuits can be packed
into the same area, making the chip faster and more efficient. But during the first Trump
administration, Huawei was placed on America's sanctions list, the Entity List, and that path was
blocked. The Entity List is a blacklist of companies the United States has singled out on security
grounds. Once a company is on it, buying goods that contain American technology becomes difficult.
TSMC's advanced processes are full of American technology, so Huawei could no longer receive
chips through the front door.
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When the front door was shut, Huawei made a side door. It put forward several disguised affiliates. A
disguised affiliate is a company that appears unrelated to Huawei on the surface but is in fact
controlled by Huawei behind the scenes. These companies placed chip orders with TSMC as if the
orders were their own. In this way, Huawei obtained more than 2 million logic dies for the Ascend
910B from TSMC. A logic die is the core brain-piece of a chip, the part that actually performs the
calculations. It is not yet a finished chip, but its essential core. Two of these dies are bundled together
and combined with high-bandwidth memory to make one 910C. High-bandwidth memory is a special
kind of memory placed right next to the chip so data can move in and out quickly. AI chips handle vast
amounts of data, so if this memory becomes a bottleneck, the brain starves no matter how fast it is.
That is why advanced packaging technology, which places memory tight against the brain, decides
the fate of the chip.

The work of binding two brain-pieces and memory into a single unit is packaging. Defects appear
during packaging, but about 75 percent survive. In other words, if 100 are packaged, roughly 75
emerge intact. Two million dies become around 1 million finished chips. Since two brain-pieces are
tied together, the count is cut in half, and some are then lost during packaging. Memory had also
been stockpiled in advance. Just before the United States tightened memory controls in earnest in
December 2024, Huawei bought more than a year's supply from Samsung through disguised
affiliates. It filled the warehouse before the door closed.

The center of gravity in manufacturing shifted to SMIC at home. Since the route for bringing in dies
from outside could be blocked at any time, China had to build the ability to make them directly inside
the country. SMIC's SN2 plant in Shanghai had been running 7-nanometer production since July
2021. That was more than a year before America's first equipment controls. The fact that a
7-nanometer line was already running before the United States locked the gate shows that China had
been preparing quietly all along.

The problem was equipment. To make the most precise chips, you need a lithography machine called
EUV. Lithography is the process of printing circuit patterns onto silicon with light. Like developing a
photograph, it uses light to inscribe the image of a circuit. EUV uses extremely short-wavelength light
to draw very fine lines in a single pass, but only one company, ASML in the Netherlands, makes the
machines, and the United States blocked them from going to China. Unable to obtain the
cutting-edge EUV lithography equipment, SMIC made 7-nanometer chips by using lower-grade
equipment to etch the same spot multiple times. Since it could not draw a fine line in one stroke, it
was like taking a thick brush and tracing the same place again and again until the line became thin. It
takes much more work, and every additional pass adds the risk of misalignment.

The price was yield. Yield is the share of what is made that is usable. If 100 wafers went in, only
around 20 came out usable. The other 80 were discarded. Because the same place had to be etched
multiple times, defects from misalignment poured out. To break through this bottleneck, Huawei
secretly moved American-made equipment stockpiled at its own factories and suppliers into SMIC. It
pulled scarce equipment from elsewhere and concentrated it at SN2. It told the American companies
that had sold the equipment that it was being used only for older chips and had nothing to do with
Huawei. In that way, it raised 7-nanometer production capacity and is now even attempting the
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uncertain path toward 5 nanometers without EUV. It is trying to make 5-nanometer chips, with lines
even finer than 7 nanometers, by repeated etching without the machine that can draw those fine lines
in one pass. No one yet knows whether it will work.

Up to this point, it may sound as if self-reliance is almost complete. It is not.

The true power of a chip is not hardware alone. It is the software that commands the chip. However
good the brain may be, without a system of instructions to move it, it is a dumb lump of stone. When
developers write an AI model, they need a bridge that translates that code into language the chip can
understand. That bridge is the software ecosystem. NVIDIA has cultivated a software ecosystem
called CUDA for decades. Developers around the world are accustomed to CUDA, and tools,
examples, and know-how have accumulated in thick layers. That thickness is NVIDIA's real moat.
Huawei's CANN is not yet mature. CANN is Huawei's software for Ascend, built to stand against
CUDA. The bridge has been laid, but in places it is still broken and shaking.

On paper, the Ascend 910B performs roughly on par with NVIDIA's A100 from 2019, but its software
is unstable and often stops. By the numbers, it has caught up to an NVIDIA chip from six years
earlier, but when it actually runs, CANN shakes and stalls. It does not deliver the value promised by
the numbers. For a time, even DeepSeek judged Ascend inadequate for training. DeepSeek is the
Chinese AI company that produced results comparable to American models with limited resources.
Even that demanding company found it difficult to train a model from scratch on Ascend. When
Huawei executives said their chip was one generation behind, they were not exaggerating.

So Huawei chose to make up for one insufficient card with many cards. If one chip is less efficient, it
would bind vast numbers of chips together and catch up through total computing power. If one person
is weak, line up many people and divide the work. Scale in place of efficiency. But the more chips are
bound together, the more power leaks away as they exchange data with one another, so this path is
not free either. DeepSeek helped here. The company that had matched American models using older
chips constrained by sanctions tuned its own model so it would run well on Ascend. It adjusted the
code on the model side to work around the chip's weaknesses. Huawei also joined a global developer
tools foundation, pushing into the ecosystem so the world's code would support its chips. It is trying,
over time, to pull toward itself some of the thickness CUDA has built.

Why did China take this difficult road when the United States was opening the door?

The door America opened came with a toll. One quarter of sales. If NVIDIA sold H200 chips to China,
the U.S. government would take 25 percent of that revenue. And that door could be shut again by a
single decision in Washington. The United States has loosened and tightened chip exports again and
again. Once China ties itself to that pipe, the day America closes the valve, China's AI stops too. It
would be handing the lifeline of core infrastructure to someone else. Xi Jinping's leadership chose,
rather than accept that dependence, to stack domestically made chips by the million, despite low
yields and immature software. It is the path of losing efficiency but keeping sovereignty.
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That does not mean Huawei has won outright. The price of switching to Chinese chips remains. Chips
with lower efficiency must be run in greater numbers and with more electricity. The software still
shakes, and the path to 5 nanometers remains fogbound. However many Ascend chips Huawei
stacks, it will not catch up with NVIDIA's latest chips for some time. The sober diagnosis is that, even
at the scale Huawei is now building, it will take about two more years to surpass chips at the level of
the H200 that America has released. China knows that two-year gap and has chosen to endure it.

What America offered with the H200 was a carrot. China did not take it. Instead, it chose chips made
with its own hands, from smuggled dies, secretly transferred equipment, and stockpiled memory. It
did so knowing they were less refined. The reason the inside of the door America opened was empty
could be found in the factories of Shenzhen and Shanghai.

Chapter 8. H200: America Opens the Door, China Closes It
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It takes the United States months to find a front company and place it on a sanctions list. It takes
China only days to create a new company on paper. Huawei, SMIC, and other listed firms all
exploited that gap in speed. When one passage was blocked, they opened another beside it. When
the United States raised a hammer, another head surfaced somewhere else. It was a game of
whack-a-mole with no end.

Start with the stage on which this game was played. Inside the U.S. Department of Commerce is an
office called the Bureau of Industry and Security. Its English abbreviation is BIS. The list it runs is the
Entity List. In Korean, it would be rendered as an export restriction list. If an American company wants
to trade with a firm whose name appears on that list, it must get separate permission from the
government. That permission usually does not come. This list was the shield meant to keep American
technology from flowing into hostile countries.

The shield had gaps. The list works by writing down names. Only the companies whose names are
written there are blocked. So Huawei, SMIC, and companies such as YMTC, which makes memory
chips, set up disguised affiliates and paper companies across China. A paper company is a firm that
exists almost only in documents, with little or no real factory or staff. These companies, whose names
were not on the list, stepped forward and bought American semiconductor equipment and parts on
behalf of others. The goods they bought then flowed backward to Huawei and SMIC. The asymmetry
began there. It took the United States months to find a new front company, investigate it, and add it to
the list, but China needed only days to create a new paper company. The side trying to block was
slow. The side trying to break through was fast. That is why people called it whack-a-mole.

In the autumn of 2025, the U.S. Commerce Department's Bureau of Industry and Security brought out
a rule meant to end that game at once. Its name was long and dry: expanding end-user controls to
cover affiliates of certain listed entities. The market shortened it to one phrase: the 50 percent
subsidiary rule.

The way it worked was plain and ruthless.

If a company on the sanctions list owned 50 percent or more of another company, that company
automatically came under the same controls, whatever its name might be. The United States no
longer had to find the names of front companies one by one. If Huawei owned more than half of a
firm, then regardless of the sign on the door, it was tied into the control net at once. It was
contamination flowing downward. If the parent company was on the list, the shadow companies
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beneath it were locked up with it, one after another. A new company that once could be formed in
days was already trapped the moment it came into being.

The direction matters. The contamination flows from top to bottom. A parent company whose name is
written on the list drags down the subsidiaries in which it owns 50 percent or more, locking them into
the control net with it. It is not a structure in which one small subsidiary below stains the entire parent
company above. It is the reverse. The parent colors the child, not the child the parent. One line, the
50 percent ownership line, becomes the standard. If Huawei or SMIC holds a company beyond that
line, then whatever the company's name is, wherever it sits, it enters the same net at once. U.S.
regulators no longer had to hunt down and write down the names of paper companies one by one.
The hammer in the whack-a-mole game had changed. It now covered the holes before the moles
could appear.

This weapon was frightening because it made so little noise.

Tariffs show up as numbers. 100 percent. 25 percent. They land on the front page. When tariffs are
imposed, the headline appears at once: which country raised them, and by how much. Retaliation
follows. Negotiations begin. But the 50 percent rule only changed one line of definition. With a single
threshold, half of the ownership stake, an entire hidden procurement network became subject to
control. No explosion. No headline. Just from one day onward, those companies could no longer
touch American technology. It was the quietest net, and the widest.

Nor does this net spread only inside the United States. The United States has another blade called
the Foreign Direct Product Rule. Its English abbreviation is FDPR. The rule allows Washington to
control even goods made outside the United States if American technology or American equipment
was used in making them. In practice, it is almost impossible to make semiconductors without
American technology. So even chips made by allied companies in Korea, the Netherlands, or Japan
are bound by this rule. Chinese companies newly caught in the net under the 50 percent rule are cut
off not only from American companies but from transactions with companies around the world bound
by FDPR. That is how one quiet line of definition can reach a factory on the other side of the earth.

And yet this net was folded back up only a little more than a month after it was cast.

Because China had a hand around America's throat as well. In October 2025, China's Ministry of
Commerce issued Announcement No. 61. It targeted rare earths. Rare earths are metals used in the
magnets and motors of fighter jets, missiles, and submarines. China controls most of the world's
refined supply. Announcement No. 61 required government permission for the export even of
products made outside China if they contained even a very small amount of Chinese rare earths. It
took America's defense industry hostage. Around the time the United States was trying to tighten its
grip on China's semiconductors with the 50 percent rule, China seized America's defense industry by
the neck with Announcement No. 61. One side blocked chips. The other blocked resources. Busan
opened at the place where the two hands touched each other's throats, and the two weapons went
back into their sheaths together on the same table.
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In late October 2025, President Trump and President Xi Jinping sat across from each other in Busan,
South Korea. The world economy had been pushed to the edge of a cliff. The core of the deal was a
direct exchange of the two weapons. The United States postponed enforcement of the 50 percent
rule for one year, from November 10, 2025, to November 9, 2026. In return, China halted its
extraterritorial controls on rare earths. The blade of semiconductors and the hand on resources were
withdrawn at the same time, on the same day. It was a bargain in which the knife meant to block
chips and the hand holding resources were both set down on the same table for one year.

This suspension was not repeal. Legally, the two are different. Repeal abolishes a rule altogether.
Suspension pauses it for a while on the premise that the blade will come out again on a set date. The
rule had two steps built into it. The first was a one-year pause. From November 10, 2025, to
November 9, 2026, all changes added by the 50 percent rule would temporarily stop. The second
comes on November 10, 2026, when the paused controls come back to life with no end date. The
Commerce Department wrote into the rule that it would continue watching these companies during
the suspension period. The blade had not been put away. It had merely stopped for a moment while
its owner studied where to swing it again.

The two countries described the same agreement differently. The White House called it a historic
victory. No official Chinese document ever used the words suspension of the 50 percent rule. Instead,
China's Foreign Ministry and Ministry of Commerce pushed back, saying the United States held 3,000
export-control items while blaming China, which had only 900, calling it a double standard. By
refusing to call what looked like a concession a concession, Beijing kept face. Even the fact that the
quietest weapon had stopped was handled in the quietest way.

The stopped year was time for China to fill its storehouses. Because Huawei and SMIC knew the date
when the blade would return, their stockpiling could only speed up. Huawei had done this before. Just
before U.S. controls on high-bandwidth memory took effect, it used a four-month gap and mobilized
paper companies to hoard more than a year's worth of Korean-made memory. High-bandwidth
memory is a component attached to artificial intelligence chips so data can move back and forth
quickly. Its English abbreviation is HBM. Because it determines the speed of artificial intelligence
computation, it is one of the things China thirsts for most. A person who knows the date when the ice
age will arrive naturally fills the granary more fiercely.

And this clock is ticking for Korea as well. When the rule comes back to life, Korean equipment and
materials companies will have to dig through ownership structures one by one to see whether their
trading partners are subsidiaries more than half owned by sanctioned companies. For every
customer, they will have to open the shareholder register and check whether Huawei or SMIC holds
more than half. If they ship without knowing, it becomes a violation of U.S. sanctions. Busan merely
postponed that compliance burden for one year.

On November 10, 2026, the quietest weapon will be switched on again. On that same ground, Korean
memory companies were already standing on the blade.

Chapter 9 Huawei's Response
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The speed of an artificial intelligence chip is decided in memory. High-bandwidth memory, known as
HBM, is the chip's bloodstream. And in practice, only two companies make that bloodstream: SK
hynix and Samsung Electronics. As of 2024, the two together produced 90 percent of the world's
HBM. Micron in the United States remained in the single digits. As the world rushed toward artificial
intelligence, the hand feeding its fuel was in Korea.

Let us begin with what HBM is. What an artificial intelligence chip does is move enormous amounts of
data back and forth at high speed. No matter how fast the computing unit may be, it is useless if data
cannot be delivered to it in time. HBM is the road along which that data travels. If ordinary memory is
a long road laid out in a single line, HBM is a multilayered elevated highway stacked upward, letting
data flow through all at once. This memory is understood to account for nearly half the manufacturing
cost of a single AI accelerator. However expensive Nvidia's chips may be, they cannot command their
full value unless Korean-made HBM is embedded inside them. For the heart of global artificial
intelligence to beat, it had to pass through Korean hands.

It was an overwhelming market share. But that share became not a weapon, but a target.

If one country makes 90 percent of the world's HBM, pressing that country can also squeeze the
entire flow of artificial intelligence. When the United States tried to block China's artificial intelligence,
it did not need to chase every chip headed for China one by one. It only had to police the hand that
supplied the chip's bloodstream, namely the two Korean companies. The paradox begins here: a
strong card becomes a weak position.

On December 2, 2024, the U.S. Department of Commerce placed HBM on its control list for the first
time. A control list is a roster that prevents certain items from being sold to certain countries without
permission from the U.S. government. Once an item is placed on that list, even a company's own
product cannot be exported at will. The target was clear: Huawei, which was making its own AI chips,
and SMIC, which was manufacturing them. Huawei is the Chinese telecommunications equipment
company long subject to U.S. sanctions, and SMIC is China's largest foundry, the company that
actually produces those chips. The problem was that Korea supplied the memory for them.

The United States used the speed at which memory moves data as its regulatory yardstick. Memory
that exceeded a certain speed became subject to controls, while only older memory below that
threshold was released as an exception under strict conditions. The advanced HBM now used in
artificial intelligence all crosses that threshold. In effect, exports of almost all new HBM to China were
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blocked. Nor was mainland China the only place caught. Several other countries designated by the
United States as areas of concern were drawn into the same net.

The United States invoked the logic of the Foreign Direct Product Rule. One must understand how
this rule works to understand the rest of this chapter. Normally, a country's export controls apply only
to goods made in that country. But the Foreign Direct Product Rule extends that reach beyond the
border. Even if an item is made in another country by a company from another country, if American
technology or equipment has been used even once in the process of making it, the United States
claims authority to place it under U.S. permission. In semiconductor manufacturing equipment,
American companies hold key positions. American-made equipment is present in the factories where
Samsung and SK produce HBM. So even HBM made by Korean companies in Korean factories must
receive U.S. permission because American equipment was used in the making of it.

The United States exempted 33 allied countries that had control systems aligned with its own. Most
European countries, Japan, Australia, and the United Kingdom were among them. They were
acknowledged as being on the same side, and the hand of control was withdrawn. Missing from that
exemption list was Korea, the world's largest HBM producer. It was left out alongside other producing
countries such as Taiwan and Singapore. A country that makes 90 percent of the world's HBM had
been excluded from the exemption list, and that was hard to regard as coincidence. U.S. officials
admitted that the exclusion was pressure meant to draw Korea into a joint control regime among the
United States, Japan, and Korea. By removing the carrot of exemption only from Korea's reach, the
United States pushed it toward a control agreement led by Washington. Korean companies were
placed in a position where, even when selling goods made on their own soil, they had to obtain the
U.S. government's stamp of approval.

The bolt did not stop there.

Samsung and SK also have enormous factories inside China. Samsung makes NAND flash in Xi'an,
while SK makes DRAM in Wuxi and NAND in Dalian. NAND flash is memory that stores data, and
DRAM is memory where a computer briefly places data while it works. Around 2020, the two
companies had poured more than 20 billion dollars into their Chinese facilities. In Korean money, that
is more than 28 trillion won. Once a factory is built, it cannot be moved easily. That money had been
sunk into Chinese soil as a cost that could not be withdrawn.

For years, these factories were able to bring in American equipment without receiving case-by-case
approval under a status called Validated End User, or VEU. This status was a kind of pass granted by
the United States to companies it deemed trustworthy. With that pass, companies did not have to
seek separate U.S. permission every time they brought in a piece of equipment. Samsung's and SK's
Chinese factories ran for a long time on this pass. In September 2025, the United States withdrew
that status. It took effect at the end of that year. In the place where the pass disappeared, an annually
reviewed site license appeared. Now the two companies must submit in advance to the United States
what equipment they intend to bring in and in what quantities, then undergo review. The United
States drew a line. It would grant permission to keep existing factories running, but it would not grant
permission to expand production capacity or upgrade technology. Machines already running could
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keep running, but the path to bringing in new machines or shifting to better processes was blocked.
The Chinese factories would not be stopped, but they would be bound so they could not grow.

This is double exposure. On one side stands the United States; on the other, China.

China is the largest market for Korean memory. Roughly half of Korea's semiconductor exports go to
China. If China and Hong Kong are combined, that share rises higher. The tragedy lies in the fact that
the very place where Korean memory is sold is the target of the controls. The place the United States
tells Korea to block is the place by which Korea makes its living. At the same time, Korea is being
pushed by the U.S. CHIPS Act to build factories on the American mainland. The CHIPS Act is a law
the United States created to pull semiconductor factories onto American soil. It offers subsidies, but it
also pressures companies to keep supply chains inside the United States. Samsung is building a new
factory in Taylor, Texas, and SK is building one in Indiana. Building a factory in the United States
costs, on average, 30 percent more than building one in Korea or Taiwan. Korea has received two
bills at once: sunk costs tied up in China and a new investment invoice presented by the United
States. The money poured into China cannot be taken back, and the new money demanded by the
United States must be paid at a higher price.

They were pressed from above and below. Advanced HBM was blocked by U.S. controls, closing the
ceiling. That meant the United States had blocked the path to making the most expensive and best
memory. Below, China's ChangXin Memory Technologies, backed by government subsidies, was
flooding the market with low-priced commodity DRAM and eating away at market share. ChangXin
Memory is the memory company China has fostered. It still cannot make advanced products, but it
has released widely used commodity memory at bargain prices, supported by state money. From
above, the expensive market was blocked by the United States; from below, the cheap market was
being taken by China. The top was closed, and the bottom was pushing upward. Korea was trapped
in the middle.

Busan briefly allowed a breath. At the end of October 2025, Trump and Xi Jinping met there for their
first summit. The two countries exchanged weapons that had been tightening around each other's
throats at equal weight. China agreed to suspend for one year its export controls on rare earths,
which could bring global supply chains to a halt. Rare earths are minerals used in semiconductor
processes as well. If that supply were cut off, Korean factories could stop too. In return, the United
States delayed implementation of the 50 percent rule for one year. The 50 percent rule automatically
pulls into the control list subsidiaries in which a sanctioned company owns more than half the equity.
If that rule were in force, Korean companies would have to examine the ownership of each Chinese
company they traded with, one by one, to determine whether it was a disguised subsidiary of a
sanctioned company. With the 50 percent rule paused for one year, the burden of digging through
counterparties' ownership structures was postponed, and with rare-earth controls lifted, the danger of
factory shutdowns was avoided. But that pause came stamped with an expiration date: November 10,
2026. The blade had been designed to return to exactly the same place one year later.

The Beijing meeting that followed did not deal with semiconductors at all. In May 2026, the two
leaders faced each other again for a second summit. Korean companies waited for an agreement that
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would extend the deadline postponed in Busan, but no such agreement emerged. Even the tariff
truce was not extended. Trump himself said he had not even discussed the issue. The United States
opened the door to the H200, but China did not buy it, and the world split into an American ecosystem
and a Chinese ecosystem. The H200 is Nvidia's next-generation artificial intelligence chip. The
United States cleared a conditional path for selling that chip to China, but China did not buy even one.
Rather than be tied once more to American chips, China chose to go with its own chips, even if they
were less efficient. One world hardened around American chips, the other around Chinese chips.
Parallel universes. Korea was caught between them.

Samsung and SK hold in their hands the card on which the entire age of artificial intelligence runs.
Ninety percent of the world's HBM. Yet they could not decide for themselves how to play that card. If
the United States left them off the exemption list, they remained left out. If China fingered its minerals,
they stayed tense. They waited on the decisions of two giants. They held the strongest card and yet
stood in the weakest place. The story of that place will return head-on in the final part of this book.

Chapter 10 The 50% Rule, the Quietest Weapon

Chapter 12 The 0.1 Percent Net
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In May 2025, Ford’s plant in Chicago stopped for a week. It was the line that produced the Explorer.
The problem was not that the cars were not selling. It was that one part was missing. More precisely,
the magnet inside that part was missing. The rare earths that held that magnet firm had not arrived
from China. Ford’s chief executive said rare earth supply could not be seen even one day ahead.

The term rare earths needs to be unpacked. The name suggests something scarce in the soil, but in
truth these elements are not so rare underground. The problem is mining and separation. Many
metals come out mixed together, and to pull them apart one by one, chemical processes must be
repeated dozens of times. The work is dirty, dangerous, and expensive. So while most countries in
the world stepped back, China took charge of it. That is why China came to hold almost the entire
chain in one hand, from mining and refining to magnet manufacturing.

Why do these metals matter? The secret lies in magnets. Permanent magnets made with rare earths
are small and light, yet powerful. They turn electric-vehicle motors, move the blades of wind turbines,
and work inside the gyroscopes that steer missiles. Dysprosium and terbium keep those magnets
from losing their magnetism even when they grow hot. Where motors heat up and engines spit fire,
these two elements cannot be left out. Yttrium is used in radar systems and in high-temperature
ceramic coatings on jet-engine turbine blades. A handful of powder, less than a fistful, is lodged in the
heart of a weapon.

The U.S. Department of Defense calls such elements golden screws. A golden screw is the screw
that stops the whole machine if even one is missing. Think of a desk. No matter how fine the wooden
top is, no matter how sturdy the legs are, the desk cannot stand if the one screw joining them is gone.
Weapons are the same. Dysprosium and terbium go into missile guidance systems and electric
motors. Yttrium is used in jet-engine turbines and radar. One F-35 fighter jet contains 417 kilograms
of rare earths. One Aegis destroyer contains more than 2,000 kilograms. They are invisible, but
without them, weapons stop.

The hand holding that screw first moved on April 4, 2025.

China’s Ministry of Commerce issued Announcement No. 18. Its formal title was the Decision on
Implementing Export Controls on Certain Medium and Heavy Rare Earth-Related Items. The legal
grounds cited were the Export Control Law, the Foreign Trade Law, the Customs Law, and the
Regulations on Export Control of Dual-Use Items. Dual-use items are goods used for both civilian and
military purposes. The same magnet goes into electric vehicles and missiles, so once it is gathered
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under that name, a basis for control appears. Samarium, gadolinium, terbium, dysprosium, lutetium,
scandium, yttrium. Seven medium and heavy rare earths, along with their magnets, were placed
under export control. China did not stop only the elements. It split out and listed the alloys, oxides,
and magnets made from them as well. Take samarium alone. Metallic samarium, samarium-cobalt
alloys, samarium-iron alloys, various target materials, samarium oxide, and mixtures containing it all
went on the list. It was a tight net, woven to leave no gap for escape.

Within weeks, the world staggered. Automobile plants in the United States, Europe, and Japan began
to stop, and Ford’s line was one of them. The Center for Strategic and International Studies counted,
as of May, sixteen key minerals and alloys whose exports China had tightened, materials used
across products from home appliances to F-35 production. The United States, suddenly pressed,
struck a 90-day truce and barely brought supply back to life. It gave the world room to breathe, but
only for the moment. The number 90 had, in effect, already drawn the date of the next clash.

When those 90 days ended in October, a few days before the Busan talks, China drew a heavier
blade. This time, the edge reached beyond its borders.

It was Announcement No. 61, issued on October 9. Its formal title was the Decision on Implementing
Export Controls on Overseas-Related Rare Earth Items. The key word was overseas. Unlike ordinary
laws, which govern only what happens within a country, this announcement reached transactions
made outside China, by foreign people, over foreign goods. At its center was a one-line number. 0.1
percent. Even if an item is made outside China, if the value of the Chinese-made rare earths inside it
exceeds just 0.1 percent of the value of the finished product, it cannot be sold without permission
from the Chinese government. Put plainly, if a product made in a Korean factory contains even 0.1
percent Chinese powder, it must receive Beijing’s approval before it can be sold. Beyond that, goods
made overseas using Chinese technology for mining and refining rare earths, and the re-export of
Chinese rare earths to a third country, also became subject to permission. Goods, technology, and
routes, all three were bound at once. China also made clear that applications destined for overseas
military users such as the U.S. military would, in principle, not be approved. Companies on control
lists or watch lists, along with subsidiaries in which those companies owned more than half the equity,
were tied to the same line.

This logic was not unfamiliar. The United States had invented it.

The United States had long used a blade called the Foreign Direct Product Rule. It is known by its
initials, FDPR. The rule says that if even a little American technology or equipment is used in a
product, the product must obey U.S. controls wherever in the world it is made. It works like this. Even
if a semiconductor is made in a Korean or Taiwanese factory, if traces of American design or
equipment are inside it, the United States can decide where that product may go. It was the very
blade that tightened around Huawei’s throat. With that one rule, the United States stopped foreign
companies from selling chips to Huawei. China copied the blade and pressed it against rare earths.
What the United States had done with semiconductors, China returned with minerals. Analysts called
it the Chinese version of FDPR. The Center for Strategic and International Studies also described the
0.1 percent rule and its extraterritorial reach as a new and strict foreign direct product rule.
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The true fear of the net lay elsewhere. China did not need to block the United States directly.

Foreign companies had to choose. Would they protect their only supply line for Chinese rare earths,
or would they protect their American customers? China’s licensing system also requires importers
buying Chinese rare earths to trace and report whose hands the goods ultimately reach. There is
nowhere to hide. If a company is caught selling to an American customer, its raw materials are cut off.
So companies calculate for themselves that reducing business with the United States is the safer
path. Even without China issuing an embargo, third-country companies begin withdrawing from the
American market on their own. Beijing designed a structure that isolates the United States through
other people’s hands, without lifting a finger. It handed enforcement of control to foreign companies’
self-censorship.

Europe trembled first. The Center for European Policy Analysis called the shock Europe’s shudder. A
panic spread as companies began checking what percentage of Chinese rare earths was mixed into
their supply chains. Germany’s Rheinmetall urgently audited the origin of the magnets in its tanks,
and France’s Thales spent two months tracing radar components. Nikkei described it by saying that
the hostage was not ore, but technology. It meant that beyond losing access to resources, even the
skill to handle those resources had been placed under Beijing’s permission.

The market reacted at once. The day after news of the controls broke, $47 billion in market value
vanished in a single day from American defense companies such as Lockheed Martin, Raytheon, and
Northrop Grumman. Without firing a single shell, one licensing authority wiped out tens of trillions of
won. The stockpiles held by the U.S. Defense Logistics Agency amounted to only 14 months’ worth of
dysprosium and five months’ worth of scandium. The storehouse was emptying, and the path to refill
it had been blocked. The blade the United States had wielded for so long had returned in the same
shape, pointed back at itself.

And at the center of that net stood Korea. Korea imports 80 to 90 percent of its rare earths from
China. Almost all the magnesium used in electric-vehicle motors, and nine-tenths of the tungsten
oxide used for semiconductors, come from China. The permanent magnets inside Hyundai and Kia
electric-vehicle motors, and the procurement routes of companies that make battery cathode
materials, are tied to Chinese minerals and processed materials. If memory chips made by Samsung
or SK contain even trace amounts of Chinese minerals and then flow into the U.S. defense network,
China can legally cut off mineral supplies to Korea. Here, memory means high-bandwidth memory, or
HBM, the component attached to artificial-intelligence chips. It stacks multiple memory units upward
and moves data quickly all at once, and as the world now clings to artificial intelligence, Korean
companies have come close to monopolizing its production. Even that path to survival would fall
under Beijing’s stamp. A place where a factory stops because it tried to sell to America and was
struck by China. It was the place of the shrimp whose back breaks between two whales.

Busan folded up this net for one year. At the end of October 2025, Trump and Xi Jinping sat across
from each other at the edge of a cliff and completed a trade. China, through Announcement No. 70,
temporarily suspended the implementation of Announcements No. 18 and No. 61, and the United
States, in return, halted the 50 percent rule. The 50 percent rule is an American rule that extends the
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same controls to subsidiaries in which a restricted company owns more than half the equity. It was as
if both sides agreed to put the blades they held back into their sheaths at the same time. Immediately
after the meeting, Trump declared that all rare earth problems had been solved. But even as China
folded the net, it kept one cord in its hand. It left in place a separate device to screen, to the end,
goods flowing into military use. On the surface, it lifted controls. Yet it meant Beijing would keep direct
hold of the one bolt that shuts the path toward the U.S. military and the defense industry. The 0.1
percent net had not disappeared. It had merely been folded, ready to be spread again on November
10, 2026.

Chapter 11: Where Samsung and SK Stand

Chapter 13 America’s Counterattack, MP Materials
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In 2017, in the Mojave Desert on the border between California and Nevada, there was a mine with
eight employees. Mountain Pass. It had been the heart of America’s rare earth industry, the world’s
largest until the 1980s. Unable to match China’s low-price offensive, it had stopped mining and was
under the supervision of a bankruptcy court. When James Litinsky acquired the mine, it did not even
have an accounting system.

Mountain Pass’s history was the rise and fall of America’s rare earth industry itself. There was a time
when the United States mined, separated, and refined rare earths on its own soil, and this mine stood
at the center of it all. But Chinese rare earths were far cheaper than American ones. When it could no
longer meet the cost, America stopped mining. A country had withdrawn from an entire industry.
When Litinsky bought this abandoned mine, then under the oversight of a federal judge, it had eight
employees. Over the next eight years, that mine came back to life as the world’s second-largest rare
earth mine, with about 1,000 people. It became the only facility on American soil that could mine,
separate, and refine in one place.

Eight years later, the U.S. Department of Defense entered that mine.

On the morning of July 10, 2025, MP Materials held an investor conference call. The announcement
was that it had entered into a transformative public-private partnership with the Department of
Defense. The heart of it was one sentence. The U.S. government would directly buy shares in a
publicly listed private company and become its largest shareholder. The Department of Defense put
in $400 million to buy convertible preferred stock, took warrants as well, and rose to become the
company’s largest shareholder with a 15 percent stake. In the homeland of the free market, the state
had become an owner of a company.

Consider how unfamiliar this was. Convertible preferred stock is stock newly issued and sold by a
company, with the right to convert it into common stock at a set price. A warrant is the right to buy
more shares later at a set price. The Department of Defense held both. The conversion price was
fixed at $30.03 per share. If both were converted into common stock, the Department of Defense
would hold 15 percent of the company. The United States had been a country where the state did not
rescue companies even when they failed. The government of that country, which had proclaimed the
free market more loudly than anyone, became the largest shareholder of one company for minerals
used in weapons.

Heavier than the equity stake were two ten-year promises made by the Department of Defense.
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One was a price floor. For neodymium-praseodymium, the core raw material for permanent magnets,
the Department of Defense guaranteed a minimum price of $110 per kilogram. If the market price fell
below that, the Department of Defense would make up the difference. The other was a purchase
guarantee. It would buy, or ensure the sale of, all the magnets produced by the new plant for ten
years. The state had taken on the market’s risk.

Here is how the price floor works. Neodymium-praseodymium is the raw material used to make
powerful permanent magnets. The magnets that go into electric vehicle motors, wind turbines, fighter
jets, and missiles come from it. If prices swing wildly, the companies that make them cannot survive.
So the Department of Defense drew a line. $110 per kilogram. Whether the market price fell to $80 or
collapsed to $49, the company would receive $110. The Department of Defense would fill the gap.
The purchase guarantee was the other side of that umbrella. Since there is no use in making
magnets if they do not sell, the government promised to buy, or make sure buyers were found for, all
the magnets from the new plant for ten years. It supported both the price and the sale itself, taking
over the risk the market had carried.

Why did the state go this far? Because of China’s prices.

China’s cost to produce neodymium-praseodymium is about $50 per kilogram. When the United
States tried to produce it on its own, China pushed prices down. A price that had been in the $170
range in 2024 fell to $49. That was below China’s own cost. There was one reason to sell at a loss: to
kill off American companies before they could take root. An executive from an American company
testified at a hearing. Just as the company was about to start running its refining facility, China drove
prices two levels below cost and dried up its capital. The Department of Defense’s $110 floor, he
said, took that problem off the table.

This tactic has a name. Predatory price cutting. It means dropping prices below cost, even at a
temporary loss, to starve competitors to death, then raising prices again once those competitors are
gone and recovering the losses. Hearing materials said that when the United States tried to build its
own production network, Chinese producers were instructed to flood the market with supply. $49 was
one dollar below the $50 it cost to make the product. That means they sold while losing money on
every unit they made. For a company just about to start up refining equipment, the moment incoming
investment dried up, it would collapse. The Department of Defense’s $110 floor was a shield against
that blade.

Once the state removed the risk, private capital returned. On top of this, the Department of Defense
agreed to lend a separate $150 million to expand Mountain Pass’s capacity to separate heavy rare
earths. With the state laying down the floor, JPMorgan and Goldman Sachs agreed to lend $1 billion,
and five days later Apple came in with $500 million to make recycled magnets. When one
government became the priming water, dried-up capital began to flow again. To make a pump draw
water, one must first pour in a bucket of water. When the state poured in that one bucket, private
money that had stayed away because of the risk followed in line. The second magnet plant covered
by the purchase guarantee is called the 10X facility. It is scheduled for completion in 2028. Once
finished, America’s domestic rare earth magnet production capacity will reach 10,000 tons a year.
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This counterattack did not stop with one company. Over one year, the United States mobilized five
agencies, including the Department of Defense, the Department of Commerce, and the Department
of Energy, and poured $7.3 billion into mineral supply chains. It pushed state capital into mines in
Saudi Arabia, Brazil, and Australia as well.

That was the counterattack. But this counterattack faced one wall that money could not buy.

Time.

In the United States, it takes seven to ten years to secure permits for a mine, judge its economics,
and actually bring it into operation. Mining ore and separating and refining it are different tasks. The
harder one is refining. Mining means digging into the ground. Refining is different. Seventeen rare
earth elements are mixed together in a single ore, and chemistry must separate them one by one.
Elements with similar properties cling together, making separation difficult. Raising yield and lowering
cost require years of accumulated hands-on skill. China has built that technology since 1950, for
nearly seventy years. It holds 26,000 rare earth patents, more than the United States and Japan
combined. China processes 99 percent of the world’s heavy rare earths. Thirty years of accumulated
yield and price advantages cannot be caught within five years.

The numbers show it. In 2025, Mountain Pass mined 8,900 tons, its highest volume in decades. But
that was only one-third of what the United States used that year. The remaining 18,000 tons had to
be imported, and 71 percent of those imports came from China. No matter how much money the
Department of Defense poured in, it could not break a monopoly within a year. Money can be poured
in all at once, but thirty years of skill and equipment cannot be bought all at once. Once the new
magnet plant begins operating in the summer of 2026, dependence on China will start to fall bit by bit,
but complete self-sufficiency is still far away.

This gap in time was the real reason America stepped back in Busan.

If China squeezes magnets, America’s fighter jet lines and missile factories stop. The domestic
supply chain that can cover that weakness will not be complete for ten years. The 50 percent rule is
an American rule that extends sanctions to subsidiaries more than half owned by a sanctioned
Chinese company. That was the semiconductor card held by the United States. So America put that
card down in Busan. In exchange for suspending the 50 percent rule for one year, it got China to
suspend rare earth controls for one year. The truce struck in Busan was for one year, and its deadline
ends on November 10, 2026. What America received was pain relief. It lasted one year. The
treatment it actually needed would take ten years. The state could redesign the market, but it could
not redesign time.

Chapter 12 The 0.1 Percent Net

Chapter 14 Hormuz and Sino-Russian Solidarity
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Four days after Trump left Beijing, another guest landed on the same runway. It was Vladimir Putin.
Beijing had prepared almost the same welcome. The same red carpet, the same honor guard. What
differed was the rank of the person sent to receive him. Trump had been greeted on the runway by
the vice president. Putin was met by the foreign minister. One rank lower. And yet that visit produced
one thing the U.S.-China summit had failed to produce: a joint statement.

Let us begin with the phrase

state visit.

A state visit is the form in which one country receives another country's leader with the highest level
of protocol. Who appears on the runway, what kind of honor guard stands in formation, where the
banquet is held, all of it sends a signal. In diplomacy, each of these rituals speaks. Beijing set a
similar stage for both Trump and Putin, but by placing a slightly different figure on the runway, it finely
separated the weight of the two guests.

The United States and China issued two different readouts of the same summit. A readout is the
official summary of results each side releases to its own people and to the world after a meeting
ends. Usually, the broad lines agreed by both sides are written in similar terms. This time, however,
the two countries' accounts diverged. The United States wrote about Hormuz and Iran; China did not
include those words even once. The two leaders who had sat in the same room had recorded the
summit as two entirely different events. China and Russia, by contrast, signed a single document
together. It contained more than 40 agreements. One diplomatic form revealed, almost exactly, the
temperature of the two relationships.

That Moscow did not look anxiously on Trump's trip to Beijing completes the picture. There was little
concern in Moscow that Xi Jinping and Trump might have struck a deal behind Russia's back that cut
into Russian interests. That was because the issues Russia cared about, Ukraine and arms control,
had not been handled in depth at the U.S.-China summit. The two mismatched readouts had already
proved as much. Putin landed in Beijing at ease.

At the root of this contrast was Hormuz.

First we need to understand what kind of place the Strait of Hormuz is. It is the narrow throat through
which ships leave the Persian Gulf for the open sea. The oil pumped by the producing countries of
the Middle East must pass through this channel to reach the world. Because the passage is narrow, if
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someone blocks the entrance, the global flow of oil convulses all at once. Around that time, a war
surrounding Iran had closed the strait. Oil tankers were stuck, unable to pass. The largest question on
the summit table was who could open the latch.

On the plane home, Trump spoke to reporters. He said he would not beg Xi Jinping over the Hormuz
issue. He said he did not need a favor. The word

favor

is the key. It means a concession gained by asking. Trump said he had no intention of making that
request. His calculation was this: China gets 40 percent of its crude oil from that strait, while the
United States gets not a single drop from there. So China would want to open the strait on its own,
without anyone telling it to. The side whose oil was trapped would feel the pressure first. At that
moment, when the war with Iran had shut Hormuz, the real hand that could open the strait's latch was
not an American aircraft carrier but China, Iran's largest oil customer. The key was not military power.
It was purchasing power.

The United States wanted to write that fact down as an achievement of the summit. Secretary of
State Rubio briefed that China had made clear its opposition to Iran charging transit fees and
militarizing the strait. Transit fees meant that Iran was trying to make ships passing through the strait
pay money. The United States presented this as China opposing that unfair charge, in effect siding
with Washington. It packaged the meeting as a diplomatic victory. But this contained only one side's
view. The rejection of transit fees was a frame that came from the U.S. briefing. In China's own
readout, there was not a word about Hormuz, Iran, or transit fees. China wrote only that the two sides
had exchanged views on major international and regional issues.

This silence was China's method.

Privately, China wanted Hormuz to open. China needed that oil too. But if it wrote this down, it would
leave a trace that China had pressured Iran. The trust China had built with the Global South and with
Iran would crack. The Global South refers collectively to developing countries in Asia, Africa, and
Latin America. China had long worked to present itself to those countries as a different kind of partner
from the West. One recorded line saying it had pushed Iran could shake that carefully built structure.
So China gave the United States the agreement it wanted, but refused to make that agreement
public. It did not hand Washington even a small visible victory. Beijing judged that it now held the
lever, and so it did not hurry. It chose to hold its position and watch what the United States would do
next.

The harder the United States pressed, the farther China reached beyond the sanctions net. Sanctions
are an economic weapon by which one country tries to force another to yield by cutting off its money
lines and trade. China had clearly seen twice how that weapon worked. It saw Iran cut off from the
international payment network in 2012, and it saw Russia's foreign reserves frozen by the West. The
international payment network is the vast channel through which bank transfers move between
countries. Foreign reserves are foreign currencies, such as dollars, that a country stores away for
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emergencies. Iran was expelled from that channel, and Russia's stored money was frozen in Western
hands. China read this as a weapon. Believing that the same blade might someday come for it, it built
a separate payment network outside the dollar. Its own payment network, called CIPS. It is a path
that lets countries send and receive payment for transactions without passing through the dollar
transfer routes held by the United States. Russia, Iran, and Venezuela were inside that network.
Countries seeking to avoid U.S. sanctions needed somewhere to gather, and China's payment
network was waiting there. The more the United States raised the blade, the more countries seeking
to avoid it gathered beside China.

Yet this solidarity had clear limits. Russia was not a complete alternative for China.

What Putin wanted most was a new gas pipeline: Power of Siberia 2. It would carry Russian gas to
China through Mongolia. Once laid, a gas pipeline ties two countries together for decades in a single
line of infrastructure. For Russia, after Europe turned away, a new market for its gas was urgent, and
that market was China. The two countries had even signed a binding memorandum of understanding
the previous September. It was the stage at which the broad framework of agreement had been
aligned. But in Beijing this time, they failed to reach a final agreement. Differences over price,
financing, and schedule remained unresolved. China wanted to buy more cheaply, and the two sides
did not agree on who would pay the construction costs. When the buyer is not in a hurry, the price
comes down. Putin returned with the gas pipeline still empty in his hands. The existing oil pipeline has
a transport capacity of only 1.6 million barrels a day. China imports 10 million barrels of crude oil a
day. Russian pipelines alone cannot satisfy that thirst. What flows in is only a fraction of what must be
swallowed. That is why China, no matter how close it grows to Russia, remains in a position where it
must ultimately want Hormuz to open. It cannot lean on Russia alone.

Here lies the heart of this chapter. China did not give a major card to either side.

It did not write down a summit achievement for Trump. It did not hand a gas pipeline to Putin. It drew
a line against the United States with silence, and against Russia with price. It offered ceremony to
both sides, but held back what each truly wanted. It is true that the more the United States pressures
China, the more China tilts toward Russia. But that tilt has an angle. China has not fallen into Russia's
arms. It is placing both the United States and Russia on the scales between them. A position where
everyone needs Beijing, and Beijing gives no one everything. That was China's real power.
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On July 18, 2025, in the East Room of the White House, Trump signed a bill. Its name was the
GENIUS Act. It was an acronym for the long title of a law for innovation in American stablecoins. On
the surface, it looked like a domestic financial law dealing with virtual assets. It was not a tariff. It was
not a sanction. Yet that one signature, while the United States and China were grabbing each other
by the collar over chips and rare earths, was changing the blueprint of money itself beneath the
surface.

We should begin with the word stablecoin. When people hear virtual asset, they often think of Bitcoin.
Bitcoin’s price can swing sharply even within a day. A coin bought in the morning can be worth half as
much by evening. No one can pay for goods with that kind of money. A stablecoin is a coin designed
to remove that volatility. The English word stable means steady. One coin is always tied to one dollar.
To keep the value from shaking, the issuer sets aside real dollar assets equal to the number of coins
issued. Bring in one coin at any time and it will be exchanged for one dollar. The money that backs
that promise is kept in the vault. That is why it is a digital currency pegged to one dollar. It crosses
borders over the internet, but its value is nailed to the dollar.

The GENIUS Act narrowly fixed what assets had to be kept in that vault: U.S. cash, deposits at the
Federal Reserve, and short-term U.S. Treasury securities. In practice, U.S. Treasuries. We should
pause over that term as well. A Treasury security is an IOU issued when a country borrows money.
When the U.S. government lacks the money it needs, it prints and sells Treasuries, and the buyer is,
in effect, lending money to the government. A short-term Treasury is an IOU that will be repaid soon,
so it is safe and close to cash. A stablecoin issuer must fill its vault with those Treasuries. On top of
that, the issuer must disclose its holdings every month, have them verified by an accounting firm, and
have the chief executive sign off on their accuracy. If that is false, criminal punishment follows. The
law also wrote in a priority right of repayment, so that if the issuer collapses, the person holding the
coin gets money back from the vault before other creditors. It laid a legal highway for dollar-linked
digital money to move around the world. For years, American regulators had fought over whether
stablecoins were securities or commodities. This law cut off that dispute as well, declaring that they
were neither.

Two intentions were hidden inside it.

One was to push the dollar into smartphones around the world. Many countries cannot trust their own
money. Prices rise severalfold in a year, and the currency’s value can sink overnight. If a person in
such a country holds dollar coins in a wallet app, the dollar has entered that country without paper
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bills. A digital wallet does the work paper dollars once did. No bank account is needed. No U.S. visa
is needed. One smartphone is enough. The dollar walks straight into people’s palms. The other
intention runs deeper. As stablecoins grow, more U.S. Treasuries must be bought to back them. The
law forces that structure. The more digital dollars spread, the more hands automatically appear to buy
American debt. The United States runs a huge deficit every year and sells Treasuries to cover it. Who
will buy those Treasuries has long been one of America’s worries. The GENIUS Act attached one
answer to that worry. The more the world uses digital dollars, the more people must buy U.S.
Treasuries to support those dollars. The world’s wallets end up carrying America’s fiscal deficit.

Above it sat the Treasury Department. The Treasury holds America’s purse strings. It collects taxes,
issues Treasuries, and carries out sanctions. The law gave this department formidable power. If it
designates a foreign issuer that has broken the rules, then after a set period that coin is blocked from
trading in the United States. Penalties pile up at $1 million a day. A foreign issuer means a company
outside the United States that mints dollar coins. Even if it is not on American soil, if it sells a
dollar-linked coin in America, the Treasury’s hand can reach it. Existing powers to sanction
dollar-denominated coins were left intact. The weapon called sanctions originally means cutting a
country or person off from the dollar payment network. If the dollar cannot be used, international trade
is blocked. The law opened a path to swing that same weapon on the blockchain. Blockchain is a
ledger technology that scatters transaction records across many computers, and some people try to
use that ledger to slip past American surveillance. The Treasury is saying it will block that passage.
As the dollar was extended into digital form, the net of sanctions was laid over the digital realm as
well.

Opposite this rise of the digital dollar stood China.

China had watched Iran and Russia get cut off from the international payment network. That network
is SWIFT. It is the communications network banks around the world use when sending and receiving
money. Its headquarters are in Belgium, but in practice it serves as the nervous system of the dollar
order. When the United States cuts a country off from this network, that country’s banks lose their
path to transact with the outside world. It happened to Iran. It happened to Russia. China watched
those scenes and saw that its own turn could one day come. So from early on, it carved out its own
road outside the dollar. It expanded its independent payment network, CIPS, developed the digital
yuan, and signed currency swap lines with roughly forty central banks. A currency swap is a safety
valve, an agreement to lend each other’s money up to a set limit. China also increased the number of
countries settling trade in yuan. Knowing that American sanctions could one day arrive at its door, it
opened an umbrella in advance.

Yet that umbrella was smaller than expected.

In May 2025, the Peterson Institute for International Economics released the numbers. It is a
Washington-based research institution that looks closely at the global economy. In March that year,
the dollar accounted for 47 percent of global payments. The euro stood at 22 percent. The yuan
ranked fourth at 4.7 percent. Nearly half the money the world sent and received passed through the
dollar. The yuan did not even reach one in twenty. The dollar was one side of 88 percent of foreign
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exchange transactions. Even when two countries’ currencies are exchanged, many transactions first
pass through the dollar. Yuan settlement had grown, but it had taken share from other currencies, not
from the dollar. The dollar’s pie stayed intact while smaller currencies traded places among
themselves. China’s CIPS was trapped in a distorted structure in which most participating banks still
exchanged the actual messages through Western networks. Settlement was done through CIPS, but
the communications announcing that settlement borrowed SWIFT. China had built a new road, but
the signposts still hung from the old one. Its daily transaction count did not even reach
one-thousandth of the Western network’s.

The institute’s conclusion fit into one line. Meaningful, but not enough to shake the system.

The yuan had value as a defensive tool for helping allies hit by sanctions. It helped Russia pay for
goods in yuan. But it was not a challenger capable of replacing the dollar order. Here stands the wall
called the network effect. Because countless people use the dollar, the dollar becomes easier to use,
and because it is easier, still more people use it. It is the same logic by which a telephone becomes
useful not when one person owns it, but when everyone owns the same one. The dollar was already
the telephone everyone had. Economists call this position of the dollar an exorbitant privilege. It is a
benefit only America enjoys because everyone else uses its money. When China tried to break that
privilege by force, it only drove up transaction costs for its own companies. If Beijing pushed the yuan
too hard, the Chinese companies that had to settle in yuan were the ones that lost money. The harder
China pushed the yuan, the clearer the dollar’s convenience became.

That is why the picture on this front differed from the others. In chips, China held out through
self-reliance. When the United States blocked advanced semiconductors, China took the path of
making them with its own hands and narrowed the gap. In rare earths, China held America by the
throat. It had nearly monopolized the processing of those minerals used in electric vehicles and
weapons. In both chips and rare earths, the gap moved one way or the other. But in money, the gap
did not narrow. Forty-seven percent and 4.7 percent. A tenfold distance remained. America, through
the GENIUS Act, added another floor on top of it. It was working to make the dominance of 47
percent last not on paper, but on the blockchain. While everyone was watching tariffs and minerals,
America was quietly, at the deepest level, relaying the pipes of the dollar.
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After the meeting ended, reporters shouted at Trump. Did you talk about Taiwan. Will you defend
Taiwan. Trump only smiled. He did not answer. Chinese security guards pushed the reporters away.
That silence was the loudest thing said about Taiwan that day.

Let us begin with why Taiwan was such a heavy word in that room. There are many points of conflict
in U.S.-China relations. There are tariffs, semiconductors, fentanyl. But among them, there is only
one place where people may die: Taiwan. China sees Taiwan as its own territory. It regards the island
as a part of China that must one day be recovered. The United States does not recognize the island
as a country, yet it has sold weapons to Taiwan and stood beside it. In 1979, the same year
Washington established diplomatic relations with Beijing and cut official ties with Taipei, the U.S.
Congress passed the Taiwan Relations Act. It fixed in law a promise to keep selling defensive
weapons so Taiwan could defend itself. So the United States and Taiwan became a strange pair: no
embassies, yet bound by arms sales. China sees those arms sales as someone entering its own front
yard and leaving behind a knife. Two great powers stand over one island, each in a place where it
cannot yield. That is why Taiwan is the most dangerous point in U.S.-China relations.

At the same hour, the opposite was happening in Beijing.

The Chinese statement sent around the world by Xinhua carried Xi Jinping's remarks at length. I
should pause on the word statement. In diplomacy, after leaders meet, each side releases its own
account of the talks in its own language. This is called a readout. What is included and what is left out
reveals the mind of that country. If an issue is written down, it means it was treated as important. If it
is omitted, it means the country wants it covered over. In diplomatic documents, whether a single
word is written down carries weight. In China's readout, Taiwan stood at the very front. The Taiwan
question is the most important issue in China-U.S. relations. Xi began there. If it is mishandled, the
two countries will clash, even confront each other. This was not the rounded language of diplomacy. It
was a sentence with the shadow of war moving behind it. He added one more line. Taiwan
independence and peace in the Taiwan Strait are as incompatible as water and fire. The People's
Daily placed that sentence on its front page the next day. It said the uncrossable line had been drawn
once again.

One side put Taiwan at the front. The other side did not write the word anywhere in 174 words.

U.S. Secretary of State Rubio spoke on television right after the meeting. As of today, and based on
today's meeting, America's Taiwan policy remains unchanged, he said. Unchanged. But we have to
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look at where those words were spoken. They came outside the meeting room, in a television
interview. They were not in the joint document released by the two countries. They were not in the
official readout distributed by the White House. Words spoken on television are words the United
States speaks alone. Words written in a readout are words both countries have accepted. The weight
is different. As Xi shouted the most dangerous word the loudest, the White House erased that word
from the readout. Not answering a strong claim is close to accepting it. One analysis called it a retreat
unseen since diplomatic relations began in 1979.

That silence had a price. On the desk sat a Taiwan arms sale approval worth 14 billion dollars. An
arms sale approval is the document by which a government authorizes what weapons it will sell to
Taiwan, and at what price. If the president signs it, the transaction moves forward. If he delays the
signature, the weapons hang in midair, unsold. Trump did not sign it. The unsigned 14 billion dollars
stayed on the desk, going nowhere. On the plane, he had already said it. Xi would want us not to sell
weapons to Taiwan, and I will discuss that issue with him. To discuss arms sales with the other side.
To see why that single sentence was so heavy, we have to go back to 1982. That year, President
Reagan made six promises to Taiwan. They are called the Six Assurances. One of them was that
Washington would not consult Beijing in advance when selling arms to Taiwan. It was a pledge that
Taiwan's security would not be bargained away with China. That promise shook under one sentence
from Trump. To discuss it means to bargain over it.

Why did it shake. To Trump, Taiwan was not a bastion of liberal democracy. It was a bargaining chip.
Ahead of the November election, what he needed was 200 Boeing planes, 25 million tons of
soybeans, and lower prices. He needed numbers he could show voters. To get those from Xi Jinping,
he had to avoid touching the card Xi cared about most. That card was Taiwan. So Taiwan went onto
the menu. It became a chip in the bargain. Before the meeting, one Taiwanese official said this. What
we fear most is Taiwan appearing on the two men's negotiating menu. One's own fate becoming an
item of trade between two other people, in a room where one is absent. That fear became real.

What Beijing was aiming at was not one island.

By steering the United States toward covering over Taiwan and agreeing to surface stability, China
sent a signal to Seoul, Tokyo, and Taipei. The signal was this: America puts stability with China
before its allies. This is called alliance-splitting. It is the method of driving allies apart. It makes South
Korea, Japan, and Taiwan look at the United States and think the same thought. Is that country
quietly setting us down so it can get along with China. Once that suspicion appears, cracks form in
the alliance. Into Taiwan itself, China sent a different whisper. Look, the country that said it would
protect you has lost its will. This is called cognitive warfare. It is a fight that breaks people's minds
rather than their bodies. If the people of Taiwan come to believe that America will abandon them in
the end, they will begin to put down their own will to resist. It is a way of breaking Taiwan's resistance
without firing a shot. One lawmaker saw through it at a hearing. What China wants is not a
compromise with the United States, he said, but for the United States itself to send the signal that it is
reducing its commitment to Taiwan.
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This silence also casts a shadow over Korea. The Taiwan Strait is a passageway for one-fifth of
global trade, and one-fourth of Korea's trade is tied to it. A large share of the Korean economy is
bound to one narrow sea lane through which ships pass. And that is not all. The same hand that
quietly removed the phrase

does not support Taiwan independence

from U.S. Taiwan fact sheets, who can guarantee that it will never touch America's security
commitments to Korea. What America did to Taiwan shows what America could do to Korea.
Professor Park Won-gon put it in one sentence. Believing that America will not do to Korea what it did
to Taiwan is hope, not analysis. That one line, separating hope from analysis, lands heavily.

So the most dangerous scene in this meeting was not who said what. It was that one side shouted
the most dangerous word, and the other side erased it. It was not Beijing that stepped around the
issue, but Washington, and in the place it stepped around, the detonator remained buried. Above that
detonator, the weapons were still being sold.
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On the morning of August 11, 2025, near Scarborough Shoal, two Chinese vessels pressed in on a
Philippine Coast Guard ship from both sides. Water cannons struck the deck of the Philippine vessel.
The Chinese ships drove their bows forward as if to ram it. The Philippine vessel suddenly turned
hard to starboard. The two Chinese ships bearing down on it collided with each other. Two members
of the Chinese Coast Guard were killed in the crash.

Let us first locate Scarborough Shoal. It is a small coral reef about 220 kilometers west of the main
Philippine island. It lies right off the Philippines, yet China claims it as its own sea. This is the South
China Sea. The South China Sea lies south of China, enclosed by the Philippines, Vietnam, and
Malaysia. One third of world trade passes through these waters. The crude oil and gas Korea brings
in from the Middle East also travel this route.

China has drawn a line around almost all of this sea. It is a broken line of nine segments, first drawn
on a map in 1947. It is called the nine-dash line. That line marks about 90 percent of the South China
Sea as China’s. Reefs at the Philippines’ doorstep and the waters off Vietnam all fall inside it.

In 2016, an international tribunal answered that line. The Philippines brought China before the
Permanent Court of Arbitration, and the tribunal ruled that the nine-dash line had no legal basis.
China’s claim of historic rights, it said, violated international law of the sea. The Permanent Court of
Arbitration is an international body in The Hague, Netherlands, that settles disputes between states.
The ruling was clear. China refused to recognize the ruling itself. The judgment was on paper. In the
sea, there was the Chinese fleet.

Here we need to pause over the term command of the sea. Command of the sea is the power to
control a body of water militarily. Even without occupying land, if a state can block or permit ships
passing through those waters, it holds that sea. Ships carrying oil, ships carrying semiconductors,
ships carrying grain all move under someone’s permission. The nine-dash line is not just a territorial
claim. It is a declaration of control over that sea lane.

What backs that declaration is the fleet. The Chinese navy now ranks first in the world by number of
ships. In combat vessels alone, it has 234, more than America’s 219. The gap in shipbuilding capacity
is even larger. One American report estimated that China’s shipbuilding capacity is more than 200
times that of the United States. On November 5, 2025, China commissioned its third aircraft carrier,
the Fujian. Xi Jinping personally attended the commissioning ceremony in Hainan. The Fujian has a
catapult that launches fighter jets with electromagnetic force. After America’s newest carriers, the
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Fujian is the second carrier in the world to possess this technology.

With this fleet, China is trying to raise an invisible fence across the sea. It is called an island chain.
The first fence runs from Kyushu in Japan through Okinawa, Taiwan, and the northern Philippines.
China’s aim is to keep the U.S. fleet from entering the waters inside that line at will. The means are
missiles known as carrier killers. The Dongfeng-21D and Dongfeng-26 are missiles that can strike
warships 1,500 to 4,000 kilometers away. The calculation is to threaten U.S. carriers before they can
come close.

Taiwan’s place in this fence is decisive. Taiwan sits in the middle of that first line. If Taiwan falls into
China’s hands, the latch on the fence opens, and the Chinese fleet can move straight into the Pacific.
This is why the Taiwan issue we saw in Chapter 16 is not only about semiconductors. Taiwan is an
island of chips, and it is also the latch of the sea. When Xi Jinping warned at the Beijing meeting not
to mishandle Taiwan, the arithmetic of this sea lay beneath those words as well.

Even in 2026, while the ceasefire continued, there was no pause in these waters. In April, China put
up a barricade at Scarborough Shoal with fishing boats, warships, and floating barriers. In May, the
U.S. Coast Guard patrolled the area with the Philippines. In the spring joint exercises between the
United States and the Philippines, missiles designed to strike warships from land appeared as well.
Apart from the truce over tariffs and semiconductors, the standoff at sea grew a little harsher each
day.

This sea may seem far from Korea, but it is not. Most of the crude oil coming to Korea passes through
these waters. Whoever holds this route holds one of the airways of the Korean economy. Nine lines
on paper, and 234 ships on the water. As the distance between the two narrows, the weight of the
ships crossing that sea every day grows heavier too.
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In the conference room, the word Taiwan was erased. At the same time, the cargo bound for Taiwan
did not stop.

Let us pause for a moment and look inside what it means when we say the United States sells
weapons to Taiwan. This is not like buying and selling goods in a shop. When the U.S. government
transfers weapons to Taiwan, the administration first reviews and approves the proposed sale. Then
it notifies Congress. That notification is the key. Congress has the power to block the sale within a set
period. So each weapons sale is both an act of diplomacy and an act of politics. The moment
Congress is told who will receive what, and when, becomes a signal in itself. It is a signal that the
United States stands with Taiwan, and a signal aimed at Beijing as well.

In December 2025, the Trump administration approved the sale of $11 billion in weapons to Taiwan.
In Korean money, that is about 15 trillion won. It was the largest package ever, including HIMARS
rockets and drones. HIMARS is an artillery rocket system fired from a truck. In the war in Ukraine, it
made its name by cutting Russian supply lines. The idea was to turn Taiwan into a porcupine too
painful to touch, not with large warships or costly fighter jets, but with small, cheap weapons that
could be fielded in numbers. Lawmakers called it proof of peace through strength.

Yet behind that large number, an even larger number had piled up. The weapons already approved
for sale but still undelivered exceeded $20 billion. The approval was huge. The delivery was slow.

This undelivered stock is called a backlog. In restaurant terms, the order has been taken, but the food
has not yet come out. On paper, the deal was done. In reality, the weapons had not reached
Taiwanese soil. Twenty billion dollars’ worth was tied up that way. A major reason was that American
weapons factories did not have the capacity to produce all of it at once. This vast gap between the
promised paper and the weapons that arrived shows exactly where Taiwan’s anxiety comes from. A
promise to buy weapons is not enough to defend a country.

China answered with anger. Not with words, but with lists.

China’s Ministry of Commerce activated its Unreliable Entity List. The name is long, but the meaning
is plain. It is a kind of blacklist, where China places foreign companies it sees as harming its security
or sovereignty. Once a company is on that list, it is blocked from import and export with China, barred
from investing inside China, and unable to send employees there. The door to China’s enormous
market and supply chain is shut all at once. The American drone company Skydio was put on it. So
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were Shield AI, which builds artificial intelligence fighter aircraft, Boeing-owned Insitu, and BRINC.
Companies on the list can no longer buy parts from China, do business there, invest there, or send
staff there. The reason was given in a single line: military technology cooperation with Taiwan. For
the offense of supplying American weapons to Taiwan, every road into China was closed to those
companies.

There was a sharper reason this retaliation mattered. To build drones, you need batteries and parts,
and many of them come from China. Skydio soon said it was having trouble securing batteries. It had
been relying on China for many of its components. An American company making weapons to stop
the enemy depended on the enemy, China, for the parts needed to assemble those weapons. China
seized that weak link and twisted it. The list was not a symbol. It worked as a tool that could stop
production lines.

The list did not stop at companies.

On December 26, China’s Foreign Ministry went one step further. It froze all property in China held by
twenty American defense companies and ten executives, banned transactions with them, and barred
their entry. It did not stop at pressuring the companies. It aimed directly at the names of the people
who led them. Palmer Luckey, the founder of Anduril, was on that list of executives. So were people
from Red Cat, Teal Drones, and Romulus Power. Beijing put a lock on each name belonging to the
people who make weapons. Their assets were not only frozen. They were also barred from setting
foot on Chinese territory, including Hong Kong and Macao. It was a declaration that as long as the
United States sold weapons to Taiwan, China would put a price on the hands that made them.

Here the true face of the summit appears.

Upstairs in the conference hall, people spoke of stability and cooperation. They spoke of buying
Boeing aircraft, buying soybeans, and stabilizing relations. Downstairs, at the same time, $11 billion
in lethal weapons and asset freezes against dozens of companies were being exchanged. Above,
they exchanged handshakes. Below, they exchanged blacklists. The same two countries, at the same
moment, were running the language of peace and the machinery of war together. China’s Ministry of
Commerce called its retaliation a lawful defense of sovereignty under Chinese law, while American
lawmakers called the same weapons sale a historic deal to protect Taiwan. One HIMARS launcher
was described by one side as help for defense, and by the other as harm to sovereignty. There was
one fact, but it was given two opposite names.

Stranger still was the way Trump handled those weapons.

In the past, the United States notified Congress of Taiwan arms sales regularly, case by case. It was
part of the routine of security. But the Trump administration held them together for a while, then
released them all at once in one enormous bundle. That was how the $11 billion package in
December appeared. Instead of notifying Congress each time, it paused the process and gathered
several cases into a single package. Arms sales had stopped being the routine of security. They had
become a bargaining chip. When he needed the mood with Xi Jinping, Trump sat on them. When his
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needs changed, he pushed them out all at once. The weapons moved to the rhythm of negotiation.
As the Busan truce ripened, China loosened parts of its lists. When weapons sales rose again, the
lists thickened again as well. In this rhythm of tying and untying, Taiwan’s safety was dragged along
by the bargaining of two countries.

This was the nature of the fuse called Taiwan. It was patched over by words inside the conference
room, and kept splitting open by deals outside it.

The United States removed the words about protecting Taiwan from its communique. Yet it kept
selling weapons. China spoke of stability, yet froze the property of the people who made those
weapons. Both countries said one thing with their mouths and did another with their hands. This is the
real reason peace in the Taiwan Strait is at risk. The fuse is buried in the space where words and
actions part company.

And above that fuse, the next weapons package was already being prepared. It was worth $14 billion.
Trump had not yet signed the papers. Until September 24, he intended not to sign them.
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The owner of a small processing company in Gyeonggi Province said a factory could stop because of
a single raw material. If that one thing does not come in, there is no processing, no assembly, and
deliveries fall behind. Then the first-tier suppliers stop with it, and so do the second-tier suppliers. For
want of a nail, the shoe cannot be fixed; for want of the shoe, the horse cannot run.

The raw material in question is not iron or plastic, the things that usually come to mind. It is a group of
minerals called rare earths. The name contains the word earth, but this is not ordinary soil. These are
metals hidden in tiny amounts inside electric-vehicle motors, wind turbines, semiconductor
equipment, and precision magnets. The amount used in one product may be no bigger than a
fingernail. Yet if that fingernail's worth is cut off, cars, chips, and magnets cannot be made. A small
quantity and dispensability are entirely different things.

In April 2025, that nail was cut off.

China placed export licenses on seven heavy rare earths. An export license system means that even
if a company wants to sell, it cannot ship unless the government stamps its approval. China's Ministry
of Commerce put seven elements with unfamiliar names, such as dysprosium and terbium, on its
control list. It cast the net not only over the elements themselves, but over permanent magnets and
alloys containing them, dividing the categories finely. Within a month, imports of rare-earth magnets
into South Korea fell by 76 percent. Shipments to the United States over the same period fell by 59
percent. South Korea was hit harder. The prices of dysprosium and terbium used in magnets tripled in
a month. A one-page notice had switched off factories across the sea.

Proof that factories could really stop came at once. Ford's plant in Chicago halted its entire Explorer
production line for a week because of a parts shortage. Ford's chief executive said the rare-earth
supply situation was impossible to predict from one day to the next. This is what it looks like when
resources become weapons. No missiles fly. No troops cross the border. One day, parts do not
arrive, the line stops, and people go home.

What the number 76 revealed was not magnets. It was South Korea's position.

South Korea imports about 80 percent of its rare-earth metals from China. Broaden the scope to all
rare-earth metals, and that dependence rises to 91.2 percent. Narrow the lens by item, and the
dependence goes deeper. Magnesium, often called the salt of manufacturing, is 99.8 percent
Chinese-made. Magnesium raises strength and lowers weight, so it goes into car bodies, seat
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frames, and aircraft. Almost all of it comes from a single country, China. Tungsten oxide, a raw
material for gases used in semiconductor manufacturing, is 92.9 percent dependent on China.
Lithium hydroxide for electric-vehicle batteries is 83.5 percent. Almost everything. The Korea
International Trade Association counted 3,941 imported items for which South Korea depended on a
single country for more than 80 percent, and nearly half of them were tied to China.

There is no need to memorize these numbers one by one. Just remember one thing. A figure like
99.8 percent means you have no real seat at the negotiating table. You cannot ask for a discount,
and you cannot threaten to buy somewhere else. The seller names the price, and the buyer writes it
down. That is the position created by one-sided dependence.

The problem was not dependence alone. The heavier fact was that there was no way to switch.

For raw materials used in semiconductor process gases and rare earths used in precision magnets,
the process will not run without them. There are no substitutes. The ordinary logic of the market, use
something cheaper when prices rise and something else when supplies are blocked, does not work
here. Replace tungsten oxide with another material, and the semiconductor does not come out.
Remove dysprosium, and the motor's magnet cannot deliver its force. When high dependence
overlaps with a technical limit that prevents substitution, the mineral becomes a leash. That is why
prices shook even before China actually blocked anything. The mere atmosphere that China could
block supply was enough. Magnesium cost $2,185 per ton in November 2020, then jumped by about
2.5 times within a year. Nothing had even been blocked. The rumor that it might be was enough to
move the price that far.

The colder fact was that South Korea had no way to hit back. If China retaliates against Australia,
Australia can answer with iron ore, because China's steel mills cannot run without Australian ore. If
both sides feel pain when one strikes, neither strikes lightly. That is bargaining power. South Korea
has no such card. A resource-poor country that imports nine-tenths of its key minerals had no real
weapon to answer China's controls, and no easy alternative place to buy. High dependence meant
having no card to put down at the negotiating table.

South Korea had already lived through this kind of paralysis. It was the urea solution crisis of 2021.
Urea solution is a liquid diesel vehicles must use to reduce exhaust emissions, and South Korea
depended on China for 97.7 percent of the industrial urea used to make it. When China changed one
export procedure for urea, goods were held up from Chinese ports onward. Then 2 million diesel
freight trucks faced the risk of stopping. Fire engines and ambulances were shaken too. One small
chemical substance bound the feet of an entire country. That lesson returned four years later as rare
earths. This time it was not freight trucks, but semiconductors and electric vehicles.

And South Korea was pressed from both sides at once.

The United States blocked the exit for memory chips made in South Korea. It stopped them from
being sold to China and pushed factories to be built in the United States. China tightened the
entrance, the minerals needed to make that memory. In October 2025, China issued a new rule



94

called Notice No. 61. Even if a product was made outside China, if it contained Chinese rare earths
and their value exceeded just 0.1 percent of the total, Beijing's approval would be required. It was
control across borders, demanding its own stamp even on goods made in another country's factory.
That 0.1 percent threshold, tiny as it was, struck South Korea's weak point precisely. If Samsung and
SK used even a little Chinese mineral to make high-bandwidth memory, the HBM stacked onto
artificial-intelligence chips, and that HBM entered the U.S. defense network, China would hold the
legal power to cut off minerals to South Korea. The United States held the exit. China held the
entrance. A country that makes nine-tenths of the world's HBM was powerless before the materials
inside the chip. It was the place of a shrimp crushed in a fight between whales, punished by China's
resource retaliation while trying to sell chips to the United States.

The Busan truce briefly opened an umbrella. In late October 2025, the two countries sat down in
Busan and agreed to a one-year temporary truce. The United States delayed for one year the
implementation of the 50 percent rule, which blocked Chinese semiconductor companies from routing
imports through disguised affiliates, and in return China agreed to suspend global enforcement of
Notice No. 61 for one year. With the 50 percent rule paused and rare-earth controls paused, South
Korean factories caught their breath for a moment. But that umbrella had not been opened by South
Korea. It was something the United States conceded to China, and something China gave to the
United States. South Korea was borrowing one year created by a bargain between two giants. The
hand that opened and closed the umbrella was never South Korea's. When that year ends in
November 2026, if South Korea has not secured refining facilities in Vietnam or Indonesia, or built a
joint stockpiling network with the United States and Japan, its production lines will again be dragged
intact before a single stamp in Beijing.

The 76 percent figure compressed all of this into one number. How deeply South Korea depends.
How little it can replace. How little it can hit back. That number was not a statistic about magnets, but
a report card on bargaining power. And beside that report card lay another bill. It read 25 percent.
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On April 2, 2025, Trump held up a single chart. Numbers were written beside the names of countries.
Next to South Korea stood 25. It was the rate of what he called a reciprocal tariff. A few days later, in
an official White House document, the number appeared as 26, then was corrected back to 25. It
bore the marks of a bill drawn up in haste. Yet on one hurriedly written number rested $56.6 billion
worth of Korean exports.

We must begin with what a reciprocal tariff was. The authority Trump invoked that day was a law
called the International Emergency Economic Powers Act, or IEEPA. It was originally a
national-security law, allowing the president to block transactions with foreign countries or freeze
assets when the country faced an emergency. For half a century, it had never been used for tariffs.
Trump declared that America's huge annual trade deficit itself was an emergency. That deficit means
the gap between what America pays for goods it buys from abroad and what it receives for goods it
sells overseas. In 2024, the U.S. goods trade deficit reached $1.2 trillion. Using that deficit as his
pretext, Trump laid a 10 percent universal tariff across almost all imports entering the United States,
then added separate rates, from 11 percent to 50 percent, on countries that ran surpluses with
America. South Korea was placed on that upper list.

The number 25 was not an emotion. It was a calculation.

The Office of the United States Trade Representative used a plain formula. It divided America's deficit
with South Korea by the value of imports brought in from South Korea. Half of that ratio became the
tariff. In 2024, the U.S. deficit with South Korea was $66 billion, and imports from South Korea were
$131.5 billion. Divide one by the other and the result is 50 percent. Half of that was 25 percent. The
single fact that South Korea sold many goods to America came back as a tariff rate.

Why half? The Office of the United States Trade Representative inserted assumptions about how
much imports would fall once tariffs were imposed. It set the elasticity, the degree to which imports
fall when prices rise, at 4. It set the pass-through rate, the share of the tariff added to consumer
prices, at 0.25. Multiply the two numbers and the result is 1, producing the shape of a tariff set at
exactly half the ratio treated as a trade barrier. It was dressed in economics, but its core was crude.
The rate was set by one thing alone: how large a surplus a country ran with America. Whether its
actual tariff barriers were high or low, what kinds of nontariff rules it had, none of that was weighed. A
surplus was guilt.
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At first, South Korea was called out as one of five countries. The United Kingdom, India, Australia,
Japan, and South Korea. With this harsh measure just about to take effect, it was postponed for 90
days for every country except China. During that period, only the 10 percent universal tariff was
temporarily left in place, while the United States said it would summon 75 countries for separate
negotiations. South Korea stood in the first row of those talks. On July 7, Trump released on social
media a letter addressed to South Korea. It said a 25 percent tariff would be imposed and that
negotiations had to be completed by August 1. A country's tariff rate was announced in a single letter.

South Korea signed a vast bill in order to cut that 25.

In November, the negotiations were concluded. The United States lowered the tariff it had planned to
impose on South Korea from 25 percent to 15 percent. In return, South Korea agreed to invest $350
billion in the United States. Of that, $150 billion would go into shipbuilding and $200 billion into
strategic sectors. On top of that, South Korea agreed to buy $100 billion worth of American energy. It
was the largest external commitment in Korean history. To cut 10 percentage points, that much
money had to be put on the table. At the start of the talks, South Korea's offer had been $20 billion a
year. By the end, that small number had swollen to $350 billion. The reduction was 10 percentage
points. The price was astronomical.

Even that money did not end the pressure. Commerce Secretary Lutnick said $350 billion was not
enough. He wanted more, faster, in cash rather than credit. He pointed to Japan, saying it had
promised $550 billion. Trump wanted the money up front. The larger bill followed the cut. America
had its own arithmetic in pressing this hard. Ahead of the midterm elections the following November,
the Trump administration urgently needed visible results: factories and jobs. Only by pulling in South
Korea's promised money quickly could it put those results in hand. The slow pace of special
investment legislation in the Korean National Assembly became the pretext, and the threat of raising
the tariff back to 25 percent lay across the negotiating table.

Here lay South Korea's own paradox.

To avoid tariffs, it had to build factories in America. But to build factories in America, it had to ship
equipment and parts from South Korea. That increased South Korean exports to the United States,
widened the American deficit, and that deficit returned as a higher tariff rate. Investment meant to
avoid tariffs became the very pretext for raising them. This loop had a name: an investment-induced
trade deficit. The factories built in America by Korean companies still brought in more than half of the
machinery and parts needed to build and run them from South Korea. The more investment South
Korea was forced to make, the more equipment moved from South Korea to America; the more
America's deficit swelled; and the swollen deficit was billed back to South Korea as its tariff rate.
South Korea's negotiating team tried to untangle this trap with logic. They argued that equipment
shipped temporarily to build factories should be excluded from the tariff calculation, and that once
cars and batteries fully shifted to local production, exports to the United States would fall and the tariff
rate would naturally come down. Yet once those factories began running in America, jobs and
production would leave South Korea by the same measure. In the place where tariffs had been
avoided, industrial hollowing-out entered.
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The three main industries were struck in different ways.

Automobiles were hit hardest. Korean cars depend on exports to the United States for more than 46
percent of their overseas sales, and that industry alone earns 70 percent of South Korea's surplus
with America. Even before the reciprocal tariff appeared, another blade had already been drawn
against it: Section 232 of the Trade Expansion Act. Section 232 is an old law that allows the president
to impose tariffs when an imported product is judged to harm U.S. national security. Citing Section
232, the United States imposed a 25 percent tariff on finished cars, then, a month later, a 25 percent
tariff on auto parts as well. Hyundai and Kia had to rush to expand their U.S. plants from annual
capacity of 700,000 vehicles to 1.2 million. The parts makers that followed them into America suffered
twice over, from a collapse in demand and pressure to cut unit prices. Batteries were cut deeper. The
National Assembly Budget Office estimated that if the 25 percent tariff were fully applied, battery
exports would fall by more than 22 percent. Korean battery companies had placed most of their
production capacity overseas, above all in the United States, and had only just begun operating their
plants. At that very moment, as America moved to withdraw electric-vehicle subsidies, the
life-or-death wager Korean batteries had placed on the United States was shaken whole.

Semiconductors were different. They were left off the first list. America found it hard to replace
Korean memory chips. South Korea supplies 70 percent of the world's DRAM and 90 percent of its
high-bandwidth memory. High-bandwidth memory, or HBM, is memory stacked in layers beside
artificial-intelligence chips to move data quickly. It is a core component that eases the bottleneck in AI
computation, so even if America imposed tariffs on it, the cost would eventually be borne by the
buyer. For that reason, Korean semiconductors escaped a direct blow. In fact, as the United States
and China imposed high tariffs on each other, Korean semiconductors benefited from substitute
demand. But that good fortune came with an expiration date. In the annex to the executive order,
semiconductors were listed as strategic goods. That meant America could apply Section 232 to
semiconductors at any time. There was precedent: America had gradually widened Section 232 tariffs
once imposed on steel and aluminum to derivative products containing steel. The blade that missed
today could return tomorrow.

In February 2026, the Supreme Court cut the root of those tariffs. It ruled that the reciprocal tariffs
imposed under IEEPA were unlawful. The reason was that the Constitution assigns tariff authority to
Congress, and the emergency law had been used to exceed that authority. For a moment, light
entered South Korea's export industry. But it did not last. To recover tariffs already paid, companies
had to pass through litigation as thick as mud. Justice Kavanaugh wrote in dissent that the refund
process would be a mess. The more frightening part lay elsewhere. The Supreme Court had closed
only one box; Trump could choose another and cover the same goods again with the same 25
percent. Section 232, Section 122, Section 301. Section 232 invokes security, Section 122 trade
deficits, and Section 301 unfair practices. Because these were powers Congress had already
delegated, much the same rate could return under a different name after only a few procedural steps.
Behind one closed box, three more remained ready to open.

So the lesson South Korea took from the list was this. The 25 percent had been written in pencil.
South Korea paid $350 billion and had it rewritten as 15 percent, but that number too was in pencil.
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The hand holding the eraser was not South Korea's. To judge which way that hand would move,
South Korea had to hold three cards and measure the table.
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Korea held three cards in its hand. One was strong, one was a pressure point, and one was a bill. Yet
it could not discard any one of them. To protect the strong card, it had to expose the pressure point;
to shield the pressure point, it had to accept the bill. The three cards were tied together.

It is easiest to think of these cards as the cards in a game. Even if you hold one excellent card, you
cannot play it freely if the other two are poor. Korea was in exactly that position. The moment it
placed its strongest card on the table, the two giants pressed at the weaknesses of the other two
cards at the same time. So this chapter is the story of three cards. It looks at where each was strong,
where each gave way, and how those strengths and weaknesses overlapped in one body.

The first card was HBM.

HBM stands for high-bandwidth memory. It is memory placed close beside the chips that run artificial
intelligence, carrying enormous amounts of data at high speed. It is the bloodstream of an AI
accelerator. If that bloodstream is blocked, even the finest brain chip cannot run at full speed. That is
why this memory accounts for such a large share of the price of the world’s AI chips. Samsung and
SK make nine-tenths of that bloodstream. It was a card both giants coveted.

Yet the stronger the card, the more it became a target. On December 2, 2024, the U.S. Department of
Commerce’s Bureau of Industry and Security placed HBM on its control list. The weapon it brought
out with it was the Foreign Direct Product Rule. It is called FDPR, from its English initials. The logic of
this rule can be stated in one line. If a product is made with U.S. equipment, then even if it is
manufactured and exported from another country, it must receive U.S. permission. Even when
memory is made by Koreans in a Korean factory, America’s hand reaches the exit because U.S.
equipment was involved.

The more painful part was the exemption list. The United States exempted 33 countries that had
control systems similar to its own. Most European Union member states, Japan, Australia, and Britain
were included. Korea, the world’s largest HBM producer, was not. Taiwan and Singapore were left
out as well. U.S. officials revealed the thinking behind this to the Center for Strategic and International
Studies. It was pressure to draw Korea into a trilateral semiconductor control agreement among
Korea, the United States, and Japan. In effect, Washington used exemption as bait to pull Korea into
alignment.

While the top was being blocked, pressure also came from below. China is the largest single market
for Korean semiconductors. That flow was threatened. Huawei moved into the gap. Using paper
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companies, it bought up large volumes of Korean HBM in advance and prepared production of
next-generation accelerators. From below, China’s ChangXin Memory poured low-priced
general-purpose memory into the market. America blocked the cutting edge; China pushed from the
commodity side. The hand that held nine-tenths was caught in a sandwich. This is the paradox of a
strong card becoming a target precisely because it is strong.

The second card was critical minerals. More precisely, it was not a card but a pressure point.

Critical minerals are the raw materials that form the bloodstream of advanced industry. They go into
etching semiconductors, making batteries, and turning electric vehicle motors. Korea imports almost
all of this bloodstream from China. China supplies 99.8 percent of its magnesium, 92.9 percent of its
tungsten oxide, and 91.2 percent of its rare earth metals. Lithium hydroxide, central to electric vehicle
batteries, is also 83.5 percent sourced from China. Nearly all of it. If Beijing presses the export button
once, Korea’s advanced factories can stop one after another.

Over this hung China’s 0.1 percent rule. On October 9, 2025, China’s Ministry of Commerce abruptly
activated Announcement No. 61. The rule required Beijing’s permission even for products made
outside China if rare earths designated as Chinese-made accounted for only 0.1 percent of their
value. If a trace amount of Chinese minerals entered Korean-made memory and that memory went
into U.S. defense networks, China could cut off the minerals. The same could happen if dysprosium
entered the electric vehicle motors of Hyundai and Kia, and those vehicles flowed into the U.S.
defense sector. America held the exit. China held the entrance. If U.S. HBM controls tightened the
exit for Korean memory, China’s 0.1 percent rule tightened the entrance for the minerals used to
make that memory. It was a trap facing its mirror image.

The Korean government knew this pressure point.

On February 5, 2026, the Ministry of Trade, Industry and Energy announced a comprehensive rare
earth supply chain plan. It expanded the list of managed critical minerals from seven items to all 17
rare earth elements. It increased loans for overseas resource development, raised the support ratio
from half to seven-tenths, and promised to forgive nine-tenths of the loans even in cases of failure. It
also created a 250 billion won supply chain stabilization fund. It increased stockpiles to 100 days’
worth and fostered recycling technology to recover rare earths from waste motors and used batteries.
It did what could be done.

Let us first look at where this plan reached. Stockpiling means filling the granary. It is like storing food
in advance so the country can endure for a while even if the entrance is suddenly blocked. The Public
Procurement Service built a defensive wall by stockpiling raw materials such as indium, tin,
aluminum, and copper at national storage bases. Recycling means refilling the granary from inside.
The Korea Institute of Geoscience and Mineral Resources developed dry-process technology to
recover rare earth magnets from discarded hard drives and waste motors. A used-battery plant in
Gunsan separates cathode and anode materials from spent electric vehicle batteries and recovers
metals. One end of the chain was pulled back inside the country, giving Korea a little more room to
breathe.
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Yet there was a place this plan could not reach.

Stockpiling takes place inside the border. Recycling does too. But China’s 0.1 percent rule operates
outside the border, at the stage when finished products are exported. This means there is a point that
cannot be blocked no matter how full the granary is. Even if Korea stores raw materials and develops
recycling technology, as long as Chinese rare earths lie beneath the world’s basic materials, Beijing’s
permission cannot be avoided at the final gate through which finished products leave. Stockpiling
increased the entrance; the 0.1 percent rule blocked the exit. They were blocking different places.
Even if the granary is full, if China stands outside the gate, the truck loaded with cargo stops before it.

The colder limit was time. Even the United States said it would take five to ten years to connect mines
to magnets. The U.S. Department of Defense has poured billions of dollars into the American rare
earth company MP Materials to forcibly rebuild the chain from mine to magnet, yet that effort is still
assessed to require that much time. Even when the state pours in money, this remains true. Mining,
separating, refining, and forming minerals into magnets are not steps that can be skipped with a
single year’s budget. It was physically impossible for Korea to tear down 80 percent dependence
within one year.

Nor was there an obvious partner to hold hands with. When China cut off rare earths during the
Senkaku dispute, Japan worked with Australia and changed its source of supply. That was possible
because a vast resource-rich country stood beside it. Korea had no such hand readily available. It
had no resources with which to retaliate against China, and no alliance with a major resource country
like Australia that could immediately replace its supply. It was, in effect, a place with empty bargaining
power, without a lever for counter-retaliation if China struck back.

The third card was trade.

The United States imposed a 25 percent reciprocal tariff on Korea. A reciprocal tariff is a tariff justified
by the claim that we will charge what the other side charges on our goods. The Trump administration
presented this bill by invoking trade law and the International Emergency Economic Powers Act.
Known by its English initials, IEEPA, the act allows the president to exercise broad control over trade
and transactions after declaring a national emergency. The administration treated the trade deficit as
an emergency and used it as the basis for tariffs. Korea’s leading exports, including automobiles and
batteries, faced the risk of heavy bleeding.

Korea promised 350 billion dollars and brought the rate down to 15 percent. It was a negotiation that
softened tariffs by building factories and increasing investment in the United States. Yet there was a
paradox inside that investment. If Korea shipped equipment from home to build factories in the United
States, exports to America rose, the deficit widened, and the tariff rate went up again. Because
America based its tariffs on the trade deficit, investment that increased the deficit became a loop that
invited tariffs. Investment meant to avoid tariffs summoned tariffs instead. And as those factories
began to operate, jobs left Korea. The strongest trade card was, at the same time, an entrance to
industrial hollowing-out.
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Place the three cards together, and Korea’s position becomes clear. A strong card cannot win alone;
the pressure point takes a long road to defend; the bill is written in pencil. Korea, then, was not a
shrimp whose back was merely broken in a fight between whales. It was a hand holding technology
that both giants desperately wanted, and at the same time a body most vulnerable to those giants’
controls. The hand holding the cards and the back taking the blows were joined in one body.

The Busan truce bought one year. On October 30, 2025, at the Busan summit, the United States and
China paused their brinkmanship for a moment. The United States delayed for one year
implementation of the 50 percent subsidiary rule, which would bind subsidiaries more than
half-owned by companies on sanctions lists. In return, China suspended for one year the worldwide
implementation of extraterritorial rare earth controls such as Announcement No. 61. From November
10, 2025, to November 10, 2026, Korea gained a brief chance to keep its lines running, away for a
while from pressure on HBM sales channels and the danger of mineral disruption. It was a borrowed
umbrella. But the hands that opened and closed that umbrella were in Beijing and Washington. Korea
did not hold them.

Nor was this umbrella extended at the Beijing talks. At the second round of talks on May 14 and 15,
2026, the tariff truce was not extended. Trump himself said he had not even discussed the issue. The
year Busan lent remained just as it had begun in Busan: no more and no less than one year.

What Korea had to do during that year was clear. It had to build refining facilities in Vietnam and
Indonesia. Vietnam has large reserves, and Indonesia is a hub for nickel processing. Korea had to
widen its buffer zone there and loosen a chain bound to one country, China, into several strands. On
top of that, Korea, the United States, and Japan had to build a joint network to stockpile minerals and
share information. And beyond the level of a single economic ministry, Korea had to establish a
whole-of-government control tower to respond as one body to pressure from Washington and Beijing.
This was not a matter of cutting the chain, but of weaving it again. Not decoupling, the release of
hands, but the remaking of the chain.

How much of that work Korea accomplished within one year has not yet been written on the report
card. As CSIS has said, self-reliance is measured not by announcements or investment figures, but
by the actual tons brought out of the mine. Not the plan on paper, but the weight of minerals loaded
on trucks gives the answer.

The hourglass of that year was turning toward November 10, 2026. On that day, America’s 50
percent rule and China’s 0.1 percent rule wake at the same time. Korea stood before them holding its
three cards. The question gathered into one. During that year, what should Korea have done? And
what did it do?

Chapter 20 The Country on the 25% List
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On the evening of May 14, Trump took the microphone at a banquet in the Great Hall of the People.
He said he would invite Xi Jinping and his wife to the White House on September 24. It was an
invitation made in public, with the date fixed. As with our trade, he added, this visit would be mutually
beneficial.

Fixing a date at a banquet is a larger matter than it appears. A visit by a head of state is usually
announced only after diplomats on both sides have quietly coordinated it for months. Trump skipped
that process and, beneath the chandeliers, in full view of the guests, put the date on the table first. It
was not an offhand remark tossed out at the end of a meeting. It was a move that laid the stage for
the next encounter in advance.

Over two days of talks, the two giants failed to produce even a single joint statement. They did not
extend the tariff truce. They parted with rare earths, semiconductors, and Taiwan all left where they
had been. When a summit ends, the usual practice is for the two countries to place what they have
agreed in one document and announce it together. This time, they could not. The United States
issued its own statement, and China issued a different one. The American side stressed rare earths,
Iran, and the opening of the Strait of Hormuz, but those passages were missing from the Chinese
statement. China instead put forward a new phrase,

constructive strategic stability,

and placed the Taiwan issue at the front. It looked as if two men who had sat in the same room had
come away from entirely different meetings.

Yet that empty-handed meeting did create one thing. The next appointment. The summit's most
important product was not an agreement, but the bare fact that the next meeting had been booked. A
principle that trade and investment issues would keep being discussed, and a promise to meet again
in September. That was all the two-day summit left behind.

Two dates were fixed on the calendar. September 24 and November 10.

To understand why November 10 is such a heavy date, we have to go back one year. On October 30,
2025, the first summit was held in Busan. It was arranged on the occasion of the APEC summit in
Gyeongju. At that time, the two countries took one step back from the edge of a vast global economic
crisis. The United States postponed for one year, beginning November 10, implementation of the

50 percent rule,

which blocks sanctioned companies such as Huawei from slipping past controls through disguised
subsidiaries, and port-fee measures aimed at China's shipping and shipbuilding industries. The Entity
List is the roster of sanctioned companies with which the United States has barred transactions. The
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50 percent rule treats subsidiaries more than half owned by a company on that list as if they, too,
were on the list. It tightens the mesh so sanctions cannot be avoided through shell companies with
different names. In exchange, China halted for one year the extraterritorial rare-earth export licensing
system it had planned to push onto the whole world. Rare earths are core minerals used in magnets,
electric vehicles, and precision weapons, and China has an almost complete grip on their refining
market. The two countries agreed to keep the blades aimed at each other's vital points in their
sheaths for just one year.

November 10 is the day the knot tied in Busan comes undone. On that day, five clocks ring at the
same hour. America's 50 percent rule wakes up, China's 0.1 percent net spreads out, and suspended
tariffs and port fees return to life. The 0.1 percent net refers to China's Announcement No. 61. It is a
rule requiring Beijing's approval if even 0.1 percent of Chinese rare earths are mixed into a finished
Korean semiconductor product. If even a fingernail's worth is inside, the goods cannot move unless
China stamps the paper. A month and a half before that, on September 24, Xi Jinping comes to
Washington. It is the final negotiation set just before the deadline bursts. The two dates were
threaded on the same line. If the knot is not tied again in September, everything comes loose at once
in November.

The two men read the same clock differently.

Trump's clock ran for six months. He had to face the midterm elections in November, and before then
he needed to stand Xi Jinping on the White House red carpet. For an American president, the
midterms are like a report card received halfway through the term. Before that, a single image
showing that he had forced China to bend was the card he could show voters. For the sake of that
one image, he delayed signing papers for arms sales to Taiwan. The moment he announced the
date, September 24, on live broadcast, he showed his own hand: he badly needed Xi in September.
In a negotiation, once the other side knows you are in a greater hurry, the initiative passes to them.
The initiative passed to Beijing. Xi Jinping's clock ran for ten years. The 2027 Party Congress and the
next Five-Year Plan lay within it. A Chinese leader's term is not cut off by elections. He had no reason
to rush. Trump bought a six-month headline, and Xi bought the time needed for self-reliance.

That year was not peace. It was a period for preparing the next collision. A truce is not a treaty. The
two countries had not treated the roots of their conflict. They had merely exchanged the hostages
they held over each other and lowered their guns for a while. A lowered gun can be lifted again at any
moment.

The United States spent that year rebuilding its collapsed mineral supply chain at home. The
Department of Defense became the owner of MP Materials and set separation towers turning. MP
Materials is the one remaining integrated rare-earth producer inside the United States. The
Department of Defense directly bought shares, became the largest shareholder, and promised to
support prices so they would not fall below a certain level even if China drove them down. The plan
was to connect the line from mined minerals to magnets. But connecting a mine to magnets takes five
to ten years. From surveying the ground to building refining facilities, this industry consumes a great
deal of time. One year was nowhere near enough. China spent that year filling its storehouse. It
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produced Huawei's chips, stockpiled memory, and bought what it could buy before the rules tightened
again. One of the things it hoarded was HBM. It stands for high-bandwidth memory. It sits beside
artificial intelligence chips and moves data quickly; AI computation cannot do without it. Before the
controls locked back into place, China stored up what it could. While the two giants forged shields in
their own fields, Korea stood in the middle of that one-year truce zone.

On the eve of the Beijing meeting, the U.S. Treasury Secretary and the Chinese Vice Premier
stopped in Seoul side by side. They met the Korean president one hour apart, then completed the
final working-level negotiation at Incheon International Airport. Once again after Busan, Korea had
become the stage on which the United States and China met. Lending the stage looked like an asset.
Since two great powers had chosen Korean soil as the place to sit across from each other, Korea
seemed to occupy a position of real importance. But one diplomatic analysis called it a liability. The
two great powers were using Korea as a convenient stage, without handing over any authority over
the script. Korea received the lights, but no lines.

What Korea should have done during that year was clear. Build refining facilities in Vietnam and
Indonesia, create a joint stockpiling network with the United States and Japan, widen export routes
toward ASEAN and consumer goods, and establish a control tower reaching beyond the economic
ministries. Korea depends on China for 99 percent of its magnesium and more than 90 percent of its
tungsten oxide. Magnesium is the salt of manufacturing, and tungsten oxide is used in semiconductor
processes. These are places where one stamp can stop a factory. Storing minerals inside the country
does not remove that risk. China's 0.1 percent rule does not operate inside Korea; it operates at the
final passage through which Korean-made goods leave for the outside world. Even if stockpiles are
increased and used batteries are recycled, if China holds the stamp at the export gate, the factory
stops right there. What was needed, therefore, was more than domestic stockpiling. Korea had to
make a separate path for refining outside China and build a stockpiling network with its allies. These
were things that had to be proven not in words, but in tons. A report card written in the tonnage of
minerals pulled from mines and the number of new production lines laid down. That report card has
not yet been written. The hourglass has not run out.

In the prologue, Xi Jinping handed Trump rose seeds. He told him to plant them on the White House
lawn. Seeds lie buried for a year, then bloom the following spring. What is planted that year decides
the next spring. The two giants planted shields in their respective fields. Then what did Korea plant
during that year?

When the clock rings on November 10, will Korea be sitting collapsed between two whales, its back
split open? Or will it show the cards it holds, backed by the strength it has built over a year? The
answer, even now as this book ends, remains a blank. And the person who fills that blank is neither
Trump nor Xi Jinping.

Chapter 21: Three Cards at the Crossroads, HBM, Critical Minerals, and Trade

Attorney, former member of the National Assembly, AI policy researcher
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