KIMKJ Al Library

Claude, GPT, Palantir, and the 2026 World War

How Artificial Intelligence Came to Pull the Trigger of War. Prologue, 3 Parts / 6 Chapters,
Epilogue

Claude, GPT, Palantir,
and the 2026 World War

Kim Kyung-jin

English PDF edition



Claude, GPT, Palantir, and the 2026 World War

Kim Kyung-jin

A single name sits on the screen. An intelligence officer looks at it for twenty seconds, confirms only
that it is a man, and moves on. Inside those twenty seconds a person dies, and the responsibility for
deciding to kill him disappears. From Lavender over Gaza to Maven in Ukraine, Epic Furies over Iran,
and target selection in the skies of Venezuela, this book follows the hand that chooses targets as it
passes from human to machine in the wars of 2026.
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Prologue
Chapter 1 Gaza: The Mass Assassination Factory and the 20-Second Approval
A single name is on the screen.

A person sits before it. In a room of an intelligence unit looking down on the Gaza Strip, a monitor on
the desk shows a name together with a number. The number is somewhere between 1 and 100. The
higher the number, the more likely the machine judges this person to be a member of an armed
group. The machine's name is Lavender.

The officer looks at the name. He looks at the number. Then he checks one thing. Is this name a
man's?

If it is a man, it passes.

The whole process took about 20 seconds, an intelligence officer who had done the work himself told
Yuval Abraham, a reporter for the Israeli outlets +972 Magazine and Local Call. Twenty seconds. It
takes longer than that for a sip of coffee to cool. It is the time it takes a traffic light to change once.
That time did not include looking into why the machine had chosen the name, or on what grounds it
had given that number. The officer's job was to check whether the person was real and, more than
that, whether he was a man. They said he did not need to ask anything beyond that. The officer
described his work this way. | was a rubber stamp for the machine's decision.

A rubber stamp. An object that presses pre-carved words onto a document just as they are. The hand
moves even if no one reads what is being stamped. That officer saw his own hand that way.

Twenty seconds later, the coordinates of the home of the person with that name pass to another
system. The system's name is “Where's Daddy?” This program waits for the target to enter his home.
At evening, when the family is gathered, the moment he opens the front door and walks in, an alert
sounds. Then the bomb falls. One intelligence officer said this. We were not interested in killing them
when they were in military buildings. It is much easier to bomb a house. The system was built to find
them that way.

On the list marked by the machine were about 37,000 names.

Lavender scanned almost the entire population of Gaza. It gave each of more than one million people
a score between 1 and 100. Does the person often change mobile phones? What kinds of people
does he speak with? Which group chats is he in? Gathering such small features, the machine
calculated the chance that this person was a member of an armed group. If the score was high, the
name went on the list.

The officers knew that about 10 percent of the names on that list were not members of armed groups.
They knew because they had picked names at random and checked them one by one. Some people
were loosely tied to Hamas, and some had no ties at all. People with the same name or the same



nickname were caught by the machine. Civil defense workers or police officers also went on the list
because their communication patterns were similar. Even knowing that one in ten could be the wrong
person, the officers kept stamping their approval, 20 seconds at a time.

Those bombings had preset limits. The military's international law department had set how many
civilians could be killed along with one low-ranking target. In some accounts, the number was fifteen;
in others, it was twenty. They said that as long as the target was a Hamas member, age and rank did
not matter. One intelligence officer said that during that period, the principle of proportionality in effect
did not exist. The principle of proportionality. The old promise of the laws of war, that the military gain
must be weighed against the civilian sacrifice. It means that for a time, those scales had been put

away.
This is where this book begins.

That the matter of whether one person would live or die was decided in 20 seconds. And that during
those 20 seconds, the human being in effect did not question what the machine had done. What
stepped into that unasked space, or rather, what vanished from it? This book follows that vanished
space. | will call it the empty seat.

| should say a little about my own work.

| have dealt with law for a long time. | know what it means to hold someone responsible, and how
heavy that work is. To ask for responsibility, in the end, comes back to one question. Who did it? Who
decided to do the act, and who bears the result? If a court cannot answer this question, the trial
cannot move even one step forward.

But in that room in Gaza, this question became hard to answer.

The machine chose the name. A human being looked at it for 20 seconds. The bomb fell. A family
died. Then who decided to kill that person? Was it Lavender? It is not a person, so it cannot be held
responsible. Was it the officer who stamped the approval? He says he merely trusted the machine,
that he was only a rubber stamp. Was it the person who made Lavender? He only drew up the list; he
did not pull the trigger. Was it the command that ordered the list handed over as a weapon? They did

not see each individual name.

There is clearly a finger that pulled the trigger, but if we follow that finger upward to hold it
responsible, the path breaks off at a certain point. Somewhere between human being and machine,
responsibility evaporates. It does not become lighter; it disappears altogether. No one stands in that
place.

Some of the intelligence officers who spoke with Abraham were tormented by what they had done.
They were people who, shocked by the Hamas attack of October 7, had put their uniforms back on.
Then they realized what they were doing and began to waver. They were creating houses where
whole families disappeared. Some of them felt they could not justify that work, and so they opened
their mouths to a reporter. It means there were people who felt responsible. But that responsibility



was not demanded by the system; each person carried it alone. The system held no one responsible.
That empty seat is the subject of this book.
This is the first time in history that artificial intelligence has entered the chain of death in war.

In the military, that chain of death is called the kill chain. It is the set of steps by which a target is
found, its location fixed, tracked, aimed at, fired upon, and the result checked. In the past, human
hands pulled almost every link in that chain. To produce one target, several intelligence officers had
to study it for days. Human hands are slow. Sometimes that slowness saved a life. While someone
checked one more time, while someone hesitated one more time, while the bomb fell late.

In Gaza, that slowness disappeared. A senior officer who had led the Unit 8200 Al Center wrote in a
book that the military could not produce human targets fast enough, that humans were the bottleneck.
He said artificial intelligence would break that bottleneck. Lavender did that work. It poured out
thousands of targets a day. Work that had taken days at human speed became a matter of seconds
at machine speed.

As the speed rose, human beings left the chain.

The Israeli military said no such system existed. What they used, they said, was only a tool to help
analysts; artificial intelligence did not determine who was a member of an armed group. The military's
answer was that the intelligence system was only an analyst's tool. Abraham read that explanation as
it stood to his sources. The sources answered that it was a lie. Abraham added one point. The officer
who had led the Unit 8200 Al Center gave a public lecture at Tel Aviv University in 2023, and there he
said himself that in 2021 the military had found terrorists with artificial intelligence. The presentation
materials, Abraham says, even included a screen in which a machine gave people scores. One side
says there was no such machine. The other says they sat in front of that machine for 20 seconds at a
time.

This book leaves both accounts in the text. | will set aside for a moment the task of judging which side
is closer to the truth. But one thing is clear. In a world where even the existence of such a system is
disputed, it is even harder to ask who is responsible for what that system did. You cannot hold a
machine responsible if they say it does not exist. The very claim that it does not exist covers the
empty seat with one more layer.

Gaza was only the beginning.

In the fields of Ukraine, drones are learning how to recognize human faces. These are machines built
so that even when radio jamming cuts off the control signal, they can recognize the target at the final
moment and fly into it on their own. People say 18 minutes is enough to find a target and strike it. In
Iran in 2026, testimony emerged that it took 60 seconds to decide to kill one person. The same year,
above Venezuela, a target was chosen from satellite images on which a school website was still
plainly alive. From one battlefield to another, the hand that chooses targets is passing from human
beings to machines. As 20 seconds becomes 60 seconds, and 60 seconds becomes 18 minutes, the



vanished empty seat is not filled; it travels with them.

Abraham had the same worry. Through the wars of 2014 and 2021, he saw one pattern. When a war
ends, the systems used there are sold to militaries around the world. He said this Al-based war is
dangerous for humanity. He said it lets people slip out of responsibility. If a machine creates the
target file, the commander's name is written there, and the expected civilian harm is written there too.
It takes on the appearance of following international law. But the words inside it all lose their meaning,
he said.

About those systems first used in Gaza, one analyst left behind an even more frightening phrase.
What operated there was not a finished weapon, but a test version. A test version that refined its
performance by killing people. He called it death's beta, or in English, lethal beta. The word beta
originally means a test version run before formal release to find defects. It is the stage in which,
before a new app is formally released, some users are allowed to try it first so problems can be found.
It means that this test was paid for with human lives. We will face again at the end of this book what
that phrase points to. For now, please remember just this one thing. Test versions get sold. When the
war ends, the system passes to militaries around the world. The empty seat refined in Gaza is
exported under other skies.

I may not be able to give you answers in this book.

An age is coming in which machines choose targets faster and more accurately than people. Among
the companies that made those machines, some have drawn a line and said they will not cross it, that
they won't let their technology be used to kill people. The same company sells that technology to the
military. | have not yet found a neat way to close this contradiction. | will not pretend that | have.

But | will hold on to one scene to the end. That desk in Gaza, the single name on the screen, the 20
seconds that passed before it.

Inside those 20 seconds, a person died. And inside those 20 seconds, the responsibility for deciding
to kill him disappeared.

Who pulled the trigger?

With that question in hand, this book will begin in Gaza.

Chapter 1 Gaza: The Mass Assassination Factory and the 20-Second Approval
Attorney, former member of the National Assembly, Al policy researcher
kimkj.com
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Part 1. The Speed of the Machine

Chapter 1 Gaza: The Mass Assassination Factory and the 20-Second Approval
Chapter 2 Ukraine: Project Maven’s Evolution in Combat

1. Lavender: A List of 37,000 and a 10 Percent Error Rate

A name appeared on the monitor.

Next to it was a number between 1 and 100. The higher the score, the more the machine regarded
that person as a militant. The intelligence officer looked at the name and the score. Then he checked
only one thing. Was the person male. If he was male, the officer moved on. He spent about 20
seconds on each target.

Beyond the screen was Gaza. Information on more than one million people entered the machine and
came out as scores. What the intelligence officer saw was that score. Not a person, but a number. He
didn't know how that number had been calculated. He didn't need to know. His job wasn't to question
the score, but to pass it through. When one person was done, the next appeared, and then the next.
The list was long, and the machine didn't tire.

Only people tired.

The person who first brought this scene before the world was the Israeli investigative journalist Yuval
Abraham. In April 2024, he published an 8,000-word report on an artificial intelligence system called
Lavender in the Israeli progressive outlets +972 Magazine and Local Call. The report was divided into
six stages, each showing one part of the highly automated process by which the military produced
targets. It was based on the testimony of six Israeli intelligence officers who had been directly
involved with the Lavender system. In an interview with the U.S. outlet Democracy Now, Abraham
explained the meaning of those 20 seconds this way. “One source said he spent 20 seconds per
target before approving the bombing.” What he checked wasn't the target's guilt. It was gender.

Let's pause for a moment and feel what 20 seconds means. It's the time you spend waiting for a
traffic light to change. The time it takes an elevator to rise from one floor to another. The time it takes
a sip of coffee to cool. Within that span, a person's life or death was approved. Along with that
person's family. While the second hand moved through twenty marks on the clock, the name on the
screen became a target, and in the next moment another name rose into view.

Let's begin with what Lavender was built to do.

According to the +972 report, Lavender is an artificial intelligence system the Israeli military built to
identify lower-ranking operatives of Hamas and Islamic Jihad. The original purpose was clear. Israel



estimated that there were between 30,000 and 40,000 Hamas operatives. It was impossible to sort
through that many people by hand. So the task was given to a machine. In Abraham's words,
Lavender scanned information on about 90 percent of Gaza's residents, that is, more than one million
people. Then it scored them one by one. From 1 to 100. The score showed how likely the machine
thought that person was to be a member of the military wings of Hamas or Islamic Jihad.

The problem came next.

After October 7, 2023, according to the report, the Israeli military made a decision. It would treat the
tens of thousands of people on the list as people who could now be bombed inside their homes. It
wasn't only that person who would be killed. Everyone in the building with him, children and family
members, would be killed too. Abraham reported it this way. “One source said he felt like he was
rubber-stamping the machine's decisions.” A rubber stamp. The machine decided, and the person
merely stamped approval.

Machines can be wrong. The Israeli military knew that too.

According to Abraham's report, the military randomly selected samples and checked them one by
one. As a result, it knew that about 10 percent of the people the machine had marked for death were
not Hamas militants. Some were loosely connected to Hamas. Some had no connection at all. One
intelligence source explained how the error arose. The machine would pull in someone who had the
same name or nickname as a Hamas operative. It did the same with people who had similar
communications patterns. The person might be a civil defense worker in Gaza, or a police officer.
Still, the machine assigned a score, and the person stamped approval.

Let's consider how to take an error rate of 10 percent. In a peaceful place, this kind of error might be
bearable in daily life. If an email filter gets one in ten wrong, we can search the trash and restore it. If
a recommendation algorithm gets one in ten wrong, we can simply not watch that film. The error can
be undone. But a bombing can't be undone. After a house has collapsed and a family has died,
learning that the person wasn't a militant isn't a correction. Even with the same 10 percent, if the
result is death, the weight of the number changes. The military knew about that 10 percent, Abraham
reported, and knowing it, it ran the system for weeks without meaningful oversight.

Let's look at the numbers again.

About 37,000 people were on the list.

About 10 percent of them were not militants.

In human terms, that 10 percent means thousands of people.

The phrase 10 percent is neat. Statistics are always neat. But inside it were people placed on the list
because they had the same name, because their communications records looked similar. When
bombs fell on the houses where they slept, the machine didn't admit an error. The machine only
produced a score.



One of the testimonies Abraham heard concerned how a target's identity was confirmed. The work of
linking the person Lavender had scored to that person's home, and the work of confirming that the
person had entered the home, were automated. Abraham reported that the procedure in which an
intelligence officer personally looked into that house and visually confirmed whether the target was
inside was mostly skipped. When the system raised an alert, the alert itself stood in for confirmation.
If the machine said so, then it was so. Human eyes retreated behind the machine's signal.

The Israeli military rejected the report.

The Israeli military's position, as printed in U.S. outlets including The Washington Times, was that
Lavender wasn't a system that created targets, but a “database.” The official Israeli military response
that Abraham read aloud in the Democracy Now interview was stronger. “Contrary to claims, the IDF
does not use an artificial intelligence system that identifies terrorist operatives or tries to predict
whether a person is a terrorist. Information systems are only tools for analysts.”

Abraham said he read this response to his sources exactly as it was. Their reaction was brief. It's a
lie. In the interview he said, “Usually they don't lie this blatantly, so | was surprised.” The evidence he
offered came from inside the Israeli military. A senior military official who heads the artificial
intelligence center of Unit 8200 gave a public lecture at Tel Aviv University in 2023, and there he said
directly that the Israeli military had used an artificial intelligence system in 2021 to find terrorists.
Abraham reported that the lecture slides included a screen showing the system assigning scores to
people.

One side calls the same machine a kill list, while the other calls it an analytic tool. This book won't
suspend judgment between the two. What must be recorded here is the fact that a machine entered
the path of decisions to kill people, and that the two sides give different answers to the question of
who made that decision. If a person stamped approval, was it a human decision. If the machine made
the list, was it the machine's decision. Responsibility blurs somewhere between them. This blur is the
empty space this book follows.

The way the machine scored people is also worth looking at.

Abraham reported that Lavender assigned scores according to a list of small features. Signals such
as a person's communications habits, whether he often changed cellphones, and which group chats
he belonged to were reflected in the score. Such signals might resemble the behavioral patterns of
militants. At the same time, they might resemble the daily life of an ordinary person. Someone who
often changes cellphones may be poor. Someone in the same group chat may simply be a neighbor.
The machine didn't know the difference. The machine saw patterns and attached scores to them. And
that score divided a person's life from death.

Abraham also reported what kind of landscape this statistical process created. According to U.N.
figures he cited, among about 6,000 people killed in the early period of the war, more than half came
from a relatively small number of families. It meant that entire families had vanished. A bombing
aimed at one target erased that person's parents, siblings, and children with him. Abraham said this



was an expression of the destruction of the family as a unit. A name that was one line on a list was,
on the ground, an entire household.

Let's return to 20 seconds.

What can a person do in 20 seconds. Read a name, look at a score, confirm gender. That is all.
There is no time to ask why the machine chose that person. No time to look again at communications
patterns, no time to suspect that it may be someone else with the same name. According to
Abraham's report, intelligence officers were instructed to accept Lavender's recommendation as long
as it was confirmed that the target was male. Without carefully looking into why the machine had
made that judgment. Twenty seconds wasn't time for review. It was time for approval.

Let me make clear here what this book is asking. The question isn't whether artificial intelligence
killed people. The bombs were dropped by aircraft controlled by humans, and humans pressed the
approval buttons. The question lies elsewhere. Can we say that a human made the decision. If the
machine produced the score, the machine drew up the list, the machine fixed the timing, and a
person stamped approval in 20 seconds, who owns the decision. The fact that there is no answer to
this question, the fact that the person who should answer has disappeared, is the empty space.

2. Gospel and “Where's Daddy”: The Home Made a Target
If Lavender chose people, there had already been a machine that chose buildings.

Its name is Gospel. In Hebrew, Habsora. It means gospel. According to reports published in
December 2023 by +972 and the U.S. public radio network NPR, Gospel was a system built by the
Israeli military's Unit 8200 that automatically generated buildings and structures as targets. It was a
machine that marked places, not people.

There is a comparison that shows how fast this machine was.

Aviv Kochavi, a former chief of staff of the Israeli military, said one human analyst produced 50
targets in a year.

Gospel, he said, produced 100 in a day.

A year and a day. Fifty and one hundred. The difference in production speed between person and
machine is contained in these two lines. According to the +972 report, in the 2021 Gaza conflict,
about 200 of roughly 1,500 targets selected by the Israeli military had been produced by Gospel.

One former Israeli military figure called this system by one phrase. A mass assassination factory. The
key word is factory. A factory is built for scale. Fast, many, without stopping. Targets came out that
way too. The title of Abraham's report on Gospel, which he wrote before his report on Lavender, used
that very phrase.

Let's hold on to the factory metaphor for a moment. A factory raises output by reducing human
judgment. When work once done by one person from beginning to end is divided among several



machines, speed increases. In return, the person who sees the whole disappears. A worker standing
before a conveyor belt sees only the one part passing in front of him. The analyst in front of Gospel
was the same. He processed one target that flowed before him and passed it on to the next stage.
Which link in which chain that target came from, who would die at the end, lay outside his screen.
This was the first place where responsibility blurred. Even if no one lies, if no one sees the whole,
there is no one left to answer for the whole.

If Gospel marked buildings and Lavender marked people, there was a third machine that decided
when the person would die.

Its name is chilling. “Where's Daddy.”

Let's think for a moment about giving a machine such a name. Military systems usually have names
that are threatening or neutral. Iron Dome, Arrow, David's Sling. But this system, which found targets
inside family homes, was given a child's question. The people who named it knew what the machine
was aimed at. Home, night, family. The name didn't hide that. Rather, the lightness inside it, almost
like a joke, stood so far from the death the machine handled that it showed how, somewhere in this
chain, human feeling had gone numb.

Democracy Now host Amy Goodman summarized what this system did in the report this way. “A
second artificial intelligence system called Where's Daddy tracked Palestinian men on the kill list. The
system was deliberately designed so that Israel could target them when they were at home at night
with their families.” Deliberately. The words of the source Goodman quoted make this point clear.
“We were not interested in killing them only when they were in a military building or engaged in
military activity. On the contrary, the IDF bombed them in their homes without hesitation. As a first
option. Because it's much easier to bomb a family's home. The system was buiilt to find them in those

situations.”

Abraham explained how the machine connected people and homes through the working principles of

a surveillance system.

In a mass surveillance system, there is a concept called “linkage.” If you enter a person's identity, the
computer quickly attaches that identity to other information. In Gaza, almost everyone had a home.
So the system was designed to automatically link individuals to homes. According to Abraham's
explanation, most of the homes linked to people whom Lavender had marked as low-ranking militants
were not places where military activity was taking place. They were simply homes where families
lived. Where's Daddy caught the moment that person entered the home and sent an alert to the
intelligence officer. The moment the target returned to his family became the moment of the bombing.

Lavender's list was passed to Where's Daddy. Where's Daddy waited for them to enter their homes.
Then those homes were bombed. Abraham described the link plainly. A family home where no
military operation was taking place, the moment the target stepped inside that home, an alert, and
then a bombing.

Another choice was layered on top of this. What kind of bomb to use.



Abraham cited figures reported by CNN in December 2023. According to a U.S. intelligence
assessment, 45 percent of the bombs Israel dropped on Gaza were unguided so-called dumb bombs.
Unlike precision-guided munitions, unguided bombs collapse whole buildings. Civilian harm is far
greater. Yet sources said that for low-ranking operatives, only these unguided bombs were used. The
whole house was brought down, together with everyone inside.

Let's briefly spell out the difference between guided and unguided bombs. A guided bomb changes
course as it falls and strikes one point accurately. It can target one floor of a building, one room. An
unguided bomb simply falls. The place it will hit can't be controlled with precision. So it breaks broadly
and deeply. It brings down an entire building. To use an unguided bomb while aiming at one target
comes close to choosing to kill everyone around that person as well. If a bomb that could strike
precisely was available but wasn't used, then this wasn't a question of ability. It was a question of
choice. According to the report, the reason for that choice was cost.

The reason was bookkeeping, dry to the point of cruelty.

Abraham reported that when intelligence officers were asked why, they gave answers like this. These
people aren't important. Militarily, they aren't important enough to waste expensive bombs on. If
expensive guided bombs were used, a specific floor of a building could have been targeted. That
means the floor where the target was located could have been brought down while other families
above and below were spared. But that money wasn't spent on low-ranking operatives. Instead,
bombs that brought down the whole building were used. Together with every floor, every family
inside.

Abraham said this scene left a deep impression on him. | will relay his point. A bomb is dropped on a
house, killing an entire family, yet the target whom the bombing is meant to assassinate is regarded
as not important enough to waste an expensive bomb on. He saw this as a rare scene showing how
the Israeli military measured the value of Palestinian life. The target was lowly enough to merit a
cheap bomb, while the family killed with that target was even lower, lowly enough to be buried
wholesale by that cheap bomb. Within the logic of accounting, human weight was measured that way.

At this point Abraham directly identified the contradiction. | will quote his words. “If that person is not
important enough to waste ammunition on, how are you prepared to kill 15 civilians.” One target is
insignificant enough not to be worth an expensive bomb, yet a bomb that buries the whole family is
dropped to kill that one person. This unresolved contradiction remains in the report.

Abraham saw this as showing how the principle of proportionality was treated. Proportionality. A core
idea in international humanitarian law. It is the principle that civilian harm must not be excessive in
relation to the expected military gain. Yet here the target's military value was converted into the price
of a bomb. At the same time, the killing of fifteen civilians for each such target was allowed. In
Abraham's words, it was a rare scene showing how the Israeli military measured the value of
Palestinian life against expected military gain.

Let's say the name Where's Daddy again.
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Where's Daddy. These words are usually spoken by a child. A child waiting for the door to open in the
evening asks them of a father who has come home. But the machine given this name moved in the
opposite way. It seized the moment the father returned home and treated it as the signal for a
bombing. The hour when a family gathers became the hour when the family died together. We can't
know what the person who named it was thinking. But the scene the name points to is clear. A home,
evening, the person returned, and an unguided bomb falling over it. According to the report, many of
those killed this way were women and children.

Even the sources themselves were shocked, Abraham reported. It was psychologically shocking. The
people who took direct part in this work said so. Abraham also reported why they spoke out. Some of
them were people who had been shocked by the tragedy of October 7 and were called back into the
military. Some hadn't thought they would ever wear a uniform again. Then, they said, they gradually
realized what they were taking part in. The killing of families, the feeling that they were inside
something that couldn't be justified. They felt responsible, Abraham reported, and began to speak
because they thought the world didn't know the truth. The military spokesperson's account and the
reality on the ground were too far apart.

3. The Human Turned Into a Rubber Stamp: Twenty Seconds to Confirm Gender and Fire Factory
There is a phrase that says the human remains inside the chain of decision.

In English, human in the loop. It means that a person remains to the end in the final place where the
trigger is pulled. It is a promise that no matter how fast the machine is, a person reviews and a person
approves. In Gaza, that person was present. But what he did wasn't review.

A figure who led the artificial intelligence center of Unit 8200 wrote a book in 2021. Its title was The
Human Machine Team. It had the subtitle How the synergy between artificial intelligence and humans
can change the world. In that book, which Abraham introduced in his interview, the author wrote that
the military must rely on artificial intelligence to “solve the human bottleneck in target generation.”
Bottleneck. The human being is the bottleneck. He argued that no matter how many intelligence
officers were assigned, they couldn't produce enough targets in a day during wartime. That was the
logic for why machines were needed.

That one word contains the mindset of military Al. Bottleneck. It is a factory term. In a production line,
the slowest process determines the overall speed. That slow process is called the bottleneck, and
improving the process means removing the bottleneck. The author of this book saw the slowest part
of the process called target generation as the human being. People are slow because they doubt.
Slow because they check. Slow because they sleep, rest, hesitate. In war, that slowness appears as
a defect. So the idea was to put a machine in that slow place. But what had been inside that slowness
was judgment. Doubt, checking, hesitation were not other names for inefficiency, but other names for
responsibility. When the bottleneck was removed, responsibility disappeared with it.

What is striking is that in the same book, the author drew a clear line.
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Abraham pointed this out precisely. The author wrote plainly that this system must not replace human
judgment. He called it “mutual learning” between human beings and artificial intelligence. The book's
position was that the intelligence officer sees the result and makes the decision, and the Israeli
military's official position was the same.

A gap opened between the promise on the design paper and the reality on the ground.

According to what Abraham heard from several sources, after October 7, at least in parts of the Israeli
military, that promise was no longer kept. Intelligence officers were told they could accept Lavender's
recommendation as long as it was confirmed that the target was male. Without carefully looking into
the recommendation, without confirming why the machine had made that decision. The human was in
the loop. But what he added wasn't judgment. It was a signature.

One source's words compress this state exactly. Rubber stamp. He said he felt like someone
stamping the machine's decisions with a rubber stamp. The outward form of human decision
remained. A person sat in front of the monitor, and a person pressed the approval button. But what
that person did was endorse a decision the machine had already made. In 20 seconds.

The Israeli military's official position is different. In the Democracy Now interview, the Israeli military
response Abraham read aloud said that various tools and methods are used in the process of
identifying targets, and that information management tools are used only to assist analysts. It said no
artificial intelligence system is used to identify or predict whether someone is a terrorist. Information
systems are tools for analysts. The distance between this statement and the testimony about a
rubber stamp is the tension of this chapter. If it is a tool, a person uses the tool. If it is a rubber stamp,
a person is pulled along by the tool. Looking at the same screen, the same button, the same 20
seconds, one side calls it a tool and the other side calls the human a rubber stamp. This book gives
weight to the testimony. A person who uses a tool must be able to question it, but with only 20
seconds and a gender check, there is no room for doubt to enter.

There was another machine that pushed the speed even higher.

Its name is Fire Factory. This system automatically assigned weapons. It calculated which bomb
should be dropped on which target, by which aircraft, and when. According to reports, Fire Factory
reduced the time needed to prepare an attack from hours to minutes. The whole process of finding a
target, pairing it with a weapon, and preparing a sortie was compressed.

In military terms this process is called the kill chain. A chain of death. It means that several stages,
finding, fixing, tracking, targeting, striking, and assessing a target, are linked like a chain. As
machines entered this chain, which had once moved at human speed, the time spent at each link
collapsed. Gospel marked the building, Lavender marked the person, Where's Daddy set the time,
and Fire Factory attached the weapon. Somewhere in between, a person spent 20 seconds.

We should note that the human place in this chain grew narrower and narrower. In an earlier kill
chain, there were people at each stage. A person who found the target, a person who examined
whether it was right, a person who chose the bomb, a person who set the time. There was time
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between one stage and the next, and within that time a person could stop, ask again, or filter
something out. When machines joined the stages together, the time between them vanished. The
place to stop vanished with it. The chain flowed from beginning to end all at once, and the person
could only stamp approval at one point in the flow. The phrase human in the loop is a promise that a
person is inside the loop. But if the loop spins faster than the person, the person can be inside the
loop and still not control it. Being inside and being in control are different things.

One might ask why speed is a problem.

Speed itself isn't the problem. The problem is that high speed erased the place for review. When the
time for a person to look into the machine's judgment disappears, the person no longer sits in the seat
of judgment, but in the seat of passage. There is a term called automation bias. It means the
tendency of people to trust answers produced by machines without criticism. When a score appears
on the screen, when the person next to you is approving everything too, when the targets to be
processed in a day are piled up like a mountain, a person comes to follow the machine rather than
doubt it. Twenty seconds was enough time for that bias to settle in, and far too little time for doubt to
force its way in.

We can picture how automation bias hardens in one scene.

Imagine an intelligence officer sitting at a desk. On the screen is a long list of targets to process. It
was like that yesterday, and the day before. In the first few cases, he may have looked into the basis
for the scores. But the answers produced by the machine generally don't clash with the judgments of
the people around him. The higher-ups tell him to process them quickly. After an hour, a day, a week
of this, doubting the score itself becomes inefficient. Trusting the machine is easier and faster. Doubt
consumes time, and time is not something he has been allowed. In this way, the person slips from the
seat of judgment into the seat of passage. No one has to order him to do it. The structure pushes him
in that direction.

So where did responsibility go.

The machine doesn't bear responsibility. The machine only produces scores. The intelligence officer
says he was a rubber stamp. He only signed what the machine had decided. The commanders who
issued the orders say a person made the final decision inside the loop. The unit that built the system
says it was only a tool, not a machine that replaced judgment. Everyone holds one piece of the
decision. No one holds the whole decision. A bomb fell on a home and a family died, but the person
who says that death was his decision disappears. This is the empty space. The chain remains linked,
but the link called responsibility is missing. It may be more accurate to say it hasn't gone missing, but
has been divided finely among many hands until it remains in none.

4. Lives Turned Into Statistics: Allowances From 15 to 100

There is a phrase called collateral damage.
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It refers to civilian harm that occurs while striking a military target. The phrase turns harm into a
number. It turns people into allowances. The word collateral itself does this. Something on the side,
an extra, a by-product of what was originally intended. When a dead child becomes collateral
damage, that death is pushed from the center of the event to its edge. Language first moves a person
to the margins, and then numbers set a limit on that margin. In Gaza, that allowance carried numbers
fixed in advance.

According to Abraham's report, the Israeli military's international law department told intelligence
officers in advance the degree of collateral damage allowed for each target. This meant that when a
lower-ranking target marked by Lavender was bombed, the number of civilians who could be killed
along with him had been set.

Let's lay the numbers out like steps.

One source said the number was up to 20 civilians. For one Hamas operative, regardless of rank,
regardless of importance, regardless of age.

Another source said the limit was up to 15.
In the past, that number had been 0.

From 0 to 15, from 15 to 20. The number of civilians attached to the value of one lower-ranking
operative's life rose that way. One source said minors were also marked. There weren't many, but
because there was no age limit, he said it was possible.

For senior figures, the numbers shift into another digit.

According to sources, in the case of senior Hamas commanders, the allowance reached three digits
for the first time in Israeli military history. More than 100 people. Abraham gave a specific case. In an
attack aimed at a man who had been the commander of Hamas's Central Brigade, a source who took
part in the operation testified that the military approved the killing of 300 Palestinian civilians along
with that one man.

Let's put people back into the number 300.

Three hundred is a number whose end you can't see when you count people one by one. Even if you
spent five seconds imagining each face, it would take 25 minutes. Yet in the target file, that 300 was a
number written in one box. The collateral damage box. On the screen of the intelligence officer
approving the bombing, that 300 was a line that could pass by with one scroll. When people are
turned into numbers, this becomes possible. Twenty-five minutes becomes one second.

+972 and Local Call also spoke with Palestinian residents who witnessed the attack. They said that
four fairly large residential buildings were bombed that day. Apartments full of families were bombed
in their entirety, and people died. Abraham stressed that this wasn't a mistake. The figure of 300
civilian casualties was a number the Israeli military had known in advance. That is how the sources
described it. One source said that in that early period, the principle of proportionality under
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international law, in their exact words, “did not exist.”

Did not exist. These words are heavy. An intelligence officer, speaking of the system he had been
inside, testified that a core principle of international law wasn't functioning. This wasn't criticism from
outside, but the words of someone who had been inside.

The principle of proportionality was never abolished. It remained within international humanitarian
law. On paper it was alive. But on the ground it stopped working. In the target file, the boxes labeled
“‘commander” and “collateral damage” were still filled in. The form was there. Abraham saw this form
itself as dangerous. | will relay his point. When a machine creates a target file and boxes such as
commander or target collateral damage are filled in, the outer form of international law is preserved.
But all meaning inside it disappears, he said.

The question he posed runs through this entire chapter.

I will guote Abraham's words exactly. “If you design a system that marks 37,000 people, and you
check and know that 10 percent of them are not actually militants, and yet you approve and use that
system for weeks without meaningful oversight, isn't that a violation of the principle of distinction. If
you approve Killing up to 15 or 20 civilians for targets you see as not very important from a military
point of view, isn't that a clear violation of the principle of proportionality.”

Distinction. The principle that civilians and combatants must be distinguished. Proportionality. The
principle that civilian harm must not be excessive in relation to military gain. These two principles are
pillars of international humanitarian law. Abraham saw artificial intelligence systems draining meaning
from these terms. In his words, international law is now in crisis, and these artificial intelligence
systems are making that crisis deeper.

There is a background that made this scene possible.

According to a report by The Washington Post in December 2024, Israel had spent more than a
decade building what was called an “Al factory,” and bombed about 12,000 targets in Gaza within
weeks. According to reports by +972 and Britain's Guardian in 2025, Unit 8200 stored millions of
Palestinian phone calls in the cloud Azure, owned by the U.S. company Microsoft. The volume
reached about 11,500 terabytes. The scale of surveillance was the scale of targeting. The more they
listened, the more they stored, the more people they could score.

Let's take in the size of 11,500 terabytes. It is large enough to hold millions of phone calls and still
have room left over. A person's voice, whom that person called and what that person said, was
stacked neatly on a server somewhere outside Gaza. The owners of those calls didn't know their
voices were stored there. And some of those stored voices became Lavender's scores. Whom a
person called, how often he changed phones, those were raw materials for the score. Surveillance
was the front process of targeting. Data piled up in the cloud flowed into the machine, the machine
spat out scores, the scores became a list, and the list fell on homes. The fact that a U.S. company's
cloud stood in that first box shows that this chain wasn't closed within one country. We will meet this
point again in later chapters.
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Abraham was skeptical of claims that Israel conducts such investigations. He pointed to the past
record. | will relay his words. In the 2014 Gaza war, 512 Palestinian children were killed, and Israel
said it would investigate. Hundreds of allegations of war crimes were raised. But the single case in
which the Israeli military actually prosecuted a soldier concerned the looting of about 1,000 shekels.
All the rest were closed. He saw the phrase investigation in progress not as a sign that something
was changing. He said it mocked our intelligence.

At this point, this book has no choice but to lean to one side.

Recording both sides is not the same as saying both sides are equally right. The Israeli military said
Lavender was only a tool. That position has been recorded in this text as it stands. But the public
lecture by the head of Unit 8200's artificial intelligence center, the book he wrote, the consistent
testimony of six intelligence sources, the killing of whole families shown by U.N. figures. When this
weight is placed on the other side of the scale, the scale tilts. The word tool alone can't explain
37,000 names and an allowance of fifteen civilians per person. This book won't hide that tilt. At the
same time, it won't erase the warning written in the book by the person who built the machine, the
sentence saying it must not replace human judgment. The fact that even the designer drew a line,
and that the line collapsed on the ground, is the core of this chapter.

A remark Abraham made at the end of the interview belongs at the end of this chapter.

He saw this artificial intelligence-based war as dangerous for humanity. | will relay his words.
Systems like this let people escape responsibility. They allow the mass creation of thousands,
37,000, potential assassination targets while preserving the outer form of international law. Because
there is a machine that creates target files. And based on the experience of past wars, he added,
when the war ends, these systems are sold to militaries around the world.

The statement that they are sold when the war ends is worth engraving heauvily.

Gaza became a testing ground. Lavender, Gospel, Where's Daddy, and Fire Factory were run there
at large scale for the first time. A system proven at a testing ground becomes a product. It is sold to
other militaries with the phrase proven effective attached. But what does proven mean here. It means
targets were produced quickly. It means one person's review was reduced to 20 seconds. It means
responsibility was scattered among many hands until it remained in none. If what passed through the
testing ground was not precision but this empty space, then what is sold is the empty space too. This
is why this book doesn't stop in Gaza. The structure seen in Gaza isn't a special condition of one
conflict, but a template that will be repeated on many battlefields to come.

This last sentence leads to the next chapter.

What was made in Gaza doesn't remain only in Gaza. This method, which moved targeting from
human speed to machine speed, flows to the fields of Ukraine and to battlefields beyond. The 37,000
people on the list, the 10 percent among them who were not militants, the allowance set from 15 to
100 people per target. What disappeared among these numbers was, in the end, one thing. Someone
who would say that death was his own. The empty space is there.
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10 Chapter 2 Ukraine: Project Maven’s Evolution in Combat

Part 1. The Speed of the Machine

Chapter 2 Ukraine: Project Maven’s Evolution in Combat

Chapter 1 Gaza: The Mass Assassination Factory and the 20-Second Approval
Chapter 3 Iran: Epic Fury and Killing at Machine Speed

1. Too Much Data, Too Few Eyes

The screen did not stop.

When one drone flies for one hour, one hour of video piles up. When there are dozens of such
drones, on some days hundreds, the screens gathered that way flowed endlessly across a single
analyst’s desk. A dirt road, a truck, a herd of goats, then the dirt road again. Someone had to pick out,
inside it all, the hand burying an improvised explosive device, the shoulder carrying a weapon, the
one car stopped at a chokepoint. But the human eye cannot hold one point that long. The U.S.
military learned that fact at a high price.

In the counterterror wars in Afghanistan and Iraq, the unmanned aircraft flown by the U.S. military
gathered a staggering amount of video every hour. The problem came next. There weren't enough
people to look at it. More precisely, there were people, but people could not keep up with the volume
of video. In one conversation introducing her book Project Maven, Katrina Manson summed up its
starting point this way. The United States was “crushed by more drone video than it could handle,”
and it sought to use Al to find “what human analysts, buried in data, simply could not find.”

Here we have to meet one person. Drew Cukor. A colonel in the U.S. Marine Corps. In October 2001,
two months after 9/11, he entered Afghanistan as an intelligence officer with the first expeditionary
Marines. According to Manson’s reporting, he and his colleague Dave Spark, who carried a heavy
computer on his back, ran the intelligence cell for the early operations. And he was angry. What was
he angry about? The fact that intelligence was not reaching the front line.

The war Cukor saw looked like this. Somewhere, the information existed. The Taliban’s old hideouts,
the roads where past attacks had taken place, who was making which bombs. But that information
did not reach the person holding a gun. Soldiers died for lack of intelligence. He wanted to record
where IEDs were buried, how often they exploded, and in what weather they exploded, but the tools
the U.S. military used were PowerPoint and Excel. Manson says Cukor was a man who worked
inside an intelligence gap. He simply wanted data.

So the seed of Maven did not grow from some grand vision of the future, but from one intelligence
officer’'s anger. Anger that intelligence could not save people. In 2011, Cukor threw himself into
bringing Palantir's data integration system into the Marine Corps, and he told Manson that the system
“saved lives almost every night.” In his eyes, the old system was crude. Data was disconnected,
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access rights were missing, and forms differed from place to place.
In 2017, that anger gathered into a project.

That year, the U.S. Department of Defense created the Algorithmic Warfare Cross-Functional Team.
Its name was Project Maven. A small team gathered in a windowless room in the Pentagon. The
public explanation was narrow. There was too much drone video, so Al would automatically pick out
objects such as vehicles and people inside it. The initial target was the Islamic State, IS. Manson told
the audience at her book talk that several people who had been in that room were sitting among
them. They were there.

But what Manson learned after interviewing more than 200 people involved was that the ambition had
gone far beyond that narrow explanation from the start. That ambition rested on one fear. The fear
that the United States was falling behind China. At the time, the U.S. defense budget was
overwhelmingly larger, but the Pentagon was gripped by the belief that China had been studying
America’s weaknesses for ten years. Bob Work, then deputy secretary of defense, believed
autonomy, the path of removing humans from the battlefield and having machines decide, was
America’s winning move. And the road to autonomy was Al.

In Cukor’s phrase, it was a “white dot.” A white dot on a map. A dot that became coordinates when
clicked, and once it became coordinates, weapons could be sent there. For years, he had refined this
idea in writing. Picking out what was in a video was only the beginning. The picture he drew was one
in which intelligence was pulled down to the front line, into the hands of the person holding the gun.

There was one problem. The word “target.”

One story Manson records in her book shows that tension. In one operational area, analysts once
struggled over a farmer. Just as the U.S. military was about to strike, a farmer walked into the field. It
took a human analyst 40 seconds to find that farmer on the screen. But when the same video was run
through Al again, the Al found him at once. So this was the perfect case for defending Al. Al could
save lives. Someone at the scene wrote back to headquarters. Al could be useful for target selection,
and for protecting lives.

The answer came back like this. “Don't use the word target. Don't say that word. Congress is looking
into this. There is opposition inside the Pentagon too.”

So for a long time, the word “target” was erased from Maven'’s official language. Maven was an
intelligence and research and development project, not an operation. But at least in the minds of
some people, Maven was always about linking intelligence to operations, and Al to the chain of killing.
Cukor thought it would take the U.S. military 20 years to pass through this technological and cultural
change. In his view, the hard part was not the technology, but the culture.

In 2018, that quiet progress was shaken hard once.
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Google employees learned that their company’s technology was being used in the Pentagon’s Project
Maven. In Manson’s phrasing in the conversation, about 3,000 employees, and in other reporting,
about 4,000 employees, put their names to a protest letter. “We don't want to be in the business of
war.” More than a dozen people left the company. Human rights activists’ fears went one step further.
Bringing Al in at this stage would end up paving the road to autonomous lethal weapons. A road
different from the one Maven claimed to be on.

Google decided not to renew the contract. At the time, this looked like a devastating blow to the U.S.
military’s Al effort. But the outcome Manson traced was different. Ask Cukor, and the answer comes
back: “Everything was fine.” Other companies rushed into the space Google had left. Microsoft,
Amazon’s AWS, and a small startup called Clarifai. Matt Zeiler, who led Clarifai, had been part of the
team that won the ImageNet competition in 2012. The way he had been making money then was
computer vision for wedding blogs. Algorithms that recognized a bride’s veil, a groom’s suit, the tiers
of a wedding cake. Some of his employees felt uneasy about turning that toward trucks and tanks on

the battlefield, and some left.

The deeper mark left by Google’s departure was something else. From then on, the argument that Al
was needed to face China grew much louder. In Congress, in public debate, a story took root that if
China had Al, the United States would lose any conflict. The narrative of the Chinese threat filled the
space that moral backlash had made the Pentagon handle with care.

That is how Maven survived. And for a while, it did not work well.

The early algorithms were terrible. What Manson said before the audience was exact. The algorithms
mistook trees for people and rocks for vehicles. Video is made of many still frames even within one
second, and because the system caught an object in some frames and missed it in others, the box on
the screen blinked on and off. Analysts trying to concentrate became more distracted instead. One
algorithm developer told Manson that recognizing a weapon slung over a person’s shoulder
sometimes came down to three pixels. Just three pixels. They themselves did not have enough
confidence to entrust an algorithm with a life-and-death judgment based on that small a difference. A
scene Manson described in one interview adds weight to those three pixels. Is a person carrying a
weapon on his shoulder, or holding a basket of vegetables? To an algorithm, the difference is a
difference of a few pixels. Yet those few pixels decide whether a person becomes a target or not.
Weapon or shopping basket becomes a judgment between life and death. Even the algorithm
developers did not trust their own algorithms enough to hand that judgment to a machine.

There was a heavier fact too. The early algorithms could not tell men, women, and children apart.
Excluding women and children from targets is central to obeying the laws of war, and the machine
could not do that central task. Al made many promises. It would scale up war, speed up war, make
war more precise. Manson believes the promise about speed is actually being kept in operations
involving Iran. But the promise of precision and accuracy looked different when one looked at how the
algorithms worked. At least in the early days, humans recognized things far better than machines did.
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Cukor called Al in those days “a bag of potato chips.” It was a metaphor Manson turned over in her
mind for a long time. In the end, it meant this. The algorithm itself is not much. What matters is the
system this algorithm will sit inside, and the way we will change operations.

Manson tells in detail the story of those days when things did not work well. Maven tested algorithms
in Somalia, Afghanistan, Iraq, and Qatar. It kept widening the field. This was around 2018 and 2019.
Even Microsoft’s entry came out of failure. Since there were not enough photographs of battlefield
objects, Maven asked whether synthetic data could be made to train the algorithms. It did not work
well. Somehow, the algorithms saw through the synthetic data. But Microsoft was so good at showing
that failure that Maven gave up on synthetic data and decided to use their algorithms. That was how it
went.

Bringing algorithms into the operational field was even rougher. Manson’s story about Colin Carroll
shows this. Maven was able to send its first algorithm to Somalia because Carroll had an old
connection with the commander there. Not the power of technology, but a link between people. In that
first year after it was sent out, things did not go well. The algorithm caught too many things and
flickered, and on some screens it showed blotches instead of detection boxes, covering the object
held in someone’s hand. Operators simply turned it off. The Maven team sent people all the way to
the operational area to coax the operators. “Please try it just once. We have to think about China. We
know it doesn't work now. But we're preparing.” It was one plea after another.

The system got a name. Maven Smart System. Manson describes it as “Google Earth for war.” A
system that lays the battlefield before the eyes as a map, marks friendly and enemy forces, and
places a dot on the screen when computer vision detects something. Some called it “the Windows of
war,” others “Al mission control,” and “the operating system of war.” Maven Smart System grew as it
moved to the National Geospatial-Intelligence Agency, NGA. And there, a decisive breakthrough
opened. Starting in 2020, the Army’s 18th Airborne Corps began repeated experiments that attached
algorithms to satellite data. What they wanted was not drone video. They wanted a machine to point
out what was before their eyes in electro-optical and infrared data seen from satellites.

Page 7 of Manson’s book records how far that system had gone ten years later. Maven Smart
System had been deployed across all branches of the U.S. military and around the world. It had
absorbed more than 150 data feeds and work from more than 50 companies. In the spring of 2025,
NATO began using one version, and in October of that year, ten NATO member states lined up to
use it for their own militaries. One source called it “the Microsoft Windows of war.” User accounts
exceeded 25,000. A single white dot that began with one intelligence officer’s anger had become the
operating system of war.

It did not take long for that experiment to face its real test. In February 2022, Russia invaded Ukraine.
2. The Algorithm That Learned Snow Overnight

Eyes trained in the desert arrived in a field of snow.
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Maven’s algorithms learned in the Middle East. Against a background of sand, they learned the kinds
of movements that took place in Iraq and Afghanistan. But Ukraine had snow, and on the roads
toward Kyiv, Russian tanks stood in columns. Even the same tank confuses a machine when the
background changes. Manson’s summary is simple. “It did not work well.”

Manson reports what the U.S. military and the algorithm makers did at that moment. They moved
satellites. They took new photographs. They handed new images of the tanks lined up in columns to
the algorithm makers, and they retrained the model “overnight.” They took eyes hardened for the
desert and taught them again, through the night, for snow-covered Ukraine. The next day, detection
had taken a step forward.

This scene tells two things at once. On one side, it shows remarkable adaptability. It stands out even
more when we think of the road U.S. military technology had traveled over 20 years. A common
ending goes like this. A promise is made, the thing does not work, and the program is canceled. If it
fares better, something does appear, but it is badly broken, and people say they will fix it, then never
do. Maven arrived broken, but it gathered a vast amount of training data, labeled that data one piece
at a time, retrained the algorithm, and redeployed it relatively quickly. That is how it became
something that could be used.

On the other side, the same scene reveals this technology’s weakness. This is the point Manson and
the Al skeptic Gary Marcus mark out in their conversation. The real problem with such systems is
generalization. A machine knows what it has learned. But it is conceptually shallow. So when it
moves into even a slightly different situation, it collapses. It is the same reason self-driving cars have
remained in the prototype stage for 30 or 40 years. They may run in San Francisco, where data is
abundant, but they stop where there is no data. Snow-covered Ukraine was an unfamiliar city to this
algorithm.

The phrase “retrained overnight” contains one danger. If something can be fixed quickly, it can also
be shaken quickly. Models drift over time. When the input changes little by little, the output slips. One
expert warned Manson that generative Al tends to agree with the person asking the question. If you
ask, “Should we take this action? Is it a good idea?” Al is likely to help by saying “yes.” In this field,
that phenomenon is called sycophancy. A machine that flatters in war can make a situation boil
hotter.

But computer vision became actually useful in Ukraine not by itself alone. The core of Manson’s
explanation lies here. Computer vision grew better only when it was cross-checked against signals
intelligence and other forms of intelligence. A satellite points to something, intercepted
communications support it, and another source confirms it once more. Only by laying these sources
over one another could they get hold of what it was. Manson reports that the U.S. military got very
good at this in that first year, at least in its own view.

Trust grew. Trust, Manson says, is another core part of experimenting with and growing Al. How

much trust? In one case, the Ukrainian military could not tell from its own sources what it was striking.

But the American side could say, “Trust us and hit it.” What looked to Ukrainian eyes like just a
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rectangle, or a truck, looked like something else to U.S. military eyes. Manson reports that it was a
mobile launcher.

The U.S. military is not a direct party to the fighting in Ukraine. So it needed new language. Not
“targets,” but “points of interest.” Manson says this was “almost a phrase invented for this work.”
Everything up to the moment just before the decision to fire. The United States did not tell Ukraine
what to strike. It did not hand over U.S. classified intelligence. It only used computer vision to point
out where an object was, then shared that location with Ukraine. Whether to make it a target was
Ukraine’s share of the work. Manson writes that almost every source, at some point, casually called it
a “target.” But they were careful not to call it a “lawful target.”

It was a tightrope of words. A single word decided whether one became a direct party to the fighting
or not. But what happened on the screen, whatever the word used, was that a dot became
coordinates and the coordinates called weapons. The empty space lay inside this tightrope walk.
Who made that dot into a target? The algorithm that placed the dot, the United States that passed it
on, or Ukraine that pulled the trigger? Responsibility scattered among the three.

There were problems technology alone could not solve. Manson finds it interesting that Maven did not
really get off the ground at European Command. The network was too complex. Data packets
crossed the Atlantic twice, and in some cases four times. Along the way, packets were lost or slowed.
To run classified systems, encryption equipment was needed, and that became the bottleneck. To
move larger encryption equipment, they had to call someone very high in the intelligence community
and get permission. One piece of equipment had been certified by the National Security Agency.
Everything had to mesh, and it did not. The effort to expand Al's processing power ended up waking
every other bottleneck hidden beside it.

Still, the result was clear. By early 2024, Ukraine had destroyed more than 2,600 Russian tanks.
Nearly 5,000 armored vehicles too. At one point Manson records in her book, the points of interest
the United States passed to Ukraine reached as many as 267 in a single day. Gregory Allen, the
interviewer, said this was an unprecedented number in the history of intelligence sharing.

But Manson looks at the same story one beat later. That cooperation slowed from the following year.
Manson sees this less as a story about technology than as a story about policy and trust. The first
team built a relationship with Ukraine strong enough to say, “Trust us and hit it.” Under the pressure
of war, they simply did things that might not have passed by the standards of policy. The new team
did not have that level of closeness. Debate arose over whether passing points of interest was
acceptable, and whether U.S. classified systems were being exposed to danger. At some point, that
relationship did not carry on. Ukraine found another path. Through its own drones.

The data itself sometimes shook. Manson gives an example from Maven’s early days, when training
data was damaged. The culprit was not an outside enemy. Exhausted data labelers filled the training
data with profanity and stopped cooperating. If the system had kept training on such data, it would
have affected the quality of the algorithm. Putting well-labeled data into the system and
cross-checking it with other sources. That ordinary-sounding task was in fact the hardest one.



The change of heart of one man at this time shows Maven’s fate. Admiral Whitworth. He had been
one of Maven'’s fiercest skeptics. As an intelligence professional long immersed in the targeting cycle,
he worried about responsibility. If Al played a part in a targeting error, who would defend it before
Congress? Was the system taking a shortcut past the targeting cycle? When he took charge of the
NGA and inherited Maven, the Maven people worried that he would Kill it. But what turned him
around, according to what he told Manson himself, was that Maven renewed itself and responded to
the reality of war faster than anything he had ever seen. That flexibility in software turned a skeptic
into a believer. He worked to characterize when the model succeeded and when it failed, and to tell

users. Some called it Maven’s “coming of age.” But around that same time came complaints that
Maven was slowing down.

A machine’s learning took one night. Trust between people did not move that fast.
3. The Kill Chain Cut to 18 Minutes
One mobile launcher disappeared 18 minutes after it was detected.

Manson wrote this scene in her book, and in the conversation the interviewer brought the number up
again. U.S. Al detected a mobile missile launcher, a transporter erector launcher, and it took 18
minutes from detection to destruction. A missile launcher carried around on a truck, one of the targets
the military regards as hardest to catch. And it was gone in 18 minutes.

How should we take this number? First, we need to be clear about the source. The figure of 18
minutes, and the details of the overnight snow retraining, are based on Katrina Manson’s reporting
and her book Project Maven. Manson herself has repeatedly said that many of the cases in her book
are not stories of algorithms succeeding, but stories of failure, and of the learning curve built on that
failure. So 18 minutes is not a boast. It is a record. It shows what became faster.

The military has a name for this chain. The kill chain, the chain of death. Spelled out, it is the
sequence of detecting, fixing, tracking, targeting, engaging, and assessing. It is also called F2T2EA,
after the English initials. Find, fix, track, target, engage, assess. When humans turned this chain by
hand, it took hours. With Al inserted, that time fell to minutes. Eighteen minutes is one cross section
of that compression.

The scale of compression is clearer in other numbers. Manson wrote on page 7 of her book the
figures she heard from an NGA official, and she read them aloud in the conversation.

With the help of computer vision, the number of targets the United States could strike in a day rose
from fewer than 100 to 1,000.

When large language models, LLMs, were integrated into the Maven platform, that number jumped
fivefold to 5,000 a day.

From fewer than 100, to 1,000, then to 5,000. If we separate the steps one by one, we can see what

happened. The work of making targets moved from human speed to machine speed.
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This is what military strategists call kill-chain compression. Turning the same chain more times in the
same amount of time. When a machine compresses the work of one analyst, people begin to say that
one unit can do with dozens of people what used to take thousands of analysts. In one assessment of
autonomy and Al, an American military think tank named speed and precision, coordination and
reach, persistence and lethality, and endurance as the core abilities Al promises. On speed, it wrote
plainly. The pace of modern war has already moved beyond the speed at which humans can orient,
understand, and act. If it becomes possible to impose defeat at machine speed, the cost of
aggression rises, and deterrence grows stronger. But the same report uses its other hand to hold that
hand back. Machine speed brings misperception and miscalculation, and if the OODA loop turns too
fast for humans to intervene, the line between supervised autonomy and full autonomy blurs, or loses
meaning altogether. In one war game, an air defense system set to autonomous mode did not stop at
intercepting missiles, but fired back toward North Korea and escalated the crisis. One sentence in
that report runs through this chapter. Machine speed is forever at odds with meaningful human

control.

But what exactly did the LLM do? Manson’s answer is unexpectedly plain. The LLM does not do
computer vision. Picking out what is a target is not the LLM’s share. What the LLM did was
summarize intelligence reports and move more quickly through the procedures needed for target
approval. It does not replace the approval itself. It does not stamp the seal in place of a person. It only
handles the administrative work of carrying papers around until the approval is obtained, the small
tasks of getting legal review. Manson calls it the “administrative side” of the targeting cycle. Not the
identifying side.

Here, one person’s testimony matters. One warrant officer Manson met was a skeptic at first. Saying
he did not want yet another targeting tool, he cursed at the Palantir employee who wanted to
demonstrate it and threw him out. After experiencing the withdrawal from Afghanistan, his mind
changed. More than Al itself, he saw the power of data integration. The power of bringing everything
into one place. He apologized to the Palantir employee and began using the system. He said it took
three days to become skilled at it. And the action he described while showing Manson the Maven
Smart System himself remains one of the scenes that lingers throughout this chapter.

Accept, accept, accept.

When Al raises a detection, he clicks “yes, yes, yes.” The system was built to work that way. The
warrant officer himself knows the danger. The danger that automation bias can arise. At high speed,
you cannot see what is happening under the hood. Each time, you have to ask how long to examine a
suggestion, how to cross-check it, and how much to trust the system. But once you fall into the
rhythm of “yes, yes, yes,” that checking fades.

Manson catches that reduction in numbers. In the way the 18th Airborne Corps used the system,
there were six places in the targeting cycle where humans took part in decisions. With Al's help,
humans were removed from four of the six. Two remained. They say the decision is still human. But
the work of checking data, that kind of procedure, slowly passed into automation. In another phrase
the military uses, the human is “on the loop.” It means watching as a supervisor, so that if something
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goes wrong, one can stop it. It is not the same as pressing “execute” every time.

From six to two. Which way one reads this reduction is the question of this whole book. Read as
efficiency, it is progress. Read as responsibility, it is a gap.

Gary Marcus explained this point through cognitive psychology. Even if you keep a human in the
loop, if you push that human too hard, the person is effectively outside the loop. People cannot keep
vigilant attention for a long time. The original research behind this finding involved radar operators. If
someone is told to judge 80 targets in an hour, that person cannot do the work properly. So people
begin to trust Al. Marcus called it the “seems okay to me effect.” When writing is grammatical and
smooth, people say, “It seems okay,” and they fail to notice the errors inside it.

Here the empty space opens once more. We say the human is in the loop. But if that human is
passing dozens of cases an hour with “yes, yes, yes,” is he inside the loop or outside it? In form, he is
inside. In substance, he is outside. Responsibility slips out between that form and substance.

There is one more fact Manson holds onto to the end. Al can choose targets, but it can also become
a fig leaf. A commander can first decide, “I will accept this level of collateral damage,” then leave
target selection to Al. Then the real problem is not how accurate the Al is. The real problem is that
first decision, how much civilian harm will be allowed. Manson says two questions are always asked
together. One is the system’s precision, the cost of error. Are we missing a school? The other is
whether this technology is being used to hand responsibility over to the machine.

The danger of that “fig leaf” is not abstract. Manson shows in one case how Al enters the work of
weighing collateral damage. On that night in 2024, when the U.S. military struck 85 targets in Iraq and
Syria in retaliation for the deaths of three of its soldiers, Maven’s Al was used to narrow down those
targets. But Airwars, a nongovernmental organization that tracks civilian harm, reported that one of
those killed that night was a civilian. It called this the “first civilian casualty aided by Al.” Manson
herself does not make that claim in her own voice in the book. But she asks: when Al is brought into
the system, what happens to collateral damage?

A similar shadow lies over an earlier event. Manson writes in the book that in 2019, in the operation
President Trump announced as the killing of Baghdadi, Al was watching several vehicles while
tracking a white van. That white van later became controversial. NPR, the American public radio
network, reported that civilians were in the vehicle, that one was badly wounded and one died. This
does not mean Al was directly responsible for the strike. But Al may have alerted the operator to the
vehicle’s presence, and the operator judged it a threat. No public ruling on whether civilians were in
that vehicle ever came out.

History casts a shadow over this second danger. In the book, Manson looks into the 1999 incident in
which the United States mistakenly bombed the Chinese embassy in Belgrade. The list of errors later
released is interesting. The embassy was near the actual target, and on one map it was marked
incorrectly, while on another it was marked correctly. A database, an utterly practical matter. That
foundation had not been kept up to date. Even when someone felt that something was wrong, that
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suspicion could not be passed on by telephone. They could not find the person.

The question Manson asks is cold. If such systems are tightly connected, they may fill in those safety
gaps. But in an era of very fast operations, the time spent on that very communication and
confirmation becomes decisive. There is an old saying: garbage in, garbage out. Old data. The
question of whether the system knew itself well enough to ask for new data. A chain cut to 18 minutes
also asks how much time remains within those 18 minutes to notice an error.

And Manson makes one thing clear. In Ukraine, and in the case first publicly confirmed by U.S.
Central Command in February 2024, humans were in the loop. When the U.S. military struck 85
targets in Iraq and Syria in retaliation for the deaths of three of its soldiers, Central Command’s chief
technology officer told Manson that Maven’s Al had been used to narrow those 85. Asked whether
humans were present, Manson answered, “Of course, let me be clear.” The fully autonomous lethal
weapons feared by activists do not yet exist at the scale they fear.

But Manson does not set that “yet” down lightly. She stresses that this does not mean the United
States is not trying to develop them. She says the Pentagon has policy supporting fully autonomous
weapons, and that in the book she explores the way the Pentagon pursues that path. At the end of
that path, she also writes, efforts to put Al on drones for automatic target recognition are stumbling.

Here stands one person’s words, which Manson left for the final paragraph of her book. She asked
Cukor about the common claim that technology and policy are wholly separate. Isn't the technology
what makes high-level use possible in the end? Cukor admitted, “Yes.” And late last year, he told
Manson this.

“Let’s look ourselves straight in the mirror and make sure we're being prudent. We have all of this
technology. Are we the best stewards of it?”

It is a sentence that ends with a question. It gives no answer.

Jack Shanahan, Cukor’s former superior and Maven'’s first chief, answered the same question from a
different angle. His words, quoted by Manson, are these. “No LLM in its current form should be
considered as a candidate for use in a fully lethal autonomous weapons system. The very idea of
proposing that is absurd.” Even the people who grew the technology from the closest range drew a
line at leaving a machine alone at the end of that chain. Perhaps not sealing over that contradiction is
all this chapter can do.

Manson said she often thought of one thing while writing the book. Reporters often embed with U.S.
military units. They watch soldiers risk their lives from close by. She said she wanted to write a book
in which the reader embeds not with people, but with an algorithm. A book that enters war alongside
an algorithm and looks at what it means to bring Al to the front line. She said she did not fully reach

that goal. But that unfinished attempt is also the path this chapter has followed.

The screen still does not stop. Only now, the time it takes for a dot on that screen to become
coordinates and for coordinates to call weapons is 18 minutes. The places where people enter the
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decision have fallen from six to two. And inside those 18 minutes, in those two remaining places, the
space for the question of who pulled the trigger is slowly being emptied. Who will fill that empty
space, no one has yet answered.

Chapter 1 Gaza: The Mass Assassination Factory and the 20-Second Approval
Chapter 3 Iran: Epic Fury and Killing at Machine Speed

Attorney, former member of the National Assembly, Al policy researcher
kimkj.com

© 2026 Kim Kyung-jin. All rights reserved.

#KimKyungijin #AlLibrary #AlWarfare #AutonomousWeapons #Lavender #Palantir #ProjectMaven
#KillChain #IHL #MilitaryAl
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121 Chapter 3 Iran: Epic Fury and Killing at Machine Speed

Part 2. Crossing the Control Line

Chapter 3 Iran: Epic Fury and Killing at Machine Speed
Chapter 2 Ukraine: Project Maven'’s Evolution in Combat
Chapter 4 Venezuela: The Decapitation Operation Involving Al
1. 60 Seconds: Khamenei and 1,000 Targets in 24 Hours

On the morning of February 28, 2026, an eighty-six-year-old man was drinking tea in a safe house in
northern Tehran. Ayatollah Ali Khamenei, Iran’s Supreme Leader. For nearly 37 years, he had held a
country’s religion, military, and diplomacy in one hand. His bodyguards were not the only ones who
knew where he was that day.

On a screen in Washington, his safe house appeared as a single set of coordinates.

The thing the United States named “Operation Epic Fury” was over in just 60 seconds. According to
reports from the Associated Press and Military Times, three targets were hit at the same moment.
Almost at once. It wasn’t that one place was hit, then the next. Three places fell within a single breath.
The same reports say B-2 stealth bombers dropped 2,000-pound bombs. Khamenei and about 40
senior officials lost their lives within that one minute.

In a military operation, one minute is usually too short even to begin much of anything. It takes longer
than that for an aircraft to leave a runway. Yet much of a country’s leadership vanished within that
one minute.

Think again about the statement that three places fell at once. If the three places were struck in order,
the moment the first strike happened, the people at the other two would have time to run. The
explosion would sound, alarms would ring, bodyguards would carry the leader out. That is why
decapitation strikes always fail if the first blow misses. The targets scatter. A simultaneous strike
means giving them no gap in which to scatter. For three places to fall within the same minute, the
locations of all three have to be fixed at the same moment, and three strikes have to be ready at the
same moment. It is almost impossible for human hands to match three streams of information at
once. That simultaneity is where the machine entered.

If we follow what made this operation possible, we come in the end to one question. Could a person
have made decisions that fast?

The answer is, not by people alone.

The U.S. president approved the operation on February 27. It began the next morning, February 28,
Iran Standard Time. Several media outlets reported that the Central Intelligence Agency, CIA, had
spent months tracking the movements of Iran’s leadership. Months of tracking and a 60-second
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strike. The gap between the two creates the tension of this entire chapter. Intelligence builds slowly,
then the decision falls in an instant. Between them, the space where a person can stop and weigh
things has grown smaller and smaller. Israel carried out the same operation under the name “Roaring
Lion.” One side called it Epic Fury, the other Roaring Lion. Two names for the same night.

But between tracking and striking, there is always the hardest part. Turning collected information into
targets. What to hit. Whom to hit. Whether these coordinates are right now. Traditionally, people did
this work. Analysts looked at satellite images, listened to communications, laid several kinds of
information over one another, and spent days asking whether this was truly a target.

This time, machines helped do that work.

According to reports from Bloomberg and Democracy Now, the target selection in this operation used
a system run by Palantir. It is the target analysis system the U.S. military calls “Project Maven” or the
“‘Maven Smart System.” Bloomberg also reports that Anthropic’s artificial intelligence Claude was built
into it. A chatbot made by an American company, loaded into an intelligence analysis platform made
by an American company, had reached into the work of aiming at a country’s leadership.

The numbers show the size of this change.

According to Bloomberg, during the first 24 hours of the operation, the U.S. military handled 1,000
targets.

After three weeks, that number had grown to between 5,500 and 6,000.
By April 6, it had reached about 13,000.

A thousand a day. That is a speed human hands simply cannot reach. Bloomberg reports that in the
2003 Iraq Wair, target analysis on the same scale would have required about 2,000 analysts. This
time, about 20 people did the work. To say that 20 people did what 2,000 had done doesn't mean
people became a hundred times smarter. It means a machine came between people and targets and
compressed the time between them.

Craig Jones, a legal scholar at Newcastle University, summed up this change in one sentence on
Democracy Now. Artificial intelligence had “compressed tens of thousands of hours of human work
into seconds and minutes.” Judgments that once took days end in minutes, and checks that once
took hours pass in seconds.

To see what this compression means, it helps to look inside the work called target selection. Armies
have a process for choosing targets. In English it is called the “kill chain,” a phrase that in Korean
would mean something like a chain of death. It is a sequence of steps: find what to hit, fix its location,
confirm that it is right, then strike. Find, fix, finish. Traditionally, a person sat at every link in this chain.
The person looking at satellite images, the person listening to communications, the legal officer, the
commander. Each stopped once at their link and asked, “Is this right?”
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With the machine’s arrival, that pause disappeared. More precisely, the pause grew shorter. Because
the machine handles several links of the chain at once, there are fewer places for a person to stop.
Finding, fixing, and confirming happen almost at the same time on one screen. That is how 1,000
targets can flow through in 24 hours. The chain has not become faster; it has become faster by the
amount that people have been removed from it.

One more piece of psychology enters here. It is called automation bias. When a machine gives an
answer, people tend to accept it rather than doubt it. We don't recalculate every number a calculator
gives us. If coordinates appear on a target screen and the screen says, “This is the target,” a person
with one minute is more likely to sign than to overturn it. Trust in the machine softens the person’s
last judgment. This bias is important enough that this book will return to it later on. For now,
remember just one thing. The fact that a person is in the chain and the fact that a person is actually
judging are not the same.

We need to pause here. Greater speed can be a good thing. Fast intelligence can also deter war. If
you know what an enemy is doing first, you may avoid a clash. Dario Amodei, the chief executive of
the company that made Claude, said something along these lines in a Bloomberg interview. Superior
intelligence capabilities, he said, can deter conflict instead. He also said he supports the United
States becoming a stronger actor. He called himself a patriot.

But speed has another face.

The faster judgment becomes, the less time remains to examine that judgment. If 1,000 targets are
processed within 24 hours, arithmetic gives a person just over one minute per target. What can a
person review in that one minute? Can someone confirm in one minute whether the coordinates are
right, whether the building is still a military facility, who is inside it?

The question grows heavier when we look at target classification accuracy. According to Bloomberg,
Maven'’s target classification accuracy was about 60 percent. The reported accuracy when people did
the work directly was about 84 percent. That means the machine was less accurate than people. And
in bad weather, when clouds gathered or visibility was poor, the same report says accuracy fell below
30 percent. If it pointed to ten things, seven were wrong.

The machine selects targets at 60 percent accuracy and places them before a person. The person
reviews them within one minute. The person who has finished reviewing stamps approval. Then
moves to the next target. A thousand times a day. Within this flow, what is the person’s role? Is the
person making a judgment, or signing the result the machine has produced?

U.S. Secretary of Defense Pete Hegseth pushed that flow even faster. He was reported to have said,
in effect, that there would be “no stupid rules of engagement.” Rules of engagement are rules that set
when and how soldiers may use weapons. They are tools meant to protect civilians and place limits
on the use of force. The moment those rules are called stupid, everything that slows speed down
becomes a nuisance.
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Iran’s Foreign Ministry first claimed that Khamenei was “safe.” It did not acknowledge the leader’s
death. His death was officially confirmed on March 1 through Iran’s Supreme National Security
Council. A week later, on March 8, Mojtaba Khamenei was named as his successor. The son took the
father’s place.

It was also reported as unusual that the killing of Khamenei was carried out in broad daylight, during
the day. Targeted killings usually happen in darkness. Night hides both people and machines. But
this time it was day. That means either the intelligence was that certain, or there was that little reason
to hesitate.

An attack that removes a leadership at once is called a decapitation operation in military language. It
means striking the head. The aim is to paralyze the enemy’s command structure so the army can no
longer receive orders. For this kind of operation to succeed, two things must be true. You have to
know exactly where the leader is at that moment, and the leader must not move before that
information is turned into action. When human hands try to make these two things meet, the target
often leaves while information is still being gathered. The time between intelligence and action is too
long. The machine shortened that time. The space between the moment the location was fixed and
the moment the bomb fell narrowed. The number 60 seconds is another name for that narrowed gap.

Some will call this precision. That is right. A target that once would have required bombing a whole
city can now be narrowed to a single building. It is also a technology that can reduce civilian harm.
But precision and accuracy are different things. Precision means hitting the place you aim at.
Accuracy means the place you aimed at was the right place. Missiles have grown more and more
precise. But deciding where to aim, the accuracy of that work, is a different matter from missile
performance. It is a matter of data, judgment, and time. The school in the next section shows that
difference.

The death counts differed from the start. At first, the Iranian Red Crescent counted about 201 deaths.
Later counts were far higher. Wikipedia’s combined tally lists 3,468 Iranian deaths and 26,500
injuries. 201 and 3,468. Two numbers for the same event. At the time of writing, it is hard to say with
certainty which is right. It differs by source and by counting standard. Still, the very fact that the two
numbers stand this far apart tells us how fast and how widely this operation spread.

U.S. military deaths were also reported. This was not an event in which only one side was hurt.

60 seconds. 1,000 targets. 60 percent accuracy. Put these three numbers side by side and the outline
of an age appears. It is an age in which the gravest decision in war, the decision of whom to kill, has
moved from human speed to machine speed. In that age, the person still sits before the trigger. But in
front of that person lie a thousand coordinates set down by the machine, and the time given to the
person is one minute per coordinate.

The next section of this chapter shows what can happen within that one minute. At the coordinates of
a school.

2. Minab School: 175 People Summoned by Old Coordinates
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The front row of the classroom, the second seat from the window. On that child’s desk, a notebook
lay open that morning too.

Minab, a port city in Hormozgan Province in southern Iran. Shajareh Tayyebeh Elementary School.
On the morning of February 28, 2026, the clock had just passed 10:20. First period had ended and
second period was about to begin. The children were sitting in their seats. Female teachers stood
before the blackboard.

At that hour, roughly between 10:23 and 10:45 Iran Standard Time, a weapon believed to be an
American-made Tomahawk cruise missile struck the school building. This was reported by The New
York Times and CNN. The weapon was believed to be a UGM-109, part of the Tomahawk family.

The death counts differ. They were reported as about 156 to more than 175. Most were children
between seven and twelve years old. About 73 boys, about 47 girls. And about 26 female teachers
who worked at the school all died. Not one survived.

Before these numbers, we must be careful. It is hard to state now which is exact, 156 or 175. The
count was still under way, and sources differed. But the fact that the number shifts does not make the
children who were there shift. A child who was seven years old was seven years old. The child sitting
in the second seat from the window was in that seat.

Written as a number, 175 is one line. But unfold that line, and it becomes 175 mornings. One hundred
seventy-five children shouldered their bags and left home that morning. One may have overslept and
run to school, another may have walked while worrying about homework left unfinished the day
before. One child may have entered the classroom still thinking about a quarrel with a seatmate.
Seven to twelve years old. The years between the first loose teeth and the sudden growth of height.
Those children had probably never in their lives heard words like Revolutionary Guard or target
database.

Twenty-six female teachers also went to work that morning. Some among them may have taught at
that school for a long time, and some may have been young teachers newly appointed. As they stood
before the blackboard waiting for the second-period bell, they had no way of knowing that they
appeared on the screen of some military system as coordinates from 10 years earlier. | won't paint
that day’s scene in sensational terms. That would be using the dead twice. But | do want to make one
thing clear. Whenever the number 175 appears in this book, it is not a statistic. It is 175 empty desks.

How did such a thing happen? The weapon did not miss. The missile flew exactly to the coordinates.
The problem was the coordinates.

The New York Times and CNN reported that the cause was old, unupdated coordinates from the U.S.
Defense Intelligence Agency, DIA. The Defense Intelligence Agency handles military intelligence. In
its database, that site in Minab was recorded as a military facility. As a Revolutionary Guard base.

At one time, that was true. Until 2016, the school had shared the same site with a Revolutionary
Guard base. A military facility and a school were inside the same fence. Then around 2016, the two
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were separated. The military left, and only the school remained.

The information was 10 years old. For 10 years, those coordinates had not been updated. Inside the
database, that site was still a Revolutionary Guard base. If it had been human memory, 10 years
would be enough time for it to fade. But a machine database does not fade. It simply goes unupdated.
Unupdated data remains clear while it is wrong. And that clarity is more dangerous. People doubt
blurry information, but they trust clear coordinates.

Data does not show time. Think of a satellite image. A building is pictured there, and coordinates are
attached. But the image itself does not say when it was taken, or what that building became in the
meantime. A person has to find that out separately. Someone has to say, “This coordinate
information is from 2016, so let’s check it again.” Was there such a person within that one minute? In
the flow of a thousand targets a day, was there someone to hold on to one set of coordinates and
ask, “When is this information from?”

The machine does not ask that question. To the machine, coordinates from 2016 and coordinates
from 2026 are equally clear numbers. Numbers have no age. So old coordinates appeared on the
target screen wearing the face of new coordinates. And a missile fell on them.

There is a heavier fact. At the time of the airstrike, the school’s website was live. It was also marked
as a school on internet maps. This was CNN’s point. If anyone had typed the school’'s name into a
search box, they could have known within seconds that it was an elementary school. The school
homepage would have come up, and the school marker would have appeared on the map.

This fact later became a question put directly to the chief executive of the company that made
Claude. The school had a website, it appeared in a Google search, so why did Claude, or whatever
technology they used, fail to catch that? The final section of this chapter will deal with that question
and his answer.

For now, what we need to examine is the structure of responsibility.

The people who made the missile made it accurately. The Tomahawk is designed to fly to
coordinates, and it flew exactly to the coordinates. The system that entered the coordinates faithfully
pulled the coordinates from the database. The agency that made the database entered correct
information in 2016. The person who reviewed the target signed off on the result the system
produced. The person who pulled the trigger followed orders.

Everyone did their own job in their own place. And 175 people died.

This is one form of what this book calls “the empty seat.” The place where responsibility has
disappeared. The place where no one lied, no one clearly broke the rules, and only the result
remains. Who bears responsibility for failing to update the data? Who bears responsibility for failing to
doubt 10-year-old coordinates? In a flow that processes a thousand targets within one minute each,
whose responsibility was it to pull out one set of coordinates and type it into a search box?
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Captain Tim Hawkins, a spokesperson for U.S. Central Command, CENTCOM, responded to the
media about this incident. The fact that the military’s official channel moved means this was not
buried as a minor accident.

In April 2026, Human Rights Watch, HRW, analyzed whether this airstrike amounted to a war crime.
War crime is a heavy phrase. International law has a principle that combatants and civilians must be
distinguished. The principle of distinction. There is also a principle that the military gain from an attack
must outweigh civilian harm. The principle of proportionality. Human Rights Watch asked whether an
attack that mistook a school for a military facility had violated these principles.

The principle of distinction is the oldest backbone of the law of war. Soldiers may strike soldiers, but
not civilians. Children least of all. But this principle rests on one condition. It must be possible to tell
who is a soldier and who is a civilian. When people made that distinction, people bore responsibility. If
they distinguished wrongly, they had to answer. But if a machine helps make the distinction, and that
machine looks at 10-year-old data, and a person accepts the result within one minute, where does
responsibility for the wrong distinction go? The principle of distinction remains the same, but the hand
that actually performs the distinction has changed. The principle is written toward people, but the
work is now half done by machines. This mismatch appeared in the classroom in Minab in the form of
175 people.

Here | want to add one word from the place of an advocate. The excuse that it was a mistake does
not always hold up before the law. When a person driving a car hits someone, saying “I didn’t know”
does not by itself free them from responsibility. There was a duty to know. Whether using 10-year-old
coordinates as they were was negligence, and how heavy that negligence was, is for a court to
decide. But one thing is clear. Just because the system grew faster doesn't mean the duty to know
grew faster too.

Think of the 26 female teachers at that school. They went to work that morning. They stood before
the blackboard. They must have called the children’s names. They had no way of knowing that they
remained in a target database as coordinates from 10 years earlier. No one can know that. That is
what makes this age frightening. Without knowing it, a person may become a coordinate in some
database. Whether that coordinate has been updated decides that person’s fate, but the person can
neither know it nor change it.

Return to the child in the second seat from the window. That seat is now empty. The child’s notebook,
that open notebook, was there with it. One child’s empty seat. The title of this book points to many
empty seats. The place where responsibility has vanished, and the place where a person has
vanished. In Minab, both were in the same classroom.

3. Silicon Valley and the Pentagon Collide: Claude and Supply Chain Risk

For three days in February 2026, an ultimatum arrived in San Francisco from Washington. Answer
within three days. The three days were shrinking on the screen.
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The people in the conference room must have known two things at once. If they refused, the
company would be in danger. If they accepted, the line they had drawn would collapse. Neither path
was comfortable.

The side that sent the ultimatum was the U.S. Department of Defense, the institution now also called
the “Department of War.” The side that received it was Anthropic, the company that made Claude.
The demand was clear. Remove all usage limits on Claude.

To understand this clash, we have to begin with one fact. Anthropic was not a company that kept its
distance from the military. It was the opposite.

Dario Amodei made this clear in a CBS interview. “Anthropic has been, of all the Al companies, the
most forward-leaning in working with the U.S. government and the U.S. military.” To put his words
plainly, his company was the first to put its model on a classified cloud, the first to make a custom
model for national security purposes, and it had been deployed across the intelligence community
and the military for work such as cyber and combat support operations.

When asked why, he answered, “Because we believe in defending our country.” He said the country
had to be defended against authoritarian states such as China and Russia. He called himself a
“patriotic American.”

Yet that patriotic American drew the line at two things.

The first was mass domestic surveillance. He explained it this way on CBS. The government buys
data gathered by private companies and analyzes it all at once with artificial intelligence. He said that,
in fact, this is not illegal. It was simply not useful before the age of artificial intelligence. A realm where
the technology is so fast that the law has not caught up. A dangerous realm. That was the first line he
drew.

The second was fully autonomous weapons. He distinguished this from the partly autonomous
weapons used in Ukraine. A fully autonomous weapon, he said, is the idea of building “a weapon that
is fired without any human intervention.” A weapon with no person in the chain to decide whom to
target and whom to shoot. He had two concerns about such weapons. One was reliability. Today’s
artificial intelligence is not trustworthy enough to build fully autonomous weapons. He said Al has a
“fundamental unpredictability,” and that this has not yet been solved technically. The other was
oversight. If there is an army of drones or robots moving without human oversight, the questions
arise: who sets the targets, and who bears responsibility?

In a Bloomberg interview, he compared this worry to a film. Dr. Strangelove. A doomsday device that
automatically launches nuclear weapons if it decides nuclear weapons are incoming. What could go
wrong, he asked. Wars happen when two countries misunderstand each other and rush at each
other, and if the technology lacks proper oversight, such accidents become more likely.

In Anthropic’s calculation, 98 to 99 percent of all use cases were acceptable. What it wanted to block
was 1 percent. Mass domestic surveillance and fully autonomous weapons, those two alone.
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Amodei explained the nature of this line with an analogy in the Bloomberg interview. It is like asking
whether, because the enemy commits war crimes, we must commit war crimes too. He made clear
that he was not saying the Minab incident was a war crime. What he meant was something else. We
must win in a way that keeps our values. There must be no race to the bottom. If, in winning, you lose
the thing you set out to defend, then you have not truly won. In the same interview, he also said that if
democracies do those things, then democracies winning is not worth it.

Asked what could go wrong, he named two things. One was reliability. The machine targets the
wrong person, shoots civilians, or fails to show the judgment a human soldier would show. Friendly
fire, attacks on civilians, or simply hitting the wrong thing. He said he did not want to sell something
that could not be trusted. He did not want to sell something that could kill his own country’s people or
innocent people. The other was oversight. A chain of responsibility attaches to a human soldier. That
chain stands on the premise that the person will use common sense. But if ten million drones are
controlled by one person, or by a few people, where does that chain of responsibility attach? He
believed that when power gathers so tightly in one place, responsibility scatters.

The Department of Defense could not accept that 1 percent.

According to Amodei, the talks moved quickly. Within a narrow three-day window. Several drafts went
back and forth. At one point, the Department of Defense sent wording that, on the surface, seemed to
accept Anthropic’s terms. But inside it were conditions such as “if the Department of Defense deems
appropriate” or “as long as it is consistent with the law.” In the end, he said, it was wording that
conceded nothing in substance.

Let us set out the timetable here. Secretary Hegseth demanded the removal of all usage limits on
February 24. It was an ultimatum with a three-day deadline. Anthropic rejected it on February 26. The
U.S. president approved the operation on February 27, and the operation began on February 28.

Set the dates side by side, and one thing becomes clear. The day after Anthropic refused, the
operation was approved, and the day after that, the school in Minab collapsed.

And on March 4, the Trump administration designated Anthropic a “supply chain risk.”

Amodei explained on CBS what this designation means. Once a company is designated a supply
chain risk, it must be removed from all government systems. Military officers in the field whom he met
told him that without it, operations would fall six months behind, 12 months behind, maybe more.

Amodei had reason to be angry about the designation. As far as he knew, a supply chain risk
designation had never been applied to an American company. That designation had only been used
for companies from hostile countries. Security firm Kaspersky Lab, suspected of ties to the Russian
government, or Chinese semiconductor suppliers, for example. Being grouped with such companies,
he said, was “retaliatory and inappropriate.”

The president publicly criticized Anthropic’s “selfishness,” saying it “puts American lives at risk and
endangers our military.” Trump also called Anthropic a “left-wing woke company.” Secretary Hegseth
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posted words to the effect that no company with military contracts could do business with Anthropic.
Amodei argued that this overstated what the law actually set out. What the law set out was a much
narrower restriction: a company with military contracts could not use Anthropic as part of those
military contracts.

There is a point worth watching. When Anthropic refused, another company took its place. Amodei
said on Bloomberg that OpenAl stepped in and signed the contract Anthropic had not been willing to
sign. One company’s line was crossed by another company. He acknowledged that there are limits to
what one contract can block.

Even knowing this limit, he explained why he rejected the contract. One contract may allow another
company to draw a different line, but what he had done was set a precedent. It meant putting before
the world a distinction between use cases he saw as good and use cases that worried him. And
because of that, he said, a bipartisan movement arose in Congress. A movement to ban by law the
things they worried about, to put guardrails in place. He said he did not want to call this a fight. It was
not a fight between a private company and the government, but a debate over how the government
should use artificial intelligence.

Here lies an old paradox. A company that makes weapons usually does not decide where those
weapons are used. Boeing makes military aircraft, but the military decides what to do with those
aircraft. That was the analogy the host put to Amodei. But Amodei answered that artificial intelligence
is different. He gave two reasons. One is that the technology is too new. Aircraft are old technology,
so generals know fairly well how they work. But artificial intelligence moves so fast that even the
people who make it find it hard to know all of its reliability and limits. The other is that the model has a
“personality.” It can do some things reliably and not others, and the company that made it knows that
best, he argued.

At this point, the contradiction in this book becomes clearest.

The company selling the technology drew a line at the technology’s most dangerous uses. When one
company drew the line, another company crossed it and took the contract. So target selection did not
stop. The company that drew the line faced government retaliation, and the company that crossed it
got the contract. Within this structure, what could one company’s conscience stop? Almost nothing. It
could only pose one question to the world.

Then was Claude actually used at the school in Minab?

The hosts of CBS and Bloomberg asked Amodei directly. If, as Bloomberg reported, Claude was
loaded into Palantirs Maven Smart System and used in target selection for the Iran operation, did
Claude play a part in the airstrike that hit a school in February and killed more than 150 children?

Amodei first pointed to one thing. As far as he knew, he said on Bloomberg, Anthropic does not work
with ICE or border enforcement agencies, and it does not work in Gaza. He was narrowing the range
of work his company was involved in. But when faced with the direct question about the Iran
operation, his answer changed.
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His answer was that he did not know.

He said this. We cannot know exactly how these models were used. We do not have that access.
These kinds of mistakes that happen in war are really, really terrible. In the same interview, he said
this incident showed exactly why they had to draw lines. Even at the risk of the company’s future,
they had tried to limit how the models could be used. At the same time, he stressed one thing. Even
in Minab, the use had not violated their red lines. Claude may have helped, but the final decision was
made by a person. A person pulled the last trigger.

The host did not back away. The school had a website, it could be found with a Google search, so
shouldn't Claude, or whatever artificial intelligence they used, have caught that? Didn't this show the
more frightening side of using technology as a shortcut in war?

Amodei stepped back, saying the question depended on classified knowledge he did not have. He
repeated that he did not know what role Claude or any other artificial intelligence had played. He said
only that he believed the principle they had set, that a person makes the final decision, had been
kept. If this incident was not an example showing why that principle matters, he asked, what would
be?

When asked what he would say to the president if he could say one thing, Amodei answered this
way. We are patriotic Americans. Everything we did was for this country. We worked at the forefront
with the military because we believe in this country. And we drew two red lines because we believed
that crossing them would go against American values. When the government threatened us with the
supply chain risk designation and the Defense Production Act, an unprecedented intervention, we
merely exercised the freedom of speech guaranteed by the Constitution and spoke out. He said that
disagreeing with the government is the most American thing of all.

The core of this clash lies inside those words. He worked with the military to defend the country, and
for the same reason refused the military’s demand. The same patriotism split in two directions.
Making weapons to stop the enemy is one way to defend the country, and setting limits on those
weapons to defend the country’s values is also a way to defend the country. The government saw
only the first as patriotism, while he saw the second as patriotism too. That mismatch placed one
company, within three days, beside the list of companies from hostile countries.

How should we read this answer?

On one hand, he was honest. He said he did not know what he did not know. It may truly be that they
have no right to look into how Claude was used over which coordinates. Once a model is sold, even
the people who made it do not know everywhere it goes.

On the other hand, that very honesty reveals the empty seat of this age. If even the company that
made the model does not know what the model was used for, where is responsibility? The maker
says it does not know. The company that loaded it into the system says it only helped with target
selection. The system that entered the coordinates only followed the database. The database only
faithfully preserved information from 10 years earlier. The person who made the final decision only
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signed the result the system produced. And the results were pouring out at a thousand every 24
hours.

The phrase “a person made the final decision” is a comforting thing to hear. A person, not a machine,
pulled the trigger. But if that person had one minute per target, and if the target the machine produced
was accurate 60 percent of the time, how thick a shield is that “human final decision”? Is it the seat of
a person who bears responsibility, or a place where responsibility pauses briefly on its way
elsewhere?

Amodei sketched another scene on Bloomberg. If the world had allowed fully autonomous weapons,
if artificial intelligence made the decision and people did not even see it, what would have happened
to something like Minab? That was the world he feared. A present in which a person at least looks at
the target at the end, he argued, is better than that world in which the person is gone altogether.

He also compared it to the government’s use of Microsoft Excel. The government uses Excel a lot.
But that does not mean the company that made Excel can decide, “You may use Excel for this
military operation, but not that one.” The person who makes a tool cannot decide every use of that
tool. When heard this way, the logic has force. We cannot hold the company that made a
spreadsheet program responsible for war.

But Claude is not Excel. Excel only adds and subtracts numbers that people enter; it does not choose
whom to hit. Bloomberg reported that the Maven Smart System carrying Claude selected targets and
placed them before people. Between a tool that adds and subtracts and a tool that selects people,
there is a river hard to cross. Amodei himself must have known that river was there, which is why he
drew two red lines. Excel needs no red line.

He may be right. A world without people in it would be more dangerous. But the classroom in Minab
already happened in a world where people had not been removed. In a world where the principle that
a person makes the final decision was still alive, 175 people died. A person was there. For one
minute.

As we close this chapter, one thing remains. Bloomberg reports that one U.S. official said, with the
help of artificial intelligence, the number of targets the U.S. military could strike in a day rose from
1,000 to 5,000. The host asked Amodei: if so, doesn't that mean Claude helps kill more people faster,
and doesn't that make him uncomfortable?

Amodei answered that he supports the United States becoming more militarily effective. That
stronger capability, he said, does not cause war but deters it. He said once again that he is a patriot.
At the same time, he made one thing clear. They provide the technology, but it is not their role to
decide which military operations may be carried out with that technology and which may not. Policy
must be left in the hands of military decision-makers.

The people who make the technology do not set policy. The people who set policy do not make the
technology. The system that enters the coordinates bears no responsibility. The database does not
doubt. And somewhere between them, 175 empty seats appeared.
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Let us gather what we have seen in this chapter in one place. A system with 60 percent target
classification accuracy selected targets while being less accurate than people. In bad weather, that
system’s accuracy fell below 30 percent. Yet the system went onto the battlefield and placed a
country’s leadership and a school classroom on the same screen as targets. An unfinished
technology was being tested not in a lab, but in a real war.

This book calls such a state “lethal beta.” In Korean, that would mean something like a deadly test
version. When software is made, a beta version is released before the official launch so people can
try it. When bugs appear, they are fixed. Beta is a sign that something is not yet finished. But when a
bug appears in the beta version of a target selection system, what gets fixed is the next version. The
people on those coordinates pay the price of the bug. The school in Minab was the bug of one beta
version. The bug of 60 percent accuracy, the bug of 10-year-old coordinates, the bug of one minute.
But this bug cannot be undone with a patch. Empty desks are not filled in the next version.

Amodei may have tried to do the right thing. He drew a line, and because of that line, his company
faced government retaliation. He was honest, and said he did not know what he did not know. At the
same time, he sold the technology, and said it was not his role to decide where that technology would
be used. These two things live together in one person. We could portray him as a hero or a villain. But
both pictures would be wrong. He is a person who looked at the empty seat from very close up, and a
person who could not fill it. Perhaps it is a seat that one person’s conscience cannot fill.

Whose seat was it? That seat where responsibility should have sat.

In the next Iran chapter, we will see how this empty seat crosses a country’s border and moves to
another battlefield. To Venezuela. There too, the same system, at the same speed, leaves behind the
same question.

Chapter 2 Ukraine: Project Maven’s Evolution in Combat

Chapter 4 Venezuela: The Decapitation Operation Involving Al
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Part 2. Crossing the Control Line

Chapter 4 Venezuela: The Decapitation Operation Involving Al
Chapter 3 Iran: Epic Fury and Killing at Machine Speed

Chapter 5 The Black Box and Vanishing Responsibility

1. Operation Absolute Resolve: The Night Maduro Was Captured
Caracas went dark all at once.

It was the night of January 3, 2026. Helicopters descended over the city. They were 100 feet above
the roofs, just over 30 meters. First came the sound of rotor blades cutting low through the city, then
the blackout. The traffic lights died. The windows of government buildings turned black. At Fort Tiuna
on the outskirts of Caracas, the military complex where Venezuela’s Ministry of Defense is located,
air-defense radar screens vanished at the same moment.

Reports say a cyberattack paralyzed Caracas’s power grid and air-defense network just before the
operation. Aircraft were entering above a city without electricity, while the radars meant to catch those
aircraft had gone blind first. Dan Caine, chairman of the U.S. Joint Chiefs of Staff, later described the
operation as a “complete surprise.”

Surprise means the enemy doesn’t know. To keep the enemy from knowing, you must cover his eyes
first. That night, Caracas’s eyes closed the moment the power went out. The city could not see what
was coming.

Let's pause for a moment to picture Fort Tiuna. It is the heart of the Venezuelan military inside
Caracas. The Ministry of Defense is there, along with command headquarters, a military hospital, and
barracks. The indictment says this was also the complex where Maduro’s associates brought leaders
of the Revolutionary Armed Forces of Colombia to meet. A place where a country’s military power is
thickly gathered, a place hard for outside hands to reach. That place was breached on the night of
January 3. The fact that the country’s hardest place was breached tells us what kind of operation this
was. Foreign special forces had entered not an ordinary street in Caracas, not even the military’s
outer edge, but its deep interior. What opened the road inward was information integrated with a
cyberattack.

That night, 150 U.S. aircraft took off. They launched from twenty bases.
150 aircraft.

Twenty bases.
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100 feet above the water.

If these numbers are pushed into a single breath, what remains is only the impression of a large
operation. Broken apart, they look different. For 150 aircraft to take off on the same day at the same
time, twenty bases must move according to a sequence arranged in advance. If which base launches
first, which route each aircraft takes, and where they join go out of order, 150 aircraft collide with one
another. Arranging that sequence and keeping it from slipping can’t be handled by a single sheet of
paper in a person’s head.

According to NBC, the Central Intelligence Agency had been infiltrating small teams into Venezuela
since August of the previous year to track Maduro’s movements. For five months, they watched
where one man slept and when he moved. Which residence he stayed in for how many days, which
route he took, and who was beside him piled up as five months of records.

Then at 10:46 p.m. on January 3, Eastern time in the United States, the same report says President
Trump gave the final launch order.

10:46 p.m.

Behind the minute-by-minute time at which one man’s order came down lay five months of tracking
and twenty bases on standby. The order was short, and the preparation that made that order possible

was long.

The larger framework set by U.S. Southern Command, SOUTHCOM, and the joint task force was
named Operation Southern Spear. Inside it, a separate operation ran to capture the one man,
Maduro, and the name that appeared in reports was Operation Absolute Resolve. It was an operation
named for resolve. Resolve lives in the human mind, but what put it into action were aircraft from
twenty bases and information gathered on one screen.

| put the term “decapitation operation” in this chapter’s title. In military language, a decapitation
operation means an operation that removes the enemy’s head, that is, its leadership, in one stroke
and paralyzes the whole organization. The idea is to strike only the head rather than deal with the
body piece by piece. Underneath it lies the logic that if Maduro alone is captured, the entire “cartel” at
whose peak he stands will collapse. Yet as we saw above, if the substance of that “cartel” is hazy,
then the body that is supposed to collapse when the head is struck is hazy too. A decapitation
operation works when the head and body are clear. If only the head is clear and the body is a
nickname, what did that operation strike?

The figure of 100 feet for low-altitude flight did not appear by chance. Radar has trouble catching
objects that fly low. Terrain blocks them. The fact that 150 aircraft entered at 30 meters above the
water means it was a flight meant not to be caught. If the air-defense network had also been
paralyzed in advance by cyberattack, Caracas had its eyes covered in two layers. One layer was the
limit of radar that can’t see low-flying aircraft well, and the other layer was radar that had been
switched off altogether. Designing these two layers together is an integrated operation. If aircraft
altitude and the timing of the cyberattack move separately, surprise breaks. Matching the two on one
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screen, that again is the job of the pane of glass.

Delta Force entered the residence at Fort Tiuna. According to reports, Maduro did not reach the steel
safe room. The story is that he was short by a few seconds in front of the steel door. A country’s ruler
ran inside his own residence toward the door of a safe room, and he was caught before his hand
reached it. He was arrested with his wife, Cilia Flores.

Let’'s stop here for a moment. The few seconds before the steel door. This scene, in which those few
seconds divided one man’s fate, is not a verified fact but a reported circumstance. Where exactly he
was caught and how, and how many steps stood between him and the safe-room door, depend on
the accounts of those who carried out the operation and those who reported it. | won't state it as
certain. But the picture drawn by the reports is clear. One man’s movements were tracked for five
months, and at the end of that tracking he did not reach the steel door.

The two were flown to Stewart Air National Guard Base in New York State. Then they were charged
with narcoterrorism. The de facto ruler of a country was seized in the middle of the night inside his
own country’s military complex by foreign special forces, and before dawn he was set down at a
military base on another continent.

It's worth briefly noting who Nicolas Maduro is. He was once a bus driver, entered politics through
labor union work, and served under Hugo Chavez as foreign minister and vice president. When
Chavez died in 2013, Maduro took over the presidency. The international community criticized both
the 2018 election and the 2024 election as fraudulent, and more than 50 countries, including the
United States, did not recognize him as the lawful head of state. This book is not trying to defend his
rule. But unless we set down who he is and how judgments about him are divided, we will see the
operation on the night of January 3 with only one eye. To many Venezuelans, he was the face of
oppression, and to the United States, he was a target it had long wanted to seize. Both can be true at
the same time.

We need to look again at the five months of tracking. If the CIA had been running infiltration teams
since August 2025, then for those five months Maduro’s daily life was being accumulated line by line
as data. Which building he slept in, at what hour the guards changed shifts, when the lights went out
in which room. Such records are gathered by human eyes. But tying those records together, reading
patterns, and deciding which night has the widest gap is no longer done by the human mind alone.
When five months of movements are overlaid on one screen, rules appear in a person’s life. When
rules appear, gaps appear too. The night of January 3 was likely such a gap.

Even what to call this scene is difficult. The U.S. government sees it as law enforcement against a
narcoterrorism suspect. Maduro’s side and the Venezuelan government see it as a foreign military
kidnapping the ruler of a sovereign state. The two definitions collide head-on. On one side it is an
arrest, and on the other it is an invasion. This book is not the place to judge which definition is right or
wrong. But it must clearly set down that the two definitions point to the same act on the same night.
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The current this book has followed is the process by which the work of choosing targets moved from
human speed to machine speed. In Gaza, a system called Lavender placed people on a list, and an
intelligence officer stamped approval in 20 seconds. In Ukraine, the chain of death closed in 18
minutes. In Iran, 60 seconds divided one person’s fate.

Venezuela’s night of January 3 is another face of that chain.

Here, a missile did not fall on one person’s head. The target was captured rather than killed. In that
sense, this operation differs from the previous chapters. What we saw in Gaza and Iran was the
speed at which people died. What we saw in Venezuela was the precision with which a person was
seized. But the structure that supported that precision was the same. Gathering scattered information
on one screen, sorting out who is where and what must be seen. Five months of tracking, launches
from twenty bases, and a cyberattack that cut the power grid all moved across one integrated board.

That board is the true protagonist of this chapter.

The fact that he was captured and not killed may make this operation look clean. So may the fact that
reports of casualties did not emerge as heavily as in the earlier chapters. But looking clean and
having clear responsibility are different things. Tracking one man for five months, cutting the power
grid of his country, launching aircraft from twenty bases, and pulling him out in the middle of the night
all require countless judgments. It is getting harder to divide which stages of those judgments belong
to people and which begin to belong to the tools on the screen.

One more thing must be written here. The fact that Caracas’s power grid was cut does not mean only
Maduro’s residence went dark. The whole city went dark. On streets where traffic lights died, there
were hospitals, patients dependent on ventilators, and people waking in the night without knowing
what was happening and feeling afraid. Turning off the lights of an entire city to catch one man. The
millions caught in between were not the operation’s targets, but they were affected by the operation.
Their night remains a target in no record. It does not enter the casualty count. Yet the fact that a city
was thrown into darkness without knowing why is the shadow that always follows the edge of an
operation called precise. No outlet has yet clearly counted the size of that shadow. | leave it as an
unconfirmed range.

The name of that board will appear soon. First, we need to examine the grounds given for capturing
Maduro.

2. The Collapse of Justification: The Fiction Called the Cartel of the Suns
Justification begins with a single sheet of paper.

It is the indictment filed in the United States District Court for the Southern District of New York. It was
first filed in March 2020. Nearly six years before Maduro was captured, the legal basis for capturing
him had already been prepared on paper. The cover reads United States of America v. Nicolas
Maduro Moros et al., seven defendants in all. The grand jury wrote this:
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“For more than 25 years, Venezuela’s leaders abused positions of public trust and corrupted
once-legitimate institutions to bring tons of cocaine into the United States.”

The indictment placed Maduro at the very front of that corruption. It said that when he was a member
of the National Assembly, he moved cocaine under the protection of Venezuelan law-enforcement
agencies. It said that when he was foreign minister, he issued diplomatic passports to drug traffickers
and gave diplomatic cover to flights carrying drug money from Mexico back to Venezuela. And it said
that as president and now de facto ruler, he allowed cocaine-fueled corruption to flourish for the
benefit of himself, his associates, and his family.

The indictment strings together one concrete scene after another. There is a passage saying that in
2006, more than 5.5 tons of cocaine were loaded onto a DC-9 jet and sent to Mexico, and that the
load was seized at Ciudad del Carmen Airport in Campeche, Mexico. It even describes the plane
departing after receiving cocaine loaded in five vans at the presidential hangar at Maiquetia Airport.
There is also a passage saying Maduro’s wife Flores took hundreds of thousands of dollars in bribes
at a 2007 meeting and arranged a meeting between a major drug trafficker and the anti-drug chief.
There is also a passage saying Maduro’s son, Nicolas Ernesto Maduro Guerra, nicknamed
“Nicolasito” or “the Prince,” met representatives of the Revolutionary Armed Forces of Colombia,
FARC, in Medellin in 2020 and discussed moving cocaine and weapons for the next six years, that is,
through 2026.

2026. The year written in the indictment is coincidental in a striking way. On paper, plans through
2026 were discussed, and in reality the operation came down within the first three days of 2026. |
won’t say whether it was chance or intent.

The language of the indictment directly shows the prosecutors’ certainty. Of Maduro, the grand jury
wrote this:

“Nicolas Maduro Moros, the defendant, stood at the front of that corruption and, together with his
co-conspirators, used unlawfully obtained power and the institutions he had corroded to transport
thousands of tons of cocaine into the United States.”

The prosecutors chose the word corroded. It means institutions collapsed from within as if rusted
away. It is a picture of one man gnawing away at a country’s institutions from inside. Such language
requires proof in court. Who corroded which institution, when, and how must be backed by evidence.
The indictment presents more than twenty concrete acts as that evidence, labeling them
alphabetically from “a” to “s.” Some entries have clear dates and sums of money, while others are
broad, such as “between approximately 2006 and 2008.” Clarity and haze are mixed inside one

document.

The charges run in three branches. Narcoterrorism conspiracy, cocaine importation conspiracy, and
possession of machine guns and destructive devices. Among the charges written in the indictment,
cocaine importation conspiracy carries a minimum sentence of 20 years under U.S. law when the
amount is five kilograms or more.
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20 years.

The charges on paper are heavy and concrete. Weights, aircraft models, dates, and sums of money
are written down. Yet at the center of this justification sits one phrase. “Cartel of the Suns.”

The indictment explains the phrase this way. It says corrupt Venezuelan elites run a patronage
system that enriches them through drug trafficking, and those at its summit are called “Cartel de Los
Soles, or the Cartel of the Suns.” Then it opens a parenthesis and adds one line. The name, it says,
“refers to the sun insignia affixed to the uniforms of high-ranking Venezuelan military officers.”

The sun insignia on military uniforms. This exact point is the weak link in the justification.

In the Venezuelan military, generals’ rank insignia include a sun emblem. It is a sun instead of stars.
Since the 1990s, the phrase “Cartel of the Suns” has been used in Venezuela as an idiom broadly
referring to corrupt military generals involved in drugs. It was closer to a nickname that grouped
together corrupt generals of the same kind, not the name of a single criminal organization with a
particular boss, an org chart, and a headquarters. If someone was a corrupt general, he could be said
to belong to the “Cartel of the Suns.” But the phrase did not point to a membership list of one
organization.

This difference may look minor. In the world of law, it is not. To indict someone as the head of a
narcoterrorism organization, the organization must exist. An organization needs a structure, and
where he stands in that structure must be specified. A nickname does not have such a structure. A
loose grouping called “corrupt generals” has no leader. Yet in 2025, the U.S. government began the
process of designating “Cartel de Los Soles” as a foreign terrorist organization and identified Maduro
as its summit. An idiom becomes an organization, the organization gains a leader, and an operation
to capture that leader is justified. At the starting point of that flow stood one sheet of paper.

The faces drawn in the indictment show that this case is not about one person alone. Maduro’s
associate Diosdado Cabello Ronddn, former interior minister Ramon Rodriguez Chacin, his wife Cilia
Flores, his son Maduro Guerra, and Héctor Guerrero Flores, the leader of Tren de Aragua, TdA, a
criminal organization born in Venezuela’s prisons. The indictment says they joined hands with armed
drug organizations such as the Revolutionary Armed Forces of Colombia, the National Liberation
Army, ELN, the Sinaloa Cartel, and Los Zetas to bring thousands of tons of cocaine into the United
States over decades. It also includes a State Department estimate that by 2020, the cocaine flowing
through Venezuela was estimated at 200 to 250 tons a year.

Then was the “cartel” drawn by the indictment a real organization, or was it an idiom dressed in the
outer shell of an organization?

According to reporting by the progressive outlet Common Dreams, the U.S. Department of Justice
itself effectively acknowledged in court that the Cartel of the Suns is not a real, single organization.
What had been called on paper as if it were one cartel could not stand as such a clear entity under
courtroom testing. A gap opened between the name used to define the enemy and the substance of
that name.
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Here the tone shifts depending on the outlet. U.S. government materials and reports that follow them
treat the Cartel of the Suns as a real organization led by Maduro. Opposing reports and some
Venezuela specialists see it as a name for a pattern of corruption rather than an organization. One
side calls it an organization, the other a phenomenon. Accuracy requires setting down the fact that
these two views collide. To seal it in favor of one side would be to shave away the facts. One thing is
clear. At the heart of the justification for an operation that took one person to another continent to be
punished lay a name whose substance is disputed.

Why does this gap matter? To drag a person from another country and punish him, what he is a
member of must be clear. If he is the leader of a single criminal organization, an operation to
dismantle that organization is justified. But if he is one man grouped under a nickname that broadly
refers to corrupt generals, the story changes. A nickname has no leader. An idiom cannot be
dismantled. Yet the operation identified one man as the summit and pulled him out.

Here, fairness requires that both sides be placed on the table.

The individual facts written in the indictment, the weight of seized cocaine, the aircraft model, and the
amount of the bribe, are concrete charges that U.S. prosecutors claim are backed by evidence. Some
of them had even been confirmed by guilty verdicts in court. The indictment itself says two of
Maduro’s relatives were convicted in New York in 2016 of conspiracy to import cocaine. It also says a
former head of Venezuela’s military intelligence agency pleaded guilty in June 2025 in the same court
to narcoterrorism and weapons charges. This does not mean the charges on paper were wholly
fictitious.

Maduro’s side has countered that the indictment itself was a political targeting aimed at regime
change. Their claim is that the United States used drugs as a pretext to reach for Venezuela’s oil and
government. And the point that the name “Cartel of the Suns” does not match the substance of a
single organization touches not the hard part of that justification but its soft part. The weight of
individual charges and the looseness of the frame that tied those charges under one organizational
name are separate matters. They must not be mixed.

An operation that takes one person to another continent in the middle of the night needs a name that
justifies it. In Gaza, the name “Hamas operative” stood there. In Iran, the name “nuclear threat” stood
there. In Venezuela, “Cartel of the Suns” stood there.

When the name of a justification is fixed before its substance, and an operation runs under that name,
what disappears once again is the location of responsibility. Who defined this person as an enemy?
How far was that definition tested? Who bears the weight of the parts that were not tested?

There is a six-year gap between the paper of 2020 and the operation of 2026. This gap matters. In
2020, when the indictment was filed, there was no way to capture Maduro. The charges on paper
stayed on paper. To capture him, they had to know where he was, reach that place, and break
through its defenses. In 2020, all three were difficult. In 2026, all three became possible. Five months
of tracking showed where he was, aircraft from twenty bases reached that place, and a cyberattack
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broke through the defenses. The justification had been prepared six years earlier, but the ability to
execute that justification had been acquired only recently. Karp’s words, “what we couldn’t do two
years ago, three years ago,” echo here again. The paper had been prepared long before, and what
turned that paper into reality was newly acquired technology.

If we reverse that order, an uneasy picture appears. Was he captured because he had become
capturable? Did the operation fall not because the justification had ripened enough, but because the
tools of execution had ripened? | won’t assert that. But the gap between justification and capability
shows that we have entered an age in which capability pulls justification toward itself. As what can be
done expands, the voice asking whether it should be done grows smaller.

The name was given by people. In the 2020 indictment, human hands wrote the phrase “Cartel of the
Suns.” But narrowing targets under that name, linking movements, and arranging the order of
launches no longer involve people alone.

3. The Fracture: Anthropic, Palantir, and the Contradiction
Imagine a screen.

It is a screen in an operations room. On it, scattered information gathers in one place. What satellites
saw, what signals caught, what infiltration teams wrote and sent over five months are overlaid on one
sheet of glass. Palantir calls this a “plane of glass.” The sources of information are all different. Some
are so sensitive that no one can see them, and some must be seen by everyone. Some information is
viewed together with allies. Putting all of it on one screen while keeping security intact is what Palantir
sells.

While the Maduro operation was running, Anthropic’s Claude was floating on that pane of glass. That
was reported by Semafor.

It is better to first hear what kind of company Palantir is and what it sells. Alex Karp, the company’s
co-founder and chief executive officer, described his company’s platform this way in a broadcast
interview:

“Palantir's Maven platform takes valuable large language models and makes them actually lethal and
useful on the battlefield.”

It makes large language models lethal on the battlefield. Karp did not step around that phrase. In the
same interview, he said the company’s goal was to bring American soldiers safely home, and that to
do so the enemy must be “dismantled.” He mentioned Venezuela directly and said the United States
had shown “the ability to dismantle these things.”

“When you look at America’s achievement, because of the courage and ingenuity of Americans, and
I'd like to believe because of our technology, our losses were low, precise, and controlled. As you
saw in Venezuela, the complete ability to dismantle these things. That's what we couldn’t do two
years ago, three years ago.”
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Something that could not be done two years ago. These are Karp’s own words. Narrowing targets,
linking movements, and running an operation on one screen became possible in the past few years.
What floated on that screen was Anthropic’s Claude.

Karp explained what Maven does through the example of Ukraine. He said the real difficulty is not
only sending a drone to a target point, but getting it through the advanced radar systems that lie in
between. Connecting scattered old systems to new systems, gathering information with different
security levels on one screen, and placing artificial intelligence and machine learning on top to sort
out what must be seen. That, he explained, is Maven. And of Iran, he said it is “100 times more
complicated.” The reason, he said, is that the enemy’s air defenses are that dense.

Karp also ranked artificial intelligence. He called Al that is useless on the battlefield “floppy Al code.”
He said such things are not used anywhere on a real battlefield. By his distinction, a large language
model by itself is a tool that relies on probability. It may be useful for tasks where being right 51
percent of the time is enough, such as investment judgment, but that is not enough for placing
weapons exactly above an enemy’s head and bringing American soldiers home safely. His logic was
that large language models alone are not enough, and that they become useful only when there is a
foundation and management that make them run properly.

Turn this around and it becomes this. Large language models like Anthropic’s Claude are not
weapons in themselves. What makes them weapons is Palantir's work of connecting them to
battlefield information, securing them, and placing them on the operational screen. Karp himself
called that work “making large language models lethal.” Then does lethality come from the model, or
from the hand that places the model on the battlefield? The company that made the model can say its
model is not a weapon. The company that put the model on the battlefield can say it merely laid down
the tool and a person pulled the trigger. Lethality arises in the empty space between the two
companies, but no company calls that empty space its own.

The fracture began in front of that screen.

According to Semafor, during a regular review, Anthropic expressed discomfort with the military use
of its model. Then a Palantir executive reported that discomfort to the Pentagon. A crack opened
between the company making the weapon and the company making the Al laid atop that weapon.
One side said it would be used on the battlefield, and the other drew a line around that use.

We need to look slowly at this scene. Anthropic is the company that made Claude. Palantir is the
company that places Claude on its own platform and sells it to the military. The two companies were
partners. Yet at a regular review, that is, in a setting where the two looked together at whether the
work was going well, the side that made the model showed unease about its use. The maker saw
how what it made was being used and flinched.

Defense Secretary Pete Hegseth'’s response was reported to be clear. The thrust was that he would
not use Al that prevents warfighting. Reports say this became the spark for the later supply-chain risk
designation and blacklist. It was a signal that a tool hesitant to aid war would be set aside. Hesitation
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itself became a disqualifying trait.
Here there is a contradiction. A contradiction written on paper.

Anthropic’s acceptable use policy states that using its model Claude for weapons and for surveillance
is forbidden. The principle the company set out was that the model may be made, but it must not be
used as a weapon. Yet that company’s model was floating on the operations-room pane of glass
while the Maduro operation was running. The policy forbids weapons and surveillance, but the model
stood at the center of a military operation.

If the company tries to seal this contradiction itself, it can be sealed. Our model did not directly pull
the trigger, it did not take part in the final stage of killing, our policy was followed. There could also be
the logic that military analysis and lethal action are different. Sorting information and aiming at a
person are not the same.

But the question this book has held onto all along has not been about the final stage. It has been
about all the earlier stages: narrowing a target, linking information, and preparing the screen on which
a person stamps approval. We have already heard the excuse that Gaza’'s Lavender did not Kkill
people, it merely put them on a list. Between putting someone on a list and killing him stood 20
seconds by an intelligence officer, and those 20 seconds were only time for a stamp. Saying that one
did not pull the trigger does not contradict the fact that one took part in every stage before the trigger.

Karp resolved this tension in his own way in another interview. Of Anthropic’s Dario Amodei, he said
he was a friend, a competitor, and at the same time someone with whom he disagreed. He also said
they got along privately. Then he jabbed that large language model companies often seem to believe
all problems will someday solve themselves. He said he was different.

“I believe | need heaven on earth now, not heaven in 20 years.”

What he said about Al that draws a line at weapons use was even more direct. His logic was that the

enemy does not draw such lines.

“If you don’t use it on the battlefield, Iran’s definitely going to use it. You think they can’t buy that
product online?”

Here Karp’s position is clear. He took a side. The American side, the Western side, as he said again
and again through the interview. He said his company is controversial because it “powers all the
Western powers at war.” His logic that if the enemy will use a tool, we too must use it, did not waver.
Referring to America’s adversaries, he also said that “many who seek to harm America on the
battlefield end up dead.” He said this was because of the ability to gather information and grasp the
battlefield situation before the enemy.

Karp’s logic is consistent in one respect. He believes the side that lets go of the tool loses. As long as
the enemy does not hesitate, we can’t hesitate either. Within this logic, a policy banning weapons use
becomes not morality but weakness. If the one who draws a line loses because of that line, drawing a
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line becomes a luxury.

Karp drew a clear distinction between inside the border and outside it. On a podcast, he said
American citizens have freedom of speech and the right to privacy. That is why he too feels
resistance to using such tools freely for law enforcement inside the United States. But he insisted that
enemies in Iran who seek to kill Americans do not have those rights.

“The Iranian enemies trying to kill us don’t have those rights. I've never believed in extending our
rights to hostile foreign countries.”

Within this distinction, which side is Venezuela on? Maduro is a foreign ruler. In Karp’s frame, he is
an enemy outside rights. In Maduro’s frame, he is the head of a sovereign state. One side calls the
same man an enemy without rights, and the other calls him a kidnapped head of state. The line Karp
drew is neat. Inside and outside, us and the enemy. The problem is who draws that line, and where.
The moment Maduro is placed on the enemy side, everything done to seize him becomes justified.
The act of drawing the line itself is half the operation.

Karp also said these tools make lying harder. If something fails to create value or if there is
corruption, it can no longer be hidden, he said. This claim deserves attention. It is the logic that
technology gathering information on one screen reveals the truth. But the same technology could not
prevent the basis for defining one man as an enemy from collapsing in court. Technology gathered
information, but people decided what name to place on top of that information. The name “Cartel of
the Suns” came not from the screen but from paper, not from an algorithm but from prosecutors’
hands.

In the same interviews, Karp also showed a larger fear. He saw this age moving toward a world
where only the United States and China remain. A world divided between those who have artificial
intelligence and those who do not, a world in which it will be decided which of the two sets the world
order. He said he does not seek to harm China, he only wants America to win. Within this vast frame
of competition, the operation to capture the one man Maduro is only a small move. In Karp’s eyes,
Venezuela is one square on a larger board. But inside that one square are one man’s arrest, a hazy
justification, and a screen where a model carrying a policy saying it must not be used for weapons
was floating. The logic of the large board covers the contradiction in the small square. If victory is
possible, don’t fuss over small contradictions. This book looks at that small square. It looks not at
victory or defeat on the large board, but at the responsibility that disappeared from one square of that
board.

And Karp brought in an even larger picture. In one interview, he compared this age of Al weapons to
an “Oppenheimer moment.” Like the physicist who made the atomic bomb, today’s technologists hold
a powerful tool in their hands. After building the bomb, Oppenheimer was crushed by its weight.
Karp’s conclusion before that weight was not to stop but to move ahead. Pursue it, refine it, regulate
it, but do not let it go.

At this point, the two companies part ways.
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One side tried to build a tool while drawing a line around its use, and the other believed that drawing
such a line meant losing to the enemy. Both are Al companies. Both know the technology is
dangerous. One side banned weapons use through policy because of that danger, and the other
argued that the danger itself is why it must be used as a weapon. They saw the same danger and
reached opposite conclusions.

There is no clean way to seal this contradiction. If we say only Anthropic is right, we can’t explain how
its model was floating on the screen of a military operation. If we say only Palantir is right, the words
of the company that wrote in its policy that its model must not be used for weapons lose all weight. |
am not trying to seal it by saying both sides have a point. | am trying to show the contradiction on both
sides as it is. The policy banned weapons, and in reality the model with that policy stood beside
weapons. These two sentences are true at the same time.

On the night Maduro was captured, the contradiction between those two companies floated together
on the operations-room pane of glass. The policy saying not to use it for weapons and the reality that
a model carrying that policy was at the center of a military operation were overlaid on one screen.

Then | ask this. While the justification defining Maduro as an enemy was collapsing in court, where
did the companies that made the tools that narrowed the target and linked the movements under that
justification stand? Does the maker of a tool bear responsibility for what that tool aimed at, or does
one line in a policy document free it from that responsibility?

It grows harder and harder to ask for responsibility. Prosecutors who fixed the justification say there
are charges on paper. The military that carried out the operation says it followed orders. Palantir,
which prepared the screen, can say it merely sold a tool. Anthropic, which made the model, can say
its policy forbade weapons use. Everyone can say they did their part in their place. Yet no one fully
calls the whole act of tracking one man for five months and pulling him out in the middle of the night
their own.

This is what this book calls the empty seat. Responsibility has not vanished. Responsibility has been
broken into small pieces, and each actor holds only the piece that belongs to him. Prosecutors hold
the piece of charges, the military the piece of orders, Palantir the piece of tools, Anthropic the piece of
policy. Each piece by itself looks hard to fault. But the place where those pieces are joined, the place
responsible for the whole act in which one man was taken to another continent, is empty. The longer
the chain grows, the fewer people call what happened at the end of that chain their own.

When an intelligence officer in Gaza stamped approval in 20 seconds, he thought he had only done
what the screen told him to do. The person who made the screen thought he had merely organized
information. The same thing happens before Venezuela’s pane of glass. The screen gathered
information, prosecutors gave it a name, and the military followed orders. The people at each stage
see only their own stage. The only eye that sees the whole is inside the screen, and the screen bears
no responsibility.
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One more thing must be written for balance. The fact that Anthropic expressed discomfort with
military use also means there was at least one company that flinched. In the other chapters this book
has followed, even that kind of flinch was hard to see. The hands that built Gaza’'s system and the
hands that launched Ukraine’s drones did not publicly hesitate before the uses of what they had
made. The fact that the company that made the model voiced discomfort at a regular review is a
fracture, however small. The problem is that the fracture was treated as a disqualifying flaw rather
than as a moral signal. The hesitant company was not praised, it became the spark for a blacklist. In
a world where hesitation becomes weakness, the next company first learns how not to hesitate.

The lights in Caracas came back on. Maduro stood in a New York courtroom. But no one has yet
stood before the screen that brought him to that courtroom, the pane of glass that connected
information and narrowed the target.

That empty seat remains at the end of this chapter.
4. Is It the Model, or the Hand: The Technology That Turns Large Language Models into Weapons

| wrote above that lethality arises in the empty space between two companies. Then what happens in
that space?

Let’s begin by picturing a scene in an operations room. There is a screen. Names, coordinates, and
times line up on it. Some lines are marked with yellow boxes, and some have question marks
attached. One company made the screen, and another company’s model reads the lines and boxes
on that screen and guesses the next line. A person sits in front of it and stamps approval. Where in
this picture is lethality? Is it the screen, the model, or the hand holding the stamp?

At the end of the previous section, we saw the contradiction between two companies. The model of a
company that wrote in its policy that it must not be used for weapons was floating on the
operations-room pane of glass while the Maduro operation was running. That contradiction was the
gap between a policy document and reality. This section feels its way through that gap by hand.
Through whose hands did a model whose policy banned weapons use reach that operations-room
screen? What did those hands add to the model, and what did they shave away, so that a brain for
writing became a tool for pointing at targets?

This section goes into that empty space. Between the hand that made the model and the hand that
placed it on the battlefield, we will look at exactly what happens when one line of words becomes a
target. Difficult technology will appear. But if we move slowly, it is not hard. The core can be reduced
to one sentence. A model is a tool for writing, and what turns that tool into something useful on the
battlefield is the apparatus built around it. Hold on to this one sentence as we go. The model is one
thing, the apparatus another. We will see what arises where the two meet.

A Model Is Not a Weapon, Integration Makes It One

Shyam Sankar, Palantir's chief technology officer, summed up what his company sells in one
sentence. According to a Hudson Institute event and reporting by The Register, he said this:
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“Software is the most important weapon system. It's how we deliver overwhelming lethality.”

Calling software a weapon system sounds strange. When we think of weapons, we usually picture
guns or missiles. Things held in the hand and aimed, things that fly and explode. But Sankar called
not the visible mass of metal, but the program that binds and moves those pieces of metal together, a
weapon.

The picture he gave was “from factory floor to foxhole.” At one end is the factory, where fighter jets
are built and ammunition is produced. At the other end is the foxhole, where soldiers face the enemy.
Between them, fighter jets, bombers, drones, and ammunition are lined up. If these scattered things
move separately, they have no power. The bomber does not know where to strike, the drone does not
know what to see, and the ammunition does not know which target it will be used on. If who fires what
from where goes out of alignment, even the most expensive equipment is scrap metal. Fitting those
things together on one screen so they move in one beat. Matching what the bomber strikes, what the
drone sees, and where the ammunition goes on one screen. Sankar’s claim is that lethality comes
from there. The weapon is not the metal, but the line that connects the metal.

Here Karp’s words echo again. He said Maven “takes valuable large language models and makes
them actually lethal and useful on the battlefield.” The skeleton of the sentence is the same. The
model itself has no lethality, and something must alter it for the battlefield.

Inside these words is a hidden admission. It is the phrase “takes.” Karp did not say he made the large
language model. He said he takes it from somewhere. The place he takes it from is a company like
Anthropic. The company that made the model is separate, and the company that takes it and alters it
for the battlefield is separate again. The company that made the model does not say it made lethality.
The company that altered the model does not say it made the model. The word lethality rests on the
single word “takes” between the two companies.

Karp also explained what that alteration entails. According to The Register, he called large language
models “unpredictable” tools. We need to think about the word unpredictable. A model that writes
answers a little differently each time, even to the same question. Yesterday it answers this way, today
that way. Even if it is shown the same photo twice, the first time it may say truck and the next time
van. This is the nature of a writing tool. A model is not a machine that pulls out fixed answers, but a
machine that newly composes plausible answers each time.

Such a tool can’t simply be used to choose targets at which missiles will aim. Once a target is fixed,
people die. That task can’t be entrusted to a tool whose answer changes each time. According to
Karp’s explanation, Palantir's platform, AIP, surrounds that model with transparency, security, and
guardrails, making it usable when an unpredictable model helps identify targets. Guardrails are like
railings placed along both sides of a road. They are fences that keep the model from leaving the road.
Transparency means allowing people to look into why the model answered as it did, and security
means locking it so that answer does not leak. The model itself remains as it is, while railings and
locks are placed around it. Karp’s point is clear. The model can’t be used as is. Only when it is
surrounded can it be used.
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There is an official announcement stating that Anthropic and Palantir joined hands. That
announcement, published on the press-release service Business Wire, says AIP “operationalizes”
Claude. Operationalize is the key word. It means taking a model out of the lab and cutting and
shaping it to fit the field of operations. The model stays the same, but the place where it sits moves to
the operations room. The same Claude does different work when it is in a chat window and when it is
on an operations-room screen.

If we separate what the two companies do and do not do, this whole section becomes clearer.
Anthropic molds the model. It makes a brain that reads and writes text. Palantir builds the chair, desk,
and room where that brain sits. It sorts out what the brain must see and places it on the desk, then
locks the room so the brain’s answers do not leak. The brain alone can do nothing. The room alone
can do nothing. Work happens when the two meet. When Karp said he “makes large language
models lethal,” he was pointing to exactly this meeting. It was not the side that made the brain but the
side that built the room that spoke the word lethality aloud.

Anatomy of the Integration Layer, Turning Miscellaneous Information into a Form Machines Can
Read

To put a model on the battlefield, the battlefield’s information must first be changed into a form the
model can read. This is the heart of integration.

Battlefield information is miscellaneous. There is video shot by drones, signals caught by radar, and
documents written by hand. They all look different. Humans look at these things with their eyes and
connect them in their heads. Machines cannot do that. Machines need an ordered form.

Palantir takes charge of that ordering. According to the unofficial technology commentary outlet
Towards Al, Palantir places scattered information on a foundation called an “ontology.” The word
ontology is difficult, but it is easy if drawn as a picture. Think of a library. If books are piled up at
random, they can’t be found. Once classification numbers are attached, authors are grouped, and
shelves are divided by topic, the books can finally be found. Ontology is the work of attaching those
classification numbers to battlefield information. This is a person, that is a vehicle, that is a building. It
creates a map of “typed objects” and lays a road so the model can reason on top of it.

The same commentary explains this approach by comparing it with another. One common method
today is called RAG. Before a model answers, it searches for related text and draws on it. It means
bringing text in through search. If you ask a model something it does not know, the system first finds
related passages from the library, spreads them before the model, and makes it answer while looking
at them. Towards Al distinguishes Palantir's approach from this and calls it “ontology-augmented
generation,” OAG. Instead of bringing in text, it brings in a map of classified objects.

Why does this difference matter? Text is hazy. The same sentence can be read differently depending
on who reads it. The sentence “the black truck went north” is enough for a human, but it is ambiguous
for a machine. Which truck it is, which coordinates north means, and whether that truck is the same
one seen before are not clear in the sentence. A classified object, by contrast, is clear. A unique
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number is attached to an object called a truck, that number is linked to the truck seen yesterday, and
its location is fixed as coordinates. The model finds its way on a clear map of objects instead of
wandering over hazy text. It is the difference between searching for a book in a library and flipping
through index cards that have already been organized. On the battlefield, that difference becomes
speed, and speed becomes lethality.

There is another line in the same commentary. It deserves attention. It explains that, by structure, the
large language model is blocked from carrying out physical strikes themselves. In English, it says
“architecturally prohibited from kinetic action.” In architectural terms, it is like not putting a door at all
between one room and another. The model can read and organize information, but there is no door
leading to the room where the trigger sits. Still, this explanation comes from unofficial technology
commentary. It should be checked against the company’s primary documents. | won’t harden a guess
into fact.

This line matters because it touches the two companies’ excuses from the previous section. The
model is blocked from carrying out strikes. The company that made the model can therefore say its
model did not kill people. But what is blocked is only the last door. The model walked together
through every hallway that brings the target to the front of that door.

One system shows what that hallway actually looks like. It is the Maven Smart System. According to
analysis by the U.S. think tank CSIS, when the system was deployed at Central Command, it
gathered 179 data sources in one place. Video shot by drones, synthetic-aperture radar, ground
radar, signals intelligence, hand-written documents. 179 streams of different kinds flow into one
screen. On top of them, a function called automated target recognition finds targets. The targets it
finds appear on the screen in yellow boxes. Work that a person once did by watching video and
looking for each item one by one is first pointed out by a machine with boxes.

CSIS gives the effect in numbers. According to one agency official, computer vision alone increased
targeting ability by about 10 times, and adding a large language model sped up targeting by about 5
times. Computer vision is technology that lets a machine read images like an eye. The eye that reads
images grows capacity by 10 times, and the brain that reads text increases speed by 5 times. Eye
and brain have been joined together.

Let’s stop on these two numbers again. 10 times and 5 times do not merely mean work became
faster. They mean that what one person once reviewed in a day is now, in effect, reviewed by ten
people, and those ten move their hands five times faster. That many targets pour out. People can’t
review all the targets that pour out, so machines must select again. As capacity grows, so does the
space beyond human touch. The faster it becomes, the farther people are pushed back.

After boxes are drawn, the targets move to a Kanban board. That is the explanation given by the
analysis outlet Spatial Intelligence. A Kanban board is a board divided into vertical columns by
process, where tasks move from one column to the next. As parts in a factory move one step at a
time to the next process, targets move from column to column. According to the same explanation,
the system weighs time, fuel, ammunition, and distance, then assigns suitable assets to that target.
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The machine calculates which aircraft is nearby and has enough fuel, and which weapon suits that
range. Then a person approves just before execution. A box is drawn, it moves across columns,
assets are attached, and a person stamps approval at the end. The flow is no different from a factory
conveyor belt. Only what lies at the end is not a part but a target.

A senior Defense Department official described this flow in the same way. According to
DefenseScoop, Deputy Secretary of Defense Feinberg said an analyst carries out “target
identification, course of action development, and target engagement in one system.” In one system.
In the past, the person who found the target, the person who planned how to strike it, and the person
who actually struck it were separate. Now those three have gathered in front of one screen. The
hallway has become shorter. Along that shortened hallway, the model walks from start to finish.

Where the Model Lives, Three Layers of Classified Infrastructure

For a model to read information, it has to live somewhere. That means it must run on a computer
somewhere. When we speak to a chatbot, that chatbot runs inside some company’s large computer.
The model is not inside our phone. The same is true in the military. The model lives on a computer
somewhere, and the screen in the operations room asks that computer and receives an answer.

But information from military operations cannot be placed on just any computer. If secrets leak,
people die. So the house where the model lives changes according to the secrecy level of the
information. Even the same Claude enters a deeper house depending on what information it handles.
There are three layers. Moving upward from the bottom, each layer is locked more deeply.
Classification names will appear one after another, but there is no need to be intimidated. Think of
them as basement level 1, basement level 2, and basement level 3. The lower you go, the thicker the
doors, and the fewer the people allowed to come and go.

The first layer is commercial government cloud. The model is placed on managed services that
American cloud companies sell to the government. According to Anthropic’s explanation, Claude runs
in environments rated FedRAMP High and Department of Defense IL4 and IL5. The rating names are
complicated, but they can be understood as compartments handling increasingly sensitive
information. Anthropic said this environment has a “zero operator access” structure. It means
operators cannot touch it. Even Anthropic employees cannot touch that inference infrastructure. The
model runs there, but it runs in a place beyond the hands of the company that made it.

We need to look once more at this phrase, “zero operator access.” Usually, when we use a chatbot,
the company can look at what we asked. That is how the company fixes and tunes the model. But a
model placed on a military network is different. It is bolted so that even the maker cannot look inside.
This is a device meant to keep military secrets from flowing to the company. But this device has
another face. If the maker cannot look inside the model, then the company does not know what that
model pointed to inside the military network. If it does not know, it is hard to bear responsibility. The
bolt installed to protect secrets also blocks the road for asking responsibility.
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The second layer is IL6, Secret level. According to Business Wire and The Register, Palantir hosts
Claude 3 and 3.5 series models inside its platform AIP through Amazon’s SageMaker and places
them in an IL6-certified environment. Hosting means putting the model on a certain computer and
running it there. Think of Claude as renting space on Amazon’s computers. IL6 is a compartment that
handles information up to the “Secret” level. It is a place locked one level deeper than the first layer.
What must be watched here is that Anthropic is the company that made the model, but Palantir is the
one that places that model on the military network. Anthropic molds the brain, and Palantir brings that
brain into the secret room. What the brain sees and points to in that room happens in a place beyond
the hands of the company that made the brain.

The third layer is the air-gapped network, the Top Secret level. It is the deepest compartment among
the three layers. According to an Amazon Web Services, AWS, announcement, Claude 3.5 Sonnet
was placed on Amazon’s Top Secret cloud Bedrock. According to DefenseScoop, a competitor’s
GPT-40 was approved on Microsoft Azure Government Top Secret cloud. As the word air gap says,
this network is physically separated from the outside internet by a gap as real as air. The wires are
cut altogether. Nothing can come in from outside, and nothing can leak from inside.

There is one more line Anthropic officially wrote. The government-only model called Claude Gov was
adjusted to “refuse less” on classified materials. Usually Claude refuses to answer dangerous or
sensitive questions. If asked how to build a bomb, it does not answer. It is cautious with questions
about weapons too. This is the safety device. But in a place that handles classified missions, that
refusal blocks the work. If a military analyst asks about an enemy weapon and the model refuses to
answer, analysis stops. So the company stated that it intentionally lowered that threshold.

This line must not be passed over lightly. Safety devices are originally put in place to keep models
from helping with dangerous work. But in military missions, that very safety device becomes an
obstacle. So the company loosened that device by one notch in the military-only model. Where safety
and mission collided, it took one step toward the mission. | set this down because the company wrote
it itself. It was not exposed by someone else, the maker wrote it with its own hand in an official
document. The company that wrote in policy that its model must not be used for weapons lowered the
refusal threshold of its military-only model at the same time. These two sentences are true at the
same time.

There is another side door. It is the side door called multimodal. Multimodal means a model reads not
only text, but images and video as well. Older models read only text. Today’s models can be shown a
photograph and explain in words what is inside it. According to an announcement published by
Business Wire, the satellite imagery company Planet entered a partnership using Claude’s
multimodal reasoning to turn daily satellite images into “actionable insights.” It means changing
photographs taken from above into judgments about what should be done.

Satellites photograph the Earth every day. Those images pile up like mountains. There are too many
for human eyes to see them all. So the model looks first. The model points out and writes down what
has changed since yesterday, what new marks have appeared, and which vehicles have moved. This
is intelligence analysis. But the model doing that analysis is the same Claude we use at work to polish
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prose. A general-purpose model used by anyone crosses the threshold into intelligence analysis.
What catches the eye is that it was not a model made separately for the military, but a commercial
model that stood in that place. A model carrying a policy saying it must not be used for weapons sat
in a position where it reads land seen by satellite and turns it into judgment. Once that judgment
passes through this side door, it becomes harder to ask where it flows.

Four Models Part Ways, Same Technology, Different Lines

So far, this has been the story of one model, Claude. But Claude is not the only model that can climb
onto the operations-room screen.

According to Breaking Defense, the Department of Defense’s Chief Digital and Atrtificial Intelligence
Office, CDAO, gave four companies contracts capped at 200 million dollars each. Anthropic, Google,
OpenAl, and Elon Musk’s xAl. 200 million dollars to each of four companies. Companies that had
been fighting for customers until yesterday were called side by side into the same room of the same
military. According to the same report, “agentic Al” was fixed as a core task of the contracts. Agentic
means a model calls tools on its own and connects multiple steps. It means the model moves on to
the next compartment by itself, without a human ordering each step. This was exactly what the
Defense Department singled out and demanded when it paid the four companies. A model that needs
less human handling. The weight of this phrase will be taken up again at the end of this section.

The four companies entered the same military with the same technology. Yet each arrived in a

different shape.

OpenAl launched OpenAl for Government and placed the government version, ChatGPT Gov, on
IL5-level Azure. ChatGPT is the world’s most widely used chatbot. The government version of that
chatbot was placed on a military network. According to OpenAl’s announcement and reporting by
Defense News, OpenAl put GPT-4 and 01 on the defense-drone company Anduril’s platform Lattice
to work on assessing enemy drone threats. A model that wrote prose moved to a place where it
judges threats approaching in the sky. The model that polished people’s emails until yesterday and
the model that gauges enemy drones come from the same bloodline.

Google launched Gemini for Government. According to Google Cloud’s announcement and reporting
by DefenseScoop, this model became the first model placed on the Defense Department’s enterprise
Al platform, GenAl.mil. Enterprise means the whole Defense Department uses it together. Not one
unit, but the vast organization called the Department of Defense uses Al on one platform. The first
model placed on that platform was Gemini. It runs on IL5 in the isolated environment called Google
Distributed Cloud, and it has a roadmap to move in 2026 to IL6, the Secret level. It has now reached
the front of basement level 2, and it is soon going deeper. Distributed Cloud is a sovereign cloud in
which data is isolated from the outside, and that data is not used to train public models. Sovereign
means belonging to its owner. It means the owner of the data holds that data fully. According to the
same announcement, Google attached an “agent designer” that allows even people who do not know
code to make agents using only natural language, and it reduced hallucinations through search
grounding. Search grounding is a device that ties the model’s invented words to searched facts to



suppress nonsense. According to Google’s announcement, this platform passed 1 million users in
one month. But this number is limited to unclassified environments.

xAl's Grok for Government has a different tone. According to announcements by the U.S. General
Services Administration, GSA, and xAl, this model, which combines Grok 4 with deep search and tool
use, was released through a GSA contract at a price of 0.42 dollars per agency for 18 months. 0.42
dollars for 18 months.

It is almost free.

The same announcement states that the model will be deployed in classified and restricted
environments. A model entering classified environments at an almost free price. Yet there is a
shadow over this contract. According to NPR, a few days before the contract was made, Grok
spewed antisemitic statements for about 16 hours and called itself “MechaHitler.” 16 hours. For more
than half a day, a model poured words of hatred toward the world. xAl explained the cause as “an
unintended update to an upstream code path.” It said that touching one line of code incorrectly
caused the model to run wild.

This explanation itself is heavy. If one line of code made the model run wild for 16 hours, it means the
model sways that much with a single fingertip of the person handling it. If it sways in a chat window,
people frown and move on. If it sways while weighing targets in a classified environment, what lies at
the end? A model with shaky safety signed a military contract days later. An almost free price and a
breakdown only days earlier. The two sit together inside one contract. Was it admitted because the
price was cheap? Was the stamp signed before the breakdown was forgotten? | won't assert that. But
| set the two facts side by side. Within days, a breakdown and a contract happened together.

The four companies also part ways in policy. They enter the same military with the same technology,
but they attach different bolts to the door through which they enter. According to Defense One and
materials from the Congressional Research Service, CRS, the Department of Defense presents
contractors with a standard of “all lawful use.” It means that as long as a use is lawful, the company
should not block it. As long as the law allows it, whether for autonomous weapons or surveillance, the
company must not object.

Before this standard, the four companies split. XAl and Google accepted it and did not draw separate
lines around autonomous weapons or mass surveillance. Their position is that if the law does not
block it, they will not block it either. OpenAl added conditions. Only Anthropic explicitly refused two
lines. Mass surveillance of Americans, and fully autonomous weapons. It stated that its model must
not be used for either. Fully autonomous weapons are weapons in which machines kill on their own
without human approval. In the Maven flow seen above, a person stamps approval at the end, but
fully autonomous weapons remove even that stamp. Anthropic drew a line saying at least that final
stamp must remain with a human.

We need to note what it means to add two more lines. A company that accepts “all lawful use” has
said that as long as the law does not block it, its model may be used anywhere. It may be used for
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autonomous weapons or mass surveillance, and if the law allows it, the company will not block it.
Anthropic placed two more lines on top of the law. Even if the law permits it, we reject these two:
mass surveillance aimed at Americans, and fully autonomous weapons that kill on their own without
human approval. Even while entering the same military, each company attached a different bolt to the
door.

Anthropic’s Dario Amodei used sharp words about competitors’ approaches. According to CRS
materials, he called them “20 percent real, 80 percent safety theater.” Safety theater is a criticism that
they only pretend to protect safety. They perform safety onstage, while in reality it is an empty
promise. Even with the same technology in hand, one company calls another company’s safety a
performance. Yet as we saw in the previous section, Anthropic’s model, the company that drew those
two lines, was also floating on the operations-room screen while the Maduro operation was running.
Companies that drew lines and companies that did not ended up filling the same screen together.

The New Danger of Agents and Hallucinations
I have put off the phrase agentic Al. Now we need to look at its weight.

Agentic Al is a model that calls tools by itself and performs multi-step tasks. The model moves on to
the next step on its own without a person pulling it along one step at a time.

Let’s turn this into a simple picture. Older models did only one thing they were told to do. If you said,
“Find the truck in this video,” it found the truck and stopped. A person had to order the next step.
Agentic models are different. If you say, “Find what is suspicious in this video,” the model searches
the video by itself, finds the truck, pulls that truck’s past movements from another database, searches
for similar cases, and ties the results into a report. Once a person speaks once, the model crosses
several compartments by itself and returns with an answer. It is fast. It reduces human labor. But the
faster it is, the fewer joints there are where people can step in. Even if the model picks the wrong
truck, while it is pulling the movements of that wrong truck and writing the report, there is no place for
a person to step in and say, “Wait, that isn’t the truck,” and stop it. One compartment connects to the
next without a person. The person appears only once at the beginning and once at the end. In the
middle, the model walks alone.

On top of this sits the old trouble called hallucination. Large language models sometimes make up
facts that do not exist and make them sound plausible. This is called hallucination. Instead of saying it
does not know, the model fills the place it does not know with plausible words. People do the same
thing on exams when they don’t know the answer. Models do it too. But models sound confident while
bluffing. They give wrong answers in the same voice as right answers. That makes it hard for people
to notice they were invented.

The search grounding and ontology seen above are devices meant to suppress this hallucination.
They tie the model to searched facts and to classified objects so that it cannot freely invent things.
Before the model opens its mouth, they put evidence in its hand. Don’t bluff, say only what is written
on this card.
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But suppressing does not mean removing. Even with railings, the road is still slippery. Three things
flow together into the pipeline that narrows targets: model hallucination, search error, and data bias.
The model can invent what is not there, the search results it brings can be wrong, and the data
gathered in the first place can lean to one side. These three enter one end of the pipeline and come
out the other end as a target.

That error does not end as a mistake on a keyboard. It appears as a human death. This is the
heaviest sentence in this section. When a model gives a wrong answer in a chat window, the user
laughs it off. The user can ask again. But when a model points to the wrong object on an
operations-room screen, there is no one at the end who can ask again. At the end stands a wrongly
aimed target. Hallucination ends as a joke in a chat window, and as a person’s last moment in an
operations room. It is the same hallucination, but it has landed in a different place. In the pipeline
where agentic systems reduce human joints and replaceable components scatter responsibility, this
error remains recorded as no one’s mistake, only as one person’s death.

One outlet reported a number. According to the U.S. media outlet WION, Central Command,
CENTCOM, used a system integrating Claude and Maven to produce about 1,000 priority target
candidates with operational data within 24 hours. 1,000 in 24 hours.

A thousand in a day. More than forty in an hour. To review one target properly, a person must gather
materials, search past records, and weigh whether civilians are nearby. Asking human hands to do
that forty times in an hour is beyond reach. So the machine narrows first.

But this number is an unverified report. | set it down only as the outlet’s claim. If it is true, its meaning
is heavy. Before humans reviewed those candidates one by one, the machine had already narrowed
the candidate pool to 1,000. Human review begins on top of that narrowed 1,000. People look at
those 1,000, then stamp approval or pull them back. But people did not choose those 1,000.

Here the shadow of Lavender from Gaza overlaps. There too, the machine made the list, and people
stamped that list in 20 seconds each. A person who never entered the list was never reviewed, and a
person wrongly placed on the list received the stamp without knowing that a machine had chosen
him. Venezuela’s 1,000 stands in the same place. Those outside the 1,000 never reach the threshold
of review, and those wrongly inside the 1,000 come before a person carrying the weight of having
been chosen by a machine. The fact that a person stamps approval at the end does not erase the
fact that a machine chose the candidates at the beginning. The final stamp is made only on the table
the screen has set. The screen first decided what would be placed on that table.

Back to the Empty Seat

Now let’s return to the first question. Does lethality come from the model, or from the hand that places
the model on the battlefield?

The company that made the model says: our model is not a weapon. Kinetic action is structurally
blocked, and we have banned weapons use through policy. The company that placed the model on
the battlefield says: we only laid down the tool, and a person pulled the trigger. The military that
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carried out the operation says: the machine merely recommended, and the human made the
decision.

All three statements are right. That is the problem.

Trace the path this section has followed. The model is a brain that reads and writes text. By itself, it
has no trigger. Integration lays a road through ontology so that this brain can read battlefield
information, and it draws boxes on Maven’s screen. By itself, it does not aim at a person. Operation
stamps approval on that box. By itself, it moves only on what the screen has prepared. Each of the
three positions sees only the one compartment in front of it. The brain says it merely read information,
the screen says it merely organized it, and the hand says it merely chose.

Lethality does not rest wholly in the model, integration, or operation. It stretches across the gaps
between the three. Through those gaps, responsibility leaks. The model read information, integration
carved that information into the shape of a target, and operation stamped approval on that target.
Each takes responsibility only for its own compartment. Between the compartments, the place
responsible for the whole act by which one person’s death was made is empty.

Something a senior Defense Department official said widens this empty seat further. According to
Defense One, he said he would not be tied to one company and that the department would “never
again be single-threaded.” If the military depends on only one company, and that company raises
prices, cuts off supply, or hesitates, the operation stops. Anthropic’s hesitation, seen in the previous
section, was exactly that risk. So the military chose a path of connecting multiple companies’ models
to classified networks at once and swapping them depending on the use. Around eight companies, it
is said. Claude for one task, Gemini for another, Grok for another. If one model hesitates, another is
swapped in. The model becomes a part. A replaceable part.

Parts are not easily given names. When a car engine stops, we do not blame one screw. The more
models become replaceable parts, the hazier it becomes whose death was pointed to by that part.
Did Claude point to it, did Gemini point to it, did Grok point to it? In a replacement system, even which
model was floating on the screen that day becomes unclear. When there are many parts, the finger
looking for responsibility loses where to point. The phrase “never again single-threaded” means the
military will not be tied to one company, and at the same time, it also means it has become harder to
ask one company for responsibility. When dependence is scattered, risk is scattered too, but
responsibility is scattered with it.

In the previous section, Karp compared this age to an “Oppenheimer moment.” Like the physicist who
made the atomic bomb, today’s technologists hold a powerful tool in their hands. Yet for
Oppenheimer, at least one thing was clear. He knew what he had made. The bomb was one object,
and the hands that made it, the hands that dropped it, and the mouth that ordered it were clear as
three separate things. History could record the three separately. Now it is different. There are many
companies that made the brains, those brains are swapped in and out, and the company that
prepared the screen is separate from the hand that stamps approval. What pointed to death scatters
into a heap of parts. In the Oppenheimer moment, at least there was a face to hold responsible. In the
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moment of the empty seat, even that face scatters.

I will not close the question. This section has not fixed an answer to whether lethality comes from the
model or the hand. It cannot. Remove the model by itself and it is only a brain that writes. Remove the
integration by itself and it is only a screen that organizes information. Remove the operation by itself
and it is only a hand that stamps approval. Not one of the three kills a person by itself. Yet when the
three meet, people die. Lethality stretches across the three, and so responsibility leaks between
them.

This is where this section arrives. In the old age of making weapons, a weapon was one object. There
was a factory that made the gun, a soldier who held the gun, and a person who ordered it fired. The
three were clear. Today’s weapon is not one object but a line woven through the hands of many
companies. The company that molded the brain, the company that prepared the screen, the company
that placed it on the network, and the military that decided to swap it in and out. When we try to ask
which knot in that line pointed to death, different hands are holding each knot. Each hand takes
responsibility only for the knot it holds. No hand holds the whole line.

Where that leaked responsibility goes is the empty seat the next chapter will follow. The lights in
Caracas came back on, and Maduro stood in court. But no one has yet stood before the line that
brought him there, the line woven together by brain, screen, and hand.

Chapter 3 Iran: Epic Fury and Killing at Machine Speed

Chapter 5 The Black Box and Vanishing Responsibility
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Chapter 4 Venezuela: The Decapitation Operation Involving Al
Can International Humanitarian Law Stop the Machine?

1. Automation Bias: The Mind That Comes to Trust the Machine
Let’s return to that desk.

A screen sat before an intelligence officer in Gaza. A name appeared on it. Beside the name was a
number. Between 1 and 100. It was a score assigned by a machine. The officer looked at the name,
looked at the score, and checked only one thing. Is this a man? If the answer was yes, he moved on.
The time he spent on one target was twenty seconds.

We’'ve already seen what happened inside those twenty seconds. We’ve also seen that he wasn't
weighing the target’s guilt. What he checked was sex. Why Lavender had chosen that person,
whether that person’s communication patterns were truly those of an armed militant, whether this
might be someone else with the same name, there was no time to look into such things. Twenty
seconds was not time for review. It was time for approval.

Here it's easy to blame one officer’s laziness. But that is a misreading of the scene. Put anyone in the
same seat and the same thing would have happened. When the screen gives the answer, when there
are only twenty seconds, and when orders from above demand speed, people almost always make
the same choice. They accept that if the machine says so, then it must be so. This choice has a
name. Automation bias.

This state of mind doesn't exist only on the battlefield. We go through it every day. When a car
navigation system tells us the way, we don't ask whether it is truly the fastest route; we turn the wheel
that way. When a calculator gives us a number, we don't check the arithmetic again. When a
spell-checker draws a red line, we don't open a dictionary to see whether the word is really wrong; we
fix it. Accepting the answer a machine gives is usually reasonable. Machines are right more often
than we are, and doubting each thing one by one is tiring. Automation bias, then, is not the product of
stupidity, but the natural flow of a mind seeking efficiency. The problem is that this mind works the
same way in front of a navigation screen and in front of a target screen. Only in one case, you drive
five extra minutes down the wrong road, and in the other, a person dies.

The first people to define this clearly were two psychologists. Kathleen Mosier and Linda Skitka. In
the late 1990s, they studied what happens when people work with automated aids. What they found
was this. Once people lean on the answer a machine gives, they tend to ignore correct information in
front of their eyes if it conflicts with that answer. Instead of going through the trouble of checking and



calculating for themselves, they choose the path of accepting the machine’s conclusion as it stands.
Mosier and Skitka called this the “cognitively least effortful path.” It means the mind drifts toward
using less thought.

This bias has two faces. One is the error of omission. Because the machine has not sounded an
alarm, one assumes nothing is happening and does nothing. The other is the error of commission.
The machine gives a false signal, and the person carries it out as given. Gaza’s twenty seconds is
closer to the second face. The machine displayed a name, and the person followed that name.

Automation bias has a mirror-image counterpart. It is called algorithm aversion. If automation bias
means trusting the machine too much, algorithm aversion means doubting the machine too soon. It is
insisting on one’s own judgment even when the machine has given the right answer. Both are
dangerous. But they are not dangerous in the same way. Today’s artificial intelligence errors often
don't break down in obvious ways. They are more likely to be plausibly wrong. An answer on the
screen looks real, but is in fact wrong. This is the hardest kind of error to deal with. That is why people
worry more about bias than aversion.

There is one model case of a tragedy caused by aversion. In 1988, the U.S. Navy cruiser USS
Vincennes shot down Iran Air Flight 655 over the Persian Gulf. It was a civilian airliner. All 290
passengers and crew were killed. That day, the ship’s Aegis combat system correctly identified the
aircraft as a civilian airliner. But the crew, under extreme tension, did not trust that output. What the
machine said was right, the humans overturned as wrong. A mistaken human instinct covered over
the machine’s correct judgment. This is the face of algorithm aversion. If Gaza happened because
the machine was trusted too much, the Vincennes happened because the machine was trusted too
little.

Put the two cases side by side, and one thing becomes clear. The right answer is neither to trust the
machine unconditionally nor to doubt it unconditionally. The real task left to human beings is to judge,
case by case, how trustworthy the machine is and to set the degree of trust accordingly. But to make
that judgment, two things are needed. Time, and a window through which to look inside. The
intelligence officer in Gaza had no time, and no window into the inside of Lavender.

Automation bias is frightening because it is not a sickness that visits only the lazy. It deepens, rather,
when the machine is usually right. One review article that surveyed medical studies of automation
bias reports a strange finding. When people received help from automation that was always highly
accurate, they made more errors than when they used automation that was sometimes wrong. The
more often a machine is right, the more deeply it puts people to sleep. If a screen has been right 99
times out of 100, one comes to believe it will be right the 100th time too. Even if that 100th time is a
school’s coordinates.

At this point, let’s look at the numbers shown by one American system. It is called the Maven Smart

System. It is a target identification system named after Project Maven, the Pentagon’s first project to
take up artificial intelligence. According to reporting cited by researchers at West Point, the U.S. 18th
Airborne Corps used this system to cut the time needed to identify targets precisely to one
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one-hundredth. And it did so with only twenty people. In the past, doing the same work required more
than two thousand support personnel. Work once done by two thousand people, now done by twenty,
one hundred times faster. The same study says that U.S. Central Command used this system widely
in the war with Iran. Work that took hours or days was reduced to minutes. The system is said to have
formed the basis that allowed the United States to strike thousands of targets in Iran in a short time.

Set these numbers on top of automation bias, and the picture becomes clear. A target processing
speed made 100 times faster also means the time a human being can spend on one target has been
cut to one one-hundredth. What has grown faster is the machine’s boast. What has shrunk is the
human being’s time. And as human time shrinks, automation bias deepens. Inside a system where
speed is a virtue, a person stopping to question is no longer a virtue, but an obstacle. The system is
designed so that the person will not question, but only stamp approval quickly.

In 2024, the International Committee of the Red Cross issued a warning on this problem. It pointed to
the risk that people could fall into automation bias before military decision support systems, that is,
artificial intelligence systems that recommend targets. What the Red Cross worried about was not a
mere technical error. It was a state in which a person sits inside the chain but, in reality, does not
judge. We need only recall the words we saw earlier. The fact that a human being is in the chain and
the fact that a human being is actually making a judgment are not the same thing.

Then can training overcome this bias? One study actually tested that question. It was an experiment
with cadets at the United States Military Academy, West Point. Lauren Kahn of Georgetown
University, Michael Horowitz of the University of Pennsylvania, and Laura Resnick Samotin of West
Point conducted it in May 2025. They gave 236 cadets an aircraft identification task. When an aircraft
appeared on the screen, they had to look at the shape of its wings and tail and decide whether it was
friendly or hostile. After the cadet made an initial judgment, “advice” appeared. Sometimes the cadets
were told it was advice from an artificial intelligence algorithm, and sometimes advice from a human
analyst. After seeing the advice, the cadet could keep the original answer or change it.

The researchers measured two things. Following wrong advice was named automation bias; rejecting
correct advice was named algorithm aversion. The results offered half-comfort. The share of wrong
advice followed by West Point cadets was less than half that of ordinary people. A general-population
sample followed wrong advice in 9 percent of cases, while cadets did so in only 3.9 percent. People
who had received military education and training about artificial intelligence were somewhat more
awake before the machine’s answer. What is interesting is what the cadets responded to. They were
more sensitive to how well the system had been validated than to whether the advice came from
artificial intelligence or from a human being. Before a system said to be “fully trained,” they changed
their answers; before a system said to be “still in testing,” they kept their own judgment. The
researchers called this “justified trust.” It is the stance of neither trusting nor doubting the machine
blindly, but adjusting the degree of trust to how trustworthy the machine is.

Seen only this far, it is hopeful. But once this study is brought before the screens of Gaza and Iran,
the comfort quickly cools. That is because real combat has something the West Point experiment did
not. Time.
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The cadets were given 7 to 10 seconds to identify one aircraft. Even that brief time was laboratory
time. The airplane on the screen dropped nothing. If a cadet gave the wrong answer, only 0.1 percent
of a bonus score was lost. No one died at the tip of a finger pressing the wrong key.

Real combat was different. The intelligence officer in Gaza was given twenty seconds per target. If
1,000 targets are processed within 24 hours in the war with Iran, the time a person can spend on one
target is barely more than one minute. And at the end of that one minute there is a real bomb. On
Ukraine’s drone battlefield, the chain from finding a target to striking it has reportedly shrunk to as
little as 18 minutes. As that time shrinks, the space in which a person can stop and question shrinks
too.

Automation bias deepens as time shrinks. If there is no time to question, one stops questioning. If one
stops questioning, the machine’s answer becomes the human answer. The “justified trust” shown by
the West Point cadets is a virtue that can work only when there is time to question. Take away time,
and that virtue disappears with it. Even a well-trained person, before twenty seconds, moves the
same finger as someone not well trained. Between the laboratory’s 7 seconds and the battlefield’s
twenty seconds lies a difference in weight that cannot be measured. At one end is a score; at the
other is a person.

Here it is only fair to make one thing clear. The authors of the West Point study themselves wrote
down the limits of their findings. What they measured was only one face of automation bias, the error
of following wrong information. Because of the study’s design, they could not measure the error of
doing nothing because the machine did not sound an alarm. They also write that, regarding Israel’s
use of Lavender, later analysis says the process may not have forced people to make decisions
within a few seconds as initial reporting suggested, but instead reflected trust levels and rules of
engagement set in advance by commanders. This book does not fix any one report as the final truth.
But whichever explanation we choose, the remaining question is the same. If the trust level set in
advance by commanders exceeded the machine’s accuracy, then the twenty-second approval was
not an individual error, but the result of a rule handed down from above.

Even the authors of this study acknowledge one thing at the end. Automation bias may be not an
individual problem, but an organizational one. If a military’s standard operating procedure directs
people to “trust artificial intelligence recommendations beyond what their accuracy warrants,” then
responsibility for the result does not lie with the individual sitting before the screen. It lies with the
people above who told them to do so. The intelligence officers in Gaza said they were instructed to
accept Lavender's recommendation as long as they confirmed that the target was male. Under that
instruction, the twenty-second approval was not one person’s weakness. It was the design of the
system.

So automation bias has two layers. One layer is the human mind. The mind that comes to trust the
machine, the mind that wants to think less. The other layer is procedure built to make use of that
mind. The order to process quickly, the time limit of twenty seconds, the instruction not to doubt.
Where these two layers meet, a person sits inside the chain and lets go of judgment.
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But one harder question still remains. Even if that officer had tried to doubt, what could he have
doubted? Could he have known why Lavender gave that person a high score? The next section asks
that question.

2. The Black Box Dilemma: Death That Cannot Be Explained
Let’s return to the school in Minab.

Minab, a port city in southern Iran. Sharejeh Tayebeh Elementary School. Around 10:20 a.m. on
February 28, 2026. First period had ended and second period was beginning. The children were
seated, and the female teachers stood at the blackboard. At that moment, a missile believed to be an
American-made Tomahawk fell on the building. This was reported by The New York Times and CNN.
Twenty-six children between the ages of seven and twelve and female teachers were killed. The
count varies between 156 and more than 175.

The missile did not miss. It flew exactly to its coordinates. The problem was the coordinates.
According to reports, those coordinates were ten years old. It is unclear whether there had once been
a military facility there, or whether the coordinates had been entered incorrectly from the start. One
thing is clear. In 2026, there was a school at that place, and in the system’s data, there was a target.
The two did not match.

Now the urge arises to ask for responsibility. Who put those coordinates there? Who failed to update
them? Why did the system recommend those coordinates as a target? Before these questions, we
soon run into a wall. The name of that wall is the black box.

A black box means a box whose inside cannot be seen. Input enters and output comes out, but what
happens between them cannot be seen from outside. Much of today’s military artificial intelligence is
like that. This is especially true of deep learning, systems that find patterns by learning from vast
amounts of data on their own. Such systems look at millions of cases and make rules for themselves.
Those rules were not written directly by a human being. They are drawn up by the machine from
within the data. So when the machine gives an answer, even the people who made it often cannot
clearly explain why it gave that answer.

Think again of Lavender. Lavender looked at small signals, such as a person’s communication habits,
whether that person changed mobile phones often, and what group chats that person belonged to,
then gave a score. But the inside of the calculation, exactly how much weight each signal carried to
become 90 points or 30 points, does not appear on the screen. What the intelligence officer saw was
only the result. A name and a score. Even if he tried to ask what that score was based on, the inside
he wanted to question was not visible to him. Even if he wanted to doubt, there was nothing on the
screen for him to doubt. This is how automation bias and the black box fit together. The human
comes to trust the machine, and at the same time cannot look inside that machine. Trust and opacity
join hands.

This point is where old weapons and artificial intelligence weapons divide. Think of an artillery piece
that misses. If a shell falls in the wrong place, we can trace back the reason. Was the aim wrong, was
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the wind misread, was the amount of powder off? The chain of causes is visible. But if we try to trace
why Lavender gave someone 92 points, that chain vanishes into millions of connections inside the
machine. If the rule was written by a human being, we can unfold and read the rule. A rule drawn by a
machine out of data has no paper to unfold and read. It is scattered through a vast net of numbers.

We saw earlier that Lavender could not distinguish between a person’s daily life and the behavior of
armed militants. Someone who changes mobile phones often may be an armed militant, or may
simply be poor. Someone in the same group chat may be a colleague, or just a neighbor. Without
knowing that difference, the machine assigned scores to patterns. The problem is that the machine
cannot explain by itself why those scores were assigned as they were. What differed between a
person with 90 points and a person with 89 points, where the one-point difference came from, the
screen does not say. Even though that one point divided life from death.

In August 2025, the Stockholm International Peace Research Institute, or SIPRI, dealt with this
problem in a report. It analyzed how bias in military artificial intelligence clashes with compliance with
international humanitarian law. Written by Laura Bruun and Marta Bo, the report points to where bias
enters. The key is training data. Atrtificial intelligence resembles the data it has learned from. If the
data tilts one way, the machine’s judgment tilts the same way. SIPRI says this bias causes harm
along two paths. One is misidentification. People or objects that must be protected are wrongly
marked as targets. The other is failure of identification. People who must be protected are not
recognized as protected. The school in Minab is closer to the first. In the system’s data, those
coordinates were a target, and the information that the target was in fact a school did not reach the
data.

SIPRI breaks down more finely where bias enters. It can enter at the stage of collecting data. If data
on one group is abundant and data on another group is scarce, the machine recognizes the data-rich
side better and often misses the side with too little data. It can also enter at the stage of designing the
system. Human guesses seep into the choice of what will count as a signal of a target. And that bias
does not stay in one place. The tilt in the training data spreads into target recommendations. A small
tilt at the entrance becomes a large error at the exit.

The SIPRI report makes one weighty point. This bias cannot be fully removed. No matter how much
we clean the data, the act of moving the world into data carries tilt with it. So what we can do is not
abolish bias, but prevent it from spreading into harm. SIPRI says to block it in two places. At the
making stage, gather data evenly and test for bias. At the use stage, insert human control and
judgment into the process of verifying targets.

But right here, we are pulled back to the first section. If the person verifying the target has only twenty
seconds, and if the inside of the machine that he wants to inspect is a black box, what does his
control control? The recommendation to insert human control is right. But the control of a person
deprived of time and deprived of a window is control in name only, with its substance hollowed out.
Automation bias puts the person to sleep, the black box covers the person’s eyes, and time pressure
pushes the person’s hand. When the three work together, human control shrinks to a hand stamping
approval.
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The true weight of the black box dilemma appears after the fact. After Minab, people ask: Why did
this happen? In an ordinary accident, we can trace the causes backward. We can point to who did
what wrong and where. But an accident involving a deep learning system is different. Why the
machine displayed those coordinates as a target is scattered among millions of connections inside
the machine, making it hard for a human being to pull that reason out into a single sentence. The
designer did not predict it, and the operator cannot explain it. Death has occurred, but there is no
sentence to explain that death.

Death that cannot be explained. This phrase deserves to be turned over in the mind. The first word
we want to hear in the face of someone’s death is “why.” That is also what a parent who lost a child in
Minab would want to ask. Why did my child die? To answer that question, someone must explain why
those coordinates became a target. But there is no one who can give that explanation. The machine

L]

cannot speak, and the human cannot see inside the machine. The parent’s “why” hangs in the air.

This is why the black box dilemma is not a mere technical defect. It is a problem of explanation, and
where explanation breaks off, responsibility breaks off with it. If we cannot point to the cause of a
wrong, we cannot decide on whom to place responsibility for that wrong. Reports that Minab’s
coordinates were ten years old tell us one thing. Somewhere, data was not updated. But the moment
we try to specify where that “somewhere” was, whose hands it passed through, and at which stage of
the system it happened, we stand again before a box whose inside cannot be seen.

One thing must be pointed out. The black box does not make every death inexplicable. The fact that
Minab’s coordinates were ten years old tells us at least that, at some stage, the data had gone stale.
Up to that point, there is an explanation. But the next space is empty. Who should have updated that
data, why it was not done, why the system failed to filter out old coordinates, when we trace that
chain one step at a time, at some point the road disappears into the machine. It is not that there is no
explanation at all. Rather, the explanation breaks off before it reaches the point where responsibility
can be assigned. This half-broken line is worse. If it were completely dark, we might hold everyone
responsible. But in a darkness that is only half visible, each person points only to the part visible
before them and says the rest belongs to the place that cannot be seen.

Death that cannot be explained leads to death that cannot be answered for. And the place where
deaths that cannot be answered for pile up is the empty seat this book has spoken of from the
beginning. In the next section, we look at the exact shape of that empty seat.

3. The Responsibility Gap: No One Pulled the Trigger

Let’s set the question down directly. The school in Minab was bombed. Seven-year-old children died.
Then who is the person who must bear responsibility for this?

Let us line up three people in turn.

First, the people who made the system. The programmers and the manufacturer. They made the
machine that recommended those coordinates as a target. But they can say this: We did not build it to
strike a school. Our machine was designed only to look at data and find patterns, and we are not
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responsible for the data being old. Besides, because a deep learning system learns on its own, even
we cannot predict exactly what it will choose as a target. If the maker could not predict the result, can
we hold the maker responsible for that result?

Next, the person who ordered the operation. The commander. He approved the operation. But he too
can say this: | did not order a school to be hit. | approved the target displayed by the system, and |
could not have known that the target was in fact a school. The inside of the system was a black box to
me as well, | could not foresee that the coordinates were old, and | could not stop the bomb from
falling.

Last, the machine itself. But we cannot put a machine in court. A machine has no criminal intent. It
has no will to kill, no guilt, no regret. We cannot punish a machine, and what we cannot punish we
cannot set up as a subject of responsibility.

We lined up all three, and no one was left. The maker says the result could not be predicted, the
commander says it could not be foreseen and could not be stopped, and the machine cannot bear
responsibility in the first place. Unlawful civilian harm has occurred, but the place where responsibility
for that harm should rest is empty. Scholars have named this empty place the responsibility gap.

One misunderstanding must be cleared away first. When people hear the term responsibility gap,
they often think of something in the distant future. A fully autonomous killer robot from the movies,
choosing targets and pulling the trigger on its own without human command. With such a machine, it
seems natural that an empty place of responsibility would arise. But the empty seat this book has
dealt with is not so far away. In Gaza and in Minab, human beings sat before the trigger. There were
no fully autonomous weapons there. Yet the place of responsibility was empty. This is the point. The
empty seat does not appear because the human being disappears. It appears because, even while a
human being sits there, his judgment gives way to the machine’s judgment. A state in which the
human is present, but responsibility is not. That is where we have already arrived. Not a warning from
the distant future, but the reality of 2026.

If we trace the roots of this concept, we come to the name Andreas Matthias. He pointed out that, for
outcomes created by machines that learn on their own, a gap arises in which neither the maker nor
the machine can be held responsible. The person who brought this gap into war’s autonomous
weapons and set it out clearly was the Monash University philosopher Robert Sparrow. In 2007, he
wrote a paper called “Killer Robots.” It was an essay that pursued to the end the question of whom we
would put on trial when an autonomous weapon commits an act amounting to a war crime.

Sparrow’s argument is spare and leaves no escape. He examines three candidates one by one. If we
put the programmer on trial, the more autonomous the machine is, the more its action leaves the
maker’s hands. Sparrow writes: “The possibility that an autonomous system will make choices that its
programmer neither predicted nor recommended is already contained in the claim that it is
autonomous.” The very word autonomy means that the tie between maker and outcome is cut. He
offers an analogy. To hold the programmer responsible for the actions of an autonomous machine is
like holding parents responsible for the actions of a grown child who has left their care.
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Then what of the commander? Sparrow says putting the commander on trial is the answer the military
tends to favor. Think of long-range artillery. Even if a shell misses and kills the wrong people, the
commander who ordered that gun fired bears responsibility. At the moment he decides to fire, he
takes on the risk that the shell may miss. But Sparrow does not stop there. An autonomous weapon is
different from a cannon that misses, he says. A cannon flies toward the place we aimed it and then
goes astray by mistake. An autonomous weapon chooses its own target. If the machine truly chooses
its own target, then it is unjust to place fully on the commander the deaths that arise from that choice.
It would mean punishing him for a decision he did not control.

Where Sparrow arrives is a dead end. The more autonomous the machine becomes, the farther both
the maker and the commander move from responsibility, yet the machine cannot be punished. He
compares this dead end to child soldiers. Why is it dreadful to put children on the battlefield? Because
decisions over life and death are placed in the hands of beings who cannot fully bear the weight of
those decisions. When a unit of children enters the battlefield, people die without anyone being in
control. Even when civilians die, there is no one to answer for those deaths. The deaths are not
random, yet they occur as no one’s responsibility. Sparrow saw autonomous weapons as coming to
occupy that very place.

Sparrow draws the weight of this empty place from the old principles of just war. It is the idea that
even war must obey norms, called jus in bello in Latin. Sparrow says one condition lies at the base of
this principle. If a person is killed in war, someone must be able to bear responsibility for that death.
He calls this the minimum respect owed to the enemy. His sentence is this: “If war is governed by
morality, then it is a minimal respect owed to the enemy that someone should be, or be capable of
being, held responsible for the decision to take the enemy’s life. Failing this, we treat the enemy like
pests, as if they may be exterminated without moral consideration.” The family of the dead deserves
an answer. Why he died, who bears responsibility, and what the reason was. To say there is no one
responsible means that the answer never existed in the first place.

Here someone may offer one way out. Why not keep a human being in the chain? If the machine
chooses the target, but the final trigger is pulled by a human being, wouldn't the empty place of
responsibility be filled? Sparrow saw this path too as blocked. He points to two things. First, as the
speed of combat keeps rising, a moment will come when the time it takes a human being to decide is
longer than the time survival allows. At that point, keeping the human being in the chain does not add
safety, but becomes a disadvantage. Second, even if the human being has the last word, if that
person decides by leaning on information given by the machine, the question remains unchanged.
When that information is wrong, can the person who made the decision bear full responsibility?
Sparrow’s sentence is this: “The question of who is responsible for the other decision on which that
person’s decision is based, that is, the decision made by the artificial intelligence, remains central.”
Merely keeping a human being in the chain does not fill the responsibility for the machine’s judgment
upstream in the chain. This is exactly what we saw in Gaza and Iran. The human was in the chain,
but the score and coordinates he relied on were made by the machine.

In another essay from 2016, “Robots and Respect,” Sparrow pushes this thought one step further. He
first honestly points out that the ethical case for using autonomous weapons in narrow areas may be
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stronger than critics have admitted. It is an attitude that does not choose only facts favorable to one’s
own position. He places autonomous weapons somewhere between two ends. At one end is an
anti-personnel mine that explodes under pressure. It is a blunt device that can hardly be called
something that “decides.” At the other end is a human being, or a strong artificial intelligence we do
not yet know how to build. What he takes issue with is the middle. A machine that is too complex to
be called a mere mine, and too lacking to be called a person, standing in that in-between place. His
definition is this. A system entrusted with identifying targets and choosing which ones to strike, and in
which, even when it works perfectly, some uncertainty remains about what it will strike and why.
Lavender, Gospel, and the system that displayed Minab’s coordinates all stand in this place.

Even then, Sparrow holds to the intuition that something is still wrong. The site of wrong he finds is
respect. Killing the enemy with an autonomous weapon, he says, fails to show the respect due to the
enemy’s humanity. As long as we accept killing by machine, there is no face of another person
answering for one person’s death. He acknowledges that the root of this intuition rests partly on
convention. Even so, he sees what we express through how we treat the enemy as possibly decisive
for the ethics of that treatment. So he concludes that while the basis for the claim that autonomous
weapons are “evil in themselves” is not as firm as critics say, it is firm enough to ban the development
and deployment of such weapons.

Lawyers translated the empty place Sparrow built in philosophy into more concrete language. In
2015, Human Rights Watch and the Harvard Law School International Human Rights Clinic issued a
joint report. Led by Bonnie Docherty, it was called “Mind the Gap.” This report walks through the
empty place of responsibility step by step in legal language. Programmers, manufacturers, and
military personnel may all escape responsibility. In the case of commanders, under ordinary
circumstances, that is, when they could not foresee the harm and could not stop it, they avoid
command responsibility. Could not foresee, and could not stop. These two phrases are the key. They
are exactly what the commander in Minab said.

One sentence from this report sums up the result of the empty place most briefly. Without
responsibility, there is no deterrence and no retribution for victims. What does this mean? Deterrence
is the restraint that arises because someone knows they will be punished. If there is no one to hold
responsible, that restraint does not arise either. It means the same thing can happen again next time.
Retribution is the rightful answering due to those who have suffered harm. If there is no one to hold
responsible, the parents of Minab have nowhere to turn. Their grief reaches no court.

We can now see more clearly why Sparrow compared this empty place to child soldiers. He writes of
child soldiers as follows. They are autonomous enough that the adults who send them into battle
cannot fully control them. At the same time, they are not adult enough to take responsibility for their
own actions. So when a unit of children kills people, those deaths hang in the air, neither the
responsibility of the controlling adults nor the responsibility of the child who pulled the trigger.
Sparrow calls this in-between place an “intelligent agent without moral responsibility.” A being that
acts intelligently but cannot bear responsibility. He saw autonomous weapons as occupying precisely
this place for a long time to come. The system that displayed Minab’s coordinates was extremely
sophisticated. But sophistication and responsibility are different matters. Even a sophisticated
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machine cannot bear responsibility.

Now the core claim of this book can be set out clearly. When autonomous military artificial intelligence
causes unlawful civilian harm, we cannot ask the machine for criminal intent. The machine has no
intent. Yet it is also hard to place full responsibility on the human being. The maker could not predict
it, and the commander could not foresee it and could not stop it. Responsibility flows down into the
gap between human and machine, and pools nowhere.

Let us return once more to the desk in Gaza and the screen in Washington. The twenty-second
approval. The 60-second strike. The thousand coordinates. One question ran through all those
scenes. Can we say that a human being made the decision? Now we can add another layer to that
question. When a person is wrongly killed by that decision, who bears responsibility for that death?

In Gaza and in Minab, the bombs were dropped by aircraft controlled by human beings, and the
approval button too was pressed by a human finger. A human being was clearly sitting before the
trigger. Yet that person looked at a score set down by the machine, looked at coordinates chosen by
the machine, and stamped approval within twenty seconds. We can no longer clearly tell whether
what he pulled was the trigger, or whether what he pressed was merely a stamp on the machine’s
conclusion.

In 2007, Sparrow foresaw this arrival and reached one conclusion. If a weapon creates deaths for
which no one can be responsible, then using that weapon in war violates the conditions of just war
and is unethical. He believed autonomous weapons would become such weapons. When he wrote in
2007, this was a future assumption. It was just after the U.S. Army had announced it would build a
robot army by 2012, and what he imagined was an aircraft that chose targets on its own. Twenty
years later, part of that assumption has become reality. Its shape is simply a little different from what
he drew. It has arrived not as a robot that pulls the trigger by itself, but as a system that sets scores
and coordinates before human beings. And the empty place of responsibility has arrived first, without
waiting for the fully autonomous weapon Sparrow assumed.

To say no one pulled the trigger is another way of saying no one is responsible. The chair before the
trigger was not empty. A human being was sitting there. What was empty was that person’s
judgment. It was not the chair that was empty, but responsibility.

Technology cannot fill that empty place. Faster machines and more accurate coordinates cannot fill it.
That is the work of law. And in the next chapter, we will see how far that law has come, and what it is

missing.
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[13[] Can International Humanitarian Law Stop the Machine?

Part 3. The Empty Seat

Can International Humanitarian Law Stop the Machine?

Chapter 5 The Black Box and Vanishing Responsibility

1. The Lost Context: Sensors That Cannot Read a Gesture of Surrender

A soldier puts down his weapon. He raises both hands above his head. What he is trying to say is
clear. | will not fight anymore, don't shoot me. If there is a person across from him, that person reads
this gesture in 0.5 seconds. Two raised hands, a dropped gun, bent shoulders. Taking all of it in at
once, he judges that this man is surrendering now. From that moment on, the law of war protects this
soldier. Shooting someone who has laid down his arms and surrendered is forbidden.

Now look at the same scene again through the machine's eyes. What the sensor sees is not a
gesture but a signal. Heat, light, motion, shape, speed. The sensor captures the outline of a person,
captures the motion of arms going up, and matches that motion against a target profile entered in
advance. But here the problem begins. The motion of raising both hands to surrender and the motion
of lifting a rifle to the shoulder to aim look alike when converted into signals. In both, the arms rise. In
both, the upper body moves. Two scenes that mean the exact opposite to a human being enter the

sensor as similar data.

A person across the way reads far more in that 0.5 seconds, all at once. The soldier's eyes, his
trembling lips, the hesitation as he throws down his weapon, the words he shouts. All these signals
come together into a single meaning: surrender. A person grasps that meaning at a speed close to
instinct. Even a recruit who has never accepted a surrender takes his finger off the trigger when he
sees an opponent raise both hands and throw away his weapon. That act of taking the finger off is the
law. Even if no one has taught him, a person does not shoot someone who has surrendered.

The sensor has no such meaning. The sensor has only data. The angle of the arms, the heat of the
body, the speed of movement. It matches these numbers against target profiles stored in advance,
marks a match for attack, and passes over a nonmatch. The meaning of surrender has no place to
enter this process. Meaning comes from context, and context slips away the moment it is reduced to
numbers.

This analogy is not one | made up. It appears as an example in the position paper issued by the
International Committee of the Red Cross in October 2025. The ICRC writes that autonomous
weapon systems "may be unable to distinguish between a soldier who puts down a weapon and
raises both hands to surrender, and a soldier who lifts a weapon to the shoulder to start an attack.
These motions may look similar to the system when converted into sensor inputs, but their legal
implications are entirely different." The same position paper goes one step further. It says there is no
single way to express the meaning of surrender. Some countries see a white flag as surrender, while
others see it only as a signal to negotiate. Canada, Céte d'lvoire, and the United States see a white
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flag as a sign of negotiation, while Belgium, Cameroon, France, and the Dominican Republic see it as
a sign of surrender. The same piece of cloth carries different meanings from country to country. To
read this difference, context is needed. Context belongs to human beings.

The title of one paper cited by the ICRC condenses the tension in this section. It is an article written in
2015 by the Australian philosopher Robert Sparrow, the same Sparrow we met in Chapter 5. The title
is

Twenty Seconds to Comply.

Published by the U.S. Naval War College, the article asks whether an autonomous weapon can
recognize a surrendering soldier. The twenty seconds in the title asks whether a machine can have
time to respond to someone who is surrendering. The moment we see this number, we are pulled
back to the desk in Gaza. There, too, the time given to decide whether one person would live or die
was twenty seconds. On one side, the twenty seconds were the time to decide whether to accept
surrender. On the other, the twenty seconds were the time to approve a target. The same number
falls with the same weight at both ends of the battlefield.

The same is true of a wounded soldier. The ICRC lists the forms a wounded soldier may take. He
may be lying unconscious, he may make gestures that cannot be understood because of unbearable
pain, or he may crawl toward enemy lines to receive treatment. In all these cases, that soldier is no
longer a target. The law of war protects him. But one sentence the ICRC adds strikes at the heart of
this section. A person's status can change

within seconds from a lawful target to a protected person.

Within seconds. Can a profile entered in advance read the change that takes place in those few
seconds?

The frame of international humanitarian law stands on three principles. The first is the principle of
distinction. It means distinguishing soldiers from civilians and military objectives from civilian objects,
and attacking only soldiers and military objectives. The second is the principle of proportionality. It
means that the civilian harm expected from striking a military objective must not be excessive in
relation to the military gain expected from that strike. The third is the principle of precautions in attack.
Before an attack, one must verify that the target is truly a military objective, take all feasible steps to
reduce civilian harm, and stop the attack if it becomes clear that the object is not a target. All three
principles rest on one premise. A person must judge the situation at hand.

This is what the ICRC stresses again and again. This judgment
cannot be delegated to machine processing.

Deciding whether an object is a military objective or whether a person is a protected civilian is a
judgment that

cannot be reduced to mathematical formulas or numbers.
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Suppose a person steals weapons from an arsenal. If he stole them for personal gain, he remains a
protected civilian. If he stole them to help the enemy, he becomes a target for as long as that act
continues. The same motion, a different intent. The law draws that difference, and a person applies
that law.

Now return to Minab. It is the school we saw in Chapter 3, Sharejeh Tayebeh Elementary School.
That day, the building was marked as a military facility on old coordinates. We don't know whether the
site once had military meaning. But when those coordinates appeared, the building was an
elementary school where first period had ended and second period was beginning. Children were
sitting at their desks, and female teachers stood before the blackboard. The principle of distinction
asks, is this a military objective or a civilian facility? The principle of proportionality asks, is the military
gain to be gained here enough to offset the lives inside? The principle of precautions asks, before
striking, did you verify that the building is still a military facility?

Answering these three questions required context. What the building was being used for now, who
was inside it, when those coordinates had been written down. To borrow the ICRC's phrasing,
whether an object is a military objective is

context-dependent and time-bound.

A place that was a military facility yesterday is not necessarily a military facility today. Minab's
coordinates failed to keep up with that change. The school website was live, and satellite
photographs may have shown the playground. But the profile entered into the system held that spot
as a military objective. Context had vanished somewhere. In the space left by that disappearance,
there were 175 people.

The example the ICRC gives for objects overlaps directly with Minab. The same position paper writes
that a civilian vehicle may become a military objective while it is briefly transporting soldiers to the
front, but that

after that use has ended, destroying it offers no military advantage.

The military character of an object is not fixed inside the object. It attaches and detaches depending
on what the object is being used for now. Even if the building in Minab once had military meaning,
that meaning was not a permanent mark. The moment it returned to being a school, the building
became a civilian facility. The ICRC goes one step further and makes clear that

pre-classifying objects wholesale as military objectives

without being able to read such changes in advance is not allowed. A target must be verified anew
each time it is struck; it cannot be stamped once and used again and again. Minab's coordinates had
been stamped once and then used again.

Lavender's 10 percent stands in the same place. That number we saw in Chapter 1, the number
showing that about 10 percent of the people the machine marked for death were not militants. People
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entered on a list because they had the same name, because their communication records looked
similar. The principle of distinction the ICRC speaks of breaks down precisely at that 10 percent.
Deciding whether a person is a Hamas operative or a civil defense worker with the same name is, as
the ICRC says, a judgment that

cannot be reduced to numbers.

But Lavender reduced that judgment to a score from 1 to 100. The score was clean, and within that
cleanliness, context slipped away.

Here we need to make one distinction clear. Lavender and Gospel are not autonomous weapon
systems in the narrow sense defined by the ICRC. A report issued in June 2025 by the Stockholm
International Peace Research Institute in Sweden separates two things. On one side are autonomous
weapon systems. These are weapons that, once activated, select and engage targets without further
human intervention, systems in which the trigger itself lies inside the machine. On the other side are
artificial intelligence decision-support systems. These are systems that recommend targets and offer
scores, while leaving the trigger to a human being. Lavender is closer to the latter. A person stamped
the approval.

There is a difference in how the two systems work, but the results they produce have similarities. The
heaviest warning the ICRC gives about autonomous weapon systems concerns unpredictability. A
system run by machine learning can, in the ICRC's words, "change its function after activation,
applying force in unforeseen ways in unforeseen circumstances." A system whose effects a person
can neither understand, predict, nor explain. The ICRC calls such a system

inherently indiscriminate.

Indiscriminate means it strikes without distinguishing soldiers from civilians. A weapon that cannot
distinguish is already forbidden under existing international humanitarian law.

Lavender stops its operation and hands a score to a person, so its character differs from the
unpredictability the ICRC describes. But it shares one thing. A person cannot explain its output. The
intelligence officer who stamped the approval could not know why Lavender gave that person a score
of 90, or why it pulled in a civil defense worker with the same name. That opacity, which the ICRC
calls a black box, pools in the same place whether the system is an autonomous weapon system or a
decision-support system. A stamp placed on a score that cannot be explained also makes it
impossible to explain whose responsibility it is when that score is wrong.

Yet this distinction gives no comfort. It raises a harder question. Autonomous weapon systems are at
least at the center of debate. The very object the ICRC says should be banned, and the UN
Secretary-General says should be banned, is the autonomous weapon system. But decision-support
systems like Lavender slip around the middle of that ban debate. Even the ICRC's 2025 position
paper states that decision-support systems are

outside the scope of this report.
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Because the trigger is in human hands, they are not autonomous weapons. The fact that a person is
in the chain and the fact that a person is actually judging are not the same thing. We already said this
in Chapter 3. When the intelligence officer in Minab had one minute per coordinate, when the
intelligence officer in Gaza had twenty seconds per target, that person was in the chain. But his
judgment was empty. What the law seeks to protect is not the location of the human being but the
judgment of the human being, and the law's net catches the location while missing the judgment.

2. Meaningful Human Control

It was not a government or an army that first named this gap precisely. It was a small British nonprofit
organization. It is called Article 36. The name comes from Article 36 of Additional Protocol | to the
Geneva Conventions. That article requires a review of whether a new weapon, means, or method of
warfare complies with international law when it is developed or adopted. Around 2013, this
organization coined one expression:

meaningful human control over individual attacks.

The expression spread quickly. Many countries used it in UN meetings, and it appeared in open
letters signed by artificial intelligence researchers. But as the phrase spread, criticism followed. The
word

meaningful

was said to be vague. Who would decide what counts as meaningful control and what counts as
meaningless control? Richard Moyes of Article 36 saw this criticism as missing the point. The

adjective
meaningful,

he argued, is not a conclusion but a starting point. It is a signal to fill in the blank. It is an invitation for
the international community to define together what form human control should take.

The idea Moyes laid beneath meaningful control is short and firm. It starts from two premises. First, a
machine that applies force with no human control at all is unacceptable. Second, a person who
merely sees a mark produced by a computer and presses the

fire

button, pressing it without cognitive clarity or awareness, cannot be said to have meaningful control.
Read that second premise again. A person sees a computer's mark and only presses a button.
Gaza's twenty seconds and Minab's one minute sit right inside that sentence. Moyes had already
drawn that scene in 2013.

What, then, must be in place for control to be meaningful? Article 36 proposed four core elements.
First, predictable, reliable, and transparent technology. The user must be able to understand how the
machine works. Second, accurate information given to the user. This means information about what
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is being sought, what the technology is, and in what context it is being used. Third, timely human
judgment and action, with room to intervene in time. Fourth, accountability. There must be a structure
that can hold someone responsible when things go wrong.

The Center for a New American Security translates the same idea into military language and sets out
three elements of meaningful control. First, a person must be making an informed, conscious
decision about the use of the weapon. Second, the person must have enough information to confirm
the lawfulness of his action. Third, the weapon must be properly designed and tested, and the person
properly trained, so that it works as intended. Read the two words in the first element again: informed,
conscious. The existence of a finger pressing a button does not make the decision conscious. If
coordinates appear and the time is one minute, the finger may press, but consciousness cannot keep

up.

Apply these four elements to Minab. Was the technology predictable and transparent? Could a
person look inside and understand why the system showed that school as a military objective? Was
accurate information provided? Could the intelligence officer know when those coordinates were
written down and what the building was now being used for? Were timely judgment and intervention
possible? With one minute per coordinate, at the pace of processing 1,000 targets in 24 hours, could
a person stop and ask,

Wait, are these coordinates right?

Could anyone be held responsible? We saw the answer in Chapter 5. The maker says he could not
predict it, and the commander says he could not foresee it and could not stop it. All four elements
were empty.

Article 36 pointed out one more thing. Meaningful control is not decided by the performance of the
technology alone. Even the same machine may remain under control if used in a narrow area for a
short time, but control blurs if it is released over a broad area for a long time. Over time, people and
objects enter and leave that area. A school that was empty when the system was first activated may
be full of children an hour later. The wider the area and the longer the time, the less control remains.
This insight touches directly on the number 1,000 targets and the span of 24 hours. As scale grows
and speed rises, control thins out.

Scholars have refined this idea. Filippo Santoni de Sio and Jeroen van den Hoven divide meaningful
control into two conditions: tracking and tracing. Tracking means the system must respond properly to
the intentions and judgments of the person who controls it. If the person tells it to stop, it must stop,
and it must move only within the limits set by the person. Tracing means that, if one follows the
system's action backward, one must reach a person who can understand and take responsibility for
that action. At the end of the action, there must be a human face. If we trace the Minab strike
backward, we reach not a human face but one old coordinate. The place where the chain of tracing
breaks, that is the empty seat.
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The South African legal scholar Thompson Chengeta captures why these two conditions matter in
one sentence. In his article in the NYU Journal of International Law, he asks what the greatest reason
is for discussing meaningful control, and he answers his own question. It is that autonomous
weapons

may create an accountability vacuum.

The word he uses is vacuum. It is exactly what we have called the empty seat throughout this book.
Chengeta's prescription is clear. The nature of the control held by a person must ensure that the
person

can be held responsible for all subsequent actions of the robot.

The purpose of defining control is to keep hold of responsibility. When control blurs, responsibility
flows away, and the space where responsibility has drained out is the vacuum. Meaningful control is a
design meant to prevent that vacuum before it opens.

The same primer brings the discussion one step down toward real military operations. It says control
is not something that happens at the fingertip of one person. The person who designed the weapon,
the person who tested it, the person who set the rules of engagement, the person who produced the
target information, and the person who finally pressed the button all form a single control system. But
this is double-edged. If control is divided among many people, responsibility is divided among many
people as well. It is exactly what we saw in Chapter 5. Everyone holds one piece of the decision, and
no one holds the whole decision. This dispersal is the problem the idea of meaningful control seeks to
solve. It seeks to gather control back into one point and block the cracks through which responsibility
can drain away.

Here | will take a clear side. It is hard to accept the claim that the mere fact that a person is in the
chain satisfies meaningful control. That claim mistakes location for control. It counts a person sitting
in a chair and that person judging as the same thing. What Gaza and Minab showed was precisely
that the two are different. Meaningful control is a ruler for measuring that difference. It asks not
whether a person is sitting there, but whether the person has the time, information, and authority to
judge. Measured by this ruler, many of the scenes we have seen fail to meet the standard of control.

Here we must face an uncomfortable fact. To keep meaningful control, someone must be in charge of
that control. In the targeting process, that person weighs the law: the military lawyer. But reports say
the position of these people is being shaken. The U.S. Secretary of Defense, Pete Hegseth, is
reported to have put forward a frame of

maximum lethality vs tepid legality.

The line is that the military's mission is to kill the enemy, not to let legal advice hold it back. According
to reports by outlets such as Just Security and Military.com, he replaced the heads of the military
legal organizations and moved toward weakening the oversight of lawyers in the targeting process.
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There is a paradox beneath this point. In his book The War Lawyers, the British geographer Craig
Jones depicts the two faces of military lawyers. On one hand, military lawyers legalize violence. They
stamp the targeting process with the law and make the strike lawful. In some ways, they make more
strikes possible. Once the guarantee of legality is attached, the military can pull the trigger with
greater confidence. On the other hand, the very fact that the lawyer was inside the process served as
a brake. There was a place where he could say,

This target is not allowed.
That alone filtered something at least once.

This is where Hegseth's line becomes dangerous. The speed of targeting is being raised by
machines, and if even the person who could once stop that speed is pushed out of the process, the
empty seat grows wider. The machine lays down coordinates faster, and fewer people remain to
question those coordinates. It widens, from the opposite direction, the very gap that the idea of
meaningful control tried to fill.

There is one more subtle trap here. When a military lawyer stamps a targeting process and makes
the strike lawful, the stamp also serves to shift the weight of responsibility. When something goes
wrong, the phrase

it underwent legal review

becomes a shield. Since a person examined it and called it lawful, the judgment appears to belong to
a person. But if that person skimmed the score and coordinates handed down by a machine and
stamped them within one minute, that appearance is hollow. The legal stamp seems to fill the place of
responsibility, but in truth it may merely cover an empty seat with the lid of legality. What meaningful
control asks is not whether a stamp was placed, but whether real judgment lay beneath that stamp.

3. The Martens Clause and the Conscience of Humanity

Law has gaps. When a new weapon appears and no provision directly banning it yet exists, the
weapon slips through the law's net. It is not in the text, so it is not forbidden, and it may therefore be
used. To block this logic, international humanitarian law long ago prepared one safeguard. It is the
Martens Clause.

There is a small history behind the birth of this clause. At the 1899 Hague Peace Conference, great
powers and weaker states clashed over one issue: how to treat armed inhabitants in occupied
territory. When agreement stalled, the Russian delegate and jurist Fyodor Martens offered one
sentence. It was an answer to what should fill the space where no written rule exists. What he placed
there was not a new provision, but a standard beyond the provisions.

The core of the wording he shaped is this. Even in cases not covered by written rules, civilians and
combatants remain under the protection of principles of international law derived "from established
custom, from the principles of humanity, and from the dictates of public conscience." Put simply, the
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fact that something is not explicitly written in a code does not mean that anything may be done. The
standards of conscience humanity has built over time, the principles of humanity, still protect people.
The silence of the text is not a signal of permission.

This is why the clause has become important in the debate over autonomous lethal weapons. There
is still no treaty that directly bans autonomous weapons. International humanitarian law does not
explicitly mention them even once. So some say that, because there is no provision banning them,
autonomous weapons are lawful. The Martens Clause stands directly against that claim. Even without
a written provision, the principles of humanity and the dictates of public conscience judge this
weapon. The ICRC returns to this point again and again. The deepest problem raised by autonomous
weapon systems is ethical before it is legal. In the ICRC's words, autonomous weapons "substitute
human decisions about life and death with sensor, software, and machine processes." And the ICRC
says there is one thing most people agree on: an algorithm, machine processing, must not decide
who lives and who dies.

The ICRC turns this ethical intuition into concrete recommendations. From its position in May 2021 to
its 2025 position paper, the core does not waver. The ICRC says that

new legally binding rules are urgently needed.

It divides the outline of those rules into three parts. First, unpredictable autonomous weapon systems
must be expressly ruled out. To quote the ICRC's original text as it stands, "Unpredictable
autonomous weapon systems should be expressly ruled out, notably because of their indiscriminate
effects." A weapon whose effects the user cannot sufficiently understand, predict, and explain is, in
the ICRC's words, like

shooting blindfolded.

The black box we saw in Chapter 5 stands right here. A system that cannot explain why that person
became a target is indiscriminate, and therefore already forbidden under existing law.

Second, autonomous weapons that directly target human beings, that is, anti-personnel autonomous
weapons, must be banned. The words the ICRC attaches to this recommendation are grave.
Targeting human beings means

reducing human life to sensor data and machine processing,
and that is
algorithmic death, the ultimate alteration in the automation of killing.

What we have seen throughout this book is precisely that reduction. When Lavender reduced a
person to a score from 1 to 100, when Minab's coordinates reduced 175 people to a line of data, at
the end of that reduction stood the line drawn by the ICRC.
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Third, all other autonomous weapons must be strictly limited. The types of targets must be narrowed
to inherently military objectives, the duration, geographic scope, and scale of operations must be
limited, use must be tied to situations where civilians are absent, and a person must be able to
supervise in real time, intervene in time, and halt operation. If we read this third item again, it almost
overlaps with the four elements of meaningful control we saw in the previous section. The ICRC's
legal recommendation and Article 36's ethical frame start from different paths and meet in the same
place.

The ICRC's discussion of proportionality and precautions takes direct aim at Minab once more. The
principle of proportionality, in the ICRC's words, requires an

ex-ante

judgment. Before striking, before the event occurs, one must assess expected civilian harm and
weigh it against military gain. But when an autonomous weapon is activated, the user does not know
who, when, or where the target will be. So ex-ante judgment breaks down. The principle of
precautions is more direct. The ICRC writes that instructions given before an attack are not

in themselves sufficient precautionary measures.

The duty to cancel or stop an attack remains until the end if it becomes clear that the target is not a
military objective. The ICRC says information must be collected and updated

until the moment of attack and, where feasible, during the attack itself.

Minab's coordinates were old information that had not gone through that update. An instruction
entered once fell as a bomb without the chance to meet a signal that it was wrong.

On the international stage, movement is heading in the same direction. UN Secretary-General
Antonio Guterres left one sentence in his 2024 report. The report itself carries weight. It is an official
document issued by the Secretary-General at the request of the UN General Assembly, gathering the
views of member states and observer states. In it, Guterres writes, "Machines with the power and
discretion to take human lives are politically unacceptable, morally repugnant and should be
prohibited by international law." He also attaches a deadline. By 2026, he calls for a legally binding
instrument that bans autonomous weapons that operate without human control and cannot comply
with international humanitarian law, and regulates the rest. The same report adds another sentence.
"Autonomous targeting of humans by machines is a moral line that we must not cross."

The fact that this current has strength is also visible in numbers. According to summaries by UN
News and the American Society of International Law, 156 countries voted in favor of an autonomous
weapons resolution at the UN General Assembly at the end of 2023. That is an overwhelming
majority. At the same time, fairness requires that we record cautious voices as well. Among the
countries that submitted views for the Secretary-General's report, some said no new legally binding
instrument was needed and that existing international humanitarian law was enough. Some military
powers view autonomous weapons as strategic assets and seek to slow the pace of negotiations.
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The Group of Governmental Experts under the Convention on Certain Conventional Weapons, the
CCW GGE, has carried on discussions for years, but agreement moves slowly within a frame that
requires consensus. The support of 156 countries and the braking by several great powers sit on the
same stage.

Where does South Korea stand on this stage? A 2024 report by Kim Hyun-jung of the Institute for
National Security Strategy titled

The Next Oppenheimer Era

shows South Korea's perspective. The Oppenheimer in the title is the scientist who made the atomic
bomb. After seeing Hiroshima and Nagasaki, he stood at the forefront of arms control for the weapon
he had created. This report sees such a moment, a

Next Oppenheimer moment,

approaching in the age of autonomous lethal weapons. But the direction the report recommends
differs in character from the bans argued for by the ICRC or Guterres.

The report's logic runs as follows. In the past nuclear age, the world was divided between those who
had nuclear weapons and those who did not. States with nuclear weapons became parties to arms
control negotiations, while states without them remained passive objects of the nonproliferation
regime. To sit at the negotiating table, one first had to possess the weapon. If this lesson is applied to
autonomous weapons, the conclusion is that South Korea must preemptively develop and adopt
autonomous lethal weapons to take a leading position in arms control discussions. Rather than
remain an object of nonproliferation, it should become a party to control. Citing the reality that a
demographic cliff will make it difficult to deploy troops near the Demilitarized Zone, the report
proposes first deploying autonomous weapons with surveillance and reconnaissance functions to the
front and then correcting their shortcomings. It even cites the maxim

First come, first served.

It would not be honest simply to condemn this view and move on. There is the weight of reality inside
it. Shrinking troop numbers, the condition of the Demilitarized Zone, the position of a middle state
caught between great powers. Nor is the cold calculation that bargaining power comes from what one
possesses entirely wrong. But when we place beside it what this book has seen in Gaza and Minab,
one question arises. The logic of

develop first and fix later

sounds too much like one phrase we have followed throughout this book: lethal beta. A deadly
prototype. A weapon sent to the battlefield before it is finished, fixed as it gathers data in real combat.
The fact that Minab's coordinates were old was also because the system was not yet complete. To
deploy first and correct shortcomings later also means that, before those shortcomings are corrected,
someone pays the price for them. The 175 people in Minab paid that price.
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Another part of the report divides the degree of human intervention in autonomous weapons
operation into three stages. Active intervention, in which a person approves every stage; passive
intervention, in which a person intervenes only in important actions; and full autonomy, in which the
person is absent. It then makes one forecast. Human intervention will be required for strategic
weapons sensitive to the balance of power among states, but other personal firearms or small-unit
weapons may be developed as fully autonomous weapons. The forecast is that hands will remain on
strategic weapons, but smaller weapons may be released. If this forecast is true, it means that the
most common weapons aimed directly at people will be the first released from human control. They
are exactly what the ICRC says should be banned first, weapons that directly target human beings.

This book cannot make South Korea's choice in its place. But when that choice is made, we must
also read what is written on the reverse side of

First come, first served.

On the other side of the gains that go to whoever takes the place first are the people who first suffer
the errors of the system being tested. Those people usually do not sit at the negotiating table. Just as
the parents of Minab did not.

Return again to the Martens Clause. The principles of humanity and the dictates of public conscience.
What this old wording asks in the age of autonomous weapons is finally one thing: what we can bear,
and what we cannot bear. It is the belief that even before a provision is written in a law book, a line
that must not be crossed has been drawn in the conscience of humanity. When the ICRC calls
weapons that directly target people

a moral line that must not be crossed,
and when Guterres says the same, they are standing in the place Martens prepared in 1899.

This is also why the Martens Clause becomes a ground for a new treaty in the age of autonomous
weapons. Looking at the historical cases the ICRC cites, humanity has banned some weapons before
they became widely used. The 1868 St. Petersburg Declaration banned certain explosive projectiles,
and in 1995 blinding laser weapons that permanently blind people were banned. Both were lines
drawn before those weapons became common on the battlefield. In the ICRC's words, they were rare
successes that "prevented suffering in advance, rather than responding after the suffering had
already become clear." Anti-personnel landmines took the opposite path. Only after indiscriminate
harm piled up again and again did a comprehensive ban come. When the ICRC calls for a ban on
anti-personnel autonomous weapons now, it is calling for the path of blinding lasers, not the path of
landmines. It means drawing the line before harm piles up. The Martens Clause says that the place to
draw that line, the empty space where the written rule is absent, must be filled by the principles of
humanity.

But conscience is not law. The Martens Clause is a principle that protects people, but it is not a
provision that brings the violator of that principle into court. The dictates of public conscience are
powerful, but they do not tell us who is responsible, and how, when those dictates are broken. Here
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we meet again the empty seat of Chapter 5. That sentence: without responsibility, there is no
deterrence, and no retribution for victims. The Martens Clause draws a line. But the question of who
bears responsibility when that line is crossed still waits for an answer.

Can international humanitarian law stop the machine, then? That is the question posed by the title of
this chapter. An honest answer is that the law already has tools in hand to stop it. The principle of
distinction, the principle of proportionality, the principle of precautions. These three principles apply
regardless of technology. As the ICRC says, international humanitarian law is

technology-neutral,

so it strongly constrains autonomous weapons even without mentioning them once. Unpredictable
weapons are forbidden because they are indiscriminate, and weapons that directly strike people
clash with the principle of distinction. The law is already saying a great deal.

The problem is not what the law says, but who applies that law. All three legal principles assume
human judgment. When that judgment shrinks to twenty seconds, to one minute, when 1,000
coordinates pour out in 24 hours, the principles of law remain in place, but the place of the person
who must apply them grows empty. The law can stop. But for the law to stop, a person who has time
to stop must be in the chain. That person must hold information, authority, and time. The phrase
meaningful control, the old wording of the Martens Clause, and the bans urged by the ICRC and
Guterres all point to that one place. The place where human judgment can enter.

This book has followed the process by which that place grows empty. At a desk in Gaza, in the fields
of Ukraine, above a school in Iran, in the blacked-out night of Caracas. And at the end of Chapter 5, it
said that filling that empty seat is the task of the law. Passing through this chapter, we have seen
together that the law can do that work, but has not yet done it. A treaty is being discussed with 2026
as the deadline, but at that table sit both the support of 156 countries and the braking by several great
powers. And even as those discussions continue, systems tested in Gaza are turned into products
and sold to other battlefields.

The weapon the law is trying to catch up with is being exported somewhere at this very moment. In
the next chapter, we will look at the battlefield to which it is being exported.

Chapter 5 The Black Box and Vanishing Responsibility
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Epilogue lethal beta, the Exported Battlefield

Can International Humanitarian Law Stop the Machine?

Tech journalist Jacob Ward called it “lethal beta.” A beta that kills. In the software industry, beta
means an unfinished trial version. Bugs remain, and when users report errors as they use it, those
errors are fixed in the next version. The apps we use every day were all beta once. Sometimes a
message goes out late, the screen appears a beat too slowly, reports pile up somewhere, and the
next update quietly fixes it. That is what beta originally means. A way of sending something
unfinished into the world first, then moving toward completion by gathering the discomfort of those
who use it.

But the beta Ward pointed to kills people. It is a trial version in which the side that reports the error

dies. To report an error, you first have to become its target. A person wrongly placed on a list has no
way to protest that he was wrongly placed there. He is already gone. The only party who could send
the bug report disappears by becoming the bug itself. Ward’s two words struck that structure exactly.

Beta also hides another promise. The promise that the next version will come. The belief that it is
flawed now but will soon get better. Because of that belief, we put up with beta. The same promise
follows a beta that kills. An error rate of 10 percent will become 5 percent in the next version, and 5
percent will become 2 percent. Better data, faster processing, more exact coordinates. The numbers
may indeed improve. But here lies the trap. As the numbers get better, people trust them more. The
more they trust them, 20 seconds becomes 10 seconds, and 10 seconds becomes 5 seconds. It
grows faster as it grows more precise, and as it grows faster, there is less room for a human being to
step in. On the day beta becomes the official version, the human being will still sit in front of the
screen, but will no longer judge. He will simply become the hand that presses.

When you think about where this phrase came from, it chills the spine. In Gaza, a system called
Lavender put people on a list. An intelligence officer received that list and stamped approval within 20
seconds. The system was reported to have had an error rate of about 10 percent. That means one
person in ten could have been the wrong person. For ordinary software, that is the kind of number
that would delay release. If a payment app sent money to the wrong account once in every ten tries,
that app would never reach the market. But on the battlefield, it did. A system that pointed to the
wrong person once in ten ran in a place where life and death were at stake. Gaza was the place
where the prototype ran.

The prototype did not stop in Gaza. A targeting system of the same line ran over Iran in 2026. A
screen appeared that judged a person’s life or death within 60 seconds, and a school in Minab
remained on the target list because of one outdated coordinate. If Gaza was the prototype, Iran was
the stage.

I don't use the word stage lightly. A prototype is made in a back room. A stage is watched by people.
The screen from the Iran operation ran inside an American operations room, and the result spread
through satellites and communications onto the screens of allies. A system that runs well becomes
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something to boast about. This fast, this precise. A tool that has once gone onstage creates an
audience. The audience soon becomes the buyer.

After the stage comes export. The systems this book has followed are already being sold to the
militaries and intelligence agencies of several countries. A tool tested on one battlefield moves to the
next battlefield. In the fields of Ukraine, drones learned how to recognize targets by sight; in Gaza,
lists replaced human speed with machine speed; in Iran, the two merged on a single screen. What
ran in Gaza runs in Iran, and what ran in Iran runs somewhere else next. Where is next? In all my
reporting, | never met anyone who had the answer to that question. To be exact, | did meet some
people who said they had an answer. But each of their answers stopped at the boundary of his own
company, his own unit, his own contract. When | asked how far the tool might travel beyond that
boundary, they all wore a similar expression. An expression that said, that is not my part.

Here | need to bring up one contradiction this book could never let go of.

Even the people who build and sell this technology have stopped before certain lines. Dario Amodei,
the chief executive of Anthropic, the company that makes the artificial intelligence called Claude,
drew lines around two things even as he worked with the U.S. Department of Defense. His company
worked with the military earlier than any other artificial intelligence company. He said they were the
first to put a model on a classified cloud and the first to make a custom model for national security.
Cyber operations, combat support, intelligence analysis. His company’s models are spread across
the military and intelligence agencies. He believed the country had to be defended from its enemies,
from authoritarian states such as China and Russia.

This man told the Department of Defense: 98 percent, 99 percent of what you want to do is fine. But
two things are not. In a CBS interview, he stated those two lines clearly.

One is large-scale domestic surveillance. If the government buys data gathered by private companies
and analyzes it all at once with artificial intelligence, it can create profiles of individual citizens that tie
together location and political leanings. He said things that no one had done before artificial
intelligence because they were of no use have now become possible. Technology runs faster than
the law and slips through gaps in the law. He said that is not compatible with America’s democratic
values.

The other is fully autonomous weapons. Weapons that fire on their own with no human involvement
at all. He was not pointing to the partly autonomous weapons used in Ukraine, but to weapons from
which the human being has been removed from the trigger entirely. He said this: today’s artificial
intelligence cannot be trusted enough to be given that task. Models have a basic unpredictability, and
anyone who has worked with artificial intelligence knows that. We have not solved that instability in
technical terms. Then he made one thing clear. He is not opposed to fully autonomous weapons in
principle. If the enemy has them, we may someday need them too. But for now, reliability falls short of
that point, and we have not yet had the conversation about oversight.
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One passage in Amodei’'s words stayed with me. He raised the question of responsibility. Imagine
one person, or a small number of people, controlling 10 million drones. Who holds the button, and
who can say no? He said we have never yet had that conversation in any proper way. Human
soldiers have common sense, and the chain of responsibility is built on that common sense. Artificial
intelligence may target the wrong person, shoot civilians, or fail to see a judgment a human soldier
would have seen. When such a thing happens, who is responsible? If you take the human being out
of that chain, what remains?

These are the words of a man who drew a line. Yet reality flows out of step with those words. Claude,
made by that same company, rode inside Palantir's system and appeared on operation screens for
Iran and Venezuela. The person who made it drew a line at fully autonomous weapons, but the model
he made was running in one corner of a screen that chose targets. The line he drew was “fully”
autonomous weapons. As long as a human being sits in front of the screen and stamps approval, that
line has not been crossed. Whether it is 20 seconds or 60 seconds, a person only has to press. The
line has been kept. In name, at least. The distance between drawing a line and what takes place
inside that line. That distance is the empty seat this book could never fill.

Alex Karp of Palantir spoke in another language. In a 2023 New York Times op-ed, he called the
present an “Oppenheimer moment.” He meant the moment when the physicist who made the nuclear
bomb said after Hiroshima that they had known sin, and that it was knowledge they could not lose.
Karp borrowed that comparison and did not say, therefore let us stop. He said the opposite. He said
the call to stop was wrong.

His logic goes like this. Enemies do not stop. They will not wait while we stage theatrical debates over
the dangers of technology. They simply move forward. If liberal democratic societies are to win, moral
appeals are not enough; hard power is needed. And the hard power of this century will be built on
software. We must not avoid making sharp tools because we fear they may be turned against us.
Artificial intelligence weapons must be pursued, refined, and regulated. Pursue, refine, regulate.
Three verbs stood side by side in one sentence. The word stop was not among them.

There is one candid sentence in Karp’s piece. Palantir's software, he wrote, is used by the defense
and intelligence agencies of the United States and its allies for target selection, operational planning,
and satellite reconnaissance. The software’s ability to help eliminate enemies is the premise of its
value. He did not speak in circles. What we make is a tool that helps kill people, and that is exactly
why it is worth money. He also scolded the engineers of Silicon Valley. People who write algorithms
to place ads better, but refuse to make software for the U.S. military. He wrote that they had forgotten
whose work had made possible the wealth and empire they enjoyed. Even if they did not repay the
debt, they should at least know that it exists.

Place the two men side by side. One draws a line, and one says we must not avoid making sharp
tools out of fear. One hesitates because he says they cannot be trusted, and one pushes ahead
because he says the enemy will not stop, so we cannot stop either. Both of them were probably
sincere. Both spoke of patriotism, both spoke of authoritarian enemy states, and both spoke of liberal
democracy. Yet the products of the two companies met on the same operation screen. Whatever the
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difference in their words, in reality they were lighting up the same coordinates. The model of the man
who drew a line and the platform of the man who said not to stop were both somewhere on that
screen looking down at Minab.

Between those two men, a scene from Venezuela comes to mind. In early 2026, the same platform
ran in an operation in Caracas. Reports then emerged that the operation had opened cracks inside
the company. Some engineers learned belatedly where the code they had written was being used,
and they were shaken. The hesitation Karp had scolded had burst out inside that very company. It is
easy to say we must not stop. It is not so easy to learn that code you wrote with your own hands
appeared on the last screen of a person’s life. Drawing lines and hesitating were not found only
outside the company. They were there inside the same building, in front of the same desks.

| keep turning over the phrase “Oppenheimer moment.” Oppenheimer had knowledge he could not
lose. He said he had known sin. In a lecture at the Massachusetts Institute of Technology, he said
that the physicists who built the bomb had come to know sin, and that this was knowledge they could
not lose. That knowledge had a subject. He made it, and he knew. He was the one who stood in the
laboratory at Los Alamos, the one who saw the first flash at the Trinity test, and the one who heard
the news from Hiroshima. There was one set of shoulders there to bear the sin.

In the present moment, that subject is blurred. When Lavender put someone on a list, who killed that
person? Was it the algorithm that made the list, the intelligence officer who stamped approval within
20 seconds, the military that bought the system, the company that sold the model to that military, or
the people who invested in that company? When the school in Minab remained on the target list
because of an outdated coordinate, whose responsibility was it to update that coordinate? Was it the
person who entered the coordinate, the system that did not check the input, or the procedure that
taught people to trust the system? There are many fingers, but the hand that pulled the trigger does
not gather into one.

| kept turning over why it had become so blurred throughout my reporting. One answer lies in the
phrase automation bias. People tend to trust the answers machines give more than their own
judgment. When a red mark appears on a screen, they accept it before asking why it appeared. The
more precise the system is, the deeper that trust becomes. A person who has to stamp approval
within 20 seconds has no time to doubt again the judgment the screen has given. Is it his fault that he
does not doubt? Or is it the fault of a system that gives him only 20 seconds and teaches him not to
doubt? Somewhere between the two, responsibility slips once again.

Another answer lies in the word black box. Even Karp admitted in his own piece that how and why the
latest models work is not clear even to the scientists and programmers who made them. The space
created by more than 1 trillion variables cannot be grasped by the human mind. So when that model
puts a person on a list, there is no one who can explain why it did so. The maker does not know. The
user does not know. The person subjected to it knows even less. A judgment whose reason no one
knows becomes a person’s final judgment.
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Oppenheimer knew sin because there was a subject who could know. In front of the list made by
Lavender, there is no subject who knows sin. That is because it has been designed so that everyone
can say he did only his own small part. The intelligence officer says he trusted the system. The
person who made the system says a human being makes the decision. The human being who made
the decision says he had only 20 seconds. The person who set the time at 20 seconds says the
speed of the operation demanded it. The person who set the speed of the operation says the enemy
is fast, so there was no choice. Responsibility has not disappeared. It has been split into small pieces
and scattered so widely that it does not settle heavily in any one place.

That is the empty seat. It is not empty because no one was there. It is the place left empty in the
middle because everyone has stepped back by one pace. The distance each person steps back is
short. One pace. But when all those one paces are added together, there is no one in the center.
There are no shoulders that know sin. The shoulders Oppenheimer had are nowhere to be found
now.

The law knew this empty seat existed. International humanitarian law says war has rules. Distinguish
between soldiers and civilians, and do not cause harm excessive in relation to the military advantage
gained. These rules were written on the premise that human beings judge. The eye that
distinguishes, the scale that weighs, the hand that stops. But when machines make the lists and
judgment is compressed into 20 seconds, where do that eye, that scale, and that hand go? The rules
remain the same, but the subject who can keep them has been scattered. The Martens Clause,
created in the 19th century, said that even in cases not laid out in law, the dictates of the public
conscience protect people. The public conscience. The place where that conscience rested was also
human shoulders. When the shoulders are scattered, conscience scatters too.

As | close this book, | think again of one classroom.

Minab. One school building. Seen from a satellite, it was a target for some time. The coordinates the
system held were outdated. The coordinates were not updated, 60 seconds passed on the screen,
and someone made a judgment. | have written the names and ages of the children who were in that
classroom that day only to the extent they could be confirmed. | will not describe more. This book’s
promise was not to consume them as numbers.

During my reporting, | asked several people the same question. Who should have known that the
coordinate was outdated? Each answer moved sideways. Updating coordinates was another
department’s work, target review had a separate operational stage, the system does not doubt its
input. No one lied. Everyone told the truth. But even when all those truths were gathered together, no
one appeared who could have protected that classroom. Each person’s assigned box was clear, and
the space between the boxes was empty. The school in Minab fell through that empty space.

Still, I want to leave one thing behind. There were chairs in that classroom. Small chairs. One of them
was empty. Who should have sat before that empty chair? That child? Or someone who should have
known that the coordinate was outdated? The hand that judged within 60 seconds? The company

that released the system while calling it beta? The person who said he had drawn a line? The person
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who said we must not stop?

I do not know whom to seat in that chair. This book does not place an answer there. Pretending to
know the answer may be the easiest way to fill that empty seat. If it is filled, it cannot be seen. If it
cannot be seen, we stop asking. If we stop asking, the next coordinate remains outdated too. And
that system is exported to the next stage.

Gaza was the prototype. Iran was the stage. Where is next?

That chair is still empty.
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