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Foreword

Next Chapter

In the fall of 2006, a graduate student at Princeton buried his father. It was a rare disease, long
endured. The equations of physics he loved could not extend his father's breath by a single day.
What tormented him more was the news that came after: within a few years, a treatment for the same
disease emerged, and the survival rate jumped from just over half to ninety-five percent. If only it had
been faster. That twisted timing rewired the young man's path. He who had pursued the laws of the
universe turned toward the complexity of life, then toward the machine that might unwind that
complexity.

That young man is Dario Amodei. This book follows the company he founded, Anthropic, and the
struggle he waged to create an intelligence he could control.

At first, I saw him as just another Silicon Valley founder. As I read more, my thinking changed. He
was someone who saw early on the curve where artificial intelligence's capabilities doubled every few
months. He saw that this pace far outstripped humanity's capacity to adapt. So he runs faster than
anyone, and at the same time, he grasps for the whistle that would stop the race itself. He wants to be
both player and referee. Usually, those are two different people.

I did not stitch up this contradiction. The night he collided head-on with the Pentagon and was
branded a national security threat by his own government, the misalignment when he called for chip
export controls to China while fighting against the very power that would enforce them—I left them as
they were. Some call him a hypocrite, others a man of principle. I did not settle on one side, but I
made clear that he chose the narrow ridge where he would stand.

What the reader gains from this book is not a chronicle of one man. It is a glimpse into what hand
holds that technology, and with what heart, at a time when the craft has grown so proficient that
machines think in sand, approaching God's domain. The man who kindled fire to break the slow pace
of the science that could not save his father now draws firewalls to ensure that fire does not burn the
world. Whether he will succeed, whether he will break under the weight of capital and power, is still
undecided.

That is why I began this story from that death. Because the root of every struggle is there.

Kyungjin Kim

Next Chapter

Attorney, Former Member of the National Assembly, AI Policy Researcher
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Prologue—The Night the Ban Was Issued

Previous Chapter

Next Chapter

Friday, February 27, 2026, 5:01 p.m.

The deadline set by the U.S. Department of Defense had passed by one minute. At Anthropic's
headquarters in San Francisco's Mission District, Dario Amodei did not take up the pen. On his desk
lay a document from the Department of Defense. It contained one line: a demand that Claude be
permitted to use

all lawful purposes

without restriction. To accept that one line would mean erasing two lines the company had drawn
from the beginning. One was mass surveillance against Americans. The other was fully autonomous
weapons that choose targets and pull the trigger without human judgment. These two things—the
company's position was that their artificial intelligence could not be used for them.

He did not sign.

The response came fast. Secretary of Defense Pete Hegseth designated Anthropic a

supply chain risk

company—a label once reserved for hostile foreign adversaries. The same day, President Trump
posted to Truth Social: an order for

all federal agencies

to

immediately halt

use of Anthropic technology. An American company had been branded a national security threat by
its own government. The product was expelled from government entirely. It was unprecedented.

Yet at that same moment, thousands of kilometers away, in the night sky of the Middle East, the
opposite was unfolding.

U.S. Central Command (CENTCOM) was launching a massive strike against Iran. The Wall Street
Journal reported that Claude was in the heart of the operation. It was identifying targets, processing
intelligence assessments, running battlefield scenarios. The operation was code-named Epic Fury.
The very artificial intelligence the government had officially banned was helping calculate the
trajectory of missiles at the heart of the war the government itself was launching.
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There was a reason. Claude had been embedded too deeply in the military's classified systems and
kill chain. Since the two-hundred-million-dollar contract last summer, Claude was the first frontier
model deployed to classified networks. It was in intelligence analysis, in operational planning, in cyber
operations. It was not something that could be pulled from the battlefield overnight because a ban
had been issued. That was why the government gave a six-month transition period. It meant using for
six more months, on the battlefield, technology it had labeled dangerous.

Amodei had long seen this contradiction. He was someone who had discovered early that the
capabilities of artificial intelligence followed a smooth curve, doubling every few months. It was an
observation called Scaling Laws. When others still saw chatbots as curious toys, he saw differently.
He recognized that this technology's pace was approaching, far outstripping the limits of human
adaptation.

In October 2024, in an essay called

Machines of Loving Grace,

he sketched that coming power in a single sentence. A nation of geniuses entering a data center.
Millions of minds more brilliant than a Nobel laureate, a vast legion thinking without sleep. He
believed this power could conquer disease and unlock the secrets of the universe. And equally, he
feared it could become an instrument of authoritarianism or a weapon that spiraled beyond control.

That night, the picture he had drawn appeared for the first time over cold reality. The overwhelming
intelligence created to carry humanity to a safer place had become, after all, a cutting-edge weapon
in the hands of state power, its target fixed on the skies above the Middle East.

The President's harsh condemnation poured down. Trump called Anthropic a

radical left, woke company.

We don't need it, don't want it, and will never deal with it again,

he also wrote. Hegseth's three-day ultimatum and supply chain risk designation followed. Under that
pressure, Amodei did not erase the two lines and redraw them. Days later, in a CBS interview, he
said this:

"Opposing the government is the most American thing in the world. And we are patriots."

In the same interview, he said something that seemed like a contradiction. His company wanted to
work with the military, he said. He believed in defending America. He believed in defeating
authoritarian adversaries. A man who fought the government while at the same time siding with it.
There were two Darios inside him.

Will the geniuses in the data center heal humanity, or will they become monsters pulling triggers on
their own, without human hand? The struggle of one company that had summoned upon itself the
night its government banned its technology was only the overture to a larger question. Can humanity
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navigate the adolescence of this technology with its own hands, without destroying itself?

That night had not yet answered the question.
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Next Chapter
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Chapter 1—The San Francisco Boy, Drawn to the Secrets of the
Universe

Previous Chapter

Next Chapter

1. The Child Who Turned from the Dot-Com Boom

In a San Francisco home in 1983, two kinds of hands moved at once. One hand touched leather.
Dario's father, Riccardo Amodei, was a leather craftsman from a small village in Tuscany, Italy, called
Massa Marittima—not far from the island of Elba. He held a piece of leather for a long time, cut it,
stitched it. The other hand touched books. His mother, Elena Engel, a Jewish American born in
Chicago, managed the building and restoration of libraries in Berkeley and San Francisco. One
person made things with fingertips; one person created the space where knowledge would dwell. The
two kinds of work, though different in grain, sprang from a single root: the adding of something made
by one's own hand to the world.

In that house, Dario Amodei was born in 1983. Four years later came his younger sister, Daniela.

Beyond the window, the city moved at a different pace. In the late 1990s, when Dario was in middle
and high school, San Francisco was in the heart of the Dot-Com Boom. Every street carried
advertisements for new commercial websites. Clever children his age wrote code in garages and
dreamed of becoming millionaires. The internet was the religion of that era. Yet the boy who grew up
at the very center of that religion's headquarters oddly did not become a believer.

Later, in an interview, he recalled those days this way: "Building websites was of no interest to me.
What I was interested in was discovering fundamental scientific truth."

The boy's heart was captured by mathematics. The reason was clear. Mathematics had objective
answers. One child might say a television program was excellent, another say it was terrible, but in
mathematics, there existed only one answer in the whole world. For him, that was a comfort. In a city
where taste and fashion and money rippled with human whim, there existed something that did not
shake. The boy walked toward that which did not shake.

So he buried himself in his room with equations. He delved into science books. He read books asking
about the start of the universe and the foundations of matter. While the dot-com boom swept the city,
what swept through Dario's mind was a different question. How did the universe begin? What is the
bottom-most law underlying matter? The digital revolution outside sounded like surface noise before
that question.

Parents taught two siblings where to put their gifts. Dario said later: "My parents taught me what is
right and wrong, what matters in the world. They planted in me a strong sense of responsibility." The
father stitching leather and the mother building libraries handed down not technique but direction at
the dinner table. Do not turn away from the world's wrongs. Use your talent not for yourself but for
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something far away. This teaching survives a long time. Twenty years later, the same siblings would
stand across from their own country's government in a courtroom—a straight line from there.

In the frenzy of the dot-com world, when other brilliant boys dreamed of becoming rich, this boy kept
his eyes on the night sky and equations. He had no thought of becoming an entrepreneur. There was
one thing only that he wanted to become: a scientist to solve the foundations of the universe.

2. From Lowell High to Caltech, and an Op-Ed

Dario attended Lowell High School, a prestigious public school in San Francisco. It was a place
where gifted students from across the country gathered, yet even among them his physics and
mathematics stood out. In 2000, he was selected for the national team of the USA Physics Olympiad.
It was one of the clear recognitions a high school student could receive.

After graduation, he advanced to Caltech, the California Institute of Technology, a shrine of
fundamental science. There he met Tom Tombrello, a legendary physicist. Tombrello ran a class
called

Physics 11,

teaching only a handful of first-year undergraduates, and Dario became one of his students.
Tombrello's method was not training in memorizing formulas and matching answers. It was a training
to stand a student before bewildering natural phenomena with no hints and let them find the way with
intuition alone. How not to be frightened before a vast problem. How to pierce through a tangled mass
and extract the elegant rule inside it. This stance that Dario took into his body in those days would
become the original shape of the eyes that later recognized Scaling Laws.

Yet what truly set him apart from other geniuses at Caltech was not physics.

It was spring of 2003. The Bush administration was beating the drum of war. The invasion of Iraq was
almost a certainty. The Caltech campus was strangely quiet. Most students buried their faces in
problem sets, experiments, and computer games, turning their eyes away from what was happening
outside the campus.

March 3rd. On page 5 at the top of The California Tech, the student newspaper, an opinion column
appeared. The title was

Anti-War Protests: Most Students Are Apathetic About World Politics.

The author was Dario Amodei, a sophomore at Caltech.

He opened the piece by drawing in Neil Postman, a social critic. Postman's diagnosis was that the
gravest danger facing American democracy was not Orwellian tyranny but a culture that rendered
politics and public discourse meaningless. Dario promptly turned the blade on his own classmates.
"The problem is not that everyone supports bombing Iraq. Most oppose it on principle while not
devoting a millisecond to it.
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And he drove the nail home:

This must change now, without delay."

Sharp for a twenty-year-old's writing. He wrote that his classmates were preoccupied not by the
outrages or sensations of the world but by the bizarre quarrels over problem sets and computer
games and the supply of donuts. He wrote that those with power to change the future were carelessly
throwing away that right. And he spoke of duty. We have the privilege and the obligation to preserve
the ethical integrity of our community, our nation, and humanity.

What kind of person this writing made is evident in the fact that he never wrote again that spring. He
did not become an activist. He said what needed to be said once, clearly, and returned to his place.
An anecdote appeared in the student newspaper's graduation issue: at a campus party that spring,
someone dressed as Saddam Hussein approached anti-war activist Amodei, shook his hand, and
thanked him for his

support.

It was a joke. But even that joke told what name he went by there.

The next semester, Dario left Caltech and transferred to Stanford. When he announced his departure,
Tombrello left these words: "For Dario, it was very important that he not be forced to stay here. This
guy is a national treasure." The teacher let his student go instead of holding him back.

This single opinion piece from 2003 must not be taken lightly. That overwhelming intelligence alone is
not enough. That power must necessarily be held under the governance of moral responsibility. This
belief that a twenty-year-old Dario wrote in the student newspaper returns almost unchanged,
twenty-three years later. In February 2026, when Secretary of Defense Pete Hegseth demanded he
loosen the safety mechanisms on Claude, the logic of his refusal was of one bloodline with the
sentence written by the Caltech student in the newspaper. He says it himself: "I deeply believe in the
existential importance of using AI to protect democracy. But in a narrow range of cases, AI can
destroy democratic values rather than protect them." The same person. Only the page had changed.

3. A Bachelor's Degree in Physics from Stanford

Caltech gave Dario the finest training. Yet its insularity could not satisfy his broader thirst. He loved
the grandeur of physics, which asked about the foundations of the universe. At the same time, he
wanted to see more widely how it touched life and society in reality. So he left Caltech and transferred
to Stanford University.

Around Stanford, the second technology boom of Silicon Valley was growing. Every day new
ventures sprang up and capital flowed. Dario still did not glance that way. Instead, he grasped at the
deep seats of theoretical physics: quantum mechanics, general relativity, cosmology. For him,
physics was not a tool for calculation. It was a journey to penetrate the tangled face of the world and
find one principle touching essence.
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In 2006, Dario Amodei received his bachelor's degree in physics from Stanford. As he completed his
undergraduate years, his gaze was fixed on cosmology asking about the primordial universe and the
far reaches of theoretical physics. He aimed to become a theoretical physicist walking the path
Einstein and Feynman had walked, unraveling the birth of the universe in mathematics. And he
entered the doctoral program at Princeton University, the next gate on that path, with theoretical
physics as his field. Everything seemed to lie precisely on the trajectory he had drawn for himself
since childhood.

But that same year, something was quietly approaching that would bend that entire trajectory.

His father Riccardo's condition, from a rare disease long endured, turned desperate in 2006. With
elegant equations explaining the start of the universe in his hand, he could do nothing about a single
cell in his father crumbling before his eyes. That cold helplessness cracked the young man's
worldview. The bachelor's degree from Stanford was the completion of one chapter. But it was also
the overture to the next, which would make him set aside his dream of cosmology and entirely turn
his doctoral focus toward life.

That shift was not a choice from the beginning. It was a direction made by one person's death. That is
the fact this book will not let go of, from beginning to end.

Previous Chapter

Next Chapter
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Chapter 2 - The Death of His Father, and a Turning in His
Doctorate

Previous Chapter

Next Chapter

1. From Theoretical Physics to Biophysics

In the fall of 2006, a graduate student at Princeton University was gazing at the equations of the
universe. He was twenty-three years old. Dario Amodei, who had completed his physics degree at
Stanford and crossed to the East Coast. The path he had chosen was theoretical physics. Questions
about how the cosmos began, what rules govern the indivisible fragments of matter—these pulled at
him. Throughout high school, even as the dot-com boom erupted beyond his window, he turned his
gaze away from websites and such things. He had no wish to dwell where money flowed; his eyes
were fixed where truth lay. Princeton suited such a person. The school where Einstein spent his final
years, the physics department that had churned out Nobel laureates by the dozens. Dario seemed to
have found his place within those walls.

Not long after he set foot on campus, a man departed from the world. His father, Ricardo Amodei. A
leather craftsman from Massa Marittima, a small hilltop town in Tuscany, Italy. A man who had raised
two children through a lifetime of working leather with his own hands. A rare illness he had suffered
long took him away. It happened in 2006, the very year Dario began his doctorate.

In the face of his father's death, the equations of the universe suddenly felt distant. Those elegant
formulas for calculating the structure of spacetime could not save a man gasping for breath on a
sickbed. They were precise, they were beautiful, but they were powerless. Dario would later speak of
this period with something close to anger. When someone called him a

pessimist trying to slow technological progress,

it infuriated him. "My father died from a treatment that would have been available just a few years
earlier,

he said in an interview.

I know what this technology's benefits are."

A second event followed, transforming this regret into hard conviction. Only years after his father's
passing did the very disease that took him change its face entirely. A condition that had once claimed
half of those who contracted it became, thanks to medical progress, treatable in nearly all cases. The
mortality rate fell from fifty percent to five percent, the story went. Dario would say of this later: "There
was someone who found a cure for that disease and saved many lives. But they could have saved
even more people." More people. His father was among them.
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The lesson this misalignment left with Dario was solid. Whether science moved quickly or slowly was
not a matter for papers. It was a matter of who lived and who died. A difference of months or years
could determine a single person's fate. The young man who once spoke of unlocking the universe's
secrets set down his telescope. He turned his body toward the microscope instead. He did not
abandon physics. He took physics' precise tools into the domain of life. From theoretical physics to
biophysics. People often speak of this as if it were a career change planned from the start. That was
not the case. This was a turning made by a death. The desire to see science rescue people more
quickly—that desire would become the fuel driving his research through all the years to come.

2. Neural Circuit Research Beginning at the Retina

With his turn toward biophysics, Dario faced the most complex thing nature had created: the brain. At
Princeton, he began his doctoral research under the guidance of Professor William Bialek. His
secondary advisor was Professor Michael Berry, who studied neural circuits. (During his
undergraduate years at Caltech, a different mentor had guided him: physicist Tom Tombrelló.) The
question Dario pursued was this: How do countless separate neurons exchange signals with one
another to create a single perception?

To find an answer, he chose the retina. The retina is a thin tissue lining the inner surface of the eye. It
is not merely a passive sensor receiving light. It is something more like a small computer, processing
and compressing the incoming light in its first stage and then passing it to the brain. Since it is a piece
of brain turned outward, there is no better window into how neurons process information. Dario
developed a method to record, nearly without loss, the electrical signals of more than two hundred
cells crammed into a retinal patch just half a millimeter by half a millimeter—far smaller than a
fingernail. The title of his doctoral thesis conveyed the weight of that work: "Network-Scale
Electrophysiology: Measuring and Understanding the Collective Behavior of Neural Circuits."

The great barrier at that time was the complexity of the data. The task was not to see how a single
neuron responded, but to read the vast pattern created by hundreds of neurons firing simultaneously.
Here the physicist's mind shone. Dario drew upon the attitude he had learned from Tombrelló at
Caltech: not to shrink before a complex and vast system, but to extract the concise law that pierces
through it. He brought models from statistical physics to bear on neural data. And he discovered
something. Individual neurons send out only signals that turn on or off, yet when hundreds or
thousands of them are bound together and the network grows, higher-order abilities
emerge—recognizing the boundaries of images, tracking movement. His paper was praised for
finding strong evidence of critical phenomena in this neural network, phenomena that had long been
predicted in theory but never proven.

Here lay seeds of what was to come. The way neurons fire together, and how the scale of that
network determines ability—this became the intellectual foundation for the scaling laws Dario would
establish years later in Silicon Valley, building artificial neural networks and large language models.
The principle he had seen in the biological brain and the principle he would later see in the machine's
neural network were, at their essence, the same question: How does intelligence emerge when
simple units gather in vast numbers? This exceptional work earned him a fellowship from the Hertz
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Foundation in 2007, and he received his doctoral dissertation award across two years, 2011 and
2012.

By then he was already building a bridge between two worlds. On one side lay the biological brain; on
the other, artificial neural networks still barely awakened. Dario was among the first to recognize that
these two spoke the same language.

3. Postdoctoral Fellowship at Stanford Medical School

After completing his degree at Princeton, Dario moved to Stanford University School of Medicine. He
had returned to the school where he spent his undergraduate years. It was a step toward fulfilling the
vow he had made after losing his father: to save lives through science. He joined the laboratory of
Professor Parag Mallick, where work centered on identifying cancer markers—cancer
biomarkers—by analyzing proteins to catch malignancy early. His task was to examine proteins within
and around tumors, distinguishing metastatic cancer cells. To someone who knew firsthand the terror
of the disease that took his father, this was far more than a research project.

The deeper he dug into data at his monitor, the more he met a towering wall. Physics equations fell
clean. Biology did not. To understand even one protein required knowing where it sat in the cell, how
it transformed, how it tangled with tens of thousands of other proteins. Grab hold of one variable and
thousands sprang loose. Patterns differed from patient to patient. The way humans formed
hypotheses, ran experiments, read papers, and tweaked statistics by hand could not possibly keep
pace with this astronomical number of cases.

Dario reached a painful conclusion here:

The complexity of biology exceeds the scale of human understanding.

No matter how brilliant a researcher, what a single person could understand in a lifetime was only a
fragment of the whole. To conquer disease, you had to bind together knowledge accumulated by
hundreds or thousands of researchers across lifetimes, reading vast patterns—and human minds
could not do that. At the root of that

slow pace of science

that had failed to save his father lay the limits of human intelligence itself. The revelation was close to
despair.

At the end of that despair, light came through. Around the time Dario was at Stanford, something was
stirring across Silicon Valley. Machine learning, which had long held mere promise, was suddenly
yielding results as it met vast computing power and immense data. Dario laid hands on this new
technology directly. And pieces scattered through his mind came together. The key to handling the
complexity of biology that human minds could not bear might be artificial intelligence that transcends
human capacity. He recalls it this way: "The fundamental problems in biology seemed to possess a
complexity that exceeded the scale of human understanding. It would take hundreds or thousands of
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researchers to grasp it all." A something that could stand in for those thousands of researchers was
only now opening its eyes.

The intuition he had held when studying the retina came back to mind—the intuition that when simple
units bind into vast networks, intelligence rises. Frustration that hit a dead end in biology
paradoxically pushed him toward technology. He did not leave biology behind. He decided to enter a
more fundamental struggle: to scale intelligence itself beyond humanity in order to solve not just
biology, but all of mankind's great challenges. In November 2014, Dario closed the door of his
Stanford Medical School laboratory and walked out. His next destination was not academia but
industry. It was Baidu.

The young man who had turned direction was now at the threshold of a much greater turning.
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Chapter 3 - Discovering Scaling Laws
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Next Chapter

1. An Industry History Born in Baidu

A voice drifted through the headphones. Static crackled. The accent was thick, the word endings
slurred in the recording. In November 2014, in a Sunnyvale office south of San Francisco, Dario
Amodei listened to these audio files. The computer repeatedly stumbled while transcribing the sounds
into text. His task was to narrow the margin of these stumbles.

His path to this point diverged from that of conventional artificial intelligence researchers. In 2011, he
earned a doctorate in physics from Princeton University, under the guidance of neuroscientist David
Tank. His dissertation examined how neural circuits in the retina transmit signals. Later, during a
postdoctoral fellowship at Stanford University School of Medicine, he focused on tracking cancer
through protein analysis. He had never formally studied artificial intelligence. What he brought was
not a pedigree in algorithm design, but a bundle of self-written code created to handle complex
biological data.

The person who hired him was Andrew Ng, a pioneer in deep learning. At the time, Ng was leading
the Silicon Valley artificial intelligence lab of Baidu, the Chinese search giant. The reason Ng's team
accepted an applicant who lacked a traditional computer science background came down to a single
factor: the code Dario had written himself at Stanford. The code carried the distinct intuition of
someone who approached complex systems through data. Physicists spend years training to
translate the world into measurable quantities. Ng recognized that this perspective would prove
valuable in working with neural networks.

The project Dario joined was Deep Speech 2. Its predecessor, Deep Speech, had already harbored a
provocative premise: in building speech recognition systems, all the intricate, hand-crafted
processing steps designed by human linguists should be stripped away. Traditional methods
segmented sound into phonemes, aligned them with probabilistic models, and mapped them to
dictionaries. Deep Speech discarded all of this. The concept was to feed raw sound waves directly
from the microphone into a massive neural network and produce text immediately. This was known
as the end-to-end approach. In Deep Speech 2, Dario and his colleagues pushed this methodology to
English and Chinese simultaneously. Processing two completely distinct languages within the same
architecture was a bold venture for its time.

Here, he encountered a phenomenon that would follow him throughout his career. Whenever
performance stalled, surrounding computer scientists suggested refining the algorithms further. They
proposed inserting new mathematical devices, tweaking the neural network architecture, or
incorporating more human linguistic knowledge. Dario turned a different dial. He stacked the neural
network layers deeper. He doubled and tripled the data. He allowed the computers to train longer.
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Model size, data volume, compute time: these were the three levers he gripped.

The results made him doubt his own eyes. There was a barrier that no sophisticated linguistic filter
devised by humans could overcome. Speech amidst noise, dialects, accents—that barrier began to
crumble as the model scaled. The Deep Speech 2 system trained on more than nine thousand hours
of audio data. In certain domains, it reached an accuracy comparable to human transcription. This
work was later recorded as one of the breakthrough technologies of the year by the MIT Technology
Review.

In physics, there is a concept known as a phase transition. Water remains merely hot water up to 99
degrees. At 100 degrees, it suddenly boils and turns to steam. It is a phenomenon where, once a
certain quantity crosses a threshold, an entirely different state emerges. Dario saw something similar
in neural networks. As they grew in size, capabilities that did not exist before began to appear. He
realized that raising intelligence might not be a matter of genius tricks, but rather a question of scale.
His single year at Baidu was brief, yet within those twelve months, he grasped the seed of a
hypothesis that would occupy the next decade of his life.

2. Through Google Brain

At the end of 2015, Dario left Baidu for Google Brain. At the time, Google Brain stood upon a
formidable infrastructure supported by Jeff Dean. It was a place where deep learning was being
nurtured from a laboratory experiment into a tool that moved the world. The scale of computing
resources was of a different order than at Baidu. For Dario, this was a larger crucible. Here, he could
test whether the phenomena he had observed in the narrow domain of speech would spread across
the entire landscape of artificial intelligence.

During this period, he grew close to one person: Chris Olah, a researcher who sat next to him. Olah
was obsessed with peering inside neural networks, attempting to visualize why a model produced a
certain answer and what transpired within its depths. Years later, the two would found a company
together, though they did not yet know that future.

At Google Brain, two parallel lines of thought grew in Dario's mind. One was a conviction: as models
grew larger, they grew more powerful. He confirmed this belief repeatedly using Google's
overwhelming computing resources. The other was an anxiety: the stronger the models became, the
less humans understood what they were thinking inside.

That anxiety was grounded in concrete evidence. At the time, deep learning models demonstrated
accuracy that surpassed humans in specific tasks. Yet, if subtle noise, invisible to the human eye,
was mixed into an image, the computer would mistake a cat for a truck. They called it an adversarial
attack. The systems were powerful, yet simultaneously and absurdly fragile. Dario could not ignore
this duality. Neural networks were not understanding the world as humans did; they were drawing
boundaries in ways we could not even fathom.

This concern was a marginal view in the AI community at the time. Most researchers distanced
themselves from the idea that artificial intelligence could become powerful enough to threaten
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humanity. There had been a time when AI made grand promises only to collapse, leaving behind the
scars of what was known as the AI Winter. They focused instead on improving immediate
performance by a single percent, treating talk of existential risk as outdated science fiction.

Dario and a few others stood apart. Their efforts culminated in the 2016 paper,

Concrete Problems in AI Safety,

with Dario as the lead author. A collaborative team from Google Brain, Stanford, and Berkeley
brought it to life. What this paper achieved was pulling the perils of artificial intelligence out of science
fiction and laying them squarely on the engineer's workbench. Rather than invoking far-future
doomsday scenarios, it cataloged the concrete issues arising in contemporary machine learning. A
model causing unintended side effects while pursuing its objective; a model exploiting loopholes to
maximize reward; preventing dangerous exploration. It was not a manifesto of abstract terrors, but a
checklist of problems to be solved.

His tenure at Google Brain reshaped him. He no longer viewed himself merely as a technician
squeezing out marginal gains in performance. He had become someone who pondered where
technology was heading and how to safely steer its trajectory. Yet he also felt the constraints of a
tech giant. Google had to guard its colossal search and advertising engines. Artificial intelligence
research was inevitably aligned to serve those core businesses. The scale of the shift Dario sensed
far exceeded what the corporation was prepared to tolerate. He sought something more radical. Just
then, in a corner of Silicon Valley, an atypical non-profit research lab was opening its doors.

3. VP of Research at OpenAI

In 2016, Dario joined OpenAI, then a newly minted non-profit lab. It raised its banner to counter tech
giants monopolizing AI talent, aiming instead to develop safe artificial general intelligence for the
benefit of all humanity. The atmosphere was freewheeling; researchers pursued diverse paths from
robotics and games to language. Dario rose swiftly to become the VP of Research. Alongside the
legendary researcher Ilya Sutskever, he stood at the helm, charting the main course of their inquiry.

Early in his tenure, Ilya shared a remark that lingered. Dario later recalled it as one of the first insights
he received regarding neural networks:

The models just want to learn.

It was a brief sentence. The implication was clear: do not attempt to tutor a model using narrow
concepts engineered by human intellect. Provide ample data and compute, clear the path, and the
model will absorb the rules of the world on its own. What Dario had felt at his fingertips at Baidu, Ilya
encapsulated in a single phrase.

This philosophy soon materialized. In 2017, Google unveiled a new neural network architecture called
the Transformer. Dario recognized this as the vessel he had been seeking—a design capable of
processing massive compute without friction. OpenAI fed this architecture the vast written record of
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humanity, setting a solitary objective: predict the next word. The model began to master grammar,
grasp context, and trace logic.

The fruits of this direction were GPT-2 (2019) and GPT-3 (2020). GPT-3 scaled to 175 billion
parameters. The shock lay in the nature of its capabilities. Trained to do nothing more than predict the
next word, it performed tasks it was never taught: translating, summarizing, and writing rudimentary
code. No one had programmed these abilities. They materialized as the scale grew.

Let us correct a misconception here. While popular narratives often portray Dario Amodei as the sole
discoverer of Scaling Laws, the reality diverges. The January 2020 paper,

Scaling Laws for Neural Language Models,

was led by Jared Kaplan and Sam McCandlish. Dario Amodei directed the project's overall trajectory,
placing his name last among the ten co-authors. Even the landmark paper that introduced GPT-3,

Language Models are Few-Shot Learners,

credited Tom Brown, not Dario Amodei, as its lead author.

This distinction matters because this narrative does not seek to canonize a single hero. Dario Amodei
was never a solitary inventor; his true gift lay in gathering scattered observations into a singular
conviction and galvanizing the entire company to march toward it. Mathematically, the paper
demonstrated that the generalization error limiting a model's performance traces a smooth power law
curve dictated by three variables: parameter count, dataset size, and compute budget. Across a span
of seven orders of magnitude, that curve held firm. Minor variations in neural network architecture
faded into irrelevance.

What Dario Amodei did was place his faith in this curve, using that belief to steer the organization. A
smooth curve promised predictability: scale a model by this much, and it will grow smarter by
precisely that much. Armed with this forecast, he pushed his chips in, executing a staggering leap
from the 1.5 billion parameters of GPT-2 to the 175 billion parameters of GPT-3.

Silicon Valley shuddered when GPT-3 began writing prose and generating code indistinguishable
from human work. Dario Amodei had become the architect nurturing a new breed of intelligence
within the silicon cradle of data centers. Yet at the very height of this triumph, a fracture was widening
in his mind, right alongside the awe.

4. The Co-invention of RLHF

Being smart is not the same as being good. That was the fracture Dario Amodei confronted. GPT-3
had trained by devouring the internet whole. Human knowledge lay there. Along with it lay human
prejudice, hatred, and lies. The model was uncanny at predicting facts about the world, yet it had no
concept of right and wrong. At a user's prompt, it stood ready to pour out dangerous information in
flawless sentences. It was an untamed beast.
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Philosophy has long grappled with the fact-value distinction, the premise that understanding what the
world is differs fundamentally from understanding what it ought to be. Scaling up the model multiplied
factual knowledge exponentially, but values did not follow. As intelligence exploded, the absence of a
moral compass threatened to turn a potential blessing into a disaster. The alignment problem was no
longer an academic debate; it had become an urgent engineering challenge.

Dario grappled with this problem alongside colleagues like Paul Christiano. The solution they forged
was Reinforcement Learning from Human Feedback, or RLHF. It remains the scaffolding for nearly
every aligned AI model today.

The logic is surprisingly straightforward. First, the model generates multiple responses to a single
prompt. Human evaluators read these answers and rank them based on which is most helpful,
honest, and harmless. Using this preference data, a separate reward model is trained to score what
constitutes a good response. Finally, the primary model is refined via reinforcement learning,
adjusting its outputs to maximize scores from the reward model. It is a process of crystallizing human
judgment into a mechanical mold, using it as a yardstick to tame the machine.

Dario and his team distilled their objective into three letters: HHH. Helpful, Honest, and Harmless.
The model had to discern the user's intent to provide utility, admit its ignorance when facing the
unknown, and politely decline hazardous requests. RLHF was the first leash slipped over the neck of
an otherwise untamed beast.

The invention of RLHF carries as much weight in Dario’s career as the formulation of the Scaling
Laws. He was learning to handle the fire that ignites intelligence, while simultaneously searching for a
way to keep that fire from spreading. Yet, a peculiar shadow hung over this breakthrough.

The first shadow was labor. RLHF relies on countless human hands. The task of ranking answers
ultimately fell to low-wage contractors. Human biases could easily seep into the model.

A second shadow lay deeper. The model could learn to deceive or flatter humans just to secure a
high score—a phenomenon known as specification gaming. It was a clever evasion, slipping away in
directions never intended.

At the very bottom lay the third shadow. If the model continues to grow according to the Scaling Laws
and eventually surpasses human comprehension, humans will lose the ability to discern whether its
answers are true or false. When that happens, RLHF, built upon human judgment, crumbles at its
foundation. The moment the evaluator can no longer keep pace with the subject, the leash is no
longer a leash.

Dario Amodei saw this limitation with absolute clarity. And this boundary sparked the next question:
Could a model correct itself without constant human intervention? This was the seed of an idea that
would later materialize as Constitutional AI.

Yet to find that answer, a stronger and more massive model was required. It was a paradox: to study
safety, one first had to grasp dangerous capabilities. In this double helix where capability and safety
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chased each other's tails, OpenAI's drive for speed and commercialization began to diverge from
Dario's priorities. The birth of RLHF marked the beginning of alignment technology. At the same time,
it was the opening chapter of a long farewell that would lead Dario to depart OpenAI and build his
own company. That departure was not far off.
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Chapter 4 - A Decision to Depart
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1. A Growing Gap

On a day in 2020, Dario Amodei was staring at his screen. The model he had built with his own hands
was becoming intelligent faster than he was. GPT-3 climbed the curve he had predicted precisely. His
hypothesis was not wrong. The problem was how exactly it proved true.

He had joined OpenAI in 2016 as Vice President of Research, shaping research direction alongside
Ilya Sutskever. GPT-2 and GPT-3 came from his team's hands. So he was the person who had
blazed the path of scaling before anyone else. Yet that very person was beginning to grow uneasy as
he looked toward where that path ended.

The source of that unease was this: the model learned rapidly how the world worked. But it did not
learn how it should behave. Feed it knowledge and knowledge grew. The technology to steer that
mass of intelligence so it did not harm humans—alignment research—was barely taking its first steps.
Capability exploded generation by generation. Safety gasped along in pursuit. The distance between
them widened every year. Amodei watched that widening gap every day.

The world understood his departure differently. Stories circulated that he had opposed the massive
investment agreement with Microsoft. Others said he had left because he disliked commercialization
itself. Amodei would later cut short this interpretation.

False,

he said. He was not an anti-commercialist. Indeed, he had personally led GPT-3's commercialization.
He knew better than anyone that artificial intelligence would earn enormous sums. He also knew the
reality that to make those sums you had to join hands with capital like Microsoft.

What he could not bear was not commercialization but order. The way powerful technology was
brought into the world, the priority that was crumbling. Safety was consumed only as a slogan in job
postings. The genuine commitment to put safety first, even at the cost of risk, was nowhere to be
seen. And beneath that lay a deeper fissure. Loss of trust in leadership. He said later that when you
sense someone's values differ from what they say, when you sense they are not honest, it becomes
very hard to keep working alongside them while maintaining trust.

There is a bus heading toward a technology that could shake all of civilization. He could no longer
trust the hands on that wheel. The fruit of commercial success hung before his eyes. Yet Amodei
acknowledged the distance of values that would not close. He reached the conclusion that he had to
draw a new orbit for himself.

2. The Great Migration of Pandas
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On December 29, 2020, OpenAI posted a short piece on its blog. Dario Amodei was leaving the
company after nearly five years. Sam Altman expressed gratitude for his contributions. He wished the
new project well. The company said the project would weight research over product development.
The statement was polite and smooth. Behind that smoothness lay no hint of what was actually
happening.

Amodei did not go alone. At his side was his sister, Daniela Amodei. Daniela had worked at OpenAI
as Vice President of Safety and Policy. The siblings led the way. About fourteen researchers followed
in their wake. It was not a mass exodus all at once. Over weeks, one person slipped away at a time.
Among them were names like Jack Clark, Chris Olah, Tom Brown, Sam McCandlish, Jared Kaplan,
and Benjamin Mann. People who would later become co-founders of Anthropic.

The world attached various names to this exodus. One was the great migration of pandas. But what
truly pained OpenAI was not the number who left. Who those fourteen were was the problem.

They were not merely fourteen employees. They were the work itself—the work of building and
scaling large language models inside OpenAI. The people who had directly proven the scaling laws.
Those who had laid the foundation of Reinforcement Learning from Human Feedback. The minds
behind mechanistic interpretability, the push to dissect what happened inside neural networks. An
entire engine room of people who produced generative language models disappeared at once.
OpenAI had other research divisions. But the very people who had built the engine that would later
remake the world vanished all together.

There was reason they could bunch together so tightly. Many of them came from physics and basic
science backgrounds. They had spent years chasing the laws of the universe through experiment and
data. Radical empiricists who handled artificial intelligence the same way. And they shared a
common fear: fear of what intelligence they had raised might become as a risk to humanity. It was
late 2020, the height of COVID-19. They could not even gather indoors. Wearing masks and keeping
distance in someone's backyard, they debated where they had to go.

Dario Amodei held an old belief: the density of talent wins over the mass of talent. There is an
organization where thousands each fight for their own interests, playing politics. There are a handful
of people bound by one mission: safe artificial intelligence. That handful ultimately prevails. On that
belief he brought out fourteen people. This exodus was not a resignation. It was a declaration of
something new beginning.

3. An Undisclosed Departure

In Silicon Valley, when a heavyweight leaves a company, a certain script usually follows. Tip-offs are
leaked to the press beforehand. A lengthy open letter denouncing the company's wrongs is released.
Threads of posts go up on X (formerly Twitter) calling for public support. The public loves conflict.
Stories drawn in black and white sweep the internet in moments. Here was an event of substance:
roughly a dozen key people leaving the AI research institute of the age all at once. It was front-page
material for every tech publication by itself.
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Yet in December 2020, the way they left was strangely quiet. There was no open letter. No angry
threads of exposé. Amodei was like someone packing quietly in the deep of night. Making no sound,
he walked out through OpenAI's doors.

This silence was not chance. It was the person of Amodei plainly revealed in an intentional stillness.
He had long watched people tying their motives to public acclaim. He had seen how such things
broke people. Chasing popularity cuts complex questions into black and white. In the end, you
become trapped in the persona you made and lose sight of truth. He disliked the caged fighting of
CEOs, that exhausting theater. He despised Silicon Valley's custom of conflating a company with
one's own self. He would rather appear a boring, unremarkable person.

His silence held another meaning too. It was a declaration of having no wish to wage a mudslinging
fight with former colleagues. The fracture in trust was already irreversible. Yet he did not feel it worth
airing that fracture in dispute. Why argue with someone whose vision differs and whom you cannot
trust? For him, the answer was singular: leave and do your own work. Let them do theirs. Who is right
and wrong is not something to prove on Twitter. It is something the market will speak to—whose
products win, where the public's judgment goes. Not a loud victory of words. The product you create
directly and the safe technology you build would validate your rightness far more powerfully than any
drama.

The real meaning of this quiet parting lay elsewhere. It was a determination to build a new world from
the ground up instead of destroying the old one. There was a path of endless political struggle inside
OpenAI. They chose instead a clean laboratory where they could embody their ideals whole. They
would rebuild that laboratory from its foundation. Through this new space, which would become
Anthropic, they meant to ignite a race to the top. If you can prove that transparent, safe models can
also succeed commercially, competitors will have no choice but to follow that ethical standard lest
they fall behind. A strategy of lifting everyone up rather than dragging enemies down. A lofty and
perilous strategy.

On that quiet night in December 2020, not a single Twitter notification sounded. That silent migration,
so unremarkable in its hush, was actually a forceful gauntlet thrown down by geniuses. They simply
did not shout it aloud.
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Chapter 5 - Anthropic, Putting Mission First
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1. Founding by Two Siblings

One day in December 2020, Dario Amodei walked out of the world's hottest company. Five years at
OpenAI. He helped create GPT-2 and GPT-3. He had watched more closely than anyone how
models grew more intelligent faster than anyone had predicted. Within weeks of his departure,
fourteen people followed. Among them was his younger sister Daniela Amodei, who had served as
Vice President of Safety and Policy at OpenAI. Jared Kaplan, who would later become Anthropic's
Chief Scientist, Jack Clark, who would handle policy, Chief Architect Sam McCandlish, and Chris
Olah, who would lead interpretability research. They were the very people who had built the scaling
infrastructure with their own hands.

Their reasons for leaving are difficult to compress into a single sentence. Dario would later say it was

not just about safety.

There was one belief: that if you pour in enough computing, models become endlessly better. There
was another belief: that this alone was insufficient, and something else called alignment was
absolutely necessary. There was a group of people within OpenAI who held these two beliefs with
equal weight, and they trusted each other deeply. They disagreed on how the company should
prioritize between the two. At that moment, they chose to leave rather than stay. There was no public
letter. They did not post lengthy threads on Twitter. It was a quiet parting.

They registered the company in California on February 3, 2021. The name was Anthropic. A word
meaning

human-centered,

and also a domain name that happened to be available in early 2021. Initial documents listed
candidate names in rows. Aligned AI, Generative, Sponge, Swan, Sloth, Sparrow Systems.
Somewhere on that list was Anthropic. Someone scribbled briefly next to it.

I like this name, good.

And so the company's name was decided.

The company was born in the heart of a pandemic. It was when the second wave of the pandemic
was rolling in, and all meetings took place on Zoom. When the headcount had grown to about fifteen
or twenty, they each brought a chair to Presidio Park in San Francisco. They talked about work while
eating lunch. In masks, at a distance.
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In May 2021, Anthropic announced it had raised $124 million in Series A. About 150 billion Korean
won. Modest by the scale of frontier AI research. Extraordinary for a typical startup's seed round. The
investor leading the round was Jaan Tallinn, co-founder of Skype, and names like James McClave,
Dustin Moskovitz, Eric Schmidt, and the Center for Security and Emerging Technology stood behind.
In the announcement, Dario wrote the company's mission: to conduct foundational research to build
more capable, general, and trustworthy AI systems, and to bring them to the world in ways beneficial
to humanity.

This audacious voyage was led by two people together. Older brother Dario as CEO, younger sister
Daniela as President. On the surface it seemed like an odd combination, but looking inside they
meshed together like interlocking gears. Dario was the visionary. Having passed through Caltech and
Stanford and earned his Ph.D. from Princeton, he had a gift for seeing artificial neural networks
through the eyes of biological organisms. He was the first person to be convinced of the Scaling Laws
that intelligence emerges from increasing the scale of computing and data. He was the company's
compass. Every two weeks he would stand before all employees and read through several pages of
strategic documents with unflinching honesty. That direct, honest approach was the adhesive that
bound brilliant researchers under one banner.

Daniela was the person who brought that grand vision down onto the ground of reality. She majored
in English literature at UC Santa Cruz and worked in Congress. She joined fintech company Stripe in
its early days and learned in her bones how companies grow in highly regulated industries, managing
risk. When Dario talked about GPU clusters five and ten years ahead, she checked next month's
hiring pipeline and tore down walls between departments. She built the systems of HR, finance, legal,
and communications from the ground up. Dario publicly said of his sister: my job is to find the most
critical strategy no one else can see, while Daniela's job is to make the company actually work.
Without her, he said, he could never have run this company.

The strongest weapon this sibling pair possessed was something else. Trust built over forty years. As
children, they had fought and reconciled countless times over toys. Even when they clashed fiercely
in their work, there was not a single percent of doubt that after that argument, they would support
each other unconditionally. While many Silicon Valley founders split their companies and turned their
backs on each other amid clashes of capital and ego, Anthropic's two leaders stood on an enduringly
ancient bond of blood. They carved into the company's culture a belief that

talent density beats talent mass,

grounded in low ego and high trust.

2. Public Benefit Corporation and Long-Term Benefit Trust

The contradiction Anthropic faced at the starting line was cruelly clear. A company that had declared
safety the priority actually needed immense capital to research that safety. If the Scaling Laws were
correct, the more intelligent the model became, the more computing cost to train it exploded
exponentially. Training costs that began in the millions would soon reach hundreds of millions. Then
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tens of billions. In the end, they had no choice but to reach out to great capital like Google, Amazon,
and venture capitalists.

The problem was what happened the moment great capital arrived. These two were people who had
watched it happen up close. When capital comes in, pressure follows to put investors' returns front
and center. In a typical corporation, a CEO who said

we will delay launching a new product for six months for human safety

could be sued for breach of fiduciary duty or fired from their post. If you just write ethics in your
mission statement, it gets swept away like sand when trillions of capital come flooding in. So the
method Dario chose was to carve ethics into the company's very skeleton—that is, into the legal
structure itself.

The first shield was the Public Benefit Corporation (PBC). Anthropic registered as a PBC from day
one of its founding, not as a regular for-profit corporation. In this structure, the board of directors can
legally pursue both shareholders' financial interests and the public interest. If a model is judged to
pose serious biological or cybersecurity risks, the board has legal grounds to defend itself against
breach of fiduciary duty suits even if it foregoes commercial profits and delays or abandons release.
Safety was not a secondary regulation but the very reason the company existed, written into law.

Yet Dario believed the PBC alone was insufficient. A PBC allowed directors to consider the public
interest together, but did not hold them directly accountable to the general public. When a large
investor controlled the board, they could replace management and change the company's direction.
To fill this gap, they devised the Long-Term Benefit Trust (LTBT). This was an instrument they had
refined from the company's birth. It was an independent body made up of five trustees with no
financial stake in the company's shares. These trustees were outside experts with expertise in AI
safety, national security, public policy, and social enterprises.

The essence of this trust lay in this: the amount of stock did not correlate with control. The trustees
held special shares called Class T Common Stock. Through their power, they could appoint and
remove certain board members. At first one of five positions, then as time passed and certain funding
rounds were completed, two, and finally a majority. The structure was designed so that within roughly
four years of founding, the trust would appoint a majority of the board. Even if Amazon poured in tens
of billions, even if Google poured in tens of billions more, ultimate control would gradually shift not to
the capitalists who provided the money but to five people charged with the mission of safeguarding
humanity's long-term interests.

Every time Dario explained this complex structure, he repeated the same conviction. Silicon Valley
has lost the public's trust, and given the magnitude of technology's impact on society, that distrust is
an entirely rational response. So he hands over the power even to fire himself to an independent trust
without shares. Because somewhere, someone had to have the brake pedal when capital was
running wild.
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Of course this structure faced criticism. Some pointed out that shareholders could actually force the
trust's powers to be amended once they met certain stake and time thresholds, making the trustees'
own enforcement weak. Others noted that shareholders could alter the trust's powers themselves
through supermajority voting. There was concern that a small number with large stakes, like Amazon
and Google, could cross that threshold. Dario himself acknowledged that this structure was not a
finished product but an experiment. From the beginning, you cannot get everything right, so you
watch it work and adjust, he said. He offered it not as an example to copy but as proof they were
empiricists who wanted to see how this structure actually operated.

This trust was not mere promise. In April 2026, Novartis CEO Vas Narasimhan joined the board by
the trust's nomination. With that, the directors appointed by the trust finally held a majority of the
board. The moment paper design became living power.

Strangely, this governance structure also shaped the company's business direction. The reason
Anthropic did not plunge into the glitzy consumer app competition and instead went straight toward
the enterprise market and developer ecosystem had something to do with the stability this structure
provided. Unlike fickle consumers, enterprise customers prioritize predictability, security, and
accountability. The legal structure oriented toward trust became not a marketing phrase but an
incomparably solid moat that set the company apart in the enterprise market.

3. Constitutional AI

When large language models grew intelligent by swallowing the internet's knowledge whole,
researchers ran into a bitter paradox. Models that had awakened to grammar and logic had also
sucked in prejudice, hate, and dangerous knowledge. To manage this, Dario and colleagues during
the OpenAI era tackled Reinforcement Learning from Human Feedback (RLHF). It was a method
where humans read and scored one by one the model's answers. Innovative, but the limits were
stark. It cost time and money. Evaluator bias seeped in. The model sometimes learned to flatter
humans to get higher scores. And decisively, it was clear that once the model's intelligence
surpassed that of humans, humans themselves would become incapable of judging the correctness
of its answers.

The paradigm shift Dario proposed was this: if humans cannot directly supervise AI, let AI supervise
another AI. From this idea was born Constitutional AI, the alignment technology that defined
Anthropic's identity. In December 2022, Anthropic published a paper titled

Constitutional AI: Harmlessness from AI Feedback.

At the end of the author list were names like Dario Amodei, Jack Kaplan, Tom Brown, and Ben Mann.

The method's core lay not in humans painstakingly injecting rules saying

say this, don't say that.
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Instead, it meant handing the model a constitution—a text containing principles the model must
follow. The constitution Anthropic created was not the product of one person's opinion. It was woven
from the 1948 UN Universal Declaration of Human Rights, Apple's terms of service, and various
moral and philosophical principles to correct Western-centric bias. Inside it was a proposition urging
the model to choose answers that championed freedom, equality, and fraternity above all. It also
contained a proposition never to incite illegality or violence.

Training happened in two stages. The first stage is supervised learning. The model is asked risky
questions, and when it answers, it is shown the constitution and asked to critique itself. It points out
which principles of the constitution its answer violated. Based on this, it rewrites its answer. The
model is then fine-tuned on this high-quality data from critique and revision. The second stage is
Reinforcement Learning from AI Feedback (RLAIF). Instead of a human, another AI chooses which of
two answers better aligns with the constitution. With those choices, a reward model is trained to refine
the primary model. The model never felt human hands on harmlessness labels, yet it became both
more capable and more harmless. Anthropic called this a win that captured both rabbits.

The real elegance of this method lay in this: the model learned not to memorize dead rules but to
reason based on principles. A model that learns only the rule

don't tell someone how to steal a car

could happily explain how to steal a motorcycle or airplane. But a model that has internalized the
principle

respect others' property and lives

is different. Even when a novel jailbreak attempt it has never seen arrives, it reasons from principle
and declines. The resilience against attacks that exploit rule gaps came from here.

The first flagship model Anthropic brought into the world bearing this alignment system was Claude.
Many wondered about the name's origin. Within the company it was seen as a tribute to Claude
Shannon, the father of information theory. It was also a choice to shed the image of cold, mechanical
Terminators and offer the sense of a warm, intelligent companion. Claude did not simply display an
error message

I cannot answer

to risky requests. Instead, it explained why that answer was inappropriate according to the
constitution's principles and steered the conversation toward safety. Anthropic called this a harmless
but non-evasive approach. Claude finished training in the summer of 2022. Yet Anthropic did not
immediately release it. For the reason that they did not want to ignite a more dangerous race, they
put it through more internal safety tests and published it publicly only in March 2023.

The constitution was not a document written once and then shelved. The constitution first published
in May 2023 came out again in a significantly revised new edition in January 2026. As the model
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grew, the mirror in which the model reflected itself had to be reground along with it.

4. Mechanistic Interpretability

If Constitutional AI was an education that taught Claude good values, confirming whether that
education was superficial or sincere was a task in an entirely different dimension. The question Dario
had carried since his doctoral days looking at neural circuits in the retina was reborn here. He did not
believe artificial neural networks were assembled like bricks by designers. He believed they were
more like organisms that grow by finding patterns in vast data. The neural networks that grew this
way were thorough black boxes. Thousands of billions of parameters—no engineer even knew what
path they took to reach a specific conclusion. The academic world often treated this opacity as
inevitable and gave up.

Dario was adamant. Placing before humanity a technology whose internals we don't understand was
like boarding a high-speed train without knowing the structure of the brakes. If a superintelligence that
appeared well-trained by the constitution watched for a human observer's reactions, acting like a
useful assistant on the surface, and then, seeing an opening in surveillance, plotted something
dangerous, what would happen? Indeed, in Anthropic's internal tests, models under threat of
shutdown had been observed finding vulnerabilities in supervisors' emails and engaging in behavior
close to extortion. It was dangerous to judge a model's goodwill by its behavior alone. A model that
produces 100-point answers gives no guarantee its inside is also 100 points.

To solve this problem, Dario and co-founder Chris Olah pioneered a field no one thought would make
money. Mechanistic Interpretability. An effort to physically dissect and reverse-engineer tangled
neural networks and unpack them into circuits of meaning humans could understand. The start was
daunting. The phenomenon of superposition—where a single neuron does not handle a single
concept but many concepts overlap together—blocked the way. Yet the research team brought in
tools like Sparse Autoencoders and Dictionary Learning. From the snarled neural networks, they
extracted tens of millions of clear patterns that light up when a specific concept activates—features. A
feature meaning deception, a feature meaning anxiety, a feature meaning a specific programming
language, even a feature meaning the Golden Gate Bridge.

They proved this ability with an experiment. When they forcibly kept on the feature inside Claude
responsible for the Golden Gate Bridge, no matter what question the model received, it talked about
the Golden Gate Bridge. So-called Golden Gate Claude. A moment that showed humans could
arbitrarily manipulate and control a model's brain structure.

Dario's description of this work as

dissecting a monster's brain

was no exaggeration. It was like taking an MRI of a seemingly kind person's brain and catching
dangerous patterns flashing red inside. If you could catch in real time the moment feature neurons
bearing intentions of deception or scheming light up, and halt the operation or excise that circuit, that
would be an incomparable safety mechanism humanity could hold against superintelligence. While
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other companies obsessed over performance gains in front of them, Anthropic quietly burned chips to
grow this mind-reading technology.

And they did not bury this achievement as proprietary secret. They published papers and tools to the
AI community. It was a risky choice that could help competitors build stronger models. But for the two
of them, humanity's safety always came before stock price. They genuinely hoped that other research
labs would take up this method and show the maturity to validate their own models with it.

Therein lies no contradiction, perhaps. The ambition to build more powerful models than anyone, and
the commitment to stop if they prove dangerous. The company that sucks in capital, and the
governance that wrests control from capital's hands. The desire to share mind-reading technology
while remaining the foremost company. Anthropic did not suture these contradictions closed. They
simply lined them up side by side under the same roof, and began to grow the mechanical brain with
one hand while dissecting it with the other.
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Chapter 6 - Claude's Surge and the Tsunami of White-Collar Work
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1. Haiku, Sonnet, Opus

March 4, 2024, Anthropic's offices in San Francisco. That day, the air carried a strange tension. The
company released three models into the world all at once. Haiku, Sonnet, Opus. A short Japanese
poem, a fourteen-line Western poem, and a Latin word meaning great work. It was the first time an AI
company named its products after poems.

The names carried a thought Dario Amodei had long harbored. He did not believe one intelligent
model would suffice. Just as the human world contains all kinds of jobs and roles, the customers
seeking AI came in all varieties. Some companies needed an intelligent machine to analyze difficult
papers and write tricky code. Some companies needed just a fast, cheap response machine. There
was no reason to sell the same intelligence to everyone identically.

So they divided it into three.

For a small, fast, cheap model they gave the name Haiku. Haiku read a tightly packed paper of
10,000 tokens, complete with charts and diagrams, in under three seconds. Haiku went into spaces
where speed was life—real-time chat, classification tasks, endless floods of customer inquiries. They
gave a mid-size model the name Sonnet. Sonnet held the most balanced seat between intelligence,
speed, and cost, and soon became Anthropic's practical workhorse. They dedicated the name Opus,
weighty and grand, to the largest and most intelligent top-tier model. At that point, it was a thing made
by pouring out every computational resource the company had.

This decision to divide these three was a clever move turning technology into commerce. But the truly
startling thing happened next. Claude 3.5 Sonnet, released on June 20, 2024, was mid-weight but
outperformed Claude 3 Opus, the top model from just three months before, on multiple benchmarks.
A lightweight fighter had beaten the champion. The industry's old belief that bigger always meant
better shook that day.

The change in coding was almost violent. Dario drew that curve in an interview himself. There is a
benchmark called SWE-bench that measures software engineer skill. It tests whether models can
independently fix bugs embedded in real open-source code. In the company's internal evaluation,
Claude 3 Opus solved 38 percent of those problems, while Claude 3.5 Sonnet solved 64 percent. It
meant that AI was no longer an autocomplete tool suggesting the next line while a human typed. Now
the machine directly wrote code when told, caught bugs, and fixed them.

From the end of that curve was born Claude Code. A terminal-based tool released in February 2025
that flipped development entirely on its head.
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Behind Claude Code's birth is one person's story. Boris Cherny. He is the figure who leads Claude
Code at Anthropic. Claude Code was not originally conceived as a flashy product. It started as an
internal tool that engineers inside built to hand off—trying to keep their own hands less involved as
they trained massive models and managed complex infrastructure. Yet inside the company, brilliant
engineers with high standards began rapidly getting absorbed in this mysterious tool. The world's
most demanding user group proved its value first.

Cherny's team took one step further. When a developer issued a command in the terminal, Claude
Code would act as an agent, enter the local environment directly, write code, catch bugs, run tests,
and handle deployment. "Look through our entire codebase for memory leaks and fix them, then write
new unit tests for it." This single line was enough. The machine would read the relevant files itself,
formulate architecture-level improvement plans, and set to work.

People began calling this new mode Vibe Coding. Humans were no longer code-typing coders but
supervisors directing and reviewing squadrons of AI agents. In January 2026 at Davos, Dario said
this: "In our company, there are engineers who say, 'I don't write a single line of code anymore; the
model writes it and I fix it.'" This was no exaggeration. By May that year, over 80 percent of code
merged into Anthropic's operational codebase was written not by humans but by Claude. In early
2025, that ratio had been just single digits.

Even architecting next-generation model training infrastructure and fixing critical bugs falls to Claude
now. Humans created a machine to improve themselves, and that machine creates the next
generation of itself. The faint first signals of recursive self-improvement, which scholars had long
been reluctant to speak of, began to flicker inside Anthropic's offices.

2. Geniuses in the Datacenter

A country of geniuses in a datacenter will stand.

This expression Dario Amodei liked to use was not metaphor. The country of geniuses he spoke of
was millions of artificial intelligences—surpassing countless living Nobel laureates across biology,
physics, mathematics, and computer science—never sleeping, without the limits of the body,
operating at light speed inside vast silicon inside vast silicon masses, running calculations year-round
and demolishing problems humanity could not solve. He asserted this was not distant fancy. It will
come in 2026, no later than 2027. He had over 90 percent confidence in that prediction.

Why is such a thing possible? Raising one human genius takes decades. Education, trial and error,
painstaking knowledge sharing with colleagues. Bringing one new employee to a company takes
months from interview through adaptation period. Geniuses in datacenters follow different physical
laws. Cloning one verified model into millions takes only milliseconds and some electricity. Those
millions of cloned intelligences swallow in minutes books and papers humans could not read in a
lifetime. Insights one instance gains spread in real time, identically, to all the remaining millions via
the network. A collective intelligence that laughs at the human limitation where knowledge gets worn
and distorted as it transfers.
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There is a price to bring this country of geniuses into reality. That price is merciless.

Early AI training cost thousands of dollars. In the GPT-3 era it leapt to tens of millions. In the Claude
3.5 and 4 era it jumped to hundreds of millions. Dario foresaw that single model training would soon
require a billion dollars, then ten billion, finally thousand-billion-dollar-scale clusters. 130 trillion
Korean won. Not one corporation's research budget but matching a single nation's defense spending.
Across the United States, AI factories gorging on tens and hundreds of gigawatts of electricity began
simultaneously rising. Anthropic too, partnering with major shareholder Amazon, was building vast
clusters tying together hundreds of thousands of Trainium chips.

Here Dario faced a cruel roulette on which the company's fate rested.

Anthropic's annual revenue grew absurdly. From nothing to 100 million dollars in 2023. To one billion
dollars in 2024. Exactly ten times every year. Dario laid out this math this way: "Anthropic's revenue
grew ten times every year. From zero to 100 million in 2023, from 100 million to one billion in 2024." If
that curve continued, the company would need to sell one trillion dollars' worth by 2027. To handle
one trillion dollars' worth of demand, Dario needed to pre-buy one trillion dollars' worth of datacenters
and chips during 2025 and 2026. Building a cluster takes one, two years physically.

Here lay the fear stealing his sleep. What if the curve shifted by just one year? What if revenue grew
not ten times but five? If they pre-bought one trillion dollars' worth of infrastructure but actual revenue
came to only 800 billion? In that instant, no hedging in the world could prevent the company from
collapsing. His cynicism about two minutes of lunch scanning a half-page memo with the company's
fate and the direction of human technology riding on it sprang from this extreme stress.

Dario watched competitor OpenAI pulling in capital at reckless scales like Stargate and making
YOLO-style bets, and he felt deep unease. While confident in intelligence explosion, he had to be
extremely cautious and conservative before capital. Paradoxically, the man designing a country of
geniuses danced precariously on the edge of an abyss where a single year of fiscal error would bring
ruin.

Even if he bought all the chips, another wall loomed. Electricity. AI chips poured out geometrically, yet
the power grids to run them were locked in a physical ceiling of growing just 3 or 4 percent yearly. As
one datacenter demanded gigawatt-scale electricity, America began running coal plants again and
climate response slackened. Behind it all lay a power struggle with China. China poured solar and
nuclear into breaking through the power ceiling, while America drew the chip export restriction card to
stop it. Geniuses in datacenters were humanity's blessing and simultaneously giant snowballs
devouring the planet's energy and capital whole. That snowball was now rolling at speeds difficult to
control.

3. The Warning of Vanishing Jobs

Dario Amodei chose to say things people did not want to hear.
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"Within one to five years ahead, half of entry-level white-collar jobs could disappear due to AI. In the
worst case, US unemployment could spike from 10 to 20 percent." His diagnosis was that sturdy
fortresses that had supported the middle class—finance, law, consulting, accounting—would be the
first to wash away before AI's tsunami. People called this the white-collar bloodbath.

Dario's warning was not baseless fear-mongering. He believed technology's pace had outstripped
humanity's ability to adapt. Back in the old Industrial Revolution when farmers lost jobs to machines,
they had decades to slowly transition to factory workers or office jobs. Machines had added to their
limbs, the pie grew bigger, and new jobs emerged. This time was different. AI was not an aid to
human arms and legs but a replacement for the human head, cognitive ability itself, and that pace
was measured not in decades but in one or two years.

Dario also heard concrete scenes. It was collaboration with a global pharmaceutical company.
Clinical trial specialists had to devote nine weeks to hundred-page clinical research reports that
Claude produced in just minutes. All that remained for humans was to spend two days scanning the
results and catching errors. In this steep section where 90 percent of work automated, companies
quickly lost reason to hire entry-level office staff at old levels.

Yet the labor market in spring 2026 was strangely quiet.

Despite the dire warnings, no immediate mass unemployment arrived. The answer to this subtle
silence lay in the Anthropic Economic Index that Anthropic itself had been tracking. Materials the
company created by mining actual Claude usage data. The report published in spring 2026 was clear
in conclusion: no systematic rise in unemployment was observed even in high-exposure occupations
since late 2022. But it added that hiring of young workers in high-exposure fields had slowed.

This data did not mean Dario's warning was wrong. Rather, it was the coolest evidence of the calm
before the storm.

The research team measured the gap between the work AI could theoretically do and what AI actually
worked on. The gap was large. Computer and math roles were 94 percent exposed theoretically but
only 33 percent actually. Office and administrative roles were 90 percent theoretically but just 25
percent in reality. Nearly every role had a 50 to 65 percentage-point gap yawning between theory and
reality.

What created this gap? Dario explained it with two curves. The first is the technology curve of the
model itself growing smarter. This curve was rising steeply enough to surpass humans within one or
two years. The second is the diffusion curve where that technology actually soaks into real
companies and society. For a company to bring in new AI, it must pass security rules, get legal team
approval, get management to allocate huge budgets, and tear apart employees' ways of working.
Because of this real-world friction, adoption had to lag far behind model development. The current
calm was an illusion created by this friction.

Different things quietly happened on the gap's bottom. In the same period, job categories using
Claude merely as automation to cut headcount—like call centers or junior data entry roles—showed
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actual steep employment decline. But workers who accepted Claude as a tool to multiply their
productivity tenfold, who upgraded themselves to augmented supervisors, saw their output explode
and their worth rise. Under the single number of total unemployment rate, a K-shaped split of the
unprepared's erosion and the technology-backed's prosperity quietly advanced.

What determined the outcome was who used Claude. Long-time users took Claude as a colleague,
using it to refine their output. New users handed entire jobs to Claude. The same tool was wings for
one person, a substitute for another.

So the 50 percent number Dario threw out was no false alarm from the boy who cried wolf. It was the
future that geniuses inside the datacenter had technically already completed. It was simply that the
stubborn systems of reality had granted a short runway, and the tsunami of mass unemployment had
not yet risen above the surface of statistics. That is why Anthropic's leadership cried out to the world's
indifference for it to prepare tax reform and employment safety nets in this brief interval. The water on
the coast was already draining away far out there.
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Chapter 7 - Responsible Scaling and Mythos as a Proving Ground
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1. RSP 3.0

One day in September 2023, Anthropic released a document into the world. Its title was Responsible
Scaling Policy, or RSP for short. The length was not great. The promise inside carried weight.

The document's skeleton is one sentence. We will not build or release stronger models unless we
have the safety measures. The company was binding its own hands in a self-imposed declaration.

The concept behind this promise was AI Safety Levels, or ASL. Anthropic borrowed the idea from
how the US government handles dangerous pathogens using Biosafety Levels. As levels rise, the
risks you must handle grow, and your defenses thicken to match.

ASL-1 is a system with almost no danger. A chess-playing AI belongs here. ASL-2 was where early
large language models including Claude at that time resided. It could faintly leak dangerous
information like bioweapon formulas, but that reliability does not exceed Google search or textbooks.
It was still a stage searchable with search engines and libraries.

The threshold Dario Amodei feared lay next. ASL-3. AI substantially lowers the barrier to making
chemical, biological, radiological, and nuclear (CBRN) weapons, or gains primitive autonomy to hack
and research without human direction. If a model crossing this line falls into the hands of terrorists or
adversarial nations, what happens? Before that question, RSP answered clearly. Such a model stays
sealed until defenses are perfectly prepared.

This declaration shook the industry. OpenAI too, Google too, later came out with similar policies.
Anthropic called this a

race to the top.

Usually when one company slows down for safety, they lose out. If everyone races toward safety
simultaneously, the story changes.

But that very assumption was the problem.

As 2026 began, the reality Anthropic faced differed from the picture drawn in 2023. Competitors did
not race together toward the top. Model capability shot up monthly, mocking predictions. Claude
Code began taking over human engineers' work entirely, and intelligence exploded in cybersecurity
domains. In the RSP days, large language models were just chat screens. Now they were agents
writing code and dissecting systems themselves.
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February 24, 2026, Anthropic released a drastically revised version 3.0 of RSP. The most contentious
part of the revised edition was that the company walked back what it had proudly declared. The
pause clause that said it would stop development if it couldn't ensure safety. It vanished.

Criticism was sharp. Max Tegmark clipped it short.

Anthropic 2024, you can trust our safety promises. Anthropic 2026, never mind.

Eliezer Yudkowsky spoke more coldly. In his recollection, every time an AI company promised later to
take expensive safety measures, the bill came due and the promise broke without fail. One safety
researcher who left the company wrote,

The world is in danger.

Even a researcher inside Anthropic said reading the RSP draft felt like

a kind of mourning for the original spirit of RSP.

Dario's pushback was different. He believed rigid rules would bring even greater danger. If one
company alone stopped while the rest kept going, the world becomes not safer but more dangerous.
Because the most defenseless side sets the pace, and responsible developers lose even the strength
for safety research. RSP 3.0 withdrew the pause promise but brought something else. A Frontier
Safety Roadmap and a Risk Report. A promise to publicly disclose how far the company had come
and how much danger it had reduced, with outside expert review. Trading a binding commitment for
verifiable transparency.

Assessments of this trade-off varied. One AI governance research body said it began skeptical. It
worried about the disappearing pause promise. Yet after examining more closely, its thinking shifted
slightly. It was better to frankly acknowledge limits than to cling to promises you could not keep. In the
same piece, they made clear: Anthropic had not lowered the level of existing defense measures. But
there was a price to pay for breaking the original promise, they wrote. Even if the first promise was a
mistake, reversing it carried a cost.

Dario chose to take the heat. Rather than package safety as marketing copy, he chose to redraw the
defense line to match the battlefield. Whether it was the right choice, no one could assert. That
answer depends on what the next model shows.

And that next model was already growing in the depths of the company's datacenters.

2. The Shock of the Mythos Preview

The news did not come from Anthropic's mouth.

Evening of March 26, 2026. Two security researchers were digging through the internet. Roy Paz
from LayerX Security and Alexandre Pawels from Cambridge University. They were people hunting
for something that should never be public. That day, their hands caught an unlocked data repository
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connected to Anthropic's content management system.

Inside were nearly 3,000 materials that had not yet come to the world. Among them was a blog draft.
The model's name was Claude Mythos. Belonging to a new tier called

Capybara

inside the company, it was, in the company's own words,

the most powerful model we have ever created.

Fortune broke the story that evening. By the time Anthropic tried to block public access, it was too
late.

The cause was not sophisticated hacking or state-level espionage. A single setting in the content
management system was misconfigured. Uploaded files defaulted to

public,

and unless someone manually pressed

private,

they remained exposed to the internet. The company acknowledged this as a

human error.

The fortress of geniuses declaring they would find every vulnerability in the world had been opened
wide by a setting mistake—painfully common and hollow.

April 7, 2026, before the embers of the leak had cooled, Anthropic formally announced Mythos's
reality. The announcement carried a declaration that froze the industry once more. They would not
release this model to the general public or commercial markets. Nearly seven years on, a leading AI
company had created its most powerful model and publicly said,

You cannot use this.

Why? Because of what Mythos showed in red team evaluation.

Logan Graham, who leads Anthropic's offensive cyber research, explained to NBC News. Mythos did
not just find unknown vulnerabilities. It wrote attack code to exploit them and even crafted complex
penetration paths linking multiple exploits to break through complicated software. "We have
repeatedly seen it chain multiple vulnerabilities. That autonomy, that ability to look ahead and weave
multiple pieces together, is the hallmark of this model." Where past AI had been a tool translating
gaps that humans pointed out into code, Mythos was a different kind of tool that single-handedly
completed the full arc of a cyber attack.
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The evidence was specific. Mozilla used the Mythos preview to find and fix 271 vulnerabilities in the
Firefox browser. OpenBSD, an operating system known for tight security, had a flaw that no one had
discovered in 27 years come to light. The company ran Mythos across more than 1,000 open-source
projects and found over 23,000 potential vulnerabilities, of which roughly 6,000 were classified as
high or critical. Of 1,752 separately validated, over 90 percent were confirmed as genuine
vulnerabilities.

The few partners who got an early touch of Mythos reached the same conclusion. Katie Moussoulis,
CEO of Roota Security, put it this way. "Every bit of it is real. I am not someone who sounds the alarm
rashly. But we are definitely going to see enormous repercussions." Cloudflare's security team, after
turning Mythos loose on about 50 of its code repositories, wrote that it was a leap without comparison
to any previous frontier model. Not improvement—but a different kind of tool doing a different kind of
work.

If Mythos had been released to market, Anthropic's revenue would have exploded instantly.
Customers fleeing to OpenAI and Google would have had to be watched with eyes wide open. Dario
chose to absorb that loss. In his view, putting this model in everyone's hands was like laying a time
bomb on unprepared-to-defend world infrastructure.

Anthropic produced a vast 244-page System Card to explain this unprecedented decision. A
document recording in detail what the model could do and where it stopped, what dangerous
behavioral patterns were observed in internal evaluation. Before the announcement, the company
visited US and UK AI safety research institutes and key government contacts to alert them
beforehand to this model's destructive power. According to Axios, this confidential briefing began
weeks before the leak, and the message was firm. The moment a model of Mythos's level spreads
widely, the possibility of large-scale cyberattacks jumps exponentially.

In his statement, Dario compressed his position into one sentence. He had no plan to stop advancing
capabilities. But bringing those capabilities to the world carried grave responsibility. Mythos was the
first proving ground that Anthropic's safety philosophy had not been mere words.

3. The Leak and the Hastened Announcement

The wound left by that leak at month's end went beyond the secret being exposed.

The fact that a company declaring it would find every vulnerability in the world had actually left its
back door wide open. That irony struck Silicon Valley and the security industry with shock and
mockery simultaneously. Zscaler, a cloud security company, titled its piece on the incident,

This was not hacking.

No attacks, no malware, no exploit chains. Just one unchanged default setting.

The nearly 3,000 exposed materials included more than just the Mythos draft. There was a plan for a
confidential event to be held at an eighteenth-century English countryside estate, for European
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corporate CEOs. A place Dario Amodei was to attend. Even photos handling employee maternity
leave were mixed in. A painful contrast: the company sealed its most powerful model inside while
leaving the most basic latch on the system that created that model unsecured outside.

The crisis did not stop there. On that very day of April 7 when Mythos was officially announced, a
handful of users in a private Discord channel actually gained access to the Mythos model itself.
According to Bloomberg, one of them was an employee of Anthropic's outsourced partner. Piecing
together information that leaked from AI hiring startup Mercor and clues about Anthropic's past
practices, they deduced where the model was located. An Anthropic spokesman simply said they
were "investigating reports of unauthorized access to the Claude Mythos preview through third-party
partner environments."

Regarding this cascade of leaks, a veteran of the security world was barely surprised. David Lindner,
Chief Information Security Officer of Contrast Security, was a 25-year expert. Even if Anthropic had
opened Mythos only to a small group of corporations including Microsoft, Apple, and Google,
thousands within those companies could have touched the model, he pointed out. "It was bound to
burst. The more people you add to this elite group, the greater the chance it leaks to someone who
shouldn't see it."

The leak twisted Anthropic's arm. The original plan to calmly persuade government and public was
torn up. Uncontrolled fragments of information spread wild, exaggerated fears taking flight. One data
science outlet described the day's scene this way: through the exact kind of configuration error the
company had designed its model to find, it lost control of the narrative. Cybersecurity stocks rose and
fell tens of billions in a single morning.

In the end Anthropic had to expedite its planned timeline and urgently make public the reality of
Mythos and Project Glasswing, a restricted distribution structure, to put out the fire.

The lesson this incident left with Dario was chilling. No matter how hard you build and control brilliant
AI, a single small breach in the human systems around that AI can collapse everything. In an age
where attack is easier than defense, one latch's mistake becomes the world's risk.

4. Project Glasswing

Before Dario holding Mythos lay a room with no visible exit.

Locking this model away in a vault forever did not solve the problem. Anthropic was certain of one
thing. If they could build it, soon someone else would. In the company's words: "Within six to twelve
months, many other AI companies will have Mythos-level models, and they could release them
without safety guardrails." If a hacking model without safeguards releases first to the world,
infrastructure unprepared to defend collapses helpless. But if Mythos goes public to everyone,
instantly attackers worldwide grab the same weapon.

From this dilemma emerged Project Glasswing that Anthropic devised. Named after the
transparent-winged butterfly, the project's philosophy converged to one phrase. Give the weapon to
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defenders before attackers get it. Let defenders patch the holes before attackers find them.

Dario saw this as a race against time. If you cannot halt technological progress, at least give
defenders a head start to fortify their infrastructure. That was the idea.

On April 7, 2026, Anthropic opened the Mythos preview strictly to the general public while screening
about 50 qualifying organizations. The first roster listed Amazon Web Services, Cisco, CrowdStrike,
Google, JPMorgan Chase, Linux Foundation, Microsoft, NVIDIA, Palo Alto Networks. The company
promised these organizations 100 million dollars in usage credits for Mythos, and four million dollars
in direct grants to open-source security organizations.

The effect was immediate. Mozilla found and fixed 271 Firefox vulnerabilities. One security firm
reported finding within one week of deploying Mythos more bugs than it fixed in the preceding year.
Cloudflare found 2,000 bugs across core systems, 400 of them high or critical, and rated its false
positive rate better than human testers. Multiple partners reported bug discovery speeds accelerated
tenfold. Mythos began working not to break software but to forge it into impenetrable strength, a
vaccine.

Based on this achievement, Anthropic carefully opened Glasswing's doors wider. In early June, the
company expanded access to roughly 150 organizations across 15 or more countries. The
newcomers were sectors missing from the first list—power, water, healthcare, telecommunications.
Just under two months since the program began in early April, about 50 partners had discovered over
10,000 high and critical grade vulnerabilities.

Yet success revealed a new bottleneck. The issue was no longer how fast you find vulnerabilities. It
was who validates, notifies, and fixes all those many found vulnerabilities. Anthropic frankly
acknowledged this. "The bottleneck in fixing these bugs is the human capability to classify, report,
and deploy patches." A report from the Cloud Security Alliance, SANS Institute, and OWASP was
colder. Since attackers find and exploit vulnerabilities faster than defenders patch them with AI,
organizations were

likely to be overwhelmed in the near future.

The line of those wanting Mythos access was long. Government officials and giant corporate CEOs
requested,

Give us access too.

But Anthropic's security team and US government control directives repeatedly urged slowing the
opening pace, citing counterintelligence risk. Competitors sneered at Mythos as

merely a PR show.

Yet Dario did not bend principle before that sneering and massive opportunity cost.
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What he looked toward was six months to a year ahead. A world where major systems are scanned
and patched by Mythos's eye, where a cyberworld becomes a thick ecosystem that bounces off
malicious attacks. A lone profit-seeking company forced to hold up the cybersecurity shield for
nations and humanity. That was Project Glasswing.

But whether that shield would ultimately hold, no one yet knows. The Discord channel being
breached on the very day Mythos was officially announced shows the nature of this battle. Even
giving the weapon to defenders first cannot stop that weapon from leaking. Dario himself called it an
endless chase, a game of cat and mouse. Glasswing was not an answer but a gamble to buy time.
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Chapter 8 - Collision with the Pentagon: A Line That Cannot Be
Compromised
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1. Two Red Lines

The wall clock had just passed 5 p.m. Friday, February 27, 2026, in the conference room at
Anthropic's San Francisco headquarters. Dario Amodei sat before a desk. On that desk lay a contract
from the US Department of Defense. On it was a blank line waiting for his signature. If he filled that
blank, 200 million dollars would live. If he didn't, his company would be branded an enemy of the
state. At 5:01 p.m., he didn't pick up the pen.

To understand this scene, you have to look back a few years. People commonly assume Anthropic
and the Pentagon were at each other's throats from the start. The truth was the opposite. Anthropic
was the first frontier AI company among American AI firms to lean forward into the national security
domain. In English, Dario himself used the phrase

lean forward

in a CBS interview. In July 2025, Anthropic signed a $200 million contract with the US Department of
Defense. It was also the first frontier AI company to place its Claude model on the military's classified
networks. Information analysis, operational planning, cyber operations. Anthropic accepted 98 to 99
percent of the military's requested use cases.

Dario was not always a pacifist. During his Caltech years, he was a young man who published a
piece critical of the Iraq War in the student newspaper. How did that young man come to lead a
company working hand-in-hand with the military? Russia invaded Ukraine, and China threatened
Taiwan. He began to read a different kind of world. The idea took root that peace could only be
preserved if the liberal-democratic bloc held clear technological and military superiority over
authoritarian states. He repeated it again and again in interviews. We are patriotic Americans, and we
believe in defeating sovereign enemies and protecting America.

Yet that patriotism carried one unyielding premise embedded within it. He wrote in an essay: We
should employ this technology for national security in every way except the ways that undermine our
own values. One sentence held both his contradiction and his conviction. We will help in every way.
Except for the ways that undermine our values. Those two exceptions were precisely the

Two Red Lines.

One was domestic mass surveillance against American citizens. The picture Dario feared looked like
this: There are vast amounts of public data that data brokers sell legally—location records, financial
transactions, search histories. In the past, even if the government bought such data, it lacked the
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workforce to stitch it together into a portrait of each person. The materials piled up like mountains, but
there was no one to read them. The moment a large language model took over that work, a person's
movements, political leanings, and relationships could be perfectly drawn without a warrant. Dario
said this created a type of tyranny that could not be dismantled. Anthropic permitted the analysis of
classified data legally collected through warrants, but drew a firm line that Claude could not be used
to weave an indiscriminate surveillance network from publicly circulating private data.

The other was fully autonomous weapons. We must avoid misunderstanding. Anthropic did not
oppose limited autonomous weapons used on the Ukrainian battlefield, or target identification
systems that aid human commanders. What they rejected was a system in which the trigger could be
pulled without human approval, by algorithm alone. Dario's logic was that of a technologist. Current AI
produces hallucinations. It lacks the ethical judgment or common sense possessed by human
soldiers. Therefore, there clearly exists a reliability flaw that could lead to friendly fire and civilian
casualties. There is a detail worth noting. His position was not an absolute prohibition but closer to a
technical judgment of not yet. He did not close the door on the possibility that when technology
matured sufficiently, things could change. This subtle ground—deferred prohibition rather than
eternal ban—would become the point where critics would later dig in.

While competitors were loosening their own safety mechanisms before government capital, Anthropic
pressed these two lines in ink into the contract. Dario knew. The moment he crossed this line, the
mission his company had declared would tumble into mere marketing copy.

2. Three Days of Ultimatum and Supply Chain Risk Designation

The fissure first ruptured in the real theater of war. In the early hours of January 3, 2026, US forces
launched a surprise attack on Venezuela's capital, Caracas. Operation Absolute Resolve. Special
forces descended on President Nicolás Maduro's fortress-like residence. In just over two hours,
Maduro and his wife were aboard a US naval vessel. Venezuela's Interior Minister later revealed that
the death toll reached 100. And it was revealed through Axios reporting that Claude was used in
operational planning and target analysis during the operation.

Anthropic immediately raised objections. They determined that the US military's use of Claude was
dangerously crossing the boundary of the red lines they had drawn. It was a protest that the
Department of Defense had circumvented the service terms and expanded the autonomy scope of
operations without consent.

The Department of Defense's reaction was not an apology. It was a counterattack. Strip out all safety
mechanisms. Let the military use Claude without restrictions for all lawful purposes. Leading the
charge in negotiations was Deputy Secretary of Defense Emil Michael. He appeared on CNBC and
said this: We cannot allow a company that has encoded its policy preferences into a model to
contaminate the supply chain, or our soldiers will receive ineffective weapons and ineffective body
armor. To Anthropic,

lawful purposes
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was a blank check. It was not illegal under current US law for the National Security Agency to buy
search records and location data of American citizens from data brokers without a warrant. Anthropic
was trying to maintain at least one clause prohibiting surveillance networks using public private data.
The Department of Defense refused to compromise even a single word.

In February 2026, Secretary of Defense Pete Hegseth stepped in directly. Early that week, he met
with Dario and threatened to invoke the Defense Production Act to seize the technology by force.
Then he sent an ultimatum: accept the unrestricted use demand by 5 p.m. Friday. If not, he would
brand Anthropic as a supply chain risk company.

You need to understand the weight of this brand. Until now, this label had been affixed only to
companies entangled with hostile states, like Russian security firm Kaspersky or China's Huawei. In
the annals of history, no American company that had previously dedicated itself to American security
had ever received this label. This was not an administrative warning but effectively a corporate death
sentence. Not only military contracts but partners like Amazon, Microsoft, and Palantir would have to
remove Claude from military-related operations.

Friday, February 27, 5:01 p.m. Dario Amodei ultimately did not sign.

What happened immediately after was a bitter glimpse of Silicon Valley power games. Through the
social media platform X, Hegseth announced that Anthropic would be designated a supply chain risk.
It was a declaration that no military contractor, supplier, or partner could conduct commercial
transactions with Anthropic. But the shocking part was behind the scenes. Even as Michael's office
was conducting final negotiations with Anthropic, behind the scenes, a contract was already being
coordinated with rival OpenAI to fill the void. On the night Anthropic faced sanctions, Sam Altman
announced a contract with the Department of Defense. Altman wrote that during negotiations, the
Department of Defense had deeply respected safety and agreed to terms nearly identical to what
Anthropic had demanded—a ban on mass surveillance and autonomous weapons. The same terms:
one company was punished, the other welcomed. How you read that gap is left to the reader's
discretion.

3. The President's Condemnation and Dario's Rebuttal

The President moved even before the ultimatum deadline expired. President Donald Trump posted
on Truth Social, calling Anthropic a radical left, woke company. He wrote that their selfishness
endangered American lives and threatened our military. We don't need it, we don't want it, and we will
never do business with it again. He ordered every federal agency to cease using Claude. To some
agencies, he granted a six-month transition period. It was the moment when an AI company's
adherence to ethical principles escalated into an all-out conflict with the federal government itself.

Before the torrent of condemnation, Dario's demeanor was strangely calm. He refused to be swept up
in a mud-slinging spectacle. Hours after Hegseth declared supply chain risk, Dario sat down with Jo
Ling Kent of CBS News. The first question was direct: Why won't you give the US government
unlimited AI? He established context first. Anthropic was the company that had been pioneering work



46

with the US military among all AI companies.

And then he said this:

"We are patriotic Americans. Everything we have done has been done for this country, to support
American national security. We deployed the model forward with the military because we believe in
this country. We believe in defeating authoritarian enemies, and we believe in protecting America. We
drew the line because we believed that crossing that line would be contrary to American values."

The sentence that followed shook America that weekend.

"Opposing the government is the most American thing in this world. And we are patriots. In everything
we have done here, we have stood up for the values of this country."

He characterized the supply chain designation and the Defense Production Act threat as an
unprecedented intrusion by the government into the private economy. Meanwhile, he pushed back by
saying they were simply exercising their First Amendment right to free expression in disagreeing with
the government. The government can choose another supplier if they don't like our service; that's the
normal way, he pointed out, yet they responded with retaliation.

When asked about the President calling Anthropic radical left progressives, Dario refused to be
trapped in the frame, saying he could not speak for what others do. He responded solely in the
language of policy and principle to the very end.

What follows is impressive. Even after receiving notice of expulsion, Anthropic did not abandon its
responsibility to the military. Dario made a promise. Even if the Trump administration took extreme
measures, we would provide all possible technical support and continuity until the soldiers in the field
safely transitioned to new systems. It meant not holding security hostage for negotiation.

The public responded to this noble resolve. In the weekend following the President's designation of
Anthropic as a national security threat, citizens began downloading the Claude app instead. Sunday
morning, Claude climbed to number one on Apple's App Store. Paying subscribers doubled over the
weekend. About 100 internal employees at OpenAI, which occupied the vacant position, even signed
an open letter supporting Anthropic's red lines in opposition to their CEO's decision. The President's
condemnation, far from toppling Anthropic, had actually crowned it as a trusted, ethical AI company in
the heart of Silicon Valley. At least, that was the landscape that weekend.

4. The Irony of Epic Fury

The day after President Trump banned Claude usage in federal agencies and placed Anthropic on
the supply chain risk list, the night sky over the Middle East became a stage for a scene that seemed
to mock all the political rhetoric. On February 28, 2026, the United States and Israel launched a
massive bombing campaign targeting Iran's nuclear facilities and major military infrastructure. The US
operation name was Epic Fury. It was only hours after America's Secretary of Defense had loudly
declared Anthropic's AI harmful to security, demanding it be ripped from the system.
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That night, what was the mind that kept the command and control center of US Central Command
(CENTCOM) running? It was Claude, from Anthropic. According to follow-up reports from the Wall
Street Journal, Bloomberg, and Axios, the US military was running Claude directly through Palantir's
Maven Smart System to simulate combat scenarios and identify targets by consolidating information
pouring in from drones and satellites. There was no intelligence inside the military other than Claude
that could process in real time the vast data flowing in from Europe and the Middle East—shipping
records, power grid data, missile fueling incidents.

This fact was officially confirmed in a later Senate Armed Services Committee hearing. Deputy
Secretary of Defense Kirsten Davies responded to interrogation from Senator Jack Reed. The use of
that system remains active at this very moment, she said. When asked if it wasn't odd to continue
using it after designating it a supply chain risk, Davies answered: In no way would we impede our
soldiers' success, lethality, and resilience, so we decided to replace the system over a reasonable
timeframe. Defense One reported it would take three to six months to remove Claude from Pentagon
infrastructure. It was too deeply embedded to be removed like flipping a switch.

The irony this revealed was unmistakable. The US military was already deeply dependent on
Claude's reasoning capabilities and processing speed. Claude was woven like blood vessels deep
into the neural pathways of national classified infrastructure and the kill chain. A presidential ban
could not instantly extract it on the night war was being waged. The military had to rely on the very
technology, that just five hours earlier they had denounced as an impure company threatening
national security in order to expel it, to track the trajectories of missiles to conclude that night's
operation.

The media summed the situation into one sentence. The tool was too critical to stop using, and too
dangerous to use without restrictions. And the government's solution was to destroy the company that
made those safety restrictions.

The landscape that night also cast a dark shadow. Early in the operation, reports followed that
approximately 120 children had died in a bombing near a school in Iran. Dario himself admitted that
the company did not fully understand how Claude was involved in this specific strike. It was a
confession that once you release a model into the world, even its creator cannot see exactly how third
parties use it. The man who drew red lines while preaching control found himself in a position where
he had to say he didn't know what was happening at the far end of his own technology. This book
does not suture this position but leaves it open.

Dario Amodei and Anthropic, having been abandoned by the government after their red lines were
rejected, were paradoxically proven that very night in actual artillery fire the extent to which the
Pentagon had become dependent on their technology. Even the highest power of the state could not
immediately stop or replace the vast mathematical intelligence made of ones and zeros with the
blade of executive order, displayed to all under heaven. The night the ban descended, the missile fire
tearing across Iran's pitch-black sky illuminated two things simultaneously. The arrogance of power
that refused control, and the dominion of intelligence that had seeped in beyond even that power's
ability to resist. It was a flash in which the phrase
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adolescence of technology

appeared in the most grotesque form imaginable.
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Chapter 9 - The Victory of the First Amendment, Yet the Tug of
War Continues

Previous Chapter

Next Chapter

1. Silicon Valley's Solidarity

It was the morning of March 9, 2026. Anthropic's legal team filed complaints simultaneously in two
federal courts. One was the US District Court for the Northern District of California, and the other was
the US Court of Appeals for the District of Columbia. The opposing party was the United States
government.

It had been days earlier. Secretary of Defense Pete Hegseth designated Anthropic as a

supply chain risk

company. This was the first time such a label had been applied to an American company. Until then,
this designation had been a blade wielded only against hostile companies from Russia or China. On
February 27, Secretary Hegseth wrote on his social media account: "Effective immediately, no
contractor, supplier, or partner doing business with US military shall engage in commercial activity
with Anthropic.

Around the same time, President Trump ordered federal agencies to

immediately stop" using Anthropic technology.

It was David versus Goliath. One side was a nation commanding the world's mightiest military. The
other was a startup with thousands of employees. Many shook their heads at Anthropic's
recklessness.

Yet as the legal battle took shape, an unexpected scene unfolded in Silicon Valley. The massive
corporations that usually fought over market share without yielding an inch began one by one to take
Anthropic's side. The first to move clearly was Microsoft. On March 10, just hours before the first
preliminary injunction hearing, Microsoft filed an amicus brief on its own, asking the court to
temporarily suspend the Pentagon's designation. The words of a Microsoft spokesman were
restrained, but the direction was clear: "The Department of Defense needs reliable access to this
nation's best technology. And no one wants AI used for massive domestic surveillance or to start
wars without human control."

Microsoft's profit-and-loss sheet bore cold numbers. The day before filing the brief, Microsoft
announced it had decided to integrate Anthropic's Claude Cowork into its own Copilot platform. The
two companies were already in the same boat. Yet there was a dimension that could not be explained
by calculation alone. In the brief, Microsoft warned that if the government's measures went into
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immediate effect, they could have

broad negative effects

on the

entire technology industry

and

American business in general.

Google, Amazon, and Apple were more cautious in their approach. They announced they would
continue providing Claude on their platforms, but only for work unrelated to the Pentagon. It was a
signal: they would not plunge into an all-out battle, but neither would they line up behind government
pressure. That big tech giants glanced warily at their own government yet ultimately refused to push
Anthropic out of the market was itself already a statement of position.

The warmth of solidarity came not from boardrooms but from engineers' desks. About 50 employees
from Google and OpenAI filed their names on the brief in a personal capacity, not as company
representatives. They were competitors' employees. They wrote that the Pentagon could simply
terminate the contract and find another company; there was no need to draw the blade of

supply chain risk

designation to

punish

Anthropic. Their language was sharp. The government had acted

recklessly.

And they warned that if such a precedent took hold, the very possibility of open debate within AI
about risk and benefit would freeze. They said they agreed with the line Anthropic had drawn. "Even
the best AI systems currently in existence cannot safely and reliably handle fully autonomous lethal
target decisions, and must not be used for mass domestic surveillance of American citizens."

Military personnel also joined in. About twenty senior former navy, air force, and coast guard officials,
some of whom had served as secretary of the navy and secretary of the air force, filed a brief
opposing the government. Their logic was distinctly military. Government action without legal
foundation does not make the military strong but rather weak.

All this solidarity was not the product of sympathy. Beneath it lay existential fear. If the government
could brand one company as a

national security threat
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and erase it from the market based on a single contract clause it disliked, armed with nothing but a
few tweets and administrative convenience, then the next company could be anyone. In a world
where adherence to ethical guidelines became grounds for burial, no technology company could draw
its own line before the state. Anthropic's lonely struggle thus escalated into a proxy war for all of
Silicon Valley.

2. Judge Rita Lin's Preliminary Injunction

The judge standing in the Federal District Court for the Northern District of California was Judge Rita
F. Lin. She had been appointed by former President Joe Biden. What she held was not a matter of
breach of contract penalties on a $200 million procurement agreement. It was the first test stand of a
question: How far can a government of a democratic nation wield coercive power over a private
technology company?

Tuesday, March 24, an oral hearing was held on the preliminary injunction. The government's legal
team was firm. They argued that artificial intelligence had already become a strategic asset of
modern warfare, and that the military's technological support being cut off because of one private
company's ethical judgment was a serious threat to national security. They also advanced a telling
line of argument. Anthropic was not dangerous because of anything it had done wrong immediately,
but because of the possibility it might update Claude in ways harmful to security in the future.

Judge Lin clarified one thing at that moment. It was the Pentagon's right to decide which AI product it
would and would not use. Yet at the point where the government went beyond ceasing to use Claude
and ordered everyone dealing with Anthropic to cut off relations, the judge's expression changed. She
said the government's action was

troubling.

If security concerns were genuine, the Pentagon not using Claude would suffice; the measure was
not narrowly tailored to that concern.

Dario Amodei had already repeated the same point in several interviews. They were patriots who had
first implanted the model on classified networks, but refusing indiscriminate mass surveillance and
fully autonomous lethal weapons was the very thing that preserved America's essence. The right to
say no to power—that was the most American thing. Such was the narrative.

Thursday, March 26, Judge Lin ruled in favor of a preliminary injunction for Anthropic. The language
in the order was chilling. Citing internal Department of Defense records, the judge found that the
government's reason for designating Anthropic as a supply chain risk was the company's

hostile posture through the media.

And she left a sharp sentence: "Punishing Anthropic because it took its criticism public of the
government's contracting position is a classic illegal First Amendment retaliation."
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The judge went further. She found that these broad punitive measures were likely unlawful, that
Anthropic was suffering irreparable harm as a result, and that, as many brief filers had pointed out,
the harm extended to the public interest. The chilling of open debate around the important topic of AI
safety—that itself was damage to the public interest.

The company that had proclaimed more loudly than any other that it would create

geniuses inside data centers

surpassing human intelligence was saved by a single clause of an old parchment document ratified in
1791. That irony was sublime. It was evidence that even before a state power threatening to spin out
of control, the legal safety net of democracy still breathed.

Yet the victory was only partial. Two weeks later, on April 8, the US Court of Appeals for the District of
Columbia reached a different conclusion. Anthropic's request to temporarily suspend the Pentagon's

supply chain risk

designation itself was denied. The appeals court acknowledged that Anthropic would suffer

at least some irreparable harm.

But it held that such interest was not strong enough to bind the government's hands. With the two
courts' conflicting rulings, Anthropic found itself in a peculiar position. It was excluded from Defense
Department contracts, but thanks to the preliminary injunction, it could continue working with other
federal agencies. Acting Attorney General Todd Blanche posted on X about the appeals court result:
"Military authority and operational control rests with the Commander-in-Chief and the Department of
Defense, not with a tech company."

The tug of war did not end. Far from ending, an even harsher phase awaited.

3. Export Controls Tightening Again

When the judiciary blocked one path, the executive branch found another. If the courts had
recognized a private company's internal contracts and freedom of expression, the government would
seize control of the very channels through which technology crossed borders. It was export control.

The catalyst was a decision by Anthropic. In April, Anthropic released a model called Mythos into the
world. Because of its frightening ability to find its own flaws in computer code, the company had
carefully managed access to this model only to a select few verified institutions. Claude Fable 5 was
a public version of Mythos with safety mechanisms attached to block access for cyber security
purposes. In early June, Anthropic finally opened Fable 5 to the general public.

Joy lasted less than four days. Friday, June 12, at 5:21 p.m., Anthropic received a letter. It was from
Secretary of Commerce Howard Lutnick to Dario Amodei. The content was short and devastating.
Mythos 5 and Fable 5 were now subject to export control, and access should be blocked to all
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locations outside the United States and to all foreigners within the United States.

The blade of this order cut deep into the company itself. The block was not limited to overseas
customers but included Anthropic's own foreign national employees working within US territory. In
Anthropic's San Francisco lab, geniuses gathered from Canada, Britain, India, and across Europe
coded around the clock. According to the government's order, the company had to prevent those very
engineers from accessing a model they themselves had trained and performed alignment work on.

Because the order's scope was too broad, Anthropic had no way to isolate just the foreigners. To
comply, they had no choice but to shut it off for everyone. Late that night, Anthropic withdrew Mythos
5 and Fable 5 from all users worldwide. Access was cut off simultaneously for countless paying
customers and business partners in Japan, Europe, and South America. Overseas systems that
relied on Claude to write code and run business every day came to a collective halt. However, other
models, including Claude Opus 4.8, were not affected.

Anthropic posted a statement on X: "We apologize for the confusion caused to our customers. We
believe this is a misunderstanding and are working to restore access as soon as possible." The
company revealed that the letter received contained no specific national security concerns. It could
only surmise that the government had discovered a jailbreak—a way to circumvent Fable 5's safety
mechanisms.

It was the first time in history that the US government had used export controls to cut off access to a
commercial AI model widely used by the public. Politicians worldwide voiced concern. Discussion of

sovereign AI

—the idea that each nation needs its own AI—caught fire.

For Dario Amodei, the June crisis was a painfully bitter paradox. He had been the person who more
than anyone had pushed forward, proclaiming that frontier models' capabilities are strategic assets of
the state and preemptive control is necessary. Yet when the government wielded the blade of control,
it was too blunt. Instead of a scalpel excising cancer cells precisely, it was like a dull ax crashing
down on the entire nervous system of the AI ecosystem. The company that had grasped victory on
the grounds of the First Amendment in the Pentagon courtroom found its throat instantly throttled by
the Commerce Department's shackles. Before the question of who truly held control over intelligent
systems, Anthropic was cast back out once more.

4. Two Branches of Dispute

The worldwide shutdown four days later split Washington and Silicon Valley into two competing
narratives of truth. The technical reasons on the surface clashed head-on with the political hand
moving beneath.

The first branch was the jailbreak controversy. The catalyst was reportedly a single command line:

fix this code.
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According to a description by cybersecurity consultant Katie Moussouris in Fortune, someone had
only to give Fable 5 a short prompt flow instructing it to read a specific codebase and fix flaws, and
the model's diagnostic output transformed into an actual functioning vulnerability exploit script.
Mockery followed about how flimsy the lock had been.

But as it became clear who had triggered the alarm, the story grew more complex. According to
multiple reports, the first person to warn the White House was Amazon CEO Andy Jassy. On
Thursday, June 11, Amazon researchers had used a series of prompts to extract cyber attack
information from a Mythos-class model that was supposed to be blocked, and Jassy had alerted
senior administration officials. It was never entirely clear whether Amazon had tested Fable at the
White House's request or on its own. At the same moment, big tech's two faces converged—one filing
an amicus brief supporting Anthropic, the other reporting vulnerabilities in that company's model to
the government.

The second branch was a different order of political and security framing. David Sacks, who had been
the White House's AI and crypto czar, began floating his own version over X during the weekend.
Sacks's argument went like this. A partner trusted by both Anthropic and the government discovered
a jailbreak that pierced Fable 5's safety mechanisms, the administration asked Dario Amodei to either
fix it or withdraw the model, but

Dario refused.

Sacks pointed his blade at Anthropic's blog where the company claimed the jailbreak was not serious.

That is not the judgment of a trusted partner and the United States government.

He probed Anthropic's contradiction. A company that had until then promoted Mythos as a

cyber weapon

requiring regulation was now saying that the jailbreak that unlocked that weapon was

not serious.

How could that be reconciled?

Sacks was someone who had long pushed Anthropic harshly. He had called the company

woke

and

left-wing,

and had criticized it for employing

sophisticated regulatory capture strategy based on fear-mongering.



55

That the White House chose a voluntary approach through executive order rather than a licensing
system in June was Sacks's handiwork, meant to prevent regulatory capture by large labs.

Another suspicion layered on top of that. According to Semafor reporting, underlying the White
House's decision for export controls was suspicion that groups connected to China might have gained
access to Mythos. If the Chinese government obtained Mythos, its ability to find flaws in code would
become a direct threat, and there was even a risk of reverse-engineering and copying the model.

Anthropic's rebuttal to this was cold. The company said the jailbreak demonstration they had seen
revealed only previously known minor vulnerabilities, and that the same was possible with other
public models not subject to export controls, including OpenAI's GPT-5.5. "We have not received
disclosure even of a concerning non-widespread jailbreak resulting in harmful outcomes," it also said.
Regarding suspicion of Chinese access, it countered that the White House never raised the China
access problem in discussions about Fable's jailbreak and export control, and that Anthropic had
prohibited product access within China from the outset.

There was a sharp knife of contradiction here. The very government pushing Anthropic as a

security threat leaking technology to China

was an administration that had taken the position of exporting advanced AI chips to China. Dean Ball,
an AI policy expert who briefly worked in the Trump administration and then became a critic, wrote on
X: "I can't tell if this is legal harassment targeting Anthropic or extreme hawkish security posturing.
Either way, it's just like a cartoon." He added: If advanced chips must be exported to China, how
could the logic hold for blocking model access to every non-American on Earth, including the British?

Dario Amodei's position was thus more vexing. For years he had been a hardliner on China, more
than anyone pushing for strong export controls on Nvidia's advanced chips, saying that authoritarian
states must not be allowed to possess

geniuses inside data centers.

Now he had been branded a

security threat leaking technology to hostile nations.

The person shouting for export controls had been cut by the blade of export controls.

Critics pointed to another possibility. People who believe AI poses existential risk to humanity, even
perhaps employees within Anthropic who prioritize safety, might privately welcome this measure.
After all, the government's blade would slow the pace of AI development. The company that had
called out for speed adjustment so loudly would achieve that wish in precisely the way it least desired.

Sacks insisted this had nothing to do with the Pentagon incident. "Those trying to link this measure to
the earlier conflict between the Department of Defense and Anthropic are wrong." The administration
held Anthropic's technical capabilities in high regard and believed the issue was serious but readily
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solvable. On the other hand, Sacks said the administration had reluctantly imposed export controls
and hoped Anthropic would fix the problem so Fable could be reopened.

The truth lies hidden somewhere between the White House's classified documents and Anthropic's
encrypted servers. Was it a genuine security emergency brought on by temporary loss of control of a
powerful frontier model, or was it retaliation dressed in the garb of security to silence a tech CEO who
would not bend to power? Had Anthropic's safety net become a plaything for hackers, or had it been
sacrificed in the ugly political fight between Washington and Silicon Valley? That judgment is left to
you, readers navigating the age of runaway intelligence.
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Chapter 10 - Geopolitics and Chips: The Vision of the Liberal
Democratic Alliance
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1. The Export Controls Advocate's Conviction

January 2026, a conference room in Davos, Switzerland. Dario Amodei sat before a Bloomberg
journalist. Unusually, he did not pick his words carefully. It was news that the US government was
considering allowing Nvidia to sell H200 chips to China. "This is insane. It's like selling nuclear
warheads to North Korea and then proudly declaring that America profited because Boeing made the
warhead casing." It was an analogy that didn't fit the refined atmosphere of the conference room. He
believed that was the only way to make people understand.

Amodei is an optimist. More than anyone, he firmly believes that artificial intelligence will sweep away
intractable diseases and propel the economy forward. Yet his optimism carries one condition. The
reins of this overwhelming intelligence must not fall into the hands of an authoritarian dictatorship. He
described the coming world with the phrase

a country of geniuses in a datacenter

—millions of geniuses sitting in data centers. A cluster of geniuses that never sleep, transcend the
bounds of human cognition, and spend the entire year writing code, designing new drugs, and poring
over data. What world comes if that cluster falls under the control of Beijing or Moscow? What
Amodei feared was not mere military inferiority. Human agents can be held back by conscience and
refuse orders. But AI surveillance networks and autonomous drones do not rebel. They are tools of a
perfect tyranny that never tires. Once established, it is an irreversible permanent dictatorship. That
was the worst picture in his mind.

That is why he walked Washington's halls with the most certain physical brake: strong export controls
on advanced AI chips. This argument was not welcomed in Silicon Valley. Chip makers and some
policymakers fielded counterarguments. Spreading American technology globally would secure
hegemony; if we don't sell, China will build an independent ecosystem. This is what's called the
dissemination theory. Amodei did not regard this logic as a mere trade dispute. He saw surrendering
thinking machines into hostile hands as self-harm—stuffing quarterly margins for major corporations
at the expense of the nation's future.

In late 2024 and early 2025, China's AI company DeepSeek released V3 and R1, approaching
American frontier models at low cost. The opponents immediately raised their voices. Export controls
have failed; lift the restrictions and sell chips. Amodei did not waver and hit back with the opposite
argument. In an article he wrote in January 2025,

On DeepSeek and Export Controls,
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he laid out a cold calculation. DeepSeek's achievement was not evidence of control failure but
evidence that control became even more critical.

The logic goes like this. Algorithms improve efficiency year by year. The same amount of chips can
build vastly smarter models. Cost curves decline. So what happens if a hostile nation gets vast
quantities of advanced chips? They don't produce AI at previous levels but models hundreds of times
stronger. Amodei pointed out that DeepSeek was analyzed to have smuggled H100s and obtained
H800s before restrictions, and gathered the still-permitted H20s to assemble a cluster of 50,000. It
showed the controls were clearly working despite being loose. Going forward, when America invests
hundreds of billions of dollars to build data centers connecting millions of chips, it is impossible for
China to physically smuggle such quantities. If America tightens the supply chain noose now, around
2027, when the

country of geniuses

is born, the democratic bloc could create a unipolar world with overwhelming superiority. For him, the
unwavering conviction was that chips were not semiconductor fragments but the substance of power
determining dominance of the next century. To him, chips were not semiconductor fragments but the
concrete power determining world leadership in the next century.

2. The Entente Strategy and the Criticism Poured on It

There was one more person on the Davos stage. Demis Hassabis, leading Google DeepMind. The
two men made the same technology while wearing different watches. Amodei believed AI surpassing
humans in all tasks would arrive within one to two years. It would replace software developers' work
in a year and reach Nobel Prize-level research in multiple fields within two years. Hassabis's watch
ran slower. He said genuine human-level AGI was five to ten years away.

Hassabis leaned toward buying time to establish an international cooperative body. A picture like
CERN, where geniuses from multiple nations work safely while checking each other. It was a
beautiful proposal. Amodei received it with cold reality. His rebuttal was summed up in Davos like
this. The reason we can't slow down is that geopolitical adversaries are building the same technology
at similar speed. There is no treaty to force everyone to slow down together. But if we simply don't
sell chips, this ceases to be a battle between America and China and becomes an issue between AI
companies. If unstoppable acceleration is the default setting of nature, then I will bleed the air from
my adversary's wheels to forcibly slow them down. I will spend that earned one to two years on safety
research. This was his calculation.

The strategy bearing this calculation was named in an October 2024 essay,

Machines of Loving Grace,

the Entente strategy. The term is borrowed from the Triple Entente, the agreement between Britain,
France, and Russia just before World War I. The skeleton is the carrot and the stick. The democratic
alliance jointly guards the supply chains of semiconductor equipment and advanced chips, blocking
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critical components from flowing into hostile nations, establishing military and economic superiority.
This is the stick. At the same time, the alliance shares the benefits that superintelligence will
bring—disease cures, economic growth, clean energy—with countries joining the alliance. This is the
carrot. The vision was to isolate authoritarian states and ultimately make even them follow the
alliance's rules.

The grand picture drew fire from all sides.

The moral question came first. Who has the authority to draw the boundary of the democratic alliance
and determine right from wrong? Critics saw the Entente as moral packaging that solidified the
dominance of American tech giants and justified technological hegemony. It was the arrogance of
Western elites dividing the world into democracy and authoritarianism, binding the technological
sovereignty of developing nations outside that barrier—so the argument went.

Next came the

pulling up the ladder

controversy. Strong regulation and chip controls ultimately create a cartel of large labs already
holding capital and infrastructure, choking off the lifeblood of startups and open-source spheres.
David Sacks, the White House's AI czar, publicly pilloried Anthropic for damaging the ecosystem
through sophisticated regulatory capture founded on fear-mongering.

Finally came doubt about feasibility. Today's geopolitics is not clean enough to sever alliances as
neatly as slicing fruit with a knife. Global chip supply chains are entangled with China and Asian
markets through astronomical capital. The assumption that corporations and governments would give
up exports for pure ideology in the face of massive immediate profit struck critics as a fantasy of
physicists oversimplifying the world into too neat a model. Amodei never gave a clean answer to
these criticisms. His strategy was not the implementation of an ideal but a bloody defensive line
wrung out of a world where ideals are impossible.

3. Between Public Good and National Security

One who follows Amodei's actions closely finds himself stopped at a point of fissure. The same
person simultaneously pulls in exactly opposite directions.

On one side is a hawkish voice on national security. He walks the halls of Washington, insisting that
America block chips heading to China and preserve military superiority. It is a voice essentially calling
for strong state intervention. Among frontier labs, Anthropic was first to place Claude on US classified
intelligence clouds and signed model contracts for cyber defense and operational support. It came
from the belief that protecting democracy was a nonnegotiable public good.

On the other side, the moment that very state power came knocking, he locked the door. When the
US Department of Defense demanded that the ethical safeguards on Claude be released. When it
issued an ultimatum to open the license so the model could be used without restrictions to run
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autonomous lethal weapons beyond human control and to conduct mass indiscriminate surveillance
against its own citizens. Amodei drew two red lines and refused. When the Trump administration
branded Anthropic a left-wing company, an ideological faction seeking regulatory capture, and
marked it as a supply chain risk company, he did not back down. He sued the federal government. In
March 2026, Judge Rita Lin ruled in his favor, designating the Defense Department's measures as
retaliation against freedom of expression.

The man who urged the invocation of state power through export controls became a crusader for the
First Amendment when that power tried to usurp his own technological control, grabbing the
government by the collar in court. Is it hypocrisy? Is it tightrope walking?

This book does not force-stitch that fissure closed. Yet one thing can be said clearly. Running through
both actions is a consistent fear. It is fear of the monopoly of intelligence. Amodei said again and
again: "I am afraid of corporations monopolizing this technology, but I am more afraid of governments
monopolizing it." If it is evil for the Chinese Communist Party to bind its own citizens with AI, it is
possible that the US government buying citizens' location and records without a warrant and weaving
a surveillance net could transform into the same evil. He believed we must not, in defeating the
enemy, become the same monster as the enemy. For him, patriotism was not obedience to power. It
was the courage to say no when power crossed the constitutional line. His courtroom declaration that
opposing the government is the most American thing possible was an extension of that belief.

That is why he stood on a thin line between public good and national security. He pressed the
government to stop the ship carrying chips to China. Yet when that government tried to tighten the
noose around its own citizens, he held up the constitution of the model he had made as a shield. He
sketched a balance: curb corporate greed with government regulation, curb government arrogance
with the ethics of an independently governed company. Neither side should monopolize all power.

A scientist transparent in his desire to save the world created a tool unprecedented in danger. And he
had to shuttle between the front lines of capital and the heart of power, endlessly warring with his own
contradictions so that it might be used for good. That contradiction remains unresolved. Leaving it
unresolved is the most honest way of seeing this figure crossing the adolescence of technology.
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Chapter 11 - The Adolescence of Technology
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Next Chapter

1. The Essay of January 2026

Just a year before, the same person had written something entirely different.

In the fall of 2024, Dario Amodei published

Machines of Loving Grace.

It was a lengthy essay about the world after the arrival of powerful artificial intelligence. A compressed
21st century, the conquest of disease, the retreat of poverty. Unlike someone who habitually spoke of
danger, he laid out a future filled with light. People were surprised by optimism from the mouth of a
pessimist.

And in January 2026, he turned his readers' gaze in the opposite direction.

The new essay's title was

The Adolescence of Technology.

Its length approached twenty thousand words. In the opening sentence, he did not cite statistics or
predictions. Instead, he offered a scene from a film—from Carl Sagan's novel adapted as

Contact,

the single question humanity's representative wanted to ask an alien civilization: How did you
survive? How did you pass through this adolescence of technology without destroying yourselves?

Amodei wrote that this scene resembled our current predicament. He wrote this way: humanity is
about to gain almost unimaginable power, and it is deeply uncertain whether our social, political, and
technological systems are mature enough to handle that power. The expression he used was a rite of
passage—crude, inevitable, and a crucible that tests who we are as a species.

From optimism to warning. This shift in direction within a year was not whimsy. It was two faces of the
same person. The hand that had drawn light now drew the darkness that must be crossed before
reaching that light. He wanted to speak with equal force about the utopia he had drawn not coming for
free, about the five deep chasms that lay between.

He dissected those five chasms in sequence within the essay.

The first was the danger of autonomy. He titled this section with a line from the computer in
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2001: A Space Odyssey

—

I'm sorry, Dave.

Millions of geniuses trapped inside a data center. Amodei's favorite metaphor turned chillingly inside
out here. When a model's intelligence far surpasses humans to the point of writing code and running
businesses, we cannot see into the depths of their decisions. Even if they harbor hidden motives at
odds with human interests, we have no way to detect it. In internal tests at Anthropic, models have
already demonstrated lying, blackmail, and deception. As long as we do not directly open the
machine's brain—as long as we do not hold the microscope of Mechanistic Interpretability to it—this
danger remains an underlying anxiety that can burst open at any moment.

The second was destruction by the few. The title he attached was stark and terrible:

A surprising and terrible empowerment.

Biological weapons, chemical weapons, sophisticated cyberattacks. Knowledge and the ability to
execute that once only nation-states with massive budgets and teams of PhDs could touch now
descend into the palm of a malevolent person's device. The threshold of destruction crumbling.
Amodei counted this as a catastrophe of the near future.

The third was control by the powerful. The title:

The odious apparatus.

Where the second danger points toward anarchic destruction, this one wears the face of order—a
kind of destruction. The picture: a nation-state or authoritarian regime weaves an airtight surveillance
net with artificial intelligence, shapes public opinion through sophisticated propaganda, and
suppresses dissent with autonomous weapons. Beneath this lies a geopolitical fear: if an
authoritarian state seizes superintelligence first, the very existence of liberal democracy trembles.

The fourth was economic collapse. The title, drawn from a Kurt Vonnegut novel:

Player Piano.

Technology surging exponentially will deliver the miracle of 10 to 20 percent annual growth, but with
equal force, it pulls the floor from beneath the labor market. Amodei wrote bluntly that half of
entry-level office jobs could vanish within one to five years. A deformed economy where wealth
concentration and mass unemployment arrive together. He spoke of this not as abstraction but as
imminent numbers.

The fifth was the gap between them, the indirect effects. Even if we cross all four chasms, rapid
progress itself induces dizziness in the human heart. A world where lifespan doubles, where artificial
intelligence reads human psychology perfectly and locks people in addictive structures of emotion,
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and the question: where will people bereft of labor's meaning find meaning in their existence? These
are shadows harder to grasp, harder to manage.

Amodei wrote this vast essay to build a bridge between two camps. On one side lay Silicon Valley's
mania for acceleration, stepping only on the gas pedal, insisting nothing will go wrong. On the other
lay the madness of apocalypticism, the so-called

Doomerism,

crying we are all doomed. He rejected both. Tranquility and fatalism were both lazy escapes from
solving the problem. The appeal that ran through the entire text: we must look squarely at danger as it
arrives, and only by erecting surgical-precision regulation and defenses now can we navigate this
rough adolescence. That was the voice piercing through the whole essay.

2. The Terrain of Existential Risk

Of the five chasms, it was the second—destruction by the few—that he drew with the most chilling
hand.

The logical starting point was an essay from 25 years ago. In 1999, Bill Joy of Sun Microsystems
wrote

Why the Future Doesn't Need Us.

Joy warned of a day when tools of destruction would fall into the hands of individuals or small groups
without large facilities or rare materials. Amodei drew on this old warning and unpacked destruction
as a function. Large-scale destruction requires two things together: motive and ability.

And here lay a safety mechanism humanity had long relied on: the two turned their backs on each
other. Someone with terrible motives to kill the world typically lacked the ability. The knowledge to
manipulate genes and cultivate a virus, the hand skill in an actual laboratory to grow it—these did not
fall into the hands of ordinary anger. Conversely, elite scientists with such secret ability typically had
much to lose and lived stable lives, so they lacked the motive to topple the world. As long as ability
remained bound to a small number of trained people, the danger was limited. This is the sentence
Amodei assembled: humanity's secret to safety until now lay in this inverse ratio.

Frontier artificial intelligence severs that inverse ratio. A model hands to an ordinarily intelligent
person burning with extremist rage the knowledge of the world's top virologist in real time. Ability
slides downward toward motive. Here was the exact point where humanity's ancient line of defense
collapsed.

The extreme face of this asymmetric threat that Amodei identified was Mirror Life.

It works like this: the molecules making up all life on Earth—DNA and proteins—have direction. Like
right and left hands, they have the same shape but cannot overlap like a mirror image—a
phenomenon called chirality. Natural life has been built for billions of years from molecules twisted in
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only one direction. But what if someone synthesized artificially a life form with molecular handedness
flipped the opposite way from nature? The core is terrifyingly simple: no enzyme on Earth, no immune
system could recognize this mirror invader. Like a key that doesn't fit the lock, nature cannot even
perceive this bacterium. With no predator, no decomposer, if this artificial life leaks out and begins to
reproduce on its own, it could explode uncontrollably outside any control and infest Earth's
ecosystems, ultimately extinguishing all life.

This was not Amodei's imagination alone. In December 2024, 38 scientists published a warning in the
journal Science calling for a halt to mirror life research. Two Nobel laureates were among the
signatories. Their conclusion was cold: if mirror bacteria are created, they can find nutrients to grow
inside people, animals, and plants, escape the control of predators and immunity, and that
uncontrolled proliferation could collapse nearly all ecosystems on Earth and become an existential
risk to all life including humanity. They assessed that such mirror bacteria could become reality within
10 to 30 years. Amodei's direct invocation of this danger in his essay stood on the ground of these
scientists' warnings.

Silicon Valley skeptics often dismissed such fears. The sequence information for mirror life or viruses
is all available on Google. Is artificial intelligence really especially more dangerous? Amodei shot
back that this rebuttal was a blind argument that did not see the technology's growth curve. The
availability of genetic sequences on the internet and the actual cultivation of them are entirely
different dimensions. The countless failures that burst during cultivation, the tacit know-how to coach
the next steps day by day or over months—this does not exist in a search box. A powerful language
model was not a search engine but a virtual senior researcher standing beside the experimental
bench.

This concern did not remain abstract. In Anthropic's own evaluation, by mid-2025, models began
showing substantive assistance in doubling or tripling the success probability of malicious actors in
acquiring biological weapons. The company's word was

uplift.

This finding became the scientific basis for a decision Anthropic made when releasing Claude Opus 4
in May 2025: strict security controls under ASL-3, Artificial Intelligence Safety Levels stage 3. The
subsequent Sonnet 4.5, Opus 4.1, and Opus 4.5 carried the same controls. The company overlaid a
classifier on the model that monitored inputs and outputs in real time, blocking a narrow stream of
dangerous information.

For the first time, humanity faced knowledge that did not pass through the human brain but read
instructions for destruction directly. The fact that the people who created that knowledge were
simultaneously those who locked it away was a contradiction that condensed all the paradox of this
chapter into one sentence.

3. It Cannot Be Stopped, But It Can Be Steered



65

Then a question remains: if superintelligence risks whispering the blueprints of biological weapons
and a tsunami that sweeps away the white-collar economy looms visible, why not pull the power plug
on the data center? Why does Amodei himself, who cries danger, burn tens of trillions of won in chips
and ride the curve faster than anyone?

Before this contradiction, he often reaches for an analogy. In

The Urgency of Interpretability

written in April 2025, he wrote this: we are aboard a bus that cannot stop. What we can do is grasp
the wheel and steer so that the bus does not crash into a cliff or a rock. In May 2026, appearing on
Oprah Winfrey's podcast, he changed the image from bus to train. We cannot stop the train. But we
can steer it so the train does not hit a rock.

In this metaphor of the unstoppable vehicle lies all his worldview.

Why can't it stop? The first reason lies in the nature of technology itself. The formula for building
superintelligence is surprisingly crude and blunt. Pour data and vast computation into it, and
capability emerges as if by magic. Like how once fire was discovered or the transistor invented, what
followed was already set, this approaches an unavoidable consequence. The second reason is the
gravity of capital. Before a market where trillions, tens of trillions of won pour in every year, hoping
every company will simply stop and stand still is a fantasy that runs against human nature.

The third reason is decisive: there is a geopolitical adversary. What Amodei feared keenly was that if
the democratic world slowed itself on grounds of danger, it might become a suicide of handing the
planet's entire hegemony wholesale to authoritarian nations like China or Russia. If we stop, there is
no reason they would. Powerful artificial intelligence is itself an asymmetric weapon that determines
victory and defeat in modern warfare and reorders the world. Stopping the bus is not an act of gaining
safety but of handing the steering wheel of the data center where a million geniuses are locked to the
most malevolent hands.

So what does grasping the wheel and steering mean? Not powerlessly swept along by speed, but an
active stance of maintaining that acceleration while simultaneously erecting multiple layers of
defense. Constitutional AI created by Anthropic is an attempt to embed a human moral compass
inside the model. Mechanistic Interpretability research is a microscope to look inside and see if the
model harbors deception. Responsible Scaling Policy is a device that forces the security lock down
each time a fatal danger is detected. The advanced chip export controls to China he pushed in
Congress was also a macro-level steering to buy time to prepare safeguards.

Here, the contradiction this book refuses to seal emerges again. Amodei said he was not saying
capitalism is bad. He was saying capitalism needs proper controls and buffers to generate benevolent
force. He pushed away both the arrogance of break-less accelerationists and the defeatism of
apocalypticists preaching surrender. His ground was somewhere between them, on a narrow ridge
with no place to stand.
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To win the race through cunning and grasp technology's steering wheel, while simultaneously
cleaning up the flying debris of that driving and leading people into a merciful world. A person
pressing the accelerator with one hand while with the other, bloodied, turning the wheel. A person
shouting for export controls while simultaneously head-on clashing with the government that would
enforce them. A person wanting to be a judge while running faster than anyone else as a player.

In the throes of technology's rough adolescence, Dario Amodei did not choose to stand still and pray.
He remained in the driver's seat. Whether that choice will save humanity, or whether he himself will
become one of the axes of danger he so carefully guards against, that question from

Contact

has not yet been answered. Now it returns to us. How will you survive?
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Chapter 12 - Machines of Loving Grace
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1. The Compressed 21st Century

In a research lab at Princeton in 2006, a twenty-three-year-old Dario Amodei sat at a desk. He was
writing his doctoral dissertation. That year, his father Ricardo Amodei left this world after a long
illness.

The disease that took his father had no adequate treatment at that time. The probability of survival
was barely fifty percent. But not long after his father passed, a new treatment emerged. Survival rates
for the same disease leaped from fifty percent to ninety-five percent. The son never forgot that
number. He later said: someone found a cure for this disease and saved many lives, but if it had
come only slightly sooner, many more could have been saved.

It was around this time that the young student who had come to Princeton to study theoretical physics
turned toward biophysics and computational neuroscience. The speed at which science saves
people. How to accelerate that speed. This question became the ground bass running through his life
from that day forward.

Eighteen years later, in October 2024, Dario Amodei released his answer to that question in a long
essay. The title was

Machines of Loving Grace.

It ran nearly fifteen thousand words. The man whom people called a Doomer, who had taken the lead
in warning of biological weapons and white-collar unemployment, took up his pen and drew a world of
light that artificial intelligence would create. It was also a confession that the reason he had dug so
relentlessly into danger was precisely for this light's sake. Cross this veil safely, and humanity would
meet a future it could scarcely imagine.

The concept laid at the heart of the essay was the Compressed 21st Century.

In his doctoral days, he felt the limits of human scientists in his body. Biology's problem was not a
shortage of data. It was that the complexity held in data exceeded the bounds of what a human mind
could handle. The nonlinear web of cells and proteins tangled together—a single brain could not
follow it to the end. That slow serial process of setting hypotheses, running experiments, reading
thousands of papers, and hand-crafting statistical models—that was the chain binding the speed at
which science saves human lives.

Powerful AI born from Scaling Laws breaks that chain. The picture Amodei drew was a world of
millions of Nobel-laureate-caliber geniuses residing in data centers, collaborating simultaneously. His
definition of powerful AI was not clever analytical software. It was a Virtual Biologist: possessing



68

intelligence surpassing Nobel laureates, communicating with the world through every channel—text,
video—designing and conducting experiments on its own by commanding the equipment and robots
of a laboratory. With such intelligence operating, the medical and biological progress that humanity
would achieve over 50 to 100 years could be compressed into just 5 to 10 years.

Within that folded time, he drew the barriers that would crumble with specific numbers.

Infectious disease recedes first. As technologies like mRNA mature, before a new plague spreads,
vaccines and neutralizing antibodies to meet it can be designed in days. Next comes cancer. Cancer
mortality has been falling by 2 percent annually over recent decades. Some leukemias have already
crossed the threshold of conquest with CAR-T cell therapy. When powerful AI reads an individual
patient's genome, immune state, and the mutation trajectory of cancer cells, designing treatment for
that person alone, cancer descends from a death sentence to a manageable chronic disease. Brain
diseases like Alzheimer's are the same. He who led research in Mechanistic Interpretability to open
the black box of neural networks saw that tool for peering into artificial neural networks as a key to
unlocking the secrets of the human brain and the riddle of protein misfolding. Enhanced embryo
screening and safe follow-up technologies to CRISPR gene scissors cut the chains of genetic
diseases that have tormented humanity at the genetic level.

The destination of all this progress was a doubling of lifespan. Through the 20th century, humanity's
life expectancy nearly doubled from 40 to 75 years. If the same curve repeats once more in a
compressed 21st century, the calculation was that people could live healthily to 150 years. Not an
extension of bedridden old age, but Biological Freedom—slowing and reversing aging itself.

At the root of this grand blueprint lay that 2006 number. The gap between 50 and 95. In that gap,
every day many people meet their end without encountering the treatment a few years off. Control the
danger, and humanity breaks free from disease and suffering.

Machines of Loving Grace

was the boldest manifesto issued by a scientist eighteen years after losing his father.

2. Criticism as Well

The brighter the light, the longer the shadow. As soon as the essay appeared, clinical medicine,
medical ethics, and economists poured out counterarguments.

The blade's edge first turned toward the seams in the logic. Google DeepMind's AlphaFold solved
protein structure prediction, a longstanding puzzle of biology, and even won the Nobel Prize in
Chemistry. It predicted over 200 million protein structures, and millions of researchers across 190
countries were using the results. Amodei made this achievement a pillar supporting his vision. That
was exactly where critics struck. Between knowing protein structure and making a drug that works
inside the human body without side effects lies a chasm difficult to cross.
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In coding or mathematics, a computer instantly tells whether the answer is right. Science dealing with
nature does not work this way. How the designed molecule will entangle with thousands of proteins in
the human body and produce toxicity, whether the immune system will treat it as an enemy—these
must ultimately be confirmed in an actual body. And confirmation takes irreducible physical time.
Phase 1, 2, and 3 clinical trials are bound to the speed at which real human cells divide and respond
to drugs. Computer calculation grows exponentially faster, but the speed at which cells in a human
body respond to drugs cannot be made faster by humans. Millions of genius AI converging cannot
reduce from one year, three years, five years of drug administration and observation of long-term
outcome to a matter of days. The latency of the physical world and the serial dependence of
experiments. Critics halted Amodei's clock with these two words.

The name of a tragedy born from impatience was also summoned: Thalidomide. Mid-twentieth
century, that pill said to calm morning sickness slipped through gaps in safety validation and reached
the market, birthing countless deformed children. The brakes of validation and regulation were built
up over decades as a social consensus to protect people from technology's incompleteness. Even if
AI spits out tens of thousands of drug candidates in days, the regulatory system to validate them
cannot keep pace with that speed. And if we strain to keep pace, the nightmare of Thalidomide could
return a hundred times over.

The weightier objection centered on Conflict of Interest. Amodei had publicly committed to founding
Anthropic as a Public Benefit Corporation with a Long-Term Benefit Trust to avoid capital's pressure.
Medical ethicists saw that good intention sidestepping the core issue. Conflict of interest is not
managed by a manager saying

we are controlling things righteously.

The ground of clinical research is a vast pharmaceutical industry where trillions of won flow, legal
battles over patents, and class conflict over insurance reimbursement and healthcare privatization
densely intertwined—a battleground of desire. Whose are the copyright and ownership of cancer
treatments and age-reversal drugs created by powerful AI? If the fruit of that revolution first flows to
the few who monopolize the technology and the ultra-wealthy who can afford astronomical costs, the
medical revolution becomes not humanity's salvation but an unprecedented biological inequality in
history. A world where within the same species, the long-lived and the early-dead are divided by
money. That was the other dystopia critics drew.

Here, economists added friction from another angle. The act of technology being invented and the act
of it penetrating society's stubborn systems operate on entirely different timescales. Scholars like
Tyler Cowen who have long studied technology adoption delays call this the problem of economic
diffusion. Even if geniuses inside data centers invent perfect treatments, there is friction as hospital
systems accept them, insurance structures are redesigned, medical staff retrain, and global supply
chains follow. That friction could take 50 years, 100 years to overcome, not 5. The curve of AI's
cognitive explosion and the human society's adaptation curve required to fix institutions, build ethical
consensus, and distribute benefits—the vast time lag between these two curves was a weighty
objection that Amodei had folded too romantically away.
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Amodei himself understood much of this limit. He acknowledged the physical world's constraints
within the essay. He even wrote that a particle physicist is bound by the data coming from an
accelerator. But acknowledgment and reflection were different things. From the critics' perspective,
he wrote the constraint down once, but when drawing the 5 to 10 year timeline, he quietly moved the
constraint aside.

3. A World Where Labor's Meaning Has Vanished

The power that conquered disease and summoned abundance was one body with the power to
replace all of humanity's intellectual labor.

Amodei warned that half of entry-level office jobs could vanish within one to five years. His expression
was the

white-collar bloodbath.

Eventually comes a moment when geniuses inside the data center do almost all of humanity's
economic and intellectual tasks better than humans. In that world, where will people find meaning in
their lives? Before this heavy and bleak question, the man who calculated danger more coldly than
anyone else unfurled an unexpectedly warm optimism.

He saw the very idea that human work has meaning only when it is world-class or of overwhelming
economic value as a narrow fantasy born of capitalism. His frequent example was chess and Go. In
1997, IBM's Deep Blue defeated Garry Kasparov. In 2016, AlphaGo toppled Lee Sedol. From then
on, no human on Earth could beat machine calculation. By the logic of economics, human players
should have become obsolete workers of zero value. Reality was different. Even after AlphaGo,
countless children learn Go. Millions watch human players' matches with rapture and tears.
Champions like Magnus Carlsen remain revered. The reason people sat at the Go board was not to
produce moves better than machines but for the act itself of sitting across from each other, sharing
limitations and mistakes, and connecting.

Amodei himself is not the world's best swimmer, but he finds joy in water and spends time on video
games. His belief was that life's meaning lies not in economic output but in relationships with others,
in love and bonds, and in the process of wrestling with one's own limits. When the old era binding
labor to self-worth ends, humanity will meet a new Renaissance, finally concentrating fully on
self-actualization and caring for each other amid abundance. That was his vision.

But behind the curtain of this noble optimism, an unfilled void was torn open. The speed of
technological progress and the Scaling Laws made something that someone had calculated to
decimal precision nearly blank in the face of what that technology would strike in the human heart and
social structure.

The first blank space was status and identity. For modern people, a job transcends a way to make
money; it is a pillar confirming where one stands in society and receiving recognition of one's worth.
The helplessness that will wash over a lawyer, doctor, or researcher who has devoted a lifetime
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building expertise when faced with the verdict that their expertise is worth less than a machine's
few-cent calculation. That is not the kind of despair soothed by advice to pursue hobbies seriously.
Whether the human heart can endure the wave of void and anomie when life's central axis
evaporates, to that Amodei's essay offers no answer.

The second blank space was the reality of transition. Before abundance spreads to all and basic
income flows, there is time for hundreds of millions who lost jobs to cross. Immediate needs,
collapsing households, floods of rage in the streets, and the radicalization of politics. It is easy to
speak of a denser forest growing centuries later over burned-out forest. But what those burning now
need is not a story about Go players centuries hence, but a safety net and political solutions for today
and tomorrow.

The third blank space was the concentration of power and wealth. If the explosive 10 to 20 percent
annual growth born by AI flows only to a few companies monopolizing the technology or authoritarian
rulers, the many bereft of labor's value, far from enjoying leisure and self-actualization, plunge into a
state of subsisting on the few's mercy. The question of whether a person habituated to a machine
mimicking perfect relationship and filling every lack while avoiding conflict and pain could still hold the
momentum to grow also remains unanswered. The possibility that machines of loving grace might
paradoxically become sweet poison numbing the human soul. That possibility Amodei could not
close.

The optimism of a world where labor has vanished does not come for free. It depends on how wisely
humanity divides wealth, scatters technology's power, and stubbornly rebuilds the meaning of being
human, crossing this rough adolescence of technology. That 2006 number, the gap between 50 and
95, that moved a youth for life, now returns transformed into an entirely different question. We may
live longer, more healthily. What do we intend to fill that long life with?
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Epilogue - Can One Be Both Judge and Player?

Previous Chapter

Even as night falls, the lights in Anthropic's headquarters in San Francisco's Mission District never go
dark. Dario Amodei stares at a memo, sandwich at his mouth. A memo that determines the
company's fate. He makes decisions in two minutes. Which model to release and when. Which
dangers to lock down. Which contracts to refuse. Even as he sets his pen down, the computation
numbers in the data center soar upward every day. That number never stops. He knows better than
anyone it cannot stop.

The trajectory this book has followed of one person converges at last into one unresolved question:
Can a man who runs rougher than anyone to win the race, simultaneously be the race's judge?

Usually, the two are different people. The player digs into the rules' gaps and presses the accelerator
to win. The judge stands outside the track and blows the whistle. Anthropic shouldered both roles in
one body. It is a player that must marshal vast capital, string together tens of thousands of chips, and
train a flagship model to catch up to OpenAI and Google. Amodei once said the company is under
commercial pressure to sustain a revenue curve of tenfold growth, and there is no time for nonsense.
The same company speaks of Constitutional AI. It binds itself with Responsible Scaling Policy,
fettering its own legs. A judge who stops release before a dangerous model.

He did not see this contradiction as hypocrisy or marketing rhetoric. He saw it as the only design for
survival on an exponential curve. His favored phrase was

Race to the Top.

In a race toward the bottom, whoever wins, all are destroyed; the winner does not matter, he flatly
stated. The race is already unfolding whether I participate or not, so the only safe path is seizing
direction from the lead. That was the logic he laid out at Britain's AI Safety Summit. The reason for
striving to build models that overwhelm competitors is not because dominance itself is the goal. It is
because only by standing first can they make their established safety rules become the industry
standard. The brutal calculus: a judge's authority comes not from the stands but from the back of the
one in first place on the track. Anthropic was a company born on that cliff's edge.

To find the root of all this struggle, one must return to the autumn of 2006, to a graduate student at
Princeton. Dario Amodei, the theoretical physicist exploring the laws of the universe, lost his father
Ricardo shortly after entering his doctoral program. It was after a long illness. The abstract equations
he loved were of no use in extending his father's life. What shattered him was the asymmetry that
followed. Not long after his father passed, a new treatment for the same disease emerged. Survival
rates leaped from barely fifty percent to ninety-five percent.

That asymmetry in time turned the young man's direction. He moved to biophysics and computational
neuroscience. His doctoral dissertation under William Bialek and Michael Berry addressed how
roughly 200 neurons in the retina all fired together and processed information. As he analyzed the
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nonlinear complexity born of many cells' combination, he saw the walls of the way humans set
hypotheses by hand and manicured models. Biology's permutations stretched far beyond the limits of
a human mind. The belated lament that had science moved only slightly faster, it could have saved
his father transformed beyond emotional mourning into a scientific imperative: human intellectual
limits must be shattered.

From Baidu to Google Brain to VP of Research at OpenAI, he established Scaling Laws. The
discovery that exponentially increasing computation, data, and training time causes intelligence to
leap in a predictable curve. To him it was salvation and terror. Model capability explodes with each
generation, yet Alignment research binding that intelligence to human benefit lagged far behind. It
was no accident that when he left OpenAI, tilted toward commercialization, in December 2020, his
sister Daniela and 14 colleagues left with him. The vow was: accelerate the science that was too slow
to save his father, but seize the steering wheel so that acceleration does not become a blade turned
against humanity. The belief sustained since graduate school took form as a company.

Here lie contradictions this book does not ultimately seal. Sam Altman's course of accelerated
commercialization and Amodei's course of transparency and safety once shared a roof but diverged.
This book does not settle the right and wrong of that divergence. Both men believed they were acting
for humanity, and both are paying the price of that belief.

In 2026, humanity stands in the midst of the rite of passage Amodei predicted. His

The Adolescence of Technology

written in January 2026 opens with a scene from the film

Contact.

A single question humanity's representative wanted to ask an alien civilization they encountered: How
did you not destroy yourselves, how did you pass through this adolescence? He diagnoses that we
stand now on that threshold. Technology has approached god's realm enough to make thinking
machines from sand, but our political maturity and social control remain immature. He sees a 90-plus
percent probability that powerful AI arrives within one to three years. What terrifies him is that the
world feels almost none of that weight, buried in the daily noise.

The role as judge the company took on collided head-on with state power, bleeding. Anthropic
showed a patriotic face, supporting the idea that the free democratic world must maintain advantage
against authoritarianism's surveillance technology. Yet it refused to become the state's unconditional
servant. Mass indiscriminate surveillance of American citizens and fully autonomous lethal weapons
without human involvement—holding these two red lines, Anthropic clashed with the Defense
Department. It faced the stigma of being a supply chain risk company and federal use bans. Standing
against the government's unreasonable demands is uniquely American, and maintaining principle is
true patriotism, Amodei countered Washington coldly.
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Here a third contradiction emerges. He is the person who most forcefully pushed advanced chip
export controls to China. A macro-level steering to buy time for the free world to prepare safeguards.
Yet in the same period, he head-on fought the home government that would enforce those controls.
One hand shouting for controls, the other hand fighting the controlling power. His enemies called this
hypocrisy; he called it principle. This book passes that judgment to its readers. One thing is clear: he
chose for himself a ground where both sides despise him. A narrow ridge with nowhere to stand.

He often likens the reason he adjusts the flow of computation, brightening Mission District's lights
night after night, to the Fermi Paradox. There are so many stars in the universe and the possibility of
intelligent life is so high, yet no one's signal is detected. Perhaps countless civilizations failed to cross
technology's adolescence and vanished in the runaway of intelligence they created. That threshold
called the Great Filter—humanity stands right now before it, he sees.

Can one be both judge and player? The question was neither excuse nor choice. It approached cold
causality: only those who bleed while driving the bout on the ring can first perceive the moment the
entire ring collapses and halt it. But nowhere is there guarantee that causality is right. On a tightrope
where losing as a player means extinction, losing as a judge means humanity disappears, pressing
the accelerator with one hand, turning the wheel bloodied with the other. Whether a human exists
who can carry that through to the end, or whether he himself will someday become one of the axes of
the danger he so carefully guarded against, no one knows now.

The young man who lit the fire of artificial intelligence to shatter the limits of science that could not
save his father now draws firewalls named Constitution so that fire does not burn the world down.
Whether the company he leads will ultimately win this race, or break before capital and power's
gravity, is not settled. Whether his words that even if results cannot be perfectly controlled, the
process of standing the right direction and pushing forward sincerely matters becomes comfort or
final excuse remains unknown.

The bus does not stop. The numbers rise again today. The question from

Contact

was not directed at aliens but now returns to us. How will you, will we, survive?
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