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Chapter 1: Claude Code in Real-World Use Cases

See every chapter

Next Chapter →

Creating Meeting Summaries and Action Items Tables by Assignee

Transcripts remain after a conference ends, but reading them, summarizing them, and organizing
action items by assignee still required manual work. Give Claude Code a single transcript file and one
line of instruction, and within minutes a structured meeting record in Word format appears in your
folder.

What you need is simple. Whether you use Zoom, Google Meet, Microsoft Teams, Fireflies, Clova
Note, or Granola, you can export the transcript as a text file when the meeting ends. Zoom saves it as
.vtt or .txt via "Save Transcript," and Teams delivers it as .docx from the meeting details page.

All you need to do is place this file in a transcripts subfolder within your project folder.

Navigate to your project folder in the terminal, then launch Claude Code.

Once the conversation starts, give your instruction in natural language: "Read the file
2026-04-15_exec_meeting.txt from the transcripts folder and save a Word file to the summaries
folder that includes a 10-line summary, a list of decisions, and an action items table by assignee.
Name the file using the original date and meeting name."

Claude Code internally calls the python-docx library to generate a genuine, editable .docx file. The
result contains three elements. First, a summary compressed to ten lines capturing the meeting's
nature. Whether a 90-minute meeting or a 20-minute one, the core points emerge at equal density.
Second, a separate list of only the decisions reached.

For each agenda item, the format is "What was decided and why?" Third, an action items table with
three columns: assignee, task, and deadline. When the transcript contains statements like "I will send
it to you by Wednesday," the assignee name and deadline are automatically extracted.

The usefulness of the result is proportional to how specific your prompt is. It is better to provide
context alongside your request rather than simply say, "Summarize the meeting." If you write, "This
transcript is from an executive meeting on April 15, 2026, with three attendees: the CEO, CTO, and
marketing director. Summarize focusing on decisions and omit personality analysis by speaker," the
output becomes much more polished.

If you plan to post directly to Slack or Notion, you can specify the format additionally: "For Slack
posting, create one more summary as plain text within 300 characters, no markdown. For Notion, use
markdown with checkboxes and subheadings."

For recurring work, it is wise to save this process as a standing instruction in CLAUDE.md.
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From the next meeting onward, simply drop the file into the transcripts folder and say one line:
"Process the new transcript." Even when the session changes, CLAUDE.md rules are loaded each
time, so quality remains consistent.

One point deserves attention. Transcripts are sensitive information containing the verbatim remarks
of meeting attendees. Before submitting legal consultation meetings, personnel discussions, or client
meeting content to an external AI, first verify whether your organization's data policy permits it. In
legal work especially, transcripts containing client information require extra caution. Depending on
internal rules, you may need to use an API-only path, or follow a process involving anonymization
before uploading.

Claude-generated meeting records are drafts. Items where errors are critical,numbers, dates,
amounts, legal provisions,must be cross-checked against the original transcript. Especially for
specific commitments like "agreed to a percentage increase" or "to deliver by a certain date," you
cannot skip reviewing the transcript source.

Automating Downloads Folder Organization

Left unattended, the Downloads folder accumulates hundreds of mixed files: PDF receipts,
screenshots, contract drafts, CSVs with jumbled names, and outdated installers all in one place.
Finding a file you want again takes minutes. With Claude Code, a single instruction classifies files by
type and date, moves old ones to archive, and isolates questionable files,all in minutes.

Before you begin, there is one principle you must follow. File-moving scripts should not actually move
anything at first; instead, run a dry-run to see where everything goes. If an important file lands in the
wrong folder, recovering it becomes more painful than before cleanup.

In the terminal, prepare your working folder.

Once Claude Code is running, give this instruction: "Create a Python script that organizes the
~/Downloads folder. Route images (.jpg, .png, .gif, .webp) to the Pictures folder, PDFs to
Documents/PDFs, videos (.mp4, .mov, .mkv) to Videos, code files (.py, .js, .ts) to Projects/Code, and
everything else to Other."

Move files older than six months to Archive, and if you find multiple files with the same name,
separate them into a 'DuplicateCheck' folder. Delete nothing, and activate the --dry-run flag by
default. Record execution logs in organize_log.txt."

After Claude Code writes the script, run it first with dry-run in the terminal.

Review the output log, and if everything looks correct, proceed with the actual run.

For 186 files, cleanup finishes in roughly 1 minute 30 seconds to 2 minutes. If you instruct the script
to read file contents for classification, it takes longer but improves accuracy. For example, if a file
named "image_001.jpg" is actually a scanned receipt, the script can read the content and route it to
Documents/Receipts instead of blindly sending it to Pictures based on extension alone.
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Once you create this task, you need not write it again. Version-control the finished script and run it
once a month. You can also register it in crontab to run automatically every Sunday at dawn.

Taking one step further, content-based classification is possible. Gather receipt PDFs in a folder and
say, "Read the PDF content of each file and rename it in the format YYYY-MM-DD_vendor_amount.
Also keep a changelog.txt recording original and new names." Through OCR and text extraction, bulk
renaming happens automatically.

Items where OCR recognition is uncertain get a "[Review Needed]" prefix in the filename, flagging
them for human review.

Applied in a law office, this method becomes even more useful. A folder called "Client-Supplied
Materials" is created for each case, mixing photos, scanned files, documents, and transcripts. If you
establish classification rules tailored to the case type, the folder structure automatically reorganizes
each time the client sends materials.

Store categories like "Criminal/Evidence_Photos," "Criminal/Witness_Statements,"
"Criminal/Client_Notes," "Civil/Contracts," and "Civil/Transaction_Records" in CLAUDE.md.

Stick to one governing principle: file-manipulation scripts should always default to dry-run mode, and
actual execution should require an explicit flag. Each time you ask Claude Code to write a script,
include this rule in your prompt to minimize mistakes. Automate a 5-minute repeating task with 2
hours of work, and you save 28 hours every year. That is compound interest in time.

Email Classification and Reply Draft Generation

Inbox domination is familiar to everyone. When 200 or 300 emails pile up in a day, important
messages vanish among advertisements and automated alerts. Connect Gmail to Claude Code, and
within 30 seconds each morning you get a summary sorted into three tiers: "Needs reply," "Worth a
look," and "Noise." For important emails, draft replies in your own voice are even saved to drafts.

Two things matter most. First, never auto-send. Second, teach it your voice.

There are several ways to connect Gmail to Claude Code, but using the Gmail MCP connection is
most reliable. Create OAuth credentials in Google Cloud Console and register them with Claude
Code.

On first run, authenticate your Google account in the browser and the connection is complete. If you
have multiple accounts (personal, work, newsletters), register each with a different name. By
distinguishing names like gmail-personal and gmail-business, you can give instructions like "Sort only
work emails."

First, establish a profile of your voice. Have Claude Code read the 20 most recent messages from
your Sent folder and extract the characteristics of your tone.
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"Read the 20 most recent emails from my gmail-personal Sent folder and analyze my voice
characteristics. Document sentence length, greeting patterns, frequent conjunctions, formality level,
and sign-off style, then save to a file called my_email_tone.md."

This .md file becomes the standard for future reply drafts. From then on, give this instruction: "Scan
emails received in the last 12 hours and sort them into three tiers: (1) Needs reply, (2) Worth a look,
(3) Noise. For the 'needs reply' items, create draft replies applying the tone from my_email_tone.md
and save them to Gmail drafts only. Never send them; keep them as drafts."

The VIP list is (CEO, key partner CEOs, corporate card administrator). Prioritize VIP emails to the
top."

Here is how results come back. Among 918 unread emails, 7 surface as "needs reply," each tagged
with a draft number. Say next, "Make draft 3 a little gentler," and it revises instantly.

To run this workflow automatically each morning, you can set a scheduled hook.

Now, typing "/morning-email" each morning runs the routine. Your only tasks are reading, editing, and
sending.

This approach is especially useful for legal work. Hundreds of email threads accumulate per case,
exchanged with clients, and every morning it takes thirty minutes just to figure out what progress was
made on which case. Tell Claude Code: "Group emails by case using case-number labels, and
summarize what happened in each case over the last twenty-four hours in a single paragraph.

Organize and separate the new materials provided by the client, the other party's communication, and
the follow-up actions you promised," and within seconds a brief for each case appears.

There is one principle that must never be skipped. Never send an email draft written by AI as-is. A
letter to a friend, a proposal to a business partner, a reply to a client,a single word's nuance changes
the outcome. You can trust code to AI, but email must be read and revised by a person at the end. An
email with errors cannot be unsent once it goes out.

One word wrong in a legal advice email, and the client will act based on that message. Create drafts
quickly, but never once violate the principle that a person must hit send. In legal practice, this
principle is especially critical.

Batch File Renaming by Reading Content

Receipts, contracts, and scanned tax invoices often have structured content but chaotic file names.
To find a specific transaction among names like IMG_2341.jpg, scan_0019.pdf, or untitled-3.pdf, you
must open each file one by one. Claude Code reads inside the file directly and renames it according
to consistent rules.

The sequence is always the same. First, create a backup. Second, view the results with a dry-run
first. Third, execute the actual rename. Fourth, keep a change log.
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Prepare your working folder from the terminal.

You instruct Claude Code: "Read the contents of every receipt PDF and JPG file in this folder and
extract the merchant name, transaction date, and amount. Rename the files to the format
'2026-MM-DD_merchant_amount.extension.' If the merchant name contains spaces, replace them
with underscores. For files where extraction is unclear, add '[review-needed]' to the front of the name
and record the reason in rename_log.csv. First run it with --dry-run to show me how they will change."

You verify Claude's script with a dry-run. The expected changes print in table form.

Original filename → New filename IMG_2341.jpg → 2026-01-15_Starbucks_4800.jpg scan_0019.pdf
→ 2026-01-22_Seoul_Garden_87000.pdf untitled-3.pdf → [review-needed]_untitled-3.pdf (merchant
name unclear)

If it looks right, you execute it for real.

The change log records the original filename, new filename, extracted data, and confidence score.
With just this one log file, you can later trace exactly which files were changed and how if a problem
arises.

In law offices, this approach is especially valuable. Thousands of PDFs accumulate in case records,
yet most scanned files have meaningless names.

When you instruct it to "extract the case number, document type (complaint/answer/prehearing
statement/evidence), and drafting date from each file, rename it to the format
'case-number_document-type_date.pdf,' and move it to a subfolder by case number," the sorting
work that would take days finishes in hours. Files where the case number cannot be extracted go to
an "unclassified" folder.

It is always safer to instruct it to mark files with unclear classification with the "[review-needed]" prefix.
If you accept AI's guesses as-is ("that's close enough"), one or two files in your case records can be
classified under the wrong case number. In legal documents, such mistakes are fatal.

The range of uses keeps expanding. For photo folders, you can say "read the EXIF metadata and
rename to the format 'date-taken_location.jpg.'" For screen recordings, you can say "analyze the
frames and rename to 'date_program_activity.mp4.'" For research papers, you can say "extract
author, year, and title from the file and rename to 'author_year_title.pdf.'"

Change only the rules to match how the person who opens the files works, and the same engine
organizes any folder.

One crucial principle. File renaming is hard to reverse. If you batch-rename one thousand files and
the results are wrong, you can only check the log and undo them one by one. So always follow three
rules. Make a backup. Check with a dry-run first. Keep a log. If you do not embed these three rules in
your prompt beforehand, you will repeat the same mistake. These three simple lines prevent the kind
of accident that wastes an entire weekend.
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Converting Receipts and Tax Invoices to Excel

When dozens of scanned receipts and PDF tax invoices pile up, month-end reconciliation becomes a
burden. Opening Excel and typing in merchant name, date, amount, and category one by one is
simple but tedious and error-prone. Claude Code finishes this task with a single instruction. A real
.xlsx file with working formulas is created in your folder.

Preparation is simple. Gather receipt photos and PDFs in one folder and run Claude Code from that
folder.

You give the instruction: "Read all receipt images and PDFs in this folder. Extract the merchant
name, date, amount, and payment category (meals/transportation/office
supplies/entertainment/other). Save to an Excel file sorted by date, with category totals as SUMIF
formulas. Mark items where OCR is unclear with 'review-needed' in the remarks column. Name the
file receipts_2026April.xlsx."

Within minutes an Excel file appears in your folder. Open it and you see a table with six columns:
date, merchant name, amount, category, payment method, remarks. Below the table are category
totals as formulas. Change any number in Excel and the totals update automatically.

The key is that the Excel file has working formulas. Claude Code calls the openpyxl library internally
and writes not just cell values but also formulas, conditional formatting, and pivot tables to the file.
Open it and you see formulas like =SUMIF(D:D,"meals",C:C) actually present.

If settlement categories differ by company, save your category definitions in CLAUDE.md.

From next month on, you just drop files in the folder and say "make this month's receipts into an Excel
spreadsheet."

Tax invoices can go one step further. Gather electronic tax invoice XML files from the tax authority in
a folder and instruct: "Parse the XML and organize supplier, recipient, item, supply value, tax amount,
and total in Excel. Separate sales and purchases into different sheets. Summarize monthly VAT
totals in a separate sheet," and your VAT filing basis is ready immediately.

Law offices also use this approach to manage legal fees. When engagement contracts, payment
confirmations, and travel expense receipts mix together for each client, settling accounts after a case
ends becomes complicated. You instruct: "Read the receipts and deposit confirmations in folders by
case number, and make an Excel file with columns separating billable legal fees from reimbursable
expenses.

Calculate the total expenses, total fees, and outstanding balance for each case," and a settlement
statement ready to send to the client is done.

Some receipts always have poor OCR recognition. Blurry photos, creased paper, ad copy mixed in
on the back. AI marks these files as "review-needed," but a person must scan the remarks column at
the end and fix them manually. In corporate accounting, every amount must be accurate, and in tax
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audits, original receipts must match the ledger.

The convenience of automating numbers does not reduce your responsibility to validate them.
Whether it takes thirty minutes or thirty seconds to build the Excel file, confirming that the numbers
are correct falls to you.

Merging Multiple Documents into One Report

When you wrap up a case or project and open the folder, the file formats are all over the place. PDF
research reports, text memos, markdown notes, CSV data, Excel sheets, Word drafts. To merge
these into one Word document means opening, copying, pasting, and formatting,tedious work that
eats half a day. Claude Code reads the content regardless of file format and assembles it into a
single report.

The principle is simple. Claude Code chooses appropriate libraries like pypdf, python-docx, openpyxl,
and pandas based on the situation, reads each file, converts content with different formats into
uniform text, and assembles the final document. Your only job is to give one instruction: "Here is
where the source files are, and here is how I want the output to look."

Prepare your working folder.

Run Claude Code and give the instruction.

"Read all files in this folder and assemble a single case-closing report in Word. Structure it as (1)
case overview, (2) chronological timeline, (3) summary of related party statements, (4) evidence list,
(5) financial analysis, (6) conclusion and follow-up actions. Standardize all dates to YYYY-MM-DD
format and all amounts to Korean won (₩). Convert CSV tables to Word tables.

Add the source filename as a footnote at the end of each section. Save the file as
Case_2026_042_Final_Report.docx."

Claude Code internally goes through three stages. First, extraction. It opens each file with the
appropriate library and converts it to text. Second, cleaning. It standardizes date notation, currency
units, and name format. If the same person appears as "Hong Gildong" and "Hong Gildong," it
consolidates to one name. Third, assembly. It rearranges content to match the instructed section
structure and converts CSV tables to actual Word tables for insertion.

With many files, Claude Code runs auxiliary agents in parallel. While one reads PDFs, another
parses Excel files, and yet another summarizes transcripts. Even a folder with fifty mixed files is
organized in minutes.

In legal work, this approach is particularly valuable. When a case runs for months, materials from the
client, answers from the other party, witness statements, case precedents, and bank records pile up
file by file. When preparing court briefs, reviewing all these materials and organizing the facts takes
the longest. You instruct: "Read all materials in this folder and create a chronological factual summary
table.
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If you instruct 'Be sure to include the source file name and page for each fact. If there are conflicting
statements, mark them in a separate section,' you can have the skeleton of a draft memorandum in
under an hour.

One thing to keep in mind. The report assembled by Claude is a draft. In a legal document, if one fact
is wrong, the entire logic collapses. Based on the source file names and page numbers attached to
the end of each section, important facts must always be verified by opening the original documents
again. In particular, figures, dates, party names, and contract clause numbers cannot be skipped
during the process of checking them once more by eye.

If you have a recurring report format, save a template in CLAUDE.md.

From the next case onward, if you just say 'Make a final report using the materials in the case folder,'
a report in the same format will be generated. When the format is consistent, the reader doesn't need
to re-analyze the structure for each case, and document management within the office gains
consistency.

Automated Weekly Reports: Integrating Notion, Slack, and Google Drive

When you sit down at your desk Monday morning to write the weekly report, the first thing is
gathering everything that happened over the past week. You open the Notion project board and count
completed issues, scroll back through Slack to find decisions, and check newly uploaded documents
on Google Drive. Collecting materials takes an hour, organizing them takes another hour. Claude
Code connects all three tools simultaneously and reduces this process to minutes.

First, you connect three connectors. Each of Notion, Slack, and Google Drive provides an official
MCP connection server.

Initial authentication for each connector is a single procedure where an OAuth window opens in your
browser and you select your account and access scope. With Notion, you can grant access only to
specific workspaces and pages, and with Slack, you can restrict access to only necessary channels.
For Notion pages containing client information or Slack channels reserved for the legal team, it is
safer to deliberately narrow the scope when connecting.

Once the connection is complete, you give instructions in a Claude Code session.

Create a weekly report skill that runs every Friday at 5 p.m.

(Treat messages with an emoji as decisions).

Claude Code calls all three tools simultaneously. It applies database filters in Notion to retrieve only
completed items, searches messages by channel in Slack to extract only those with emoji reactions.
On Drive, it filters by the modifiedTime field to get only recently changed files. It assembles all these
results into a single report and outputs it as a Word file.
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You can take this further by scheduling it. Using Claude Code Routines, which launched on April 14,
2026, it runs automatically every Friday at 5 p.m.

Run weekly report routine every Friday at 5 p.m.

Because Routines runs on Anthropic's cloud, it continues running even when you close your laptop or
are on a business trip. The Pro plan allows 5 executions per day, Max allows 15, and Team and
Enterprise allow 25. If you want to run it only on your Mac, using Desktop's Scheduled Tasks is
simpler.

In this case, there is a constraint that the computer must be turned on and the Claude Desktop app
must be open, but access to your computer's files is much more flexible.

There are two cautions. First, for sensitive data, you must define the connection scope carefully.
Content such as client names, case details, and contract amounts flows through connected services
to AI servers, so it is better to use them only when the retainer agreement permits AI tool use, or to
create and operate a separate workspace that has gone through anonymization processing.

Second, it is better not to send the draft report directly to your supervisor as is. Sometimes Notion
database filters are set incorrectly and completed items get omitted. Have a person review it once at
the end, point out 'this item was left out,' and immediately correct and regenerate it. Automation is not
a replacement for human judgment but a tool that creates time for people to make judgments.

Competitor News Monitoring and Briefing

Information about the competitive landscape in the legal market, new precedents, and disclosures
from companies of interest must be followed daily to be useful. But reading across ten news sites and
filtering out what is important consumes an hour or two each day. Claude Code has web search as a
tool, so you can say once, 'Organize the new news about these companies today,' and it
automatically searches, summarizes, and saves it to a folder.

The key to this task is specifying the search scope and summary format concretely.

Create a competitor monitoring routine that runs every morning at 7 a.m. The target companies are
five law firms: Kim & Chang, Gwangjang, Sejong, Yulchon, and Pacific, and the items to check are (1)
newly hired partner lawyers, (2) new practice group launches, (3) major engagement
announcements, and (4) media interviews and column contributions. Retrieve only content published
in the last 24 hours and focus on Korean-language news.

Save the results as a '~/intel/YYYY-MM-DD_law_market_brief.md' file, and be sure to include the
source URL at the end of each item. Classify by importance level as high/medium/low and gather only
high-priority items at the top.

Claude uses the web search tool to search by combining each company name with keywords. It
creates queries that include dates, like "Kim & Chang partner hiring 2026" or "Gwangjang new group
launch," reads the top results, and extracts the essentials. The results are saved as a markdown file
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and can be opened directly in Obsidian or Notion.

The same pattern applies not only to company news but also to precedent and legislation monitoring.

Create a new precedent briefing that runs every Monday morning at 8 a.m. Areas of interest are (1)
AI and data-related precedents, (2) Personal Information Protection Act violations, and (3) startup
investment contract disputes. Search for precedents issued and released last week on domestic court
sites (law.go.kr, scourt.go.kr) and major law firm blogs.

For each precedent, organize the case number, issues, and holdings, and add a 2 to 3 sentence
explanation of why it matters in practice. Save the results as
'~/intel/YYYY-MM-DD_precedent_brief.md' and suggest 3 blog posting ideas in the '~/blog_ideas.md'
file.

You can go one step further and not just save the collected information but turn it directly into writing.
After the competitor trend summary, if you add, 'Pick 3 items from this information that would work
well as blog post topics and write an outline for each,' you get content planning materials along with
the briefing each morning.

The same pattern works in personal matters too. Companies in your investment portfolio, changes to
the terms of services you use, major papers in technology fields you care about checked daily for a
daily summary. Check the stock price-related news and disclosures for Samsung Electronics, SK
Hynix, and Naver from the last 24 hours. Place stocks with price changes of ±3% or more at the top.

If you instruct, 'For important disclosures, summarize the full text,' you get foundational materials for
individual stock analysis stacking up in a folder every morning.

Web search results have one blind spot. Source reliability varies widely. News retrieved by AI is
sometimes a blog summary or an article filtered through two or three layers, and rarely it can be an
older article with an incorrect date attached. So you instruct to always keep the original URL as the
source in the results file. For important content, a person opens the original once more to verify.

In particular, personnel movement news like 'who moved where' is often confused with a different
person of the same name, so it is necessary to develop a habit of viewing photos and career
descriptions from the original source together.

Different care is needed when handling market analysis reports or economic indicators. AI is good at
stating numbers plausibly, but does not guarantee the accuracy of the numbers themselves. Even if a
sentence appears in the briefing saying 'crude oil prices rose 4.2% this week compared to last week,'
it could actually be 3.8%.

If numbers form the basis of decision-making, you must go down to the original data sources (Bank of
Korea, Statistics Korea, exchange disclosures) once more to verify.

Competitor monitoring has information whose value is time-sensitive. If you see news from yesterday
a week later, its usefulness is cut in half. That is why it is important to run this task automatically every
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day, and if you put it in Routines, it runs in the cloud even when your laptop is closed. By the time you
go to the kitchen to make coffee each morning and come back, today's market briefing is sitting in a
folder on your desk.

Automated Daily Morning Briefing Generation

How you spend the first 30 minutes of your day determines the density of your entire day. If you open
your inbox and start getting pulled around by scattered emails, you will spend the morning just
reacting and never reach the work that truly needs your focus. The morning briefing flips this starting
point. Before sitting down at your desk, you create a state where today's important items are
summarized on a single page.

The structure is this: today's schedule, urgent emails needing replies, follow-up actions promised in
last meeting, focus time blocks that should not be interrupted. You need just one markdown file where
these four things are visible at a glance.

You create the briefing skill in the terminal.

You create a new task in Claude Code Desktop's Scheduled Tasks, write '/morning Run the skill' in
the prompt, and set it to run at 7 a.m. daily. If your laptop is on and the app is open, the briefing file is
generated automatically every morning. If you use Routines, it runs in the cloud, so it works
regardless of your laptop's state.

When you open the results file, it looks like this. At the top are three items for today's schedule. Next
to the 10 a.m. client meeting is a note saying, 'Opinion letter draft promised at last meeting; not yet
delivered.' Next to the 2 p.m. consultation call are two lines summarizing the last call and one line of
the counterparty company's recent press release. Below that are three emails needing urgent replies.

An internal email from the CEO, a contract inquiry from a key business partner, a court hearing
schedule notice from the jurisdiction. Each has a one-sentence explanation of why it is urgent. Below
that are four follow-up actions promised at the last meeting. Items like 'materials promised to send by
Wednesday,' 'email promised to reply by Friday' are listed alongside their original promised dates.

At the bottom, the note reads: 'Secure one deep work block of at least 90 minutes today.'

This approach holds particular value in legal work. When you manage multiple cases simultaneously
in a single day, reorienting yourself to each case's current status consumes considerable time. If you
add a 'today's tasks by case' section to your briefing, each case's deadline and next steps refresh
automatically and surface at the top. Looking at the case name alone, you can set priorities: 'Case X:
filing deadline tomorrow,' 'Case Y: witness examination preparation needed.'

For a briefing to serve its purpose, one thing is essential: it cannot be too long. One page, readable
within three minutes. A briefing listing twenty items is not a briefing but simply another to-do list. Build
this constraint into your prompt: 'compress to one page, readable within three minutes.' Automation
exists to deliver what is necessary quickly, not to generate more.
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Reorganizing scattered notes into a logical draft

A writer's folder accumulates scattered notes at any moment. A single line recorded on an iPhone
when an idea struck. A sketch scribbled on paper during a meeting, then scanned. Markdown notes
typed while listening to a lecture. Quotations copied while reading a book. A paragraph tossed into a
KakaoTalk 'notes to self' chat.

These fragments clearly hold connections among themselves, yet assembling them into a finished
piece requires time and concentration. Claude Code reads these fragments, groups them by subject,
grasps the logical flow, and reconstructs them into a draft.

Start by gathering files into one folder. Format need not be uniform. Place text files, markdown, Word
documents, PDFs, and transcriptions of voice memos all in the same folder.

Run Claude Code and give it instruction.

"Read all the files in this folder. Group them by subject, and merge ideas that overlap, but preserve
the subtle nuances of meaning in the original text. Then add subheadings by subject and reorder
them according to logical flow. Assemble them into a draft manuscript in Korean and save as
'AI_Law_Draft_v1.md.' At the end of each paragraph, note the source file in brackets so I can find the
original later."

Keep the author's voice in formal style throughout ('this is,' 'this does'), and refer to project_style.md
for the forbidden expression list."

The result is not a finished manuscript. Pieces have been classified, gathered by subject, and
reordered in ways that create potential logical connections. The writer then reads through this again,
edits the flow, and refines it in their own voice.

This approach matters because it lightens the burden of memory. When a single-line note written six
months ago and lecture notes from last month are grouped into the same topic, the writer finally
recognizes: 'Ah, these two could connect.' People delight in such connections when chance reveals
them, but when hundreds of files accumulate, chance itself no longer occurs. When AI scans the
fragments and classifies them, the very possibility of connection unfolds before you.

Writing by lawyers demands special rules. Citation and attribution are the lifeblood of such text.

With such rules in place, you can toss notes into a folder and say only 'make a draft,' and the result
emerges while preserving the writer's style. Another writer's folder contains their own rules, and each
time AI shapes the result to fit those rules.

One caution applies: AI excels at reorganizing 'logically,' but logical does not always mean good
writing. Good writing sometimes breaks logic, begins with a scene, and leaves conclusions
suspended. If you use AI's organized draft as-is, the writing becomes smooth but flat.
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What the writer must do is receive AI's organized version and then ask: 'Where do I start with a
scene?' 'Which section should I deliberately skip?' 'Which sentence should I move to the
second-to-last line to create lingering effect?' AI lines up the fragments. The writer scatters the lines
to build rhythm. The clearer this distinction between the two tasks, the better the outcome.
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Chapter 2: How Agent Workflows Transform the Workplace
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Next Chapter →

Introduction

It's 4 p.m. on Friday. Sujin Lee, head of marketing, lets out a sigh at her desk. Word has just arrived
in Slack that five competitors have changed their pricing policies. The CEO has asked for a
competitive analysis report before Monday morning's meeting. In the old way of doing things, she
would have spent half the weekend opening each competitor's website one by one, copying price
lists, pasting them into Excel, and drawing charts in PowerPoint.

Instead, Sujin opens her laptop and types a single sentence into Claude Code: "Analyze the latest
pricing policies of our five competitors according to our company brand guidelines and create a PDF
report." Fifteen minutes later, a 12-page report appears on her screen, complete with company logo
and brand colors.

This is what an agentic workflow looks like. Instead of a person manually connecting each step, an AI
agent makes judgments on its own, selects tools, corrects errors, and completes the result.

From 8 Billion to 50 Billion Dollars: The Explosive Growth of the Agentic AI Market

Let's look at the numbers. The agentic AI market is estimated at roughly 8 billion dollars
(approximately 11 trillion Korean won) as of 2025. Industry forecasts project it will grow to 40 to 50
billion dollars (approximately 55 to 69 trillion Korean won) by 2030. This is not a modest jump. An
entire industry is being created before our eyes.

You might think these figures are merely projections. But movement in the field has already begun.
About 25 percent of global enterprises are running agentic pilot projects, and that number is expected
to reach 50 percent by 2027. It means that one of every two major companies will be operating an
agentic workflow.

As a result, massive budget increases, new security requirements, and surging demand for talent
who know how to build these systems are happening simultaneously.

25 Percent of Enterprises Already Running Agentic Pilots

An agentic pilot is a small-scale experimental project of agentic workflows that a company runs
before full implementation. It applies the system to a specific department or task first, before rolling it
out company-wide. A marketing team might try automating competitor monitoring, or a sales team
might ask an agent to generate a list of prospects.
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There is one fact that companies consistently discover at this pilot stage: agentic workflows solve
problems on their own during the construction phase. With traditional automation tools, a developer
had to anticipate every single exception case and write handling logic for it.

In an agentic workflow, when an agent encounters an error during execution, it analyzes the cause,
changes its approach, fixes the tool code, and continues. This self-healing ability dramatically boosts
productivity during the building phase.

The Ceiling of Traditional Automation and the Momentum of the Agentic Shift

If you have ever built a workflow with automation tools like n8n or Zapier, you understand the
process. You design each step, connect nodes, and handle exception cases yourself. It works. Until
something unexpected comes in. Traditional workflows stop when they meet an unforeseen situation.

Someone has to open the logs, figure out where and what error occurred, and manually fix it. That is
maintenance. That is time. That is cost.

This is why enterprises are moving urgently toward agentic transformation. They have hit the ceiling
that traditional automation can reach. Simple repetitive work was solved through automation, but
work that requires judgment, work where the path changes based on context, work where exceptions
are frequent,traditional tools reveal their limits. Agentic workflows operate beyond that boundary.

This is because large language models have reached a point where they can reason, make
judgments, and perform multi-step tasks consistently.

And now that standardized tool-connection protocols like MCP (Model Context Protocol), deployment
infrastructure like Vercel or Modal, and agentic tools for non-developers like Claude Code are
emerging, the technical barriers to building agentic workflows are falling fast.

The Train Track Metaphor: From Manual Construction to Delegating to a Crew

There is a useful metaphor for understanding the value of agentic workflows.

Traditional automation is like laying train tracks by hand. You install every single rail, every branch
point, every connection yourself. An agentic workflow is closer to telling a construction crew: "Lay the
track from here to there." When the crew hits bedrock during the work, it finds its own detour. The
result is better tracks, completed faster, with fewer mistakes.

This is because the agent handles exception cases during construction that a person might never
have thought of.

Before deployment, this track is tested thoroughly. Different trains run it in turn: trains of different
weights, trains of different lengths, trains with different wheel specifications. Only when you are
confident that many kinds of trains can run without problems do you put the track into service. This is
the build-validate-deploy cycle of an agentic workflow.
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Self-Healing and Deployment: You Deploy Code, Not the Agent

Online discussions about agentic workflows sometimes contain exaggeration. There is talk of "once
you build it, it fixes itself forever." This claim is half true. It depends on what context it is running in.

When you run a workflow directly inside Claude Code, the agent is beside you. When an error
happens during the task, the agent detects it immediately, fixes its approach, corrects the tool code,
and continues. Self-healing happens in real time.

But when you convert the workflow to scheduled execution, or connect it to a webhook trigger so it
runs automatically, things change. What gets deployed is the code of the workflow (W) and the tools
(T), not the agent (A) itself. In the WAT framework, only W and T go to the cloud while A stays
behind. Code that runs without the agent works more like traditional automation: the same input
produces the same output.

This might sound like a weakness, but it is actually a strength. Predictable, repeatable, consistent
automation is the most reliable form in an operational environment. The real advantage of agentic
workflows is not "eternal self-healing after deployment," but rather "you can build much faster and
more precisely during construction."

The construction crew lays the track, and then you run trains on that solid, predictable track.

Sujin's competitive analysis report was on the CEO's conference table Monday morning. The CEO
flipped through the charts and asked: "Did you do all of this yourself?" Sujin nodded, but her mind
was turning over a different question. Could we use this agent in other departments of our company?
And if someone asks me to teach them this technology, is there a business opportunity there?

[Figure 2-01: Graph showing agentic AI market size growth trajectory. Growth from approximately 8
billion dollars in 2025 to 40 to 50 billion dollars in 2030.]
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Chapter 3: Claude Code for Everyone
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Introduction

There is a freelance consultant who opens his laptop at a cafe every morning. He has built email
classification systems for clients using n8n, and operates dozens of workflows with Zapier syncing
CRM data to Google Sheets. He knows automation well. But lately, his clients have started asking
him questions.

"Isn't there anything we can do with agentic AI?" Each time he hears the word agentic, he feels a
twinge of anxiety. Should he learn to code? Start with Python? But when he actually opened Claude
Code, what he entered was not code but Korean sentences.

The Hidden Advantage of Those Experienced with n8n and Zapier

As agentic workflows gain attention, you might worry that experience with existing automation tools
becomes useless. It's the opposite. Anyone who has built workflows with n8n or Zapier has a decisive
advantage when working with agentic systems.

They know what webhooks are. They intuitively understand how APIs work. They can visualize in
their minds how data flows from one node to another. When someone without this foundation jumps
into agentic tools, they cannot tell whether the agent's output is good or bad. When the agent makes
a wrong decision, they don't even notice that it was wrong.

Those who have mastered the principles of automation give precise instructions to agents. Instead of
vague requests like "Scrape leads from this website," they say, "Collect job postings for sales
positions from this URL, include fields for job type, location, and experience, organize them in an
Excel file, and fetch only up to 200 records." Agents deliver far better results when given such specific
instructions.

The Trap of Jumping in Without Foundations: Not Knowing Webhooks Means Missing Mistakes

As the agentic workflow market heats up, more people are jumping straight into Claude Code without
any automation experience, drawn by the message that "you can build apps without coding." It's true
that Claude Code is a powerful tool for non-developers. But skipping fundamental concepts entirely is
risky.

Suppose you tell an agent, "Build me a lead scraper." The agent diligently writes code, creates tools,
and structures the workflow. You get a result. But how can you tell if that result is actually good,
whether there are security vulnerabilities, or if it's handling data correctly?
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Someone who doesn't know what a webhook is won't notice if an agent misconfigures it. Someone
who doesn't understand the basic structure of API calls won't realize when an agent wastes money by
making unnecessary repeated API calls.

This book is written for readers with no coding experience. It's not saying you should learn a
programming language. Rather, it emphasizes that understanding the fundamental concepts of
automation, where data flows, what triggers are, and why API keys are needed, is essential to
properly managing agentic workflows. We will build those foundations together in the early chapters
of this book.

The Advent of the Age When You Can Use Coding Tools Without Knowing Code

Traditionally, building software required learning a programming language. You had to learn how to
declare variables, use loops, and define functions. That process was a barrier to entry. n8n and
Zapier lowered that barrier by one step. You could build workflows by dragging and dropping nodes
together. Construction time dropped dramatically compared to manual coding.

Claude Code lowers that barrier by another step. You don't even need drag and drop. Describe what
you want in natural language, and the agent writes code, generates files, and fixes errors. Users don't
need to know how to read Python code. Tool files the agent creates carry a .py extension, but users
rarely edit the code inside directly.

The user's role is closer to manager, overseer, or architect. You decide what to build, review the
output, and adjust direction.

To feel the speed of this change, look at the timeline. Taking the time it took to build automation
systems with manual coding as the baseline, the arrival of no-code tools significantly shortened
construction time, and the arrival of agentic tools cut it again dramatically. This trend is accelerating.

The Power of Verbal Control That Claude Code Provides

Creating a workflow in Claude Code is a process where those who give good instructions receive
good results. If you say "Analyze our competitors," the agent will produce something. But "Our
company is an AI lead generation platform, our primary target is marketing agencies, and our monthly
subscription fee ranges from 200 to 500 dollars.

Compare and analyze competitors' pricing strategies, core features, and target markets, and create a
PDF report with our logo and brand colors applied",when you say this, the quality of the output
changes entirely.

Communication with an agent hinges on two things: stating your goal specifically and clarifying the
completion criteria. "Build me a prospect list" is worse than "Collect 500 sales job postings from the
US and Europe through web research, save them in an Excel file with columns for job type, location,
and salary." With the latter instruction, the agent clearly understands when to stop and what data to
collect.
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The work of setting node parameters one by one in n8n is replaced by a single paragraph of natural
language in Claude Code. The agent reads API documentation, finds the correct endpoint, and
structures JSON for you. What remains for the user is the ability to express clearly "what you want,"
and that is a more universal and trainable skill than coding.

The freelance consultant completes his first agentic workflow at the cafe. A workflow that took three
hours in n8n took just 20 minutes in Claude Code. He didn't read a single line of the Python code the
agent generated, but the result was accurate. He closes his laptop thinking: this tool's real power
doesn't lie in writing code.

It lies in being able to clearly say what you want. And for someone who has been doing automation
for years, that was already a familiar skill.

[Figure 3-01: Timeline showing the change in automation construction time. A chart showing how
construction time shortened progressively as the field shifted from manual coding to no-code tools
(n8n, Zapier) to agentic tools (Claude Code).]
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Chapter 4: Your First Agent Workflow: Automating Competitor
Reports
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Introduction

On the left monitor, an empty folder sits open. A clean project with no files in it. On the right monitor, a
chat window appears with a small logo icon. This is Claude Code's agent interface. With just this
empty folder and chat window, you are about to build a workflow that automatically generates
competitor analysis reports. You won't write a single line of code yourself.

Installing VS Code and Connecting the Claude Code Extension

To use Claude Code, you must first install Visual Studio Code (VS Code). VS Code is an integrated
development environment,think of it as a workspace where developers write and manage code. It is
free to download and runs on both Windows and Mac.

Once installation finishes, open VS Code. On the left sidebar, find the icon made of four squares. This
is the Extensions menu. Click it to open a search box, then type "Claude Code." The official extension
distributed by Anthropic appears at the top.

Installing this extension opens a channel inside VS Code where you can talk with the Claude Code
agent.

Pressing the Install button immediately prompts you to log in to your Anthropic account. Using Claude
Code requires a paid subscription. The Pro plan starts at $17 per month and includes Claude Code
and the latest Opus model. If your usage grows, you can upgrade to the Max plan.

The Max plan has higher usage limits, making it advantageous when building multiple workflows
simultaneously or sustaining long conversations.

[Figure 4-01: VS Code's Extensions menu on the left with "Claude Code" in the search box. The
Install button is highlighted.]

Opening a Project Folder and Understanding the Agent Interface

Once the Claude Code extension is installed, a small Anthropic logo button appears at the top right of
the screen. But before you click it, you must first open a project folder. Click the Explorer icon in the
left menu, and you see a message: "No folder yet."
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Create a new empty folder on your desktop or Documents folder. A name like "first_workflow" will do.
Open this folder in VS Code, and the folder name appears in the left Explorer with an empty space
beneath it. This blank space will soon fill with files the agent creates.

Now click the Anthropic logo button at the top right. If a welcome screen appears, close it. The screen
splits into two areas. The left is the file explorer; the right is the chat window with the agent. This chat
window works like KakaoTalk or ChatGPT. Type a message, send it, and the agent thinks, acts, and
shows you results. On the left, you watch as the agent creates files and folders in real time.

[Figure 4-02: VS Code split screen. The left shows the file explorer with an empty project folder. The
right shows the Claude Code chat interface.]

Talking with the Agent in Plan Mode: Designing the Competitor Analysis Workflow

At the bottom of the chat window, you find a mode selector. Choose "Plan Mode" from the four
available options. In Plan Mode, the agent does not write code or create files. Instead, it drafts plans,
asks questions, and suggests approaches. It is like drawing blueprints before building a house.

Tell the agent this:

When you send this message, the agent begins thinking. Its thought process appears in real time in
the chat window. Messages flow past: "Exploring existing workflows and tools," "Researching
branding and PDF generation methods." After a moment, the agent asks you a question.

The agent's questions are specific. "How should we identify competitors? Will you give me a list, or
should I discover them automatically?" "Which aspects should we analyze? You can choose pricing,
product features, and marketing messages, or analyze all of them." "How often should we generate
reports? Monthly, weekly, or as needed?" As you answer each question, the agent refines the plan to
match your responses.

When the plan is complete, the agent shows you the full implementation blueprint. It lays out which
technologies to use (Claude Sonnet model, Firecrawl API, ReportLab PDF library), how to organize
the folder structure, and which tool files to create. It includes cost estimates too. About $1.50 for the
first run, with later runs cheaper thanks to cached data.

[Figure 4-03: The competitor analysis workflow implementation blueprint provided by the agent. The
screen includes technology stack, file structure, and cost estimates.]

Adding Brand Assets: Incorporating Logo and Color Guidelines

Before approving the plan, you make one adjustment. Instead of the agent applying arbitrary colors
and typography, it will reflect your actual company brand.

You drag your company logo file (in PNG format) and brand guidelines image from your computer
into the left file explorer area. The files are added to the project folder. Then you tell the agent:
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The agent analyzes the images you provided. It recognizes the logo and extracts the primary color,
secondary color, and typeface information from the brand guidelines. The plan updates with the
response: "Logo confirmed. I'll extract the brand colors and apply them to the PDF." Now you
approve the plan.

Running the Workflow and Generating the PDF Report

After approving the plan, the agent generates a to-do list and begins work. Folders and files start
appearing one by one in the left file explorer. A brand_assets folder is created, a competitor analysis
workflow file is made inside the workflows folder, and five Python tool files are generated inside the
tools folder.

Business information gathering, competitor discovery, competitor research, competitor analysis, and
PDF report generation are each separate, independent tools.

The agent asks about your company. "What is your primary target market?" "What is your price
range?" "Do you have a core differentiator?" You answer these questions, and the agent creates a
file called business_profile.json to save this information. The next time you run this workflow, the
agent does not ask these questions again. It already knows the answers.

Next, the agent automatically searches for competitors. It scans the web, builds a list of competitors,
and researches each competitor's products, pricing, and strengths. Research results are saved as
individual files for each competitor in a competitors folder. When analysis finishes, the final PDF
report is generated.

[Figure 4-04: The folder structure created in the left file explorer after running the workflow. The
brand_assets, workflows, tools, and competitors folders and their contents are visible.]

Error Correction and Iterative Improvement: A Case of Fixing the Missing Logo Issue

The first output is unlikely to be flawless. This is not failure; it is a natural part of the building process.

You open the PDF report. Brand colors and typography have been applied. Competitor profiles,
threat level classifications, and strategic recommendations are all organized. Yet the logo is not
visible. The price analysis chart is also missing.

You tell the agent:

The agent diagnoses the problem. It responds, "There are a few issues with the PDF generator," and
lists them. Then it fixes the code in the tool file. It adds a color backdrop behind the logo and
improves the chart-generation logic. It regenerates the report with the corrected tool. This time, it
does not re-fetch competitor data. It reuses the data cached from the previous run.

When you open the second report, the logo appears crisp and clear. The price analysis chart is now
included. This process is self-healing. When you point out an error, the agent identifies the root
cause, fixes the code, and updates the workflow so the same error does not happen again.
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From here on, you enter fine-tuning. Pass requests like "Add more detail to the competitor profiles" or
"Increase recommendations from three to five" in plain language, and the agent makes the changes.
The more times you run the workflow and offer feedback, the better the results become.

Cost Analysis: What That $1.43 First Run Really Means

The first run of this workflow cost about $1.43. This is the API cost for the entire process: researching
eight competitors, analyzing each one's products, pricing, and marketing strategies, and generating a
PDF report with your brand applied.

What if a person did this work manually? Visiting each competitor website, organizing the information,
and creating a report in Excel or PowerPoint would take at least half a day, or as much as a full day.
Considering hourly labor costs, $1.43 represents an extraordinary return on investment.

Repeating the workflow costs less. Because competitor basics and company profiles are already
stored, the agent only checks for changes. Data caching cuts API calls and naturally reduces costs.

This cost structure shows the economics of agent workflows. Spend time and money once to build;
then subsequent runs are inexpensive. Even that first build takes little time, since the agent does
most of the work.

The PDF report is open on screen. The company logo sits crisply in the upper left, threat levels for
each competitor are color-coded, and a pricing analysis chart shows the data visually. All the tools
and workflows used to create this report remain in the project folder.

Next month, say one thing: "Run this month's competitive analysis." The agent reads the workflow,
executes the tools, and produces a fresh report with current data. But how do you write the
instructions you give the agent, the operational guide for this workflow? Let's look at that.

[Figure 4-05: The completed competitor analysis PDF report. Key pages showing the company logo,
brand colors, competitor profiles, and pricing analysis chart.]

[Chart 03-01: The Build-Execute-Improve cycle for agent workflows. Planning (Plan) → Building
(Build) → Validation (Validate) → Revision (Revise) → repeat, shown as a circular flow diagram.]
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Chapter 5: Mastering the Development Environment Without Fear
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Introduction

When you first look at a cockpit photo, you feel overwhelmed. Hundreds of buttons, dials, switches,
and screens fill every corner. But ask a pilot, and they say this: "Actually, when we land or take off,
we watch just six instruments." VS Code is the same. There are buttons and panels everywhere on
screen, but to use Claude Code you need only three things. The file explorer, the Claude Code chat
panel, and the mode selector at the bottom.

Step-by-Step Guide: From VS Code Installation to Claude Code Extension Installation

Chapter 3 covered installation in brief. This chapter examines the situations you may encounter at
each step in finer detail.

Open a web browser and search for "Visual Studio Code". From the official site, download the
installer that matches your operating system (Windows, Mac, or Linux). Once the download
completes, run the installer. You can proceed with the default settings without touching any other
options.

When you first open VS Code, a welcome tab appears. You will see links like "Create New File",
"Open Folder", and "Getting Started". You can close this screen. On the left vertical menu bar, click
the icon of four squares (the Extensions menu). Type "Claude Code" in the search box. When the
official Anthropic extension appears at the top of the search results, click the "Install" button.

When installation is complete, a small button shaped like the Anthropic logo appears in the top right
corner of the screen. This button is the entrance to open the Claude Code chat panel. Click it, and
you will be asked to log in.

[Figure 5-01: The VS Code Extensions menu on the left, showing "Claude Code" in the search box.
The Install button is highlighted.]

Choosing Your Paid Subscription: Pro vs. Max

Claude Code is a feature included in Anthropic's paid subscription. You cannot use it with a free
account.

The Pro plan costs seventeen dollars per month (approximately 23,000 won in Korean currency). It
includes Claude Code and the Opus model. It is sufficient for getting started. However, there is a daily
usage limit, so if you build multiple workflows in succession or maintain long conversations, you may
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reach the cap.

The Max plan has higher usage limits. It suits users who keep multiple sessions open at once or work
on large projects continuously. The biggest advantage is that you can focus on your work without
worrying about hitting a cap.

I recommend starting with the Pro plan and switching to Max as your usage grows. You could also
use an API key directly, but since costs vary with usage, it is hard to predict. A subscription plan with
fixed costs is more stable for budgeting.

Creating a Project Folder and Understanding the Explorer Panel

Claude Code always works inside a project folder. If you do not open a folder, it is as if the agent has
no workspace.

Click the document icon (Explorer) at the very top of the left vertical menu bar. You will see the text
"You have not yet opened a folder". Press the "Open Folder" button and select an empty folder on
your computer. If you do not have a folder yet, create a new one on your desktop or in your
documents folder.

When you open the folder, the folder name appears in the left Explorer panel. It is empty for now
since there are no files yet. When the agent starts working, files and subfolders will appear in this
area in real time. Workflow files, tool files, config files, temporary data, everything the agent creates
will show up here. When you click a file in the Explorer panel, its contents open on the right, so you
can directly see what the agent has created.

The Claude Code Interface: Files on the Left, Agent on the Right

If you clearly picture the screen layout in your mind, all your future work will be easier.

The left area is the world of files. All workflows, tools, data, and config files that the agent creates
accumulate here. The right area is the world of the agent. This is where you type messages, watch
the agent think, answer questions, and see results.

VS Code may have built-in AI agent features (such as Copilot). These are separate from Claude
Code. If VS Code's own chat panel is open, close it to avoid confusion. Use only the panel that opens
when you click the Anthropic logo button in the top right.

You can open multiple tabs in the right area. You could open the agent chat tab and a file content tab
at the same time, watching the agent's conversation while checking the generated file. You can also
run multiple agent chat sessions at once if needed. Each session has its own independent
conversation context.

[Figure 5-02: VS Code screen layout. The full screen showing the file explorer on the left, the Claude
Code chat panel on the right, and the mode selector at the bottom.]
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Permission Modes: Plan, Ask Before Edit, Automatic Edit, Bypass

At the bottom of the Claude Code chat panel is a mode selector menu. It controls the level of
autonomy you give the agent.

In Plan Mode, the agent only reads and investigates. It does not create files or write code. It makes
plans, asks questions, and suggests approaches. This is the mode you should use first when
planning a new workflow.

In Ask Before Edits mode, the agent requests approval before creating or modifying any file. This
mode suits you if you want to review each change one by one.

In Edit Automatically mode, the agent performs file edits automatically but still asks for approval
before running system commands (terminal commands).

Bypass Permissions mode grants the agent full authority. It can create, edit, and delete files, and run
terminal commands, all without asking for approval. This mode must be enabled separately in VS
Code settings.

Search for "Claude Code" in Settings and check "Allow Dangerously Skip Permissions". The word
"dangerously" is in the name because the agent will perform all operations without your confirmation.

The recommended workflow is this. Make a plan in Plan Mode. When you are happy with the plan,
switch to Bypass Permissions mode and execute it. Watch the agent work on screen, and step in
immediately if it goes off track. Leaving the agent alone overnight is not recommended yet. Supervise
the agent while reducing the burden of pressing buttons at every step. That is the correct way to use
Bypass Permissions mode.

There comes a moment when the cockpit dashboard is no longer frightening. It is the moment when
watching files appear in the Explorer panel, reading the agent's thoughts in the chat, and switching
modes to control its autonomy all feel natural. What you need to know next is how the agent
organizes workflows and tools. The framework that explains this has a three-letter name.
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Chapter 6: The WAT Framework: Workflow, Agent, Tools
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Introduction

Imagine opening a refrigerator, taking out ingredients, consulting a recipe, and baking a cake. There
is a recipe. There is a chef. There are ingredients such as flour, eggs, and sugar. If these three are
kept well separated, anyone can make the same cake.

Change the recipe and a different cake emerges. Change the ingredients and the flavor differs.
Change the chef, but as long as the recipe is followed, similar results can be achieved. Building agent
workflows in Claude Code follows this principle exactly.

The Cake Analogy: Recipe (Workflow), Ingredients (Tools), and Chef (Agent)

The WAT framework is an acronym of three letters. W stands for Workflow, A for Agent, and T for
Tool.

A workflow is a recipe. Like "To make this cake, first crack two eggs, add one cup of flour, and bake
at 180 degrees for 30 minutes," it is a document that describes the goal, sequence, and conditions of
work in natural language. The file format is Markdown (.md), written in everyday sentences rather
than a programming language.

Tools are both ingredients and kitchen equipment. The act of cracking an egg, preheating the oven,
stirring the batter, each is a tool. Technically, they are written as Python script files (.py) and handle
actual execution actions such as API calls, data transformation, and file creation.

An agent is the chef. It is Claude Code itself. It reads the recipe (workflow), selects the necessary
ingredients (tools), and uses them in the correct order. If a problem arises during execution, it makes
a judgment. If the oven temperature is too high, it lowers it. If flour is lacking, it finds a substitute.

The key is that these three are separated. Change the recipe and different results can be produced.
Replace the tools and the same recipe can connect to different services. The chef (agent) can handle
any combination of recipes and tools.

Workflow in Markdown, Tools in Python: Why Separate Them?

Opening a workflow file reveals this structure.

It is written in everyday language. Someone with no programming knowledge can read it. A workflow
file is both a work instruction given to an agent and a document that a person can review.
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Tool files, by contrast, are Python code. Opening discover_competitors.py reveals API call logic, data
parsing code, and error handling routines. There is little need to read or modify this code directly. The
agent generates it and the agent modifies it. What the user needs to focus on is the content of the
workflow file, that is, 'what do you want to do.'

The reason for separation lies in dividing roles. A workflow instructs what to do, and tools execute
how. Mix them together and you must touch the code when you want to change work instructions,
and the instruction document becomes tangled when you want to modify the code. Because they are
separated, it is possible to modify only the workflow to change the scope of analysis, or replace only
the tools to connect a different API.

The Reliability Created by Separating Probabilistic Reasoning from Deterministic Execution

The WAT framework's division of workflow and tools has deeper technical reasons. AI agent
reasoning works in a way that can vary slightly each time. The same question can produce slightly
different answers each time. Code execution, by contrast, works in a way that produces the same
result for the same input. Give the same input and always get the same output.

If the agent handles every step directly, accuracy drops sharply as probabilistic reasoning
accumulates. Suppose each step has 90 percent accuracy. Through two steps, it becomes 81
percent (0.9 × 0.9). Through five steps, it plummets to 59 percent (0.9�). At ten steps, it is only 35
percent.

The WAT framework solves this problem. The agent only takes on the role of deciding which tools to
use in which order. Actual execution such as data processing, API calls, and file creation is handled
by deterministic code (tools). The agent's probabilistic judgment focuses only on a few critical
decision points, while code consistently performs the rest of the execution process. As a result, the
reliability of the entire workflow increases.

The Accuracy Trap in Five Consecutive Steps: Why 90 Percent Falls to 59 Percent

Let me examine this math more specifically.

Suppose we ask an AI model to read an email, summarize the key points, classify it into categories,
assign a priority, and write a response draft. Five steps. If the model has a 90 percent chance of
making the correct judgment at each step, the probability of passing all five steps correctly is about 59
percent. Out of ten runs, four fail somewhere.

The solution to this problem is separation of concerns. The act of reading an email, extracting
keywords from text, and attaching category tags are each made into independent tools. Each tool
operates deterministically. The agent makes only the judgment: 'Run the classification tool on this
email, and based on the results, run the prioritization tool.'

As the complexity of judgment decreases, overall accuracy increases.
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This is the practical reason for using the WAT framework. Rather than throwing everything at the
agent with 'figure it all out,' breaking each step into independent tools and having the agent combine
them produces far more stable results.

The Self-Improvement Loop: Learning from Error and Updating the Workflow

The WAT framework has a self-improvement loop built in. When the agent encounters an error while
running a tool, it reads the error message and analyzes the cause. It modifies the tool's code. It
confirms that the revised tool works correctly. Then it adds an exception handling item to the workflow
file stating 'In this situation, handle it this way.'

For example, suppose a web scraping tool gathering competitor websites exceeds the API call limit.
The agent reads 'Rate Limit Exceeded' from the error message. It searches the API documentation to
see if a batch endpoint exists. Finding the batch endpoint, it modifies the tool code to switch to batch
request mode. It validates the revised tool.

After confirming normal operation, it adds an item to the workflow file stating 'Use batch endpoint if
API limit exceeded.'

The next time the same workflow runs, the agent reads the updated workflow and uses batch mode
from the start. It does not encounter the same error twice. With each repeated execution of the
workflow, exception handling accumulates, the tool's code is refined, and the entire system becomes
stronger.

File Structure Design: The Role of workflows, tools, and temp Folders

As the agent creates more files, an organization system becomes necessary. The WAT framework
uses three core folders.

The workflows/ folder holds workflow files. Competitor analysis workflow, newsletter generation
workflow, lead web scraping workflow, each is one Markdown file.

The tools/ folder holds tool files. Web scraping tool, PDF generation tool, email sending tool, each is
one Python file.

The temp/ folder is a space for temporary files. Intermediate data created during work, debug logs,
and one-off outputs are stored here. These are files that can be cleaned up once work is complete.

One role of the claude.md file is to communicate this folder structure to the agent. If you write in
claude.md, 'Save workflows in the workflows/ folder, tools in the tools/ folder, and temporary files in
the temp/ folder,' the agent will follow this rule.

Without this file, the agent may haphazardly pile all files at the top level of the project. As files
increase, confusion grows, and the agent wastes time finding where tools are located.
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Place a claude.md file in the project and tell the agent, 'Read this file and initialize the project,' and
the agent automatically generates the folder structure. The workflows, tools, and temp folders appear
in the left explorer, and guide files (README) are placed in each folder. This initialization process
need only be performed once each time you start a new project.

[Figure 05-01: WAT framework structure diagram. Triangular relationship where the agent (A) reads
the workflow (W) and executes the tools (T). The placement of workflow folder, tools folder, and
temporary folder is shown.]

Let me return to the cake analogy. Keep the recipe well organized and you can remake the same
cake anytime. Change only the ingredients and you can attempt a variation. Even if the chef changes
to a different person, following the recipe produces similar results. Separating workflow from tools
creates exactly this effect.

But before handing the recipe to the chef, you must set up how the chef works itself. That is the role
of claude.md, and understanding how the agent's work memory operates allows you to use that
setting well.
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Chapter 7: How Models Count Tokens and Working Memory:
Reading Range at a Glance
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Introduction

You entrust competitive analysis to Claude Code, and as you exchange various revisions back and
forth, the conversation grows long. The agent that initially created accurate charts and clean PDFs
suddenly begins pulling strange data. It clearly ignores the brand colors you told it before and asks
again about questions it has already answered.

When you look at the bottom of the screen, you see the text "23% of your context remaining." Your
agent's notepad is nearly full. To understand this phenomenon, you need to learn first how the agent
reads our words.

What Are Tokens?

Humans read text word by word. AI does not. AI reads in units called tokens, which is how the model
counts text.

One token is not exactly one word. Roughly three to four English characters equal one token. A
comma by itself is one token, and a short preposition like "in" is one token. Even spaces are included
in token counting. It looks as though there is a consistent rule, but in reality it is quite uneven.

If we set out a rough standard, in English one token equals approximately 75% of a word.

Korean is somewhat different. A single Korean character often breaks into multiple tokens, so a
sentence with the same meaning uses more tokens than its English version.

Why does this matter? Tokens are money. Every large language model, including Claude Code,
charges costs in token units. Even if you use a subscription plan, there is a cap on the total number of
tokens you can use within a certain period. If you waste tokens, you burn through your quota faster.

[Figure 7-1] A visual example of how an English sentence breaks down into tokens. "Hello, how are
you?" splits into ["Hello", ",", " how", " are", " you", "?"]

Context Window Size and Limits

Picture Claude with a notepad. When you start a conversation, Claude fills this notepad densely with
what you say, what it replies, system prompts, MCP tool lists, and project file contents. This notepad
is your context window.
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This notepad has a hard ceiling. The standard context window for current Claude models is around
200,000 tokens. The number looks large, but it fills faster than you might expect. Let me list what gets
written into the notepad.

As your projects grow larger and you attach more MCP servers, these items quickly consume your
notepad. You can run the /context command to see your current token usage. For instance, if your
model is Claude Opus 4.6 and you have used 22,000 out of 200,000 tokens, you have already spent
11% of your total.

[Figure 7-2] An example output of the /context command. A bar chart showing how many tokens the
system prompt, system tools, MCP tools, and conversation history each take up.

Context Leakage

Subtle changes start when your notepad fills to about halfway. The agent that was accurate from the
beginning gradually produces strange answers. It asks you for information you have already
provided, or fabricates facts that do not exist. This phenomenon is called context rot.

The cause lies in how large language models process long text. As tokens accumulate, the model's
quality and accuracy drop noticeably. Information at the very start and end of the conversation is
remembered fairly well, but information in the middle gets buried easily. This is known as the "lost in
the middle" phenomenon.

If you drew a chart, the horizontal axis would be token usage and the vertical axis would be response
quality. Once usage goes past 50%, the quality curve follows a gentle decline, but after 70% it drops
sharply. You observe this not only with Claude but with all large language models.

[Figure 7-3] A curve graph showing the relationship between context usage (horizontal axis) and
response quality (vertical axis). A vertical dotted line marks the "warning zone" at the 60% point.

The symptoms you face during real work are these: the agent suddenly fabricates information. It
misremembers the path of a file you saved earlier. It asks the same question again. When you spot
these signals, it is time to clean out your token notepad.

The 60% Rule

You run a competitive analysis workflow, review the results, and go back and forth with revisions, and
before you know it the context remaining indicator at the bottom of the screen has dropped below
50%. You have probably seen the message "45% of your context remaining until auto-compact."

One useful rule in real work is this: start organizing once your context reaches 60%. This is called the
60% rule.

Why 60% exactly? Because once you pass that point, context rot actually becomes noticeable. Of
course, Claude Code has auto-compact built in, so when you hit the limit it compresses the
conversation on its own. But auto-compact decides for itself what information to keep and what to
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throw away. Important decisions can get lost during compression.

So it is safer to take charge and do the cleanup yourself at the 60% mark. Then how do you
organize? You have two tools available.

/compact: Compress Your Conversation While Keeping Memory

When you type the /compact command, Claude Code compresses your conversation history into a
summary. The long dialogue becomes a short summary of the essentials, and token usage drops a
lot. It is like taking a thick meeting record and turning it into a list of key decisions.

After compression, the agent still remembers roughly what you did before. The files you created, the
tools you ran, the conclusions you reached, these things stay in the summary, so you can keep the
conversation going.

But you can take it one step further. You can tell /compact which information you want to preserve.

When you type it this way, the agent prioritizes keeping API decisions and schema details during
compression. If you do not want to lose your brand asset paths, you can type /compact keep brand
asset paths. You are directly telling the agent what the core of your project is.

This is selective preservation. Instead of telling the agent "remember everything," you tell it
"remember just this." That is much more powerful.

/clear: Complete Reset

Sometimes you need a blank slate instead of compression. The /clear command wipes out your
entire conversation history. The agent has no memory of what it did in past conversations.

But there is an important thing to know. Even when you run /clear, your project files stay put. Your
claude.md file, workflow documents, tool scripts, business profile JSON, every file stored on your disk
remains untouched. When the agent starts a new conversation, it reads claude.md from the
beginning again and searches for files anew as needed. It is like a new staff member opening the
operations manual.

Good times to use /clear are these:

When to Use /compact Versus /clear

Let me summarize how the two commands differ.

[Figure 7-4] A side-by-side diagram showing the difference between how /compact and /clear work.
On the left, conversation history is compressed into a summary. On the right, conversation history
disappears and only claude.md stays behind.

Practical Patterns
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Here is how you apply these tools in real work.

You start the work. You have multiple rounds of conversation with the agent. The remaining capacity
indicator at the bottom of the screen dips below 40 percent. At this point, you run /compact keep
brand assets and competitor list. Once you secure the text chunks the model counts, you continue.
The work completes. The next task is entirely different. Then you run /clear and begin fresh.

Once this rhythm becomes instinctive, you will find that the agent's quality stays constant regardless
of conversation length. The way the model counts text chunks and reads a span at once may seem
technical at first, but the essence is simply a habit. When your notepad is half full, organize it.

Now that you have learned to manage the agent's memory, the next step is to understand how to
write the document that constitutes the first page of that memory, the file the agent reads first each
time.
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Introduction

A newly hired employee shows up for their first day. You open the office door, let them in, and say
nothing but "get to work." What happens? They don't know where the bathroom is. They don't know
where the contacts for major clients are kept. They don't know what the company's tone and manner
are. They start writing emails knowing none of this. The result cannot help but be wrong. Using
Claude Code on a new project for the first time is exactly this.

The agent opens a folder and looks for one file first: claude.md. Without this file, the agent is no
different from a new employee who showed up with no guidance.

The Role of System Prompts

If you have built an AI agent in n8n, you have probably seen the field in the node settings window
where you enter a system prompt. If you have created a custom GPT in ChatGPT, you have
experienced adding your role and rules to the Instructions tab. claude.md serves the same purpose.

The name is different, but the essence is the same. It is the document the agent always reads before
reading the user's message.

Let me trace the sequence. The user sends a message to Claude Code. Before processing that
message, the agent reads the entire claude.md file from the project root. Only then does it check the
user's message and generate a response. This order is always the same. Every time you start a new
conversation, every time you run /clear, the agent reads claude.md first.

What this means is clear. Content written in claude.md becomes the baseline that runs through all of
the agent's behavior. If you write "all responses should be in Korean," the agent answers in Korean. If
you write "always include error handling when creating Python scripts," the agent won't skip
try-except blocks.

[Figure 8-1] Flowchart showing the order in which the agent processes a message. Read claude.md
→ Check user message → Explore files as needed → Generate response.

What to Include

The information that should go in claude.md divides into three main layers.
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What: the project's identity. Specify what this project is, what its tech stack is, and what core
packages or skills it needs. A real example looks like this.

One paragraph. It contains the agent's role and the user's top priority goal.

Why: the purpose of each component. If you write only "the tools folder contains Python scripts," the
agent knows the folder exists but does not understand why to check it first. If you write "when you get
a new task, check the tools folder first,there might already be a tool built for it," the agent's behavior
changes.

How: the working method expected of the agent. Action rules like "if an error occurs, fix the script and
then add that error handling method to the workflow document" belong here.

What Not to Include

Do not include the resumes of all team members. Do not copy and paste the entire project meeting
log. Do not include detailed documentation of every API endpoint.

The reason is the token count discussed in the previous chapter. claude.md is read in its entirety at
the start of every conversation. If the file is 500 lines, each time those 500 lines' worth of tokens eat
into what the model can read in one session. To answer a single question, a large chunk of context is
already consumed by the system prompt before the conversation even starts.

The rule is straightforward. Put only what the agent needs to know every single time in claude.md.
Information needed only occasionally goes in a separate file, with claude.md pointing to that file's
location.

The 150-to-200-Line Principle

So what is the right length for claude.md?

The validated standard in practice is between 150 and 200 lines. Within that range, you can fit project
identity, core rules, and file location guidance. There is a real example: the claude.md file right after
setting up an agent secretary project was about 87 lines. As the project grows,skills and tools added,
reference files multiplying,it naturally expands toward 150 lines.

Once you start crossing 200 lines, you should be alert. At that point, items in claude.md definitely
exist for which the answer to "do I really need to read this every time?" is no. Those items should be
moved to a separate file.

As time passes, new skills are added to the project, reference documents accumulate, and rules
become more detailed. claude.md naturally expands. You now need a routing strategy.

Routing Strategy: Pointing from claude.md to Other Files

Open the agent secretary project's claude.md and you will see a passage like this in the middle
section.
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This is routing. claude.md itself contains no detailed information about "who the user is." Instead, it
just points to "read this file if you want to know about the user." The agent reads context/me.md only
when the user's question involves the user's personal information. If it does not, it skips it.

This way, the only tokens consumed each time are the brief guidance lines in claude.md.

Let me show routing's impact with numbers. If you cram user profile, work details, team information,
priorities, and project description all into claude.md, you will easily exceed 500 lines. With routing,
claude.md stays at 100 to 150 lines while the agent pulls in those files only when needed. That frees
up proportionally more breathing room in what it can read at once.

Here are examples of files that can be routing targets.

[Figure 8-2] Hub-and-spoke diagram with claude.md as the hub and me.md, work.md, team.md, and
others as spokes.

The Habit of Updating claude.md as Your Project Grows

claude.md is not something you write once and shelve. It lives and breathes with your project.

Initial Generation: The /init Command

If your existing project lacks claude.md, run the /init command. The agent scans the project's folder
structure and code, then automatically generates a claude.md draft. It will not be perfect, but it beats
starting from a blank page. Review the draft, add any missing rules, and delete anything
unnecessary.

Daily Updates

When you add a new skill or workflow, just tell the agent directly: "I just added a folder called
brand-assets. Update claude.md so it tells me to check that folder whenever I need a logo or brand
guidelines." The agent opens claude.md and adds the entry. This habit, built over time, turns
claude.md into a precise map of your project's current state.

Periodic Compression

After a project runs for weeks or months, accumulated entries in claude.md start to exceed 200 lines.
At this point, ask the agent like this: "claude.md has gotten long. Clean it up to reflect where we are
now. Remove tools and project references we do not use anymore, and consolidate similar rules."
The agent analyzes and reorganizes the file. You review the result and sign off.

The Relationship Between claude.md and the .claude/ Directory

Alongside claude.md in the project root, a hidden directory called .claude sometimes appears. Inside
sit detailed rule files like communication style guides. If claude.md is the broad-brush guidance, the
files inside .claude are supplementary rules.



43

[Figure 8-3] Tree structure visualization showing the relationship between claude.md and the .claude/
directory, as well as the context folder in the project folder structure

In summary, claude.md is the agent's job description. It defines the role, specifies core rules, and
points to where files with detailed information are located. Keep it to between 150 and 200 lines.
Update it whenever the project changes.

You have organized who the agent is, what it remembers, and what rules it follows. But however
intelligent the agent may be, its ability to act is limited without a means to interact with the outside
world. To send emails, collect information from websites, or add events to a calendar, the agent
needs 'hands.'
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Chapter 9: MCP Connected Servers: Extending Your Agent
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Introduction

One Saturday morning, I decided to bake a cake. The recipe called for eggs, flour, and frosting. I had
to buy eggs from a poultry farm, flour from a mill, and frosting from a specialty cake supply shop. I
had to visit three different places, learn each one's ordering method, and navigate each one's
payment system. It was cumbersome. But what if there were a single supermarket in the
neighborhood?

I could buy eggs, flour, and frosting all in one place. One ordering method, one payment system. That
supermarket is what an MCP connected server is.

What Is MCP: The Supermarket Analogy

MCP stands for Model Context Protocol. It is a standardized way for agents to connect to external
services.

Take Gmail as an example. Gmail has the ability to send emails, read them, search them, and create
drafts. One service contains multiple tools. When you connect the Gmail MCP server to Claude
Code, the agent can use all these tools at once.

You don't need to write a separate script to send email. You don't need to dig through API
documentation to search. When the agent is connected to an MCP server, it automatically discovers
what tools are available and selects the right tool for each situation.

Let me expand on the supermarket analogy.

[Figure 9-1] A diagram comparing two approaches: on the left, "Without MCP," showing an agent
connecting to three separate APIs individually; on the right, "Using MCP," showing an agent
accessing multiple tools through a single MCP server.

The heart of MCP is standardization. When any service is built as an MCP server following the MCP
specification, Claude Code connects to it in the same way and calls tools in the same way. Whether
it's Gmail, Firecrawl, or Google Calendar, the connection method is structurally the same.

Installing a Firecrawl MCP Server: A Hands-On Exercise

Theory alone won't make it click. Let's install an MCP server ourselves. Firecrawl is a service that
collects data from websites. It offers multiple features including web scraping, crawling, search, and
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screenshot capture. When you connect Firecrawl's MCP server to Claude Code, the agent can freely
retrieve web data.

Step 1: Obtain a Firecrawl API Key

Visit the Firecrawl website (firecrawl.dev) and create an account. The free plan gives you 500 credits,
which is plenty for practice. Once you enter the dashboard, your API key is displayed. Copy this key
and save it.

Step 2: Save the API Key in an .env File

If there is no .env file in your project root, create one. If it already exists, open that file. Save your API
key there in the following format.

Why save it in an .env file? I'll cover the reasons in detail in the next section, but the short answer is
this: an API key is like a password. If you type it directly in the conversation, the key remains in plain
text within the context window. When you save it in an .env file, the agent reads from the file when
needed, but the key itself never appears in the conversation record.

Step 3: Run the MCP Server Installation Command

Request the installation from Claude Code. Firecrawl's official documentation provides installation
commands for Claude Code CLI. Tell the agent what needs to be done.

The agent runs the command to register the MCP server in your project. Once installation is
complete, the configuration is finalized to reference the API key stored in your .env file.

Step 4: Verify the Installation

Once installation is complete, try typing the /context command. Firecrawl-related tools should appear
in the MCP Tools section. If web scraping, crawling, search, and other tools appear in the list, the
connection is working properly.

[Figure 9-2] A screenshot showing the results of the /context command, with Firecrawl tools listed in
the MCP Tools section.

From this point on, when the agent receives a natural language request like "scrape job postings from
this URL," it automatically selects and runs the appropriate tool from the Firecrawl MCP server. You
don't need to know which endpoint to call or what parameters to pass.

API Key Security: Why Store Secrets in an .env File

I mentioned the .env file during the Firecrawl installation process. Let me explore more deeply why
you shouldn't type API keys directly in the conversation window.

An API key is a credential for accessing external services. It is essentially a password. If this key is
exposed, someone could use my account and charges could be incurred.



46

What happens when you paste an API key directly into the Claude Code conversation window? It
becomes part of the conversation record. It exists in plain text within the context window. When the
agent runs a Bash command with the key as an argument, the key may also appear in execution
logs. This is not desirable from a security standpoint.

Using an .env file mitigates this problem. The key exists only on your computer. The agent reads
environment variables through methods like os.environ in scripts, and the key value itself never
appears in the conversation record.

Add one more safeguard: create a .gitignore file in your project and add .env to the list. This way,
even if you upload the project to a public repository like GitHub, the .env file is not uploaded. You
prevent the risk of secrets being exposed on the internet.

These two measures form the basic defense line of your security.

[Figure 9-3] A diagram showing the safe management flow of API keys, comparing the path ".env file
→ load as environment variable → reference in script" with the unsafe path "type directly in
conversation → exposed in context record."

If you accidentally type an API key in the conversation during practice, it is safe to rotate it
immediately. Simply revoke the old key in the service dashboard, issue a new one, and save it in your
.env file.

Expanding the Agent's Reach with MCP

Just by connecting Firecrawl alone, the agent's range of capabilities expands significantly. It can
scrape hundreds of job postings from job sites and organize them into Excel files. It can collect dentist
contact information from Yellow Pages to build a sales lead list. It can regularly monitor competitor
websites.

If one MCP server is like one supermarket, connecting multiple MCP servers is like holding
memberships to multiple supermarkets at once. Adding the Gmail MCP server enables reading,
sending, and searching emails. Adding the Google Calendar MCP server enables viewing and
creating calendar events.

By combining these, the agent can handle complex requests like "find meeting requests in today's
emails and add them to my calendar."

[Figure 9-4] A diagram with the agent at the center and multiple MCP servers (Firecrawl, Gmail,
Calendar, Notion, etc.) connected in a radial pattern. Two to three representative tools for each
server are shown as small icons.

Each time you add an MCP server, the pattern is the same: save the service's API key in your .env
file and run the installation command. You simply repeat the process once you've learned it.
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There is one caveat to note: as you connect more MCP servers, the MCP tool definitions take up
more space in the context window. Using the /context command from the previous chapter, you can
see the token consumption for the MCP Tools section increases. The agent has more hands, but less
space to remember.

Connecting MCP servers indiscriminately can leave insufficient space for important conversation
content.

The choice of MCP connected servers should align with your project's purpose. A competitor analysis
project does not require Gmail MCP connected servers. An email automation project does not
necessarily need Firecrawl. The efficient approach is to equip only the tools you truly need.

We have equipped the agent with memory (the range it can read at once), instructions (claude.md),
and tools (MCP connected servers). When these three work in harmony, the agent becomes ready to
perform substantive work. Now we move forward to building actual projects by combining these tools.
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Chapter 10: Core Commands and Project Configuration Layers
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Introduction

Type /status into the terminal, and information about Claude Code's version, the currently connected
model name, and authenticated account details all pour onto the screen at once. Like glancing at a
car dashboard, you can instantly grasp what state this agent is in right now. Did you need to
memorize this command? No.

Even if you ask in natural language, "Tell me what state my Claude Code is in right now," the agent
automatically runs /status. The world of built-in commands begins this way.

Essential Commands

Claude Code has two main categories of built-in commands. One is diagnostic and status commands
that check the current state, and the other is configuration commands that change how the agent
behaves.

Let's start by looking at diagnostic and status commands.

[Figure 10-1: Example of /status command execution results]

The key point here is that you don't need to memorize these commands. Claude Code can interpret
natural language and automatically run the appropriate command. If you say "run a diagnosis,"
/doctor executes, and if you ask "what model am I using right now?" /status responds. Knowing that
commands exist is useful, but remembering them is the agent's job.

Configuration Commands

Configuration commands are the control panel that tunes how the agent operates.

These commands can also be accessed through natural language. If you say "show me my
permissions settings," /permissions content displays. However, typing the slash command directly is
sometimes faster. It skips the step where the agent interprets your intent. Mixing natural language
and commands depending on the situation is practical.

Configuration Hierarchy: User, Project, Local Machine

If built-in commands are how you converse with the agent, then configuration files are the blueprint
that defines the agent's default behavior. Claude Code's settings are organized into three layers,
each handling a different scope.
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User-level (global) settings are located in the home directory ( ~/ ). These settings affect all projects
that exist on your computer. They are default values that always apply no matter which folder you
open or which project you work on.

Project-level settings are located at .claude/settings.json inside the project folder. This file can be
committed to GitHub and shared with the entire team. Whenever any team member opens this
project, they receive the same settings.

Local project-level settings are located at .claude/settings.local.json. This file applies only on your
machine. It does not go up to GitHub and is not visible to team members using the same project.

[Figure 10-2: Configuration hierarchy diagram: User > Project > Local Machine]

Priority flows from top to bottom across the three layers. When the agent attempts to perform an
action, it checks local machine settings first. If no rule exists on the local machine, it looks at project
settings. If project settings don't have it either, it follows global settings.

Let me illustrate how this priority actually works. Suppose there is a file-reading command called
read. If you specify in local machine settings "never use read," the agent stops immediately. It doesn't
matter if project and global settings allow it. Conversely, if local and project settings allow it but global
forbids it, it gets blocked at the global level.

The local machine has the narrowest scope yet is checked first, while global has the broadest scope
and serves as the final gate.

Difference between settings.json and settings.local.json

The two files sit side by side in the same .claude folder but serve distinctly different purposes.

settings.json contains rules agreed upon by the entire team: coding conventions, required tool lists,
MCP server connection information, and the like. When a new team member clones the project,
these settings apply automatically, so you don't need separate guidance during onboarding like "fix
your settings."

settings.local.json holds your personal preferences: preferred editor behavior, personal API key
paths, debugging options for your machine only. When team settings conflict with yours, the local
machine takes priority, so you can follow team standards while maintaining your own work
environment.

One caveat: settings.local.json must be registered in .gitignore so it never goes up to GitHub. It may
contain personal API keys or sensitive path information.

Structure and Role of the .claude Folder

The .claude directory that catches your eye when you open a project folder is Claude Code's beating
heart. This folder contains all the components the agent needs to understand and operate within the
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project.

[Figure 10-3: Internal structure of the .claude folder and the role of each file]

CLAUDE.md is the file the agent reads first every time it starts a conversation. It serves as a map
guiding the project's purpose, core rules, and the location of other files. CLAUDE.local.md is the
personal version of CLAUDE.md, holding your own additional instructions.

The .gitignore file specifies which files Git should not track. You register files like .env (for storing API
keys), settings.local.json, personal images, and password files here. In VS Code, these files display
in gray for visual distinction. Green means a new file Git hasn't tracked yet, and yellow means a
modified file.

This color system tells you at a glance whether anything needs to be committed now.

The rules/ folder contains behavioral guidelines such as the agent's communication style and coding
rules. The skills/ folder holds reusable workflow recipes, and the agents/ folder stores definitions for
secondary agents.

Global settings follow a similar structure. Under the .claude folder in your home directory sit
settings.json, skills/, agents/, rules/, and so forth. Content stored here applies whenever you open
any project. It is more efficient to place common settings you don't want to repeat for each project,
such as rules like "always use formal speech," in the global layer.

To summarize what goes in each layer:

This structure looks complicated at first. Folders within folders, files within files. But once you actually
open a project and explore the .claude folder yourself, each file's role becomes clear from its name
alone. The configuration hierarchy is like three layers of lenses: "what the team agreed on / what the
project requires / what I want." The agent scans through these lenses from inside out, deciding how
to behave.

If built-in commands are the immediate channel for conversing with the agent, then the configuration
hierarchy is the skeleton that shapes the agent's long-term character. But the agent's memory has
one fundamental limitation: a ceiling on how much information it can process at once, called the
context window. For the agent to work with vast amounts of data beyond this ceiling, it needs external
memory.

Attorney Gyeong-jin Kim, Artificial Intelligence Expert

Specialist in AI law and policy · Former member of the National Assembly · Author of multiple works

If this book has spent even a moment at your side, please support the next story coming into the
world.

(Voluntary support account: NH Bank 302-1096-0948-81 Account holder: Gyeong-jin Kim)



51

← Previous Chapter

See every chapter

Next Chapter →

Attorney · Former Member of the National Assembly · AI Policy Researcher

kimkj.com

© 2026 Kim Kyung-jin. All rights reserved.

#KimKyungjin #AILibrary #MasteringClaudeCode



52

Chapter 11: Hybrid Search and Semantic Storage: Building
Long-Term Memory
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Introduction

I handed a 68-page vacuum cleaner manual PDF to Claude Code and asked, "How do I clean the
filter?" The agent performed a search, then showed me step-by-step instructions in text. Below that
appeared a parts diagram image from the manual. The agent made its own judgment that for physical
devices, pictures could be far clearer than words.

The 68-page document could not fit entirely within the agent's single read window. So how did it find
the exact information on the exact page? The answer lies in Retrieval-Augmented Generation.

What is Retrieval-Augmented Generation?

AI agents face a fundamental constraint: they cannot know information absent from their training
data. A company's internal manuals, meeting notes from last week, field photos taken this
morning,such data never existed in the model's training. You could fit all documents into a single read
window, but past a few dozen pages, you hit the token limit the model can process.

Retrieval-Augmented Generation is an architecture that sidesteps this problem. It works in three
stages.

Retrieval: The agent searches an external data repository for information relevant to the user's
question. Rather than reading the entire document, it extracts only the pieces that match the query.

Augmentation: The retrieved fragments are attached to the agent's prompt. The agent can now draw
on information it originally did not possess, as if it had just read it.

Generation: The agent composes an answer based on the enriched context. The agent's reasoning
fuses with external data to produce a response neither could deliver alone.

[Figure 11-1: Three stages of Retrieval-Augmented Generation: Retrieval → Augmentation →
Generation flowchart]

Think of it as an open-book exam. The student (the agent) need not memorize every textbook. During
the test, the student can flip to the relevant page. Yet the student must master two things: the ability
to quickly decide which page to open, and the ability to combine that page's information with existing
knowledge to construct an answer. These skills belong to the student.
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In Retrieval-Augmented Generation, the technology that decides "which page to open" is embedding.

The Concept of Embedding

Embedding is the process of converting text into numerical vectors. The word "vector" may sound
mathematical, but the core idea is simple: representing a sentence's meaning as a list of numbers.

The sentence "I want to drink a cup of coffee" and the sentence "I want to order a cappuccino" use
different words. Yet their meanings are similar. An embedding model converts both sentences into
comparable numerical vectors. By contrast, "The stock market fell today" transforms into a completely
different vector. The meaning differs.

When these vectors are arranged in multidimensional space, semantically similar sentences cluster
close together, while semantically different ones drift far apart. This is how semantic similarity-based
search works. When a user asks "filter cleaning method," the system converts the question into a
vector, then finds the closest vectors among pre-stored document fragment vectors.

Keywords need not match exactly. If the meaning aligns, the search returns it. A document labeled
"dust cover washing procedure" can surface as an answer to "filter cleaning method."

[Figure 11-2: Visualization of similar sentences forming clusters in embedding space]

Summarizing embedding's role in Retrieval-Augmented Generation: Divide documents into small
fragments, called chunks. Pass each chunk through an embedding model to convert it into a vector.
Store the resulting vectors in a database. When a question arrives, convert it to a vector as well. Find
the stored vectors closest to the question vector and deliver them to the agent.

Using Google Gemini Multimodal Embedding

So far, we have discussed text. But real-world data is not text alone. Manuals contain assembly
diagrams. Field reports include photographs. Educational materials embed video.

Google's Gemini Embedding 2 is a multimodal embedding model that places text, images, video, and
audio into the same vector space.

Let us examine the changes this model brings through concrete examples.

Vacuum cleaner manual example: Embed the entire 68-page PDF. Not only text fragments but
diagram images are converted to vectors. When asked "filter cleaning method," the system returns
the text explanation alongside the corresponding diagram image. You can now see component
locations in the image that text alone would struggle to convey.

Roof repair company example: Embed thirteen past project photographs. Each photo carries
metadata,cost, duration, workforce size. Upload a new roof photo, and the system returns five similar
past projects with similarity scores. These serve as references for preparing estimates.
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[Figure 11-3: Multimodal embedding space: 2D visualization of text, images, and video positioned by
meaning]

The power of multimodal embedding lies in different data types coexisting in the same space. A
smiley-face fries photograph lands in the "food" category, a dog playing guitar video in the
"entertainment" category, a Claude Code tutorial in the "technology" category. Though data types
differ, AI grasps the meaning and places each in the right location. If all data were roof photographs,
the system auto-classifies them into subcategories: flood damage, age deterioration, structural
defects.

As of now, video supports MP4 or MOV files up to 120 seconds long. Images handle up to 6 PNG or
JPEG files per request. Audio is also supported; providing accurate descriptive metadata alongside
audio improves search accuracy.

Hands-On Practice: Connecting Pinecone Semantic Data Storage

Embedded vectors must be stored and searchable somewhere. That repository is a vector database,
and Pinecone ranks among the most widely used semantic data storage services.

The overall flow of this exercise is as follows.

Step 1: Environment Setup

In VS Code, create a new folder and open Claude Code. Switch to Plan Mode and give the agent this
instruction.

The agent designs the project structure, catalogs dependencies, and presents a step-by-step plan.

Three API keys are needed. Pinecone accesses the vector store; Gemini calls the embedding model;
OpenRouter accesses the chat model for answer generation. Pinecone offers a free starter plan,
Gemini API keys come from Google AI Studio, and OpenRouter provides access to multiple models
through a single API endpoint.

Step 2: Data Embedding

Enter the three keys into your .env file and save. Place the files you want to embed into a data folder.
Mix text files, images, and video,no problem. Tell the agent, "The data is ready, put it in Pinecone."
The agent creates a Pinecone index and embeds each file for storage.

During this process, the agent recognizes each file's type and applies the appropriate embedding
method. Text is split into chunks and embedded. Images are converted to vectors capturing visual
meaning. Videos are analyzed for frames and audio, then converted to vectors.

[Figure 11-4: Exercise pipeline: Original files → Embedding model → Pinecone index]

Step 3: Building a Chat Interface
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Ask the agent, "Build me a chat web app I can test on my local machine." The agent constructs the
web application and runs it on localhost. Type a question in the browser; Pinecone searches for
relevant vectors, and the agent generates an answer based on what it finds.

In actual validation, when asked 'How should we procure a workflow client?', it finds the relevant
content in a text file and answers. When requested 'Show me a video of a golden retriever playing
guitar', it locates that video's metadata and plays it inline.

Step 4: Iterative Improvement

The first result may not be perfect. Images might not be returned, or video descriptions could be
incomplete. When you describe the problem to the agent, it enriches the metadata or fixes the app.
Request 'Add better descriptions to the videos and re-embed them', and it deletes the existing
vectors, then saves them anew with improved metadata.

This entire process happens within 30 minutes. Building the same multimodal vector repository in a
no-code tool like n8n would take hours to days. You must manually configure chunking strategy,
image capture and storage methods, and search result formatting. Claude Code handles all of this
with natural language instructions alone.

How Hybrid Search and Semantic Storage Transform Agent Workflows

An agent without hybrid search and semantic storage answers only within its training scope. It
references only information that fits in its reading range at any moment. The world beyond that might
as well not exist.

An agent equipped with hybrid search and semantic storage is different. It can read a company's
68-page manual. It can search hundreds of construction photographs. It can find the context of a
specific decision in last quarter's meeting minutes. The agent's knowledge expands beyond its
training data to include all data the organization holds.

Hybrid search and semantic storage serves multiple scenarios in agent workflows.

Customer support automation: Embed product manuals and FAQs, then generate answers that
reference exact pages and images for customer questions. You can also search past ticket records to
answer 'Have we received similar inquiries before?'

Internal knowledge management: Embed the team's project documents, decision logs, and brand
guidelines. When a new team member asks 'What are our company's logo usage rules?', it finds the
relevant section in the brand guidelines and answers.

Research assistance: Embed academic papers, reports, and market research materials. When asked
'What are recent trends in this field?', it searches relevant materials and generates a summary. It
provides original sources and confidence scores, making fact-checking possible.
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[Figure 11-5] Diagram comparing agent knowledge scope before and after implementing hybrid
search and semantic storage.

What matters here is subject matter expertise. More than technical skill in building a hybrid search
and semantic storage pipeline, result quality depends on how you describe the data and in what way.
As the roof repair example showed, sparse metadata on a photo means sparse search results.

A photo described as 'This shows hail damage on a 10-year-old asphalt shingle roof; repair cost was
4.5 million won, took 3 days' and a photo tagged only as 'roof photo' have vastly different search
utility.

The value of technical implementation skill is diminishing. We watched Claude Code build in 30
minutes what took days in n8n. Agents handle technical details,composing JSON, configuring HTTP
requests. But clearly describing a process, precisely articulating what data means, spotting gaps and
naming them remain human work.

Giving agents long-term memory meant connecting a database. Now let's look at how to give agents
skilled techniques they can perform repeatedly,reusable patterns of behavior that, once taught, run at
consistent quality any time.
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Introduction

At 7 a.m., you type into Claude Code: "Run the morning coffee skill." The agent checks your
calendar, pulls this week's tasks from your project management tool, checks your quarterly goal
progress, and proposes a schedule for the day. At the same time, in another window you sent
"Analyze recent YouTube comments," and in yet another window "Run a team pulse check."

Three agents work in parallel. Each is running a different skill. The time spent typing all this is just
over one minute, and doing this manually would have taken at least 25 minutes.

Welcome to the world of Skills.

The Relationship Between Skills and Workflows

Earlier, the WAT framework covered Workflows,instructions written in Markdown that agents read
and execute, like Standard Operating Procedures. Skills are essentially the same thing.

Only the name differs. The word workflow suggests a one-time task flow, while skill implies a
technique you can use repeatedly with expertise. Workflows have Python scripts attached as tools,
and so do skills. Workflows are Markdown files, and so are skills. The structure is identical.

One difference: skills include YAML Front Matter, a section at the top of the file enclosed by --- that
records the skill's name and description. This front matter dramatically improves how agents discover
skills. Rather than reading the entire content of every skill file, agents scan just the names and
descriptions in the front matter.

They scan the front matter's name and description, select the appropriate skill for the current request,
then read only the body of the chosen skill in detail. This is called Progressive Context Loading.

You can view a skill as an evolved form of a workflow, or simply as a different name for the same
concept. What matters is that both are natural language instructions for agents, readable and editable
by humans. You define agent behavior using everyday sentences, not programming languages.

Creating Skill Files in the .claude/skills Directory

Skill files live in your project's .claude/skills/ directory. Each skill is organized in its own subfolder, with
skill.md as the core file.

[Figure 12-1: Example .claude/skills Directory Structure]
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Alongside skill.md, a skill folder can contain supporting files: Python scripts in a scripts/ subfolder,
reference documents in a references/ subfolder, and so on. Organizing everything inside the skill
itself is called a Self-Contained structure.

Another approach exists. Scripts or reference files can be elsewhere in your project. For example,
your YouTube analysis skill's skill.md can reference ../../references/youtube_channel.md, and the
agent will follow the path to read that file even if it lives outside the skill folder. This is called an
External Reference structure.

This is called an External Reference structure.

Either way, the core principle is simple: the correct path must be recorded inside skill.md.

Creating your first skill doesn't mean writing Markdown directly. You build it through conversation with
an agent. In plan mode, ask: "Build me a research skill that uses the Perplexity API and sets up API
key placeholders in .env." The agent designs the folder structure, writes skill.md, generates
necessary scripts, and updates CLAUDE.md to register the new skill.

Why delegate this to an agent rather than do it manually? The agent already knows best practices:
YAML front matter format, file path conventions, efficient structures that count tokens well. However,
agents don't always create perfect structures. Sometimes they generate a skill as pure Markdown
without the YAML front matter.

When this happens, you can add the front matter yourself, or give the agent Anthropic's official
documentation URL and instruct: "Follow this document and build it to best practices."

The recommended length for skill.md is 500 lines or fewer. Keep detailed reference materials in
separate files to save on token counts.

How to Write Effective Skill Descriptions

For a skill to work properly, the agent must be able to find it. When the agent analyzes the user's
request and selects from dozens of available skills, the description plays a critical role.

In the first stage of Progressive Context Loading, agents read only the name and description of each
skill. This scanning costs roughly 100 tokens per skill. If the description is vague, the agent may
choose the wrong skill or miss an appropriate one entirely.

An effective description has three qualities.

State the trigger situation. Describe the specific moment when this skill should be invoked, such as:
"Use when the user creates a daily plan or says morning coffee." This lets the agent match the user's
natural language request against your description.

Specify the output. Describe what the skill produces, such as: "Synthesizes calendar, tasks, and
goals to output a time-blocked daily schedule." This gives the agent a way to confirm the results
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match what the user expects.

Define the boundaries. State what the skill does not cover, such as: "This skill addresses scheduling
only and excludes content creation or research." When multiple similar skills exist, clear boundaries
prevent agent confusion.

[Figure 12-2: Three Stages of Progressive Context Loading: Front Matter Scan → Load Skill Body →
Load Reference Files]

Skills can be invoked two ways. First, with a slash command: type /morning-coffee and the skill runs
immediately. Second, with natural language: say "Set up my day" and the agent searches
descriptions to find the morning coffee skill.

Slash commands are fast and precise,no interpretation needed, instant execution. Natural language
is flexible,you don't need to know the skill name, just convey your intent. Both are typically enabled,
but if a skill triggers too often unintentionally, you can set disable_model_invocation: true in the YAML
front matter to allow only slash command activation.

When a skill isn't being called, the description is usually the culprit. A vague description like "useful
skill" matches nothing. But a specific one,"Call the Perplexity API to generate a PNG infographic in
your brand guidelines whenever the user requests one",matches much more accurately.

Committing to GitHub and Sharing with Your Team

As long as a skill exists in .claude/skills/, it works only in that project. When you push the project
folder to GitHub, any team member can clone the repository and use the same skills.

Think about what this means. One person creates a research skill and runs it dozens of times,
refining it. They adjust prompts, improve output formatting, and optimize to reduce unnecessary API
calls. The moment they commit this to GitHub, the entire team gains access to research of the same
quality. One person's learning curve becomes the team's competence.

The process is straightforward. Initialize a Git repository with git init, or ask an agent: "Upload this
project to GitHub." The agent creates the repository, commits, and pushes. Each time you modify a
skill, make a commit, and version control is automatic. You can compare which version of a skill
performed better and roll back if problems arise.

[Figure 12-3: The Skill-Sharing Flow: Personal Creation → Git Commit → GitHub Push → Team
Clone]

One more choice exists regarding where skills are stored: Project Skills versus Global Skills.

Project Skills live in .claude/skills/ and work only within that project. You can share them with team
members. If a frontend design skill is needed only in a web development project, keep it as a project
skill.
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Global Skills live in ~/.claude/skills/ in your home directory and are available in every project you
open. They aren't shared with team members. Personal skills you use alone, or skills common to all
projects, belong here. If a frontend design skill is needed in any project, store it globally for
convenience.

A skill's real value doesn't lie in any single finished skill. It lies in the feedback loop. You run the skill,
watch how the agent works, give feedback like "That API call was unnecessary" or "I don't like the
output format," and the agent updates skill.md.

Repeat this cycle ten times, twenty times, and the skill that felt awkward at first transforms into a tool
perfectly suited to your workflow. Expecting a perfect skill from an agent from the start is unrealistic.
Perfection comes from repetition.

There are patterns you discover while optimizing skills. If an agent wastes time searching the same
data repeatedly, hardcode frequently referenced IDs or paths into skill.md. If an agent consumes too
much of its reading window at once, add instructions to the skill directing it to delegate heavy work to
a secondary agent.

If an agent queries external API documentation every time, collect that information from the web and
save it as a reference Markdown file. Reading a Markdown file is far faster and cheaper than crawling
API documentation.

All these optimizations share a single direction. Execute a skill, work on other things for ten minutes,
then return to check the finished result. When you reach that point, the image of one person running
four agents simultaneously and completing a full day's work by morning ceases to be fantasy and
becomes daily routine.

And when these skills connect to each other, secondary agents call one another, and external
services begin conversing with agents through MCP, something is created that transcends the level
of a personal assistant.
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Analyzing Reference Websites Through Screenshots

A community website written in French appears on the screen. The color scheme is refined, and the
layout's balance catches the eye. The moment you picture the completed website you want to build in
your mind, it is natural to reach for the keyboard first. Yet before writing a single line of code, there is
something you must do. You must understand the structure of the reference website with precision.

When asking Claude Code to build a website, a clear difference in quality emerges between
explaining verbally and providing visual materials. If you say, "Make it like the Apple homepage," the
AI draws from its training data a general impression of the Apple site. But the conversation changes
when you deliver a screenshot of the reference website directly.

This is because color codes, spacing ratios, button positions, and the size relationships in typography
can all be read concretely from visual information.

The procedure for analyzing a reference website in practice is as follows.

First, obtain a full-page screenshot of the reference website. Using your browser's full-page capture
function, you can capture even the areas hidden below the scroll in a single image. This screenshot
becomes the reference point for Claude Code to recognize the "target state."

Next, prepare brand assets. Organize your logo files, primary color codes (primary, secondary,
background, accent), and the names of the fonts you will use. You borrow the reference website's
layout but must replace the brand identity with your own.

Then you write a prompt for Claude Code. "Referencing the layout and structure of this screenshot,
create a website with our brand colors and logo applied. Write all the text in English, tailored to our
community's context." When you make this request, Claude Code follows the structure of the French
source site but fills the colors, typefaces, and content with something entirely new.

One point requires attention. "Cloning" a reference website differs from "referencing" it. You are not
copying the HTML source code as-is but using design patterns and layout flows as learning material.
The result must contain your own content, your own colors, your own message.

The Screenshot Loop: Build-Capture-Compare-Revise Repetition Strategy

The first build is complete, and the website appears on localhost. The colors are applied as specified,
and the logo is in place. Yet the whitespace in the hero section is wider than the reference site, and
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the card layout alignment is subtly off. How can you narrow this gap?

Here appears a strategy called the screenshot loop. The core of this strategy is the iterative process
in which the AI visually confirms its own output, compares it to the reference image, and revises the
differences on its own.

Here is how it works.

Claude Code writes the website code. It launches your local server, then captures screenshots on its
own. It compares the captured images against the reference screenshot section by section. It lists
discrepancies and revises the code. It takes another screenshot and compares again. Only after
repeating this process at least twice does it show you the result.

This loop is powerful because the AI does not just read code but uses the rendered visual result as its
standard for judgment. When you write margin-top: 2rem in CSS, you cannot know from code alone
how that spacing feels on the actual screen. Through screenshots, you can judge that "this section is
about 20 pixels wider than the reference site."

Yet the screenshot loop has limits. Problems arise with dynamic elements.

When elements like background animations or scroll-based effects cannot be captured in a still
frame, the screenshot captures only part of the element or shows a blank screen entirely. At this
point, Claude Code may misinterpret the situation as "not yet properly implemented" and fall into a
vicious cycle of over-revising code that already works well.

In such cases, the right answer is to deliberately turn off the screenshot loop. Specify in your prompt:
"This is an animated background, so do not use the screenshot tool and write only the code. If
revisions are needed, I will verify them directly and let you know." You temporarily withdraw the AI's
authority for visual self-checking.

Conversely, for landing pages centered on static layouts, using the screenshot loop to the fullest is
wise. Setting the loop to run three or more times produces a noticeable quality difference between the
first output and the third.

Using the 21st.dev Component Library

With the overall layout satisfying, the button in the hero section feels flat. A single blue button with
rounded corners sits alone. If you could change this one button to a button with a shimmering rainbow
border, the entire site's impression would transform.

21st.dev is a library collecting individual website components. Various elements like buttons,
background animations, navigation bars, card UIs, and toggle switches are pre-coded. You select the
component you want, copy it in prompt form, and pass it to Claude Code.

The workflow is as follows.
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Visit the 21st.dev site and explore its categories. You will find diverse classifications like buttons,
backgrounds, hero sections, and shader effects. Select the component you want, and the prompt
code for that component is generated. Copy this code.

Return to Claude Code and compose your prompt. You request "Apply this background element
behind the hero text" and paste the copied code. Claude Code grasps the code's structure and
integrates it to fit your existing project's context.

The advantage of this method is that instead of borrowing an entire site from one reference, you
combine individual elements from multiple sources. The button draws inspiration from site A, the
background uses 21st.dev's wave animation, and the card layout references site B's structure. Rather
than imitating one site wholesale, you curate diverse elements to produce something unique.

One point warrants caution. Many components from 21st.dev include animations. As discussed
earlier in the screenshot loop's limits, it is safer to disable screenshot comparison when adding
dynamic elements. You must also convey the instruction: "This is an animated background, so do not
compare using the screenshot tool. Write the code directly, and I will verify it."

Otherwise, Claude Code captures only the middle frame of the animation from a still image, judges it
as "incompletely implemented," and repeats excessive revisions.

After applying a component, iterative fine-tuning is essential. "The background animation is too busy.
Place a semi-transparent background behind the hero text to improve readability. Change the 'Earn
More' text color from orange to blue." The process of polishing through these successive refinement
requests determines the final quality.

Bypass Permission Mode and the Pros and Cons of Autonomous Building

Claude Code stops in the middle of writing. A permission request appears on screen: "May I run this
command?" It asks for your permission every time you create files, install packages, or start the
server. This is a safe design, but when you are building a website and these interruptions repeat
dozens of times, the workflow breaks.

Bypass permission mode is a setting that removes this interruption. Search for "Claude Code" in VS
Code's settings, then activate the "Allow Dangerously Skip Permissions" option, and Claude Code will
run commands continuously without separate approval.

The advantages of this mode are clear. The entire screenshot loop runs automatically. The six steps
of writing code, starting the server, capturing screenshots, comparing, revising, and restarting
proceed continuously without your intervention. Claude Code creates a to-do list, checks off items
one by one, and shows you only the completed result.

Yet there is a reason the word "Dangerously" appears in this mode's name. It means Claude Code
can execute any command. File deletion, system setting changes, and external network requests can
occur without approval.
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From a practical perspective, here is how to manage the risk.

When working with bypass permission mode enabled, the principle is never to leave the screen
entirely. It is enough to check Claude Code's progress occasionally while doing other work alongside.
Running autonomous builds overnight and going to sleep is not recommended.

A more sophisticated approach also exists. Instead of bypass permission mode, use permissions
configuration to place safe commands on an allow list and dangerous commands on a deny list. For
example, allow file creation and reading but block deletion commands like rm -rf.

Commands on the deny list have higher priority than the allow list, preventing dangerous operations
from running by mistake. Using this approach, you achieve nearly the same speed as bypass
permission mode while maintaining a safety net.

In the early stage of building a website, sensitive data is often absent, so using bypass permission
mode carries little practical risk. But once your project begins to include API keys or database
connection information, switching to selective permission settings is wise.

The finished website runs smoothly on localhost. The colors and layout please you, and the
animations feel natural. Now you cannot keep this result confined within your computer. You must
upload it somewhere others can access. In that process, you need a tool to safely manage the code's
change history.
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Chapter 14: Git and GitHub: Your Project's Time Machine
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Git's Core Concepts: Repository, Commit, Branch, Push, Pull, Merge

It's two in the morning, and something went wrong while modifying the hero section of a website. You
tried to change the glow effect on a button and ended up breaking the entire layout. You want to go
back to how it was three hours ago, but the code from that moment is nowhere to be found. No matter
how many times you press Ctrl+Z, you cannot undo a file that has already been saved.

Git is a version control system created to solve this problem. It tracks all changes that happen to a
project and lets you return to any point in time you want. It's similar to saving checkpoints in a video
game. Each time you make a meaningful change, you can take a snapshot, and you can always
rewind to that point.

Let's examine the core concepts that form the world of Git one by one.

A repository is a folder that Git watches. All the files in a project and the complete history of changes
to those files are stored inside it. You can think of it like a bank account. Just as a bank account
records not only the balance but all deposits and withdrawals, a repository preserves not only the
current code but all the changes that came before.

A commit is a snapshot of a project at a specific moment. Each commit records what changed and
why it changed. It's similar to pressing "Save" in a Word document, but there's a difference. Saving in
Word overwrites the previous state, but committing in Git preserves the previous state and adds a
new snapshot on top of it.

If you commit with the message "Add glow effect to hero button," you can later revert just this commit
precisely.

A branch is a separate copy of a project, a space where you can experiment without affecting the
main version. The primary branch is usually called main. If you create a branch called "feature-login,"
you are declaring that you will experiment with login functionality without touching the stable version.

Push is the act of sending changes from your computer to a remote repository. Commits that existed
only on your computer now go up to the cloud.

Pull is the opposite. It brings the latest changes from the remote repository down to your computer.

Merge is the process of combining the changes from two branches into one. If your experiment was
successful, you merge the experimental branch into the main branch to reflect the changes in the
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stable version.

The Railroad Track Metaphor: Protecting Stable Versions While Experimenting

Picture a train station. A train is running along the main track. This train is the currently operating
stable version, or the main branch. Since it carries passengers, you cannot tear up the rails and lay
new ones while the train is running.

What if you want to test a new route? You create a test track that branches off from the main line.
This test track is exactly what a branch is. On the test track, you can experiment freely. You can
change the angle of the rails or add new stations. The main line's train service is not affected at all.

When the test is finished and you're satisfied with the results, you merge the test track back into the
main line. This is what merge means. At the junction where the two tracks meet, there must be a
process to ensure there are no conflicts. If the main line was modified in the same section and the
test track was also modified in the same section, someone must decide which version of the changes
to keep.

Let's see how this metaphor applies to actual website development.

Let's say the website you created in the previous chapter has already been deployed and real users
are visiting it. You want to make the button in the hero section more dynamic. If you modify the code
in the main branch directly, there's a risk the site will break during the change. Instead, you create a
branch called feature-dynamic-button and modify the button code inside it. You test it on your
computer, and if the results look good, you merge it into the main branch.

Until you tell Claude Code "I like these changes, please push them to GitHub," the changes stay only
in your local branch. The live site is not affected at all. This is the fundamental reason for using
branches. It lets you protect what's stable while trying something new.

Worktree is a concept that takes this principle one step further. Normally in Git, you can only have
one branch active in a folder. To switch to a different branch, you must save or commit your current
work. With worktree, you can check out multiple branches from the same repository at the same time
in different folders.

Claude Code has built-in commands for worktree, so you can quickly create isolated work spaces
with the --worktree option.

You can run multiple Claude Code sessions at the same time, with each session developing a
different feature. One session builds the payment page, another creates the signup form, and yet
another modifies the dashboard. Since each session works in its own isolated branch and worktree,
there's no risk of them overwriting each other's code. When the work is done, you simply merge each
branch into main.

GitHub's Cloud Backup and Collaboration Features



68

Git is a tool that works on your computer. The history of changes is saved on your laptop's hard drive.
If your laptop breaks, the commit history disappears with it. When working alone, your local Git is
enough, but when working on a project with others, you need a place where you can share code.

GitHub is a service that hosts Git repositories in the cloud. If Git is the version control "tool," GitHub is
the "place" where you store and share the projects managed by that tool. It's like uploading a Word
document from your computer to Google Docs.

GitHub's core features are as follows.

Cloud backup: When you push your local repository to GitHub, the complete history of your code is
replicated in the cloud. Even if your laptop breaks, you can retrieve the entire project from GitHub by
cloning it.

Version history management: In GitHub's web interface, you can see all commits in chronological
order. You can see at a glance which lines of which files changed, who changed them, and why.
Earlier, when you created a commit with the message "Add glow pulse effect to hero button," clicking
on that commit in GitHub shows you exactly what code changed, marked in green for additions and
red for deletions.

Pull Request: A feature that lets you request review from others before merging changes from a
branch into the main branch. It's a formal proposal that says, "Is it okay to merge this code into
main?" When multiple people are working on the same project, it acts as a checkpoint to make sure
each person's changes can merge together without conflicts.

Public and private settings: If you set a repository to public, anyone can see the code. If you set it to
private, only invited people can access it. If your website code doesn't contain API keys or
passwords, you can leave it public, but any project that contains sensitive information must be set to
private.

There's one important thing to watch out for. When you push code to GitHub, be careful not to upload
files that contain .env files or API keys. You can create a file called .gitignore to specify which files Git
should not track.

If you ask Claude Code to "get this ready to push to GitHub," it usually generates a .gitignore file
automatically. But it's a good habit to check once before pushing.

Basic Workflow: Create Repository → Clone → Branch → Commit → PR → Merge

Let's follow the entire process of actually using Git and GitHub from start to finish.

Step 1: Create a Repository on GitHub

Log in to GitHub and click the "New Repository" button. Set the name to "my-website." A description
is optional. Choose public or private and then click "Create Repository." An empty repository is
created.
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You can also have Claude Code do this work. If you ask, "Create a GitHub repository named
my-website and push the code from the current project," it handles everything from repository
creation to the initial commit to pushing. However, you need GitHub authentication. You only need to
log in to GitHub through the command line once, and authentication will be maintained automatically
after that.

Step 2: Clone

If you're already developing a project on your computer, the clone step isn't necessary. On the other
hand, if you need to continue work on a different computer, you clone the repository from GitHub and
copy it to your computer. Cloning brings all the files in the repository and the complete history of
changes to your computer in one go.

Step 3: Create a Branch and Work

When you add a new feature or change the design, you don't work directly on the main branch. You
create a new branch and work inside it. Claude Code understands this convention and lets you
request branch management in natural language.

Step 4: Commit

Commit whenever meaningful changes are made. Keep the purpose of the change concise in the
commit message. Something like "Fixed hero section card alignment breaking" is more useful than
"fix layout bug" when tracking history later.

Step 5: Push and Pull Request

Push the commits made on my computer to GitHub. Open a pull request on GitHub to propose
merging into the main branch. Even when working alone, using a pull request gives you another
chance to review your changes.

Step 6: Merge

Once the pull request is approved, merge it into the main branch. You can delete the feature branch
after merging is complete. The history remains in the commit record of the main branch.

With Claude Code, you can handle most of these six steps in natural language. If you say "I like the
hero button changes. Push it to GitHub," Claude Code will stage the modified files, write an
appropriate commit message, and push to the remote repository. But you must understand the
principles of what happens inside so you can identify and fix problems when they arise.

The code is safely up on GitHub. The change history is cleanly recorded. But having code on GitHub
doesn't mean someone can open a web browser and see your site. There is one more bridge needed
between the code repository and the live website.

Kim Kyung-jin, AI expert and attorney
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Chapter 15: Vercel Deployment: Sharing Your Code with the
World
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What is Vercel: The Concept of One-Click Deployment

There is a singular sensation the first time you see your own website displayed on a mobile phone
screen. A page that existed only on your computer's localhost now appears identically in a mobile
browser you opened while sipping coffee in a cafe. What happened in between?

Localhost is an address accessible only from your own computer. When Claude Code starts a
development server, you are assigned an address like localhost:3000 or localhost:51006, which
opens only in a browser on the same computer. If someone else enters this address, nothing
appears. Because the website's code runs only in your computer's memory.

To release this code to the world, you must upload it to a server running 24 hours a day and connect
a unique address to that server. Traditionally, this process required dozens of steps: renting a server,
configuring the operating system, installing web server software, issuing an SSL certificate, and
connecting a domain.

Vercel is a service that compresses this complicated process into a single button click. When you
select a GitHub repository and press the Deploy button, Vercel fetches the code, builds it, deploys it
to servers distributed worldwide, automatically sets up an HTTPS certificate, and assigns a unique
URL.

Vercel's free plan is sufficient for running personal projects and portfolio sites. Deployed sites are
assigned a default domain in the format projectname.vercel.app. Anyone can access your site
through this domain, and you can also connect your own custom domain.

The key to understand here is that what Vercel does is take your code and turn it into a website.
When you have code on GitHub and deployment configuration on Vercel, you complete the pipeline
connecting the two.

Connecting a GitHub Repository to Vercel

When you sign up for Vercel using your GitHub account, all the steps that follow become
straightforward. Vercel can immediately access your list of GitHub repositories.

The connection process works as follows.
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Click Add New Project in the Vercel dashboard. Your GitHub repository list appears on the screen.
Find the repository you want to deploy and click the Import button. A build configuration screen
appears, where it automatically detects frameworks like Next.js or React. When you click the Deploy
button, the build begins.

In tens of seconds to a few minutes, the build completes and a unique URL is generated. When you
enter this URL in your browser, your website appears. Whether you open it on a phone or a computer
in another country, the same page appears.

However, problems can occur on the first deployment. Let me recall the website example from the
previous chapter. When I deployed a Blender product landing page to Vercel, the frame image files
used in the scroll animation were missing. A site that ran perfectly on my computer now displayed
only text without the Blender images after deployment.

The culprit was the .gitignore file. The image frame folder was excluded from Git tracking, so it was
never pushed to GitHub, and Vercel never received those files. The solution is simple. When I ask
Claude Code to include the frame images in GitHub and push again, it modifies the .gitignore
configuration and pushes the missing files in an additional commit.

This experience offers a lesson. Your computer environment and deployment environment are
different. Files that exist on your computer but are not tracked by Git do not exist in the deployment
environment. Before deploying, you need to develop the habit of checking: Does my repository
include all the files needed to run the site?

In the Deployments tab of the Vercel dashboard, you can view all deployment history. Rolling back a
problematic deployment to a previous version is also possible with a single click.

Real-Time Deployment Pipeline: How Code Changes Automatically Reflect

Once the connection between Vercel and GitHub is complete, a remarkably smooth workflow
operates from then on.

The process works like this. You modify the website code in Claude Code. You check the changes on
your localhost. If you like them, you request: push to GitHub. A new commit arrives on GitHub. Vercel
automatically detects this change. A new build starts, and when it completes, the live site
automatically updates.

The critical safeguard in this pipeline is explicit pushing. No matter how much you modify on your
computer, the live site remains unaffected until you say push to GitHub. This is intentional design.

It is safer to write this principle into your CLAUDE.md file. For example: We will sync changes to
GitHub, and GitHub will automatically push to Vercel. However, when you make changes on my
computer, always validate them first on my localhost. Never reflect changes remotely until I explicitly
tell you to commit or push to GitHub. With guidelines like these in place, you prevent Claude Code
from accidentally pushing code while you are still working on it.
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The speed of real-time reflection is also impressive. In the earlier example, after adding a glow effect
to the hero button and pushing to GitHub, Vercel's deployment completed within minutes, and the
glowing button appeared when I refreshed the live site.

In GitHub's commit history, the message add glowing pulse effect to hero join the community button
was recorded, and a corresponding deployment record appeared in Vercel's deployment history.

Through this structure, three environments naturally take shape.

Development environment (your localhost): A space where you freely modify and test. Failures have
no impact.

Staging environment (GitHub): A space where code change history is recorded. Code pushed here
should be in an organized state.

Production environment (Vercel live site): The space where actual users access your site. It
automatically deploys from GitHub.

Connecting a Domain and Setting Environment Variables

The default projectname.vercel.app domain that Vercel automatically assigns is functionally
complete, but it falls short of conveying a professional impression. Connecting your own domain
raises the credibility of your site.

The domain connection process begins in Vercel's project settings. Navigate to the Domains section
under the Settings tab. You have two options: purchase a domain directly from Vercel or add a
domain you already own.

To connect an existing domain, you must change your DNS settings (Domain Name System
configuration). In the admin panel of the service where you purchased the domain,such as Gabia,
Namecheap, or Google Domains,modify the DNS records to the values Vercel specifies. Vercel's
guidance screen explicitly tells you which record to set to which value, so you can follow along even
without technical background knowledge.

DNS changes can take anywhere from minutes to up to 48 hours to propagate. In most cases, the
change applies within 30 minutes, but if access fails immediately after connecting the domain, there
is no need to worry.

Environment variable configuration is necessary when your project integrates with external services.
Sensitive information such as API keys, database connection strings, and authentication tokens
should not be written directly in your code. Instead, manage them separately as environment
variables.

In Vercel's project settings, you can find the Environment Variables section and register key-value
pairs. For example, enter your actual API key value as the key NEXT_PUBLIC_API_KEY. This value
is stored only on Vercel's servers and is not included in your GitHub repository. In your code, you
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reference this value as process.env.NEXT_PUBLIC_API_KEY.

The reason for using environment variables is security. Even if your GitHub repository is public, your
API key remains unexposed. Additionally, you can use different values in your development and
deployment environments. For instance, use a test API key on your computer and the actual API key
in production.

When you change an environment variable, Vercel automatically runs a redeployment. If your site
redeploys even though you did not modify the code, the cause may be an environment variable
change.

Your site is now live, your domain is connected, and your environment variables are set. When you
enter the URL in a browser, everyone sees the same page. Yet deployment is not the end. Over time,
a live site encounters new types of problems,issues that were invisible in the development
environment.
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Chapter 16: Beyond Deployment: Maintenance and Updates
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The Limits of Deployed Automation: Where Self-Healing Disappears

Two days after the Blender landing page goes live, I open the site. It works fine. A week later, still no
problems. But a month later, scroll animations begin to freeze on certain mobile browsers. The
question becomes where to start fixing it. Can I just tell Claude Code to fix it?

During development, Claude Code demonstrates strong self-checking abilities. It takes screenshots
to compare, reads error logs, fixes code, and validates again. Because this cycle happens in real
time, problems are caught and fixed immediately.

But on a deployed site, this self-healing loop stops working. Claude Code is a tool that runs in my
computer's development environment, not a tool that monitors a deployed server continuously. After
the site goes up on Vercel, Claude Code's session likely ended. When problems occur, no entity
exists to detect or fix them automatically.

This difference must be clearly recognized. During development, AI acts as an "active guardian."
After deployment, AI becomes an "on-call repair person."

The types of problems that can occur after deployment differ in nature from development bugs.

External dependency changes: The response format of an external API the site uses may change, or
the URL of a font file hosted on a CDN (Content Delivery Network) may be modified.

Browser updates: When Chrome or Safari updates, the behavior of certain CSS properties or
JavaScript APIs may change. Animations that worked perfectly during development actually break on
new browser versions.

Traffic changes: If visitors suddenly surge, image loading may slow down or animation frames may
drop. On my computer, I alone access it, so I cannot experience such problems.

Certificates and domains: Infrastructure-level problems like SSL certificate expiration or missed
domain renewal can occur. Vercel handles much of this automatically, but for custom domains,
renewal is the user's responsibility.

The basic principle for handling these problems is to visit and check the site regularly in person.
When no automation tool is available, human eyes are the best monitoring available.

The Difference Between Scheduled Execution and Webhook Triggers
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Cannot the task of checking the site regularly be automated itself? Two approaches exist.

Scheduled execution repeats specific tasks at fixed time intervals. It is the kind of task where you
"access the site's main pages every morning at 9 AM and measure response time." This method, also
called a cron job, is time-based. Because a time gap exists between when a problem occurs and the
next check, problems may not be discovered immediately.

In Claude Code, you can set up simple scheduled execution with the /loop command. When you
request "check deployment status every 5 minutes," it checks repeatedly within the same session.
However, this loop runs only while the session remains active, and lasts at most 3 days. If long-term
monitoring is needed, you must build a separate monitoring service.

A webhook trigger works differently. It is a structure that sends alerts or executes tasks immediately
when a specific event occurs. "When a new commit is pushed to GitHub, Vercel automatically
redeployment" is a typical example of a webhook. It reacts to events, not to time.

The difference between the two approaches can be summarized as follows.

In practice, both approaches are combined. Webhooks handle deployment automation and
immediate alerts, while scheduled execution performs regular health checks.

Vercel itself is a prime example of GitHub webhook use. When Vercel registers a webhook with a
GitHub repository, GitHub notifies Vercel of "new changes" each time a commit is pushed. Vercel
pulls the code, builds it, and deploys it the moment it receives that signal. This process is connected
automatically without the user needing any separate setup.

Battle Testing Before Deployment: Validation with Diverse Inputs

If you go through one more procedure before pressing the deploy button, you can prevent a
considerable portion of problems after deployment. It is battle testing.

A developer built a payment form. On my computer, I enter a name, email, and card number, then
click submit. It works. Deploy. But then a real user enters a Korean name in the email field. Another
user puts a space in the card number field. Yet another user clicks the back button and submits
again. One of these causes an error, and the site freezes.

Battle testing is not using the site "normally," but trying to use it "abnormally." It intentionally tests
unexpected inputs, illogical click sequences, extreme screen sizes, slow network conditions, and so
on.

Methods for battle testing using Claude Code exist.

Include validation steps in the to-do list. As covered in the previous chapter, we could add items like
"build the website, take a screenshot, and verify it" to Claude Code's self-generated to-do list. By the
same logic, we can add items like "check rendering at various browser sizes," "try submitting a form
with empty values," and "simulate an image-loading failure."
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There is also a method using Chrome DevTools. Claude Code can open a browser and interact
directly. It clicks buttons, fills forms, and reads console errors. Using this capability, you can request
"open the site, try clicking every button, and check if there are errors in the console."

Mobile responsiveness must not be overlooked. You will remember that when opening the Blender
site on a phone earlier, the layout looked odd because mobile optimization was missing. Including the
instruction "check whether the layout displays correctly at mobile viewport size" in pre-deployment
checks lets you catch such problems early.

Battle testing has one principle: doubt the assumption "it works fine when I use it, so it should be
okay." Verify in advance what happens when someone else, using the site in ways you did not
anticipate.

The Principle of Deploying Workflows and Tools, But Not Agents

Once you understand the pipeline of website deployment, a natural thought arises: "Cannot I deploy
the AI agent itself and run it 24 hours?"

Suppose you create a workflow with Claude Code that automates the process of collecting data,
analyzing it, and making a report. Could you not upload it to a server and have it run continuously
without people?

The answer is "it is possible, but in most cases it is better not to."

A fundamental difference exists between workflows and agents. A workflow executes fixed steps in
order. Input comes in, it performs the set processing, and produces output. The path is predictable.
Agents are different. They assess the situation and decide their next action independently. Even with
the same input, they can act differently depending on context.

Deploying a workflow is safe. "Each morning, retrieve data from this API, convert it to this format, and
store it in this database." Such workflows have clear steps, are easy to diagnose when they fail, and
behave predictably.

Deploying an agent, by contrast, creates unpredictable situations. When an agent sends a request to
an external API and the response differs from expectations, you cannot know in advance what
judgment the agent will make. When a person is present, you can review and correct the agent's
decisions, but in an unattended environment, bad judgments can cascade.

Practical guidance is as follows.

What you should deploy are tools and workflows. Website code, scheduled data collection scripts,
API endpoints, and automated build pipelines fall into this category.

Better left undeployed are agents that require judgment. Agents that analyze code and refactor,
agents that interpret user feedback and decide on design changes, and agents that combine multiple
APIs to perform complex tasks are safer to run in human-supervised environments.
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You can also install Claude Code on a remote server like a VPS (Virtual Private Server) and keep it
running always. Because sessions persist even if you close the laptop, this favors long-running work.
You can access it via SSH (Secure Shell) or even control it remotely from a phone. But even in this
case, the assumption that "a person checks it regularly" is necessary.

There is a crucial difference between an agent deciding and acting alone and an agent working while
a person reviews.

This boundary can shift depending on the project's nature. Low-risk, easily reversible work (such as
drafting blog posts) can give agents more autonomy. High-risk, hard-to-undo work (like database
schema changes or payment system modifications) must pass through human review.

Your website is live. Your deployment pipeline is in place. Your maintenance principles are
established. Tools have given you the technical skill to write and deploy code, yet what you build,
whom you build for, and what quality you maintain remain human judgments. The more capable you
grow with tools, the more urgent becomes a different question: What will you do with them?

Kim Kyung-jin, AI Policy Expert and Lawyer
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Chapter 17: Job Data Web Scraping Workflow
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Job Design Combining Firecrawl MCP and Planning Mode

The left side of the screen displays remote work job listings related to social media, packed tightly
together. 622 listings. That comes to 21 pages. If you tried to copy this information by hand one by
one, you would be working all day and still not finish. This is where the agent workflow shines.

This chapter follows the process of combining a tool called Firecrawl with Claude Code's planning
mode to automatically gather and organize large-scale job data. Through hands-on practice, you will
come to understand the practical power of MCP connection servers.

What Is Firecrawl

Firecrawl is a tool that converts websites into LLM-friendly data. Beyond simple web scraping, it
extracts website text in markdown format, captures screenshots, maps site structure, and performs
data crawling.

If you put a URL into the McDonald's website and request web scraping, it brings back all the text
from that page in markdown form. But this is only a tiny fraction of what Firecrawl can do. Various
capabilities like scraping, searching, extracting, and crawling are integrated into a single tool.

The Principle of Connecting Tools with MCP

A crucial concept appears here: MCP, or Model Context Protocol. To understand this concept, think
of Gmail. Within Gmail exist many individual actions like sending email, drafting messages, importing
email, and more.

MCP wraps all these actions into a single server, allowing the agent to judge on its own which tool to
use, when to use it, and what parameters to fill in.

To explain it as a cake-making analogy: instead of going to the egg shop when you need eggs, the
flour shop when you need flour, and the candy shop when you need frosting, you simply grant access
to the supermarket MCP. "Get whatever ingredients you need from the supermarket yourself." That is
the essence of MCP.

[Figure 17-1] Conceptual diagram of MCP connection server: architecture for accessing multiple tools
through a single connection]

Installing Firecrawl MCP Connection Server
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Firecrawl's official documentation provides instructions for installing the MCP connection server. It
includes how to run it from Claude Code, so you can copy the command and pass it to Claude Code.

During installation, you will see a prompt asking you to enter an API key. An API key is a kind of
password. Entering it directly into Claude Code's conversation history is not advisable for security.
Instead, use a .env file to store it.

Claude Code creates a placeholder for the API key in the .env file. You then paste the API key issued
from your Firecrawl dashboard directly into that spot and save it. Firecrawl offers 500 credits for free
signup, which is plenty for practice.

One thing to watch out for: when Claude Code runs Bash commands, the API key can be exposed in
the conversation history. If it is a free key, this is not a major problem, but for sensitive keys, it is safer
to get only the installation method from Claude Code and run the actual command directly in a
separate terminal.

Designing Tasks in Planning Mode

With installation complete, we move into building the actual workflow. After clearing the conversation
history (/clear), switch to planning mode. The reason for starting in planning mode is clear. The agent
thinks more deeply, surveys the entire project folder, and raises questions you had not considered.

Copy the URL of the job listings page and paste it into Claude Code, explaining your requirements in
natural language.

Claude Code receives this message and checks whether it can use the Firecrawl MCP connection
server. Then concrete questions come back. Should it scrape individual job detail pages, where
should the Excel file be saved, are there filtering conditions, and so on.

When you answer these questions, Claude Code presents a comprehensive execution plan. It will
create a tool called scrape_daily_remote, build a workflow called scrape_job_listings, and perform the
actual web scraping.

[Figure 17-2] Example of a web scraping plan presented by Claude Code in planning mode]

Organizing 622 Job Listings into Excel

When you approve the plan and select auto accept mode, Claude Code generates a to-do list and
executes it one item at a time.

Checking Execution Results

When the job finishes, the results appear. 209 job listings were collected. Various metrics and
location information are organized together. Looking at the file explorer on the left, you can see that
the scrape_daily_remote_jobs tool was created in the tools folder and the scrape_job_listings
workflow was created in the workflows folder.
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Let me explain why this structure matters. The next time you request the same type of web scraping,
Claude Code reuses the tools and workflows it has already built. If there were mistakes, it
automatically fixes and updates them. This is the self-improvement loop of the WAT framework.

Excel File Structure

Let us open the Excel file saved in the temp folder. Claude Code even added filtering functionality on
its own. The column structure is as follows.

[Figure 17-3] Actual screenshot of the generated Excel file]

209 job listings are organized cleanly. Work that would have taken half a day by hand was completed
by Claude Code in minutes.

The Importance of Context Management

Let me share a practical tip. As you work, you will see a message at the bottom of the screen that
says "45% of context remains." There is a phenomenon called context rot. As conversation history
grows longer, AI model performance declines. Before context usage exceeds 60%, it is good to use
the compact function to compress the conversation.

Doing this allows you to maintain important information while cleaning up unnecessary records.

Filtering and Regional Classification: Case of Extracting 372 European Sales Positions

This time we raise the difficulty a notch. This is a task to extract only those that meet specific
conditions from 214,000 total job listings on a page with no search filter.

Communicating Requirements

This time we intentionally use Bypass Permissions mode. We skip planning mode and throw
relatively vague instructions at the agent to observe what results.

Claude Code recognizes the web scraping tool it previously created. After deciding to itself "I can use
the scraping tool I made earlier," it formulates a plan. It will scrape sales job listings, filter by Europe,
and export to Excel.

Collision with Reality and Adaptation

But an unexpected situation unfolds. There are only 52 European sales positions. The total is 409
sales jobs, but limiting to Europe falls far short of the 500-position target.

This is where the agent's judgment capabilities become apparent. Claude Code automatically
recognizes problems and presents options to the user.

If you answer "Please add US sales positions too," the agent continues the task. In this process,
temporary files are generated. Intermediate data files like all_sales_jobs and sales_jobs_raw, along
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with three Python filtering scripts, are created in the temp folder. This is when the separate temp
folder structure set up at the project start proves its value.

Final Results

Ultimately, 372 sales position job listings are collected. The Excel file includes a Region column
added to the existing fields. Filtering by this column allows immediate classification of job listings from
the US, Europe, and worldwide. Selecting Europe alone leaves approximately 49 listings.

[Figure 17-4] Sales position Excel file with regional filters applied]

Handling Unexpected Requests: Generating a US Dentist Prospect List

The true test of an agent workflow is an unexpected request. Until now, the work has been relatively
standardized, pulling job listings from a specific URL. This time, a completely different type of request
is made.

A Different Type of Request

This request contains no URL. There are no hints about where to get the data. The agent must find
the data source on its own.

The Agent's Problem-Solving Process

Claude Code first reviews existing tools and workflows. It then uses Firecrawl to search for a "dentist
directory." While it discovers the ADA (American Dental Association) site, that site uses JavaScript for
dynamic rendering, so static web scraping does not work.

It does not give up. It explores other options and determines that Yellow Pages is effective. Upon
discovering that New York City alone has information on 3,000 dentists, it begins building a new web
scraping tool.

However, the first attempt extracts only two dentists. The parsing pattern has a problem. The agent
immediately detects this error and corrects the regular expression (Regex) pattern. It updates the tool
file itself to prevent the same issue from recurring.

[Figure 17-5] The agent detects a web scraping error and fixes the tool]

What Self-Healing Actually Looks Like

This process shows what self-healing actually looks like. In traditional automation, when an error
occurred, a developer had to read logs, fix code, and revalidate. In an agent workflow, the agent
performs all these steps itself. It finds errors, analyzes causes, fixes code, and revalidates.

Final Deliverable
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Running with the corrected tool yields 120 unique dentist leads across four major cities. The Excel file
is structured as follows.

A new workflow (scrape_dentist_leads) and a new tool (scrape_dentist_leads) are automatically
created. The next time a similar request comes in, this workflow and tool will be reused.

Multi-Agent Strategy

Here, I introduce an advanced strategy. Claude Code allows opening multiple agents simultaneously.
You can have five agents each attempt a different approach, then keep only the workflow that
produces the best results and delete the rest. This approach allows parallel validation of which data
source is most reliable and which web scraping strategy is most effective.

What this exercise confirms is clear. If you know what form your desired output should take, you can
delegate the technology stack and specific implementation details to the agent. Whether it is 622 job
listings, 372 sales positions, or 120 dentist leads, tangible results emerge simply by stating your goal
in natural language. But what pitfalls do people commonly fall into when using this powerful tool?
Let's explore that next.
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Chapter 18: Common Workflow Pitfalls and How to Overcome
Them
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Mistake 1: Not Explaining Your Goal Clearly Enough

"I need a LinkedIn lead scraper."

Throw this single sentence at Claude Code and watch what happens. The agent cannot tell what
industry of leads you want. It does not know which job titles to target. It ends up collecting random
profiles. You waste time and model tokens, and you are left with a useless Excel file.

Recall when we scraped 622 job postings in the previous chapter. In plan mode, we provided the
URL, told the agent how many pages there were, and described the fields we wanted. Claude Code
came back with specific questions: Should we scrape individual detail pages, where should we save
the data, are there filter conditions? Only after answering these questions did the agent establish an
execution plan.

The Cascade Effect of Ambiguity

When your goal is ambiguous, every single judgment call the agent makes becomes uncertain. If you
only say "lead scraper," the agent must make these decisions on its own.

A single wrong judgment about any of these questions throws off your entire result. The agent can
ask clarifying questions, but only if you provided sufficient context in plan mode. In bypass permission
mode with vague instructions, the agent guesses and proceeds on its own.

The Formula for Clear Goal Setting

Good goal setting follows a pattern.

Vague request:

Clear request:

You see the difference. The latter includes target (tech company CEOs), quantity (75 people),
required data (name, company, email, profile link), output format (spreadsheet), and completion
criteria (reaching 75).

[Figure 18-1] Comparison of Results: Vague Request vs. Clear Request

Treat the Agent as a Professional
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A crucial shift in perspective is needed here. The agent is not a tool that mechanically follows
instructions. It is a professional. You play the role of manager, delegating technical details to the
agent.

Imagine hiring a real software developer to build an app. If you only say "Build me an app," the
developer is stuck. They need information about what features are needed, who will use it, when the
deadline is. The agent works the same way.

You do not need to know every technical detail. Ask "I want this result, what approach would work
best?" and the agent uses a reasoning model like Opus 4.5 to compare five approaches and pick the
optimal one.

Mistake 2: Not Defining What "Done" Means

If the first mistake is about "what," the second is about "when to stop."

Without a clear stopping point for the agent, three problems emerge: over-complication, needless
repetition, endless research. If the agent thinks it can produce a better result, it keeps trying. This is
both a strength and a weakness.

The Danger of Endless Loops

Look back at the dentist lead scraping case. We only asked to "find dentists in the U.S. and collect
their contact information." What if the agent, after collecting 120 records, decides "we could gather
more"? It might add new cities, explore new data sources, and keep refining the scraping tools
without stopping.

The context gets exhausted, token costs balloon, and you never get the result you wanted.

Designing Completion Criteria

Completion criteria work on two axes: quantitative metrics and qualitative standards.

Examples of quantitative metrics:

Examples of qualitative standards:

We saw this principle work in the European sales lead scraping case. We set a goal of "500 records,"
and when the agent found only 52 in Europe, it spontaneously presented options. That happened
because the completion criteria were clear. The agent itself recognized the gap between the goal and
current status.

[Figure 18-2] Comparison of Execution Paths: Workflows with vs. without Completion Criteria

Co-Creating a Project Requirements Document with Your Agent
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The solution to both mistakes converges on one practice: co-authoring a Project Requirements
Document with your agent.

The Actual Process of Co-Authoring a Requirements Document

Switch on plan mode. Then say this.

The agent receiving this request goes through three stages.

Stage 1: Brainstorming and Research. Based on your stated goal, the agent investigates relevant
APIs, MCP servers, and data sources. It may perform web searches. When we designed the
YouTube analytics workflow, the agent compared YouTube Data API against MCP servers,that was
this stage.

Stage 2: Questions and Answers. The agent asks multiple questions at once: "Which channels will
we track?", "How often do you want reports?", "Should data also go into a sheet?", "Which email
address should reports go to?" These questions fill in the blanks of the requirements document.

Stage 3: Planning. Once questions and answers are complete, the agent presents a comprehensive
execution plan. It covers the goal, workflow structure, required tools, inputs, outputs, and edge case
handling.

The Structure of a Workflow Document

When you look at a finished workflow document, its structure is itself the requirements document.

Because this document exists, when you run the same workflow next time, the agent produces
consistent results. Without it, the agent approaches things differently each time, and output quality
becomes uneven.

[Figure 18-3] A Real Example of a Workflow Document Based on Requirements

Three Benefits of Agent Workflows: Automatic Debugging, Voice-Based Control, Self-Learning

Now that we've covered how to avoid mistakes, let's examine three ways agent workflows are
fundamentally different from traditional automation approaches.

Automatic Debugging: You No Longer Need to Read Logs

This was the daily reality of traditional workflow automation. You built something, ran it, and the
system halted on an unforeseen edge case. Then you opened logs, analyzed error messages, and
traced execution data one piece at a time to find the cause. Hours evaporated.

In agent workflows, this process is automated. You remember from the previous chapter when the
dental lead web scraping tool extracted only two records. The agent self-diagnosed that "there's a
problem with the parsing pattern," corrected the regular expression, updated the tool file, and ran it
again. All of this happened without human intervention.
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This is self-healing. Practically speaking, this matters greatly. While the agent builds workflows on
your right monitor, you can work on something else on your left. You simply check in occasionally and
keep it on track. Because AI is non-deterministic, it can veer off course, but it recovers from most
errors on its own.

Voice-Based Control: You Don't Need to Learn Nodes

With tools like n8n, you had to learn what each node does, when to use it, and what parameters and
settings mean. To connect to an API, you read documentation, found endpoints, configured JSON
structure correctly, and figured out authentication. The barrier to entry was high.

In agent workflows, you describe what you want in natural language. The agent reviews available
tools, checks for MCP connection servers, and researches API documentation if needed. A single
sentence like "Please scrape European sales positions" encompasses tool selection, filter logic
implementation, and Excel output format decisions.

The difference is summarized in the table below.

[Figure 18-4: Workflow Comparison Diagram of Traditional Automation and Agent Workflows]

Self-Learning: It Improves with Use

In the past, updating automation required manually modifying nodes and reconfiguring them. In agent
workflows, the agent learns whenever it encounters a problem and updates both the workflow and
tools.

Looking back at the job scraping workflow's progression, this quality becomes clear. In the first run,
we successfully collected 209 records. In the second run, we reused the tool we had built. In the third
run (dental leads), we created an entirely new tool but applied scraping patterns learned from earlier
experience. Each workflow file and tool file grows more refined with each execution.

The Difference Between Manual Triggers and Scheduled Triggers

One important distinction needs to be made. Sitting in front of Claude Code and saying "Please do
this task" is a manual trigger. In this case, the agent performs self-healing and learns in real time.

But when you deploy to run automatically every Monday at 6 AM, the situation changes. What gets
deployed is the workflow and tools. The agent itself does not get deployed. So if the deployed
workflow encounters an error during execution, it cannot fix itself. The agent is not there with it.

This is a current limitation of agent workflows. To improve a workflow operating on scheduled
triggers, you must return to Claude Code, revise the workflow, and redeploy the updated version.

We've examined how to design robust workflows and the benefits that an agentic approach brings.
When you clarify goals, define completion criteria, and draft requirements documents alongside the
agent, workflow quality leaps forward. Now it's time to take these principles and learn how to connect
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powerful tool ecosystems provided by Google to your agent.
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Chapter 19: Google Workspace Command Line Mastery:
Managing Google Services at Scale
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What Is the GWS Command-Line Approach?

Imagine needing to create a resource guide document based on a YouTube video. Using the
traditional approach, the process would go like this: you call an API to create a Google Doc and insert
markdown text. When you open the result, you see raw markdown without any formatting. There are
no headers, links don't work, and images are missing.

With the GWS command-line approach (Google Workspace Command Line Interface), the story is
different. You paste the YouTube video link into Claude Code and say, "Create a resource guide for
me."

The agent downloads the video transcript and creates a Google Doc, communicating with Google
directly through terminal commands (bash commands) rather than API calls. The finished document
has a header image inserted, a working link back to the YouTube channel, market analysis content
organized systematically, and even a CTA (Call to Action) at the bottom.

The Difference Between Command-Line and Graphical Approaches

Let me explain the term command-line approach. It is short for Command Line Interface. What we
use in everyday life is the graphical approach (Graphical User Interface). It involves clicking buttons,
filling out forms, and navigating menus. The command-line approach, by contrast, communicates with
computers through text commands.

The reason the command-line approach is advantageous for AI agents is clear. Agents cannot click
buttons, but they can generate text commands with complete freedom. The GWS command-line
approach takes advantage of this characteristic to let agents control all Google Workspace services
through text commands.

One Tool, Six Services

The Google services you can access through a single GWS command-line tool are as follows.

All of this is integrated into a single command-line tool. You don't need to hunt for separate API
endpoints or repeat MCP configuration for each service. When Google Workspace adds a new API
endpoint or method, the GWS command-line tool automatically detects it (Auto Discovery). This
means maintenance is virtually unnecessary.
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[Figure 19-1] Diagram of Google Workspace Services Connected by the GWS Command-Line Tool]

Open Source and Important Considerations

The GWS command-line tool is an open-source project published on GitHub. You can use it for free.
However, there is one thing to know. The GitHub page carries this notice.

This means it is not an officially supported product. This does not mean it is unsafe. It is a genuine
Google product, but currently in open-source beta status. You can think of it as something closer to a
developer lab. There is more in the notice.

This notice indicates that development is active and there may be breaking changes as the project
moves toward version 1.0. It also means that even in its current state, it is quite practical, and it will
improve further.

Installation and Authentication: From Google Cloud Project to OAuth

Installing the GWS command-line tool is straightforward with Claude Code's help. However, there are
a few manual steps, so let's walk through the entire process in order.

Step 1: Request Installation from Claude Code

Copy the GitHub repository link and pass it to Claude Code.

The agent analyzes the repository documentation, checks for already-installed prerequisites, and
installs the command-line tool itself. This process happens automatically.

Step 2: Create a Google Cloud Project

Go to the [Google Cloud Console](https://console.cloud.google.com) and confirm you are logged in
with the correct account in the upper right.

Create a new project. You can name it freely. Something like "Claude-Code-GWS" makes it easy to
identify later. After creating the project, select and activate it.

Step 3: Configure the OAuth Consent Screen

Enter "APIs and services" in the search bar at the top. Go to the OAuth consent screen settings.

Step 4: Create an OAuth Client ID

Go to APIs and Services > Credentials. Select "Create Credentials" > "OAuth Client ID".

A client ID and client secret are generated. Download them as a JSON file. Save the downloaded file
to the GWS global configuration path (for example, ~/.config/gws/). If you are unsure about the path,
you can ask Claude Code to tell you the full path.

[Figure 19-2] Screenshot of Creating an OAuth Client ID in Google Cloud Console]
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Step 5: Enable APIs

You must enable the APIs for each service you want to use in your Google Cloud project. Open
Gmail API, Google Drive API, Google Sheets API, Google Slides API, Google Calendar API, and so
on one by one and click the "Enable" button.

Step 6: Authentication Login

Ask Claude Code to run the gws auth login command. When a browser tab opens, select the Google
account you want to use, review the requested permissions, and click "Allow".

Once authentication is complete, Claude Code automatically validates the connection. You can verify
it is working properly with a simple request like "Find the Google Doc I created in April 2025".

If problems arise during installation, do not worry. Tell Claude Code "It is not working, and I see this
error," and it will guide you through the solution by referring back to the documentation. Most issues
are resolved in one or two exchanges.

Automated Gmail Priority Classification

Now that the GWS command-line tool is installed, let's create a practical workflow. The first one is
automated Gmail email priority classification.

Communicating Requirements

What stands out in this request is the phrase "based on what you know about my business and
priorities." Claude Code uses contextual information accumulated in the claude.md file or previous
conversations to make its judgment.

Execution Results

The agent retrieves 30 unread emails. It assigns a priority score to each email based on business
relevance. Newsletter subscription emails receive low scores, while client inquiries and partnership
proposals receive high scores.

[Figure 19-3] Results screen showing priority scores assigned to 30 emails]

Emails scoring below 5 are automatically marked as unread. When you run this workflow once after
arriving at the office in the morning, your inbox retains only the emails that truly need your attention.
You save the time of opening thirty emails one by one and judging their importance.

Automated Google Slides Generation and Visual Validation Loop

If Gmail categorization is text-based work, then Google Slides generation is a more complex task
involving visual elements. Here, the interesting limitations of agent workflows and how to overcome
them become apparent.
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First Attempt: Programmatic Generation

You provide brand guidelines and a logo, then request that the agent create a slide deck. The result
is at an "acceptable" level. However, there are misaligned spacing issues and text overlap in places.

When you tell the agent, 'Please fix this part,' the response that comes back is telling.

The agent creates slides by specifying coordinates, dimensions, colors, and other properties
numerically through the Google Slides API. But it cannot see the result with its own eyes. It is like
drawing with eyes closed.

Building a Visual Validation Loop

The solution to this problem is to give the agent 'eyes.' If you grant Chrome DevTools access, the
agent can open slides in a browser, take screenshots, and analyze those images.

This process is called a visual validation loop. Here is how it works.

[Figure 19-4] Visual validation loop workflow diagram]

Results After Applying the Validation Loop

When you apply the visual validation loop and regenerate the slides, the results improve noticeably.
Brand colors are applied consistently, the logo is positioned in the upper right, and custom images
harmonize with the brand colors. The final slide includes a call-to-action.

The agent traverses each slide, takes screenshots, and analyzes spacing, alignment, and text
readability. If the bottom spacing of the final slide is abnormal, it detects and corrects it.

It is not perfect. It has not yet reached the level of professional presentation tools like Gamma.
However, it is free, can be automated, and improves with each iteration. When you ask the agent,
'Please audit the slide deck again and tell me how we can improve it going forward,' the agent
recaptures each slide with screenshots and compiles improvement suggestions.

One practical tip: if the browser window is small when taking screenshots, the resolution is low and
analysis quality suffers. Taking screenshots in presentation mode yields more accurate results.

You can apply the same visual validation loop to Google Docs generation. This means automatically
checking document formatting, image placement, and whether links work.

Using 100+ Built-in Skill Recipes

One strength of the GWS command-line approach is skill recipes. More than 100 pre-built multi-step
workflow patterns are built in.

Types of Recipes
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You can view the complete list in the Skills section of the GitHub repository. Let me provide a few
examples.

These recipes can be used immediately once the GWS command-line approach is installed, without
additional setup. The agent recognizes the nature of your request and automatically selects the
appropriate recipe.

Benefits of JSON-First Design

GWS command-line responses are structured in JSON format. Let me explain why this matters. AI
agents process structured data far more accurately than unstructured text. When an API response
comes back as JSON, the agent can extract the information it needs precisely and pass it to the next
step. Parsing errors decrease and workflow reliability increases.

Context Efficiency

When you connect MCP servers individually for each service, each consumes context. Setting up
Gmail MCP, Drive MCP, and Calendar MCP separately uses significant context just for configuration.
The GWS command-line approach is a single tool, so context consumption is minimized. This
difference is noticeable in complex workflows.

[Figure 19-5] Screenshot of the skill recipes list on the GWS command-line GitHub page]

Current Limitations and Outlook

Community reaction is divided. On Twitter, assessments of "remarkably powerful" and "somewhat
unstable" coexist. Some users report having to repeat authentication multiple times.

In actual use, basic functions like search, lookup, and booking work nearly flawlessly. Tasks requiring
visual precision, such as slide generation, still need refinement. However, considering this is a
product that has not yet reached version 1.0, installing it now and becoming familiar with it is a wise
choice.

Being able to control Google's major services with a single command-line tool means the agent's
operational scope expands correspondingly. Categorizing emails, creating slides, and managing
calendars all become possible with a single line of natural language. Let us explore what workflows
emerge when you combine this tool with YouTube data analysis.
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Chapter 20: YouTube Analytics Workflow and Email Automation
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Collecting YouTube Channel Data and Analyzing Trends

VS Code sits open. In the left file explorer, a project folder named "YouTube Analysis" waits empty.
On the right, Claude Code's chat window blinks. Starting from this empty folder, we will build an
automated system that collects YouTube channel data, analyzes trends, and produces professional
reports delivered by email.

This chapter shows how to integrate MCP, skills, the GWS command-line approach, and the WAT
framework into a single workflow.

Project Initialization

The first step is to place a claude.md file in the project. This file serves as the agent's system prompt.
It communicates the three-layer structure of the WAT framework,workflow, agent, and tool,to the
agent.

After placing the file, ask Claude Code: "Please initialize the project based on this claude.md file."
The agent creates temp, tools, and workflows folders, configures the .env file and .gitignore. The
project skeleton is now in place.

Communicating Requirements in Plan Mode

Switch to plan mode. Since the importance of this step was thoroughly emphasized in the previous
chapter, we will proceed directly to practice.

This request is intentionally in "brain dump" form. It is not a perfectly polished set of requirements.
Plan mode's power reveals itself precisely here.

Agent Research and Questions

The agent does not merely think. It performs web searches to investigate methods for collecting
YouTube data and how to use MCP connection servers. Questions come back.

Answer each question. Auto-discover channels, weekly frequency, include sheet records, send email
to your Gmail. These answers fill in the blanks in your requirements document.

[Figure 20-1] Screen showing the agent asking questions and collecting answers in plan mode]

Establishing the Execution Plan
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The scale of the plan the agent proposes is substantial. It will generate seven Python tools.

1. fetch_youtube_data.py - collect YouTube data 2. analyze_youtube_data.py - analyze collected
data 3. generate_charts.py - generate chart images 4. generate_slides.py - compose slide deck 5.
send_email_report.py - send email report 6.

export_sheets.py - export to Google Sheets 7. discover_channels.py - auto-discover AI channels

The workflow is created with the name youtube_weekly_report. This workflow acts as conductor,
calling the seven tools in sequence.

Approve the plan and the agent creates a task list and executes it one by one. During this time, work
on something else on another monitor and check progress occasionally.

Installing Dependencies and Configuring API Keys

When tool creation completes, the agent guides you through the next steps.

Store API keys in the .env file. Tell the agent: "Please install the dependencies. I will provide the
YouTube API key." When passing the API key to Claude Code, confirm it is recorded only in the .env
file.

For OAuth authentication, you must enable YouTube Data API, Gmail API, and Google Sheets API in
your Google Cloud project. This process is identical to what we covered in Chapter 19 with the GWS
command-line approach.

First Validation Run

When all configuration is complete, the agent validates the pipeline automatically. The results follow.

[Figure 20-2] Summary of first validation run results - scale of collected data]

Automatic Slide Deck Generation

Open the report that arrived by email. It is a weekly report titled "AI Automation YouTube Analytics."

Email Body

Key metrics,tracking 30 channels and analyzing 187 videos,are positioned at the top. The body
includes a list of top videos for the week and content creation recommendations.

PowerPoint Deck Composition

Open the attached PowerPoint file and the following slides appear.

[Figure 20-3] Screen capture of auto-generated PowerPoint slide deck]

Google Sheets Data Structure
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Along with the report, data is recorded in Google Sheets. The sheet has three tabs.

Channel Stats: Channel ID, channel name, subscriber count, total views, and video count are
recorded by date. Each time it runs weekly, a new row is added, allowing you to track channel growth
over time.

Top Videos: Video ID, title, channel name, view count, like count, comment count, engagement rate,
and days since publication. Viewing engagement rate alongside days elapsed lets you pinpoint
"trending right now" videos with precision.

Weekly Summary: Execution date, tracked channel count, analyzed video count, median view count,
median engagement score, and top keywords are summarized in one line. As weekly data
accumulates, industry trend shifts become visible at a glance.

Converting to PDF Reports

If you prefer a branded PDF report instead of PowerPoint, you can use the Canvas Design skill. Find
and install this skill from the Claude Code template website. Pasting the installation command into
Claude Code creates skill files and fonts in the .claude/skills folder.

The agent replaces the existing generate_slides.py tool with a new PDF generation tool and updates
the workflow file. The email sending tool also changes the attachment format from PowerPoint to
PDF.

The first PDF generation may produce unexpected results. Only the cover and final page are
included, while the body charts are missing. In this case, we offer a correction suggestion in natural
language.

The agent finds the root cause, fixes the tool, updates the workflow, and then generates a new
completed 9-page PDF. The logo is placed at the top, the date is displayed, and all charts and
recommendations are included.

[Figure 20-4] Completed branded PDF report screen]

Gmail Integration: Automated Report Delivery

The final step of the workflow is sending the completed report via Gmail.

Structure of the Email Delivery Tool

The send_email_report.py tool handles the following elements.

Since Gmail API is called through the GWS command-line approach, no separate SMTP
configuration or app password is required. Once OAuth authentication is complete, a single gws
command sends the email.

Simultaneous Google Sheet Update
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Data is also recorded in the Google Sheet at the same time the email is sent. You do not need to
create the sheet manually. The agent creates a new sheet, adds tabs to an existing sheet, sets the
schema (column structure), and enters the data. A new row is added each time the workflow runs
weekly, so time-series data accumulates naturally.

Verification and Optimization

Completing the workflow does not mean it can be deployed immediately. A verification and
optimization phase remains.

Iterative Refinement in Practice

It is rare for everything to work perfectly on the first run. The YouTube analytics workflow also
required multiple iterations.

Each time a problem is discovered, describing it to the agent in natural language prompts the agent to
investigate the root cause and fix it. The corrections are reflected in the tool files and workflow files,
so the same issues do not recur in subsequent runs.

Security Review

A security review must be performed before deployment.

The agent reviews all code and checks the following items.

Even if items requiring attention are found in the security review, the system may not actually be in a
vulnerable state. If the agent reports "There are 3 items requiring attention, but all secrets are being
managed securely," deployment can proceed.

[Figure 20-5] Security review summary screen]

Deployment: Scheduled Execution Using Modal

To run the workflow on a weekly schedule, you must deploy it to the cloud. We use Modal, an AI
infrastructure platform. Modal charges only when automation runs, making it cost-effective. It also
provides free credits.

The deployment process works like this.

The agent performs the following tasks in sequence.

1. Update environment variable paths in scripts 2. Create Modal deployment files 3. Configure Cron
schedules 4. Register API keys and authentication credentials as Modal secrets 5. Execute
deployment and validate

Once deployment is complete, you can view the app in the Modal dashboard. Validate once more
with a manual trigger, then activate the scheduled trigger once normal operation is confirmed.
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Maintenance After Deployment

We must emphasize an important distinction mentioned in the previous chapter: what gets deployed
are the workflow and tools, not the agent. Therefore, if the deployed workflow encounters a new error
during execution, it cannot self-heal.

The maintenance cycle works as follows.

As the workflow stabilizes, this cycle gradually decreases. Initially, checks are needed once or twice
per week, but as edge cases are resolved, automated execution alone becomes sufficient.

Complete Architecture Overview

Here we summarize the entire structure of the YouTube analytics workflow at a glance.

[Figure 20-6] Complete YouTube analytics workflow architecture diagram]

MCP (Firecrawl), API (YouTube Data), command-line approach (GWS), skills (Canvas Design), and
the WAT framework are organically integrated within a single workflow. Natural language
conversation was the only thing needed to orchestrate all of this.

We have walked through the entire process from starting with an empty folder to having a weekly
YouTube trends report automatically arrive in your inbox. Beginning with a single prompt, we
exchanged questions with the agent to create seven tools and one workflow, then verified, refined,
and deployed them.

The intuition gained here,the rhythm of describing your goal in natural language, answering the
agent's questions, reviewing the output, and offering refinements,applies equally to any automation
you build going forward.

Gyeongkin Kim, AI Policy Expert and Lawyer

AI law and policy specialist · former member of parliament · author of numerous works

If this book has been with you even briefly, please support us so the next story can reach the world.

(Voluntary contributions welcome: Account 302-1096-0948-81, Nonghyup Bank, Account holder:
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Chapter 21: The Four-Stage Framework: Home, Life, Hands,
Growth
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Introduction

Four screens are running in parallel. One schedules the day's agenda, another writes a LinkedIn
post, the third monitors the team's project progress, and the fourth creates visual materials for a
YouTube video. This is the scene an AI automation consultant in the United States encounters every
morning when arriving at the office. Running four agents in parallel takes about two minutes.
Handling the same tasks by hand takes over twenty-five minutes.

The left panel of this consultant's project folder is packed with dozens of files and folders: context
files, decision logs, skill folders, and agent configurations. First-time viewers are easily overwhelmed.
Yet this structure was not built overnight. It is the product of building gradually, day by day, through
four stages.

Those four stages are called Home, Life, Hands, and Growth.

Stage 1 'Home': Project Folder Structure and CLAUDE.md Design

Just as you prepare land before building a house, creating an AI executive assistant requires first
setting up the space where it will operate. Here, 'home' means a single project folder.

Open Visual Studio Code and create a new folder anywhere you like (desktop or elsewhere). You can
name it freely, but remember that this folder becomes the entire workspace for the assistant. When
you click 'Open Folder' in the left navigator of VS Code and open the folder you just created, a blank
canvas unfolds. There are no files yet.

[Figure 21-1] Screen layout when opening a blank project folder in VS Code

Now you must place the first file in this blank space. Click 'New File' in the left panel and enter the
filename as CLAUDE.md. This file serves as the brain of the assistant. Before the agent reads the
user's message, it loads this file first every time.

What if you cram all information into CLAUDE.md? Every conversation loads vast text, causing the
model to waste tokens (the units it counts). So this file contains only core rules and path guidance
that says 'what is located where.' Actual detailed information goes in separate files, and CLAUDE.md
is designed to function as a router.

[Figure 21-2] Routing architecture diagram of CLAUDE.md
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In the starting stage, CLAUDE.md needs only ten to twenty lines. This file will evolve as the assistant
grows, so there is no need to perfect it right away. About eighty-seven lines is appropriate, and it
should not exceed 150 to 200 lines generously.

When you tell the agent, "This folder is the space where you will work as my executive assistant. Put
a brief description in CLAUDE.md," the agent writes the initial content on its own. This is how the
foundation of the home is laid.

The agent can also generate the folder structure automatically. Typically, a framework like the
following is created.

[Figure 21-3] Standard folder structure for an executive assistant project

You can infer the role of each folder from its name. Context holds information about the user and
work, decisions contains important decision records, and projects holds subfolders for each ongoing
project. You do not need to memorize this structure. If you ask the agent 'What does this folder do?' it
will explain.

Here is one practical tip. If you upload this project to GitHub, you can pull the repository and use the
assistant immediately on any device. Backup, rollback, and version control all follow automatically. Of
course, you can start with just Git commits on your own computer. GitHub integration can be done
later.

Stage 2 'Life': Building Context Through Interview

Stage 2 is the process of bringing furniture into an empty house, filling the refrigerator, and hanging
photos on the wall. It is the time when the agent learns about the user.

This process proceeds in interview format. When you provide a pre-prepared onboarding prompt to
the agent, it begins asking questions. 'What is your name?' 'What is your role?' 'What is your time
zone?' Starting with basic questions, it digs progressively into business details, team composition,
current goals, and communication style.

The core principle here is 'honest and complete.' The more thoroughly you answer the agent's
questions, the fewer times you will repeat the same context later saying, 'Oh, I should have
mentioned this too.' For items you do not know the answer to, you can say 'skip.' You can fill them in
later.

The agent's questions cover roughly six areas.

1. Personal information: name, role, time zone, work style. 2. Business and work: company name,
business field, main products or services. 3. Team: key people to work with, role assignments. 4.
Priorities and goals: this quarter's objectives, urgent tasks, annual direction. 5. Communication
preferences: whether you prefer concise answers or detailed explanations. 6. Desired automation
tasks: repetitive work, tasks you want to delegate.
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When the interview concludes, the agent generates four core files based on your answers.

[Figure 21-4] Interview-based context file generation flowchart

These files are saved inside the context folder. CLAUDE.md is automatically updated to provide path
guidance like 'If you need user information, read context/me.md.'

Additional files are also created. In decisions/log.md, major decisions are recorded with date,
decision content, reasoning, and context. Each project folder contains a description file for that
project. Communication style rules are stored in the .claude/rules/ folder: detailed guidelines like 'do
not use em dashes' and 'keep internal communication casual.'

When all these processes are complete, the agent performs an initial Git commit. The first snapshot is
saved.

One thing to remember: these files are not fixed documents. If business direction changes, you
update work.md. If a new team member joins, you update team.md. When you tell the agent
'Remember this,' the information is reflected in the appropriate file.

Stage 3 'Hands': Creating Your First Skill

Now that you have built the home and breathed life into it, it is time to give the agent hands. This is
the stage where the agent can actually do things, not just think.

A skill is reusable instruction. Once written, you can call it anytime with a slash command or natural
language, and because it follows the same process each time, results are more consistent. We
covered the concept of workflow earlier, and you can think of a skill as another name for workflow.
Just as workflows had tools, skills have Python scripts. The essence is the same.

What should you build as your first skill? Integration with project management tools is a practical
choice. You put the API key of whatever tool you use (ClickUp, Notion, Asana) in the .env file and
configure the skill so the agent can communicate with that tool.

Let us examine the process of creating a skill using a research skill as an example. In plan mode, you
tell the agent this: 'Create a research skill for me. I am going to use the Perplexity API. First, create
the .env file, and the skill's work is not simple web search but deep research that reflects my business
context.'

The agent explores the project structure, and if needed, launches a subagent to analyze the
structure, then returns with a plan. That plan includes the following.

[Figure 21-5] Basic structure of a skill: YAML frontmatter and step-by-step instructions

The structure of a skill file is clear. There is a YAML (YAML Ain't Markup Language) frontmatter at the
top, followed by step-by-step instructions written in Markdown. The frontmatter contains the skill
name and description, and the agent decides which skill to call by reading only this part. The full
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instructions are loaded only after the skill is selected.

This approach is called progressive context loading, and it is a key mechanism for preventing token
waste in the model.

Once a skill is complete, you must test it. When you enter 'Use the research skill to investigate ice
cream events in Portland,' the agent reads the skill, calls the Perplexity API, organizes the results,
and saves them as a report in the research/ folder. The report includes source links.

Using subagents can reduce costs. The main agent uses the Opus model, but when delegating
research to a subagent, you can specify a lighter model like Haiku. The Perplexity API guarantees
research quality, and the lighter model handles only organization and summarization, so the structure
cuts costs without sacrificing quality.

Subagents are saved as Markdown files in the .claude/agents/ folder. Each has its own context
window and operates independently.

Stage Four 'Growth': Evolving the Assistant Through Daily Use

Stage Four requires no separate setup. Using it every day is Stage Four itself.

The AI automation consultant's assistant mentioned earlier did not begin with dozens of skills and rich
context baked in. On day one, it had only an empty folder and one line of CLAUDE.md. A month later,
that same project looked completely different. Documents had multiplied, decision logs had
accumulated, new skills had been added, and the agent's response accuracy had noticeably
improved.

The secret to growth lies in the feedback cycle. You call a skill, observe the agent working, and tell it,
"This part was good, that part needs fixing." The agent then revises the skill file. In the first few
iterations, the output may still feel AI-generated. But after ten, twenty cycles, your preferences and
work context become deeply embedded in the skill.

Here are concrete growth strategies.

Migrate existing tools. If you have system prompts saved in ChatGPT custom GPTs or Claude
projects, bring those instructions over and convert them into skills. Simply tell the agent, "Turn this
prompt into a skill."

Spot repetitive work. If you find yourself giving the same instruction twice or more, it is a candidate for
a skill. If you keep telling the agent not to use em dashes, that rule is better captured once in a skill or
rule file.

Observe the agent's work process. Watch the agent execute skills the first few times. If it is making
unnecessary API calls repeatedly, hardcode frequently used ID values in the skill file to save the
model time counting tokens. This loop of observation and improvement accelerates growth.
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Add new folders freely. Create a Brand Asset folder and place your logos, fonts, and brand guidelines
inside. Your content creation skills can then maintain brand consistency. After adding the folder, tell
the agent, "I have added the brand-assets folder. Update CLAUDE.md for me."

[Figure 21-6] The assistant's evolution curve over time: Day 1 vs. Day 30]

You can also use the auto-memory feature. When you say, "Remember that I always prefer X," the
agent saves that to an appropriate file and automatically applies it in future conversations.

How It Differs from ChatGPT and Custom GPTs

Saving memory and setting custom prompts in ChatGPT or Claude's web interface does raise
productivity. Yet there are limits. The moment you think, "I wish it understood this context too," you
are typing out additional explanations. You reach 50% quickly, but getting to 90% is hard.

Let's look at where the differences emerge.

Access to the entire file system. A custom GPT works only within the chat window. A code-based
executive assistant, however, can read and write every file in your project folder. me.md, work.md,
priorities.md, research reports, decision logs,the agent opens the files it needs, when it needs them.
You do not have to paste all your context into the chat window.

Tool execution capability. A custom GPT generates text. An executive assistant runs Python scripts,
calls APIs, creates files, and spawns helper agents. Checking your calendar and auto-blocking time,
pulling task status from ClickUp,all these actions happen with a single line of conversation.

Persistence and structure of context. As conversations grow long, you hit the context window limit. An
executive assistant separates important information into files and stores them permanently. Even if
you reset the conversation, the files remain, so the next session picks up where the previous one left
off. It is a secretary that never forgets.

Growth potential. A custom GPT's system prompt is static. You must edit it manually. An executive
assistant grows richer as you use it,files multiply, skills become more refined, and decision history
accumulates. When you tell the agent, "Record this experience," it becomes the foundation for better
judgment the next time a similar situation arises.

[Figure 21-7] Comparison table: Traditional ChatGPT approach vs. executive assistant approach]

Closing

Follow the four stages in order, but adjust the pace as you wish. Building the house takes ten
minutes; the interview that breathes life into it deserves time and care, and the more you invest, the
easier the future becomes. Start your first skill small, then grow it by giving feedback a little at a time,
every day.
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The real power of this framework emerges when the first skill you built in Stage Three begins to
actually run every morning. How that skill,the routine called "Morning Coffee," which reads your
calendar, checks project status, and tells you what to do today,transforms your day becomes clear in
the story that follows.

Kim Kyung-jin, Attorney and AI Expert
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Chapter 22: Morning Coffee Skill and Daily Task Automation
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Introduction

8:47 a.m. While pouring a cup of coffee, I open VS Code and type a single line. "Make it morning
today. Plan my day using the morning coffee skill." The agent starts moving. It reads the calendar,
accesses the project management tool, and retrieves the quarterly goals file. By the time the coffee
finishes brewing, the screen displays today's schedule arranged by the hour.

This is the morning coffee skill. The name is light, but what unfolds within it is quite intricate. It is an
automation routine that weaves together three information sources,calendar, task management, and
quarterly goals,into one, removing decision fatigue from the start of your day.

The Morning Briefing: Integrating Calendar, Project Management, and Quarterly Goals

When the morning coffee skill is called, the agent checks three locations in sequence.

First, the calendar. It retrieves today's scheduled meetings, calls, and appointments. If integrated with
Google Calendar, it reads the schedule data through an MCP (Model Context Protocol) server or API.
The goal of this stage is to determine what meetings are scheduled at what times and where the free
time slots are.

Second, the project management tool. It logs into ClickUp or Notion to check this week's task list and
status. It distinguishes between tasks with approaching deadlines, tasks in progress, and tasks not
yet started. The agent does not judge this information on its own. It assigns importance based on the
priority criteria written in context/priorities.md.

Third, quarterly goals. The context/goals.md file contains this quarter's key objectives and milestones.
The agent cross-references how much each current task contributes to these goals.

[Figure 22-1] Integration diagram of three information sources in the morning coffee skill

The morning briefing is the synthesis of these three layers of information. The briefing includes the
following:

There is one thing worth noting. When the agent constructs the briefing, it first reads CLAUDE.md,
then sequentially references me.md, work.md, team.md, and priorities.md following the paths
specified there. Every context file in the project folder flows into a single briefing. This is the moment
when the 'home' and 'life' created in Chapter 20 actually come to life.
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The briefing is not a simple list. It includes judgments like this: "We're at 60% of this quarter's goal
achievement, but if we complete this task today, we can raise it to 70%." It is a mechanical application
of the criteria written in the priority file, yet it is work that would normally require a person to open the
calendar, check the project board, retrieve the goal document, and mentally combine the information
while switching between three apps.

Priority-Based Automatic Schedule Arrangement

Taking a step beyond the briefing is the automatic schedule arrangement feature. When you see the
agent's proposed daily plan and respond, "Good, let's go with that," the agent directly blocks out time
slots in the calendar.

To understand why this feature is powerful, recall the concept of decision fatigue. Repeating
questions like "What should I do for the next 15 minutes?" and "What about an hour from now?" in the
morning consumes energy by itself. The morning coffee skill handles all these decisions at once.

The logic of automatic arrangement works as follows.

1. Check confirmed meetings and appointments in the calendar. 2. Extract free time slots. 3. Assign
tasks to time slots according to the priorities listed in priorities.md. 4. Allocate generous blocks for
tasks requiring focused work and smaller blocks for brief administrative tasks.

[Figure 22-2] Example screen of priority-based automatic schedule arrangement

When you respond with "Good," the agent calls the Google Calendar API to register each block as an
event. You can also decline or request modifications. If you say, "I want to do video work first in the
morning," the agent adjusts the block arrangement.

In this process, the agent performs two things. One is synthesizing information, the other is
executing. The work of synthesizing information and creating a plan, and the work of reflecting that
plan in your actual calendar, happen within a single conversation. The gap between "thought" and
"action" disappears.

Team Pulse Check

While the morning coffee organizes an individual's day, the pulse check reveals the status of the
entire team at a glance.

Give the agent a single instruction: "Run a team pulse check. I want to see if we're on track this week
and this quarter." The agent accesses the project management tool and collects progress on all
initiatives. It retrieves the owner, status, and deadline of each task, then analyzes them in light of
team member information from team.md and quarterly goals from priorities.md.

[Figure 22-3] Example pulse check results report

The results report contains information like this:
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On busy days, important follow-ups easily slip through the cracks. You might miss an approval
request a team member is waiting for while concentrating on video production. The pulse check skill
catches these blind spots.

Glancing inside the pulse check skill, you can spot signs of optimization. When retrieving data from
the project management tool, searching for the list ID each time consumes tokens. So we store the
IDs of frequently queried lists directly in the skill file. This allows the agent to access those lists
without searching, reducing both speed and cost.

It is also effective to delegate the search work itself to a helper agent. If the skill file specifies, "Pass
this query to the ClickUp searcher agent and get the search results," you can prevent the main
agent's context window from being flooded with search data. The helper agent filters the raw data and
returns only the needed information.

The Power of Parallel Work: Running Four Agents Simultaneously

Let me broaden the perspective now. There are four tasks: morning coffee, pulse check, research,
and visual asset creation. If executed one by one in sequence, they take time even if the agent is fast.
Let's see what happens when we run all four simultaneously.

Open four agent tabs in VS Code and issue one instruction to each.

It takes less than 30 seconds to type those four lines. And about two minutes later, results come back
in all four tabs.

[Figure 22-4] Screen layout showing four agents working in parallel

In the first tab, today's schedule is organized. It is a complete morning briefing that includes calendar
events, urgent action items, and video pipeline status. When you respond "Yes," the schedule is
blocked into the calendar.

In the second tab, a LinkedIn post is written in your voice, and a seven-slide carousel is saved in the
projects/carousels/ folder. It even includes a CTA (Call To Action).

In the third tab, the status of all initiatives and items needing follow-up are listed.

In the fourth tab, a PNG image file is saved in the projects/visualizations/ folder. It is a visual
representation with a person buried in work on the left and a person working calmly with an assistant
on the right.

What if you handled the same work manually? Ten minutes to open the calendar, check the
schedule, and cross-reference tasks. Twenty minutes to research and write. Fifteen minutes to review
the project board and organize status. Twenty minutes to create visuals. Including context switching,
it easily exceeds an hour.
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Parallel execution is possible because each agent has its own independent context window. While
one agent reads the calendar, another searches the web, and yet another calls the ClickUp API. They
do not interfere with each other's work. At the same time, they all access the same project folder, so
they share communication style from me.md and business information from work.md. It is a structure
that secures both independence and consistency at once.

Once you experience this, it becomes difficult to return to the approach of "asking one agent to do
everything." It is like running multiple tasks simultaneously on a single computer. Being able to
multiply your workload without sacrificing quality,that is what we call leverage.

Closing

The Morning Coffee skill is useful on its own, but its true value emerges when woven together with
other skills. For morning briefings to surface project status, you need integration with project
management tools, and to reference quarterly goals, files in your context folder must stay current.
Your assistant's precision ultimately depends on context quality.

How you structure files, organize information hierarchically, and connect with project management
tools. These choices shape your context handling skill, and that skill determines your assistant's
ceiling.
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Chapter 23: Context Management: Using Your Assistant Smarter
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Introduction

When you ask your assistant, "When was the new product launch date we decided last month?" and
the agent finds the exact date and the reason behind it in seconds, that's not because the agent is
smart. It's because the information is stored in the right location in the right format.

Now imagine the opposite. All information is concentrated in a single CLAUDE.md file. The agent
must read a document of over 500 lines from start to finish every time,user information, team
structure, project status, decision logs, skill usage. The model's token budget is spent quickly, and
context window limits are hit fast. The agent's responses become slower and less precise.

Context management is the invisible infrastructure that determines an executive assistant's
performance. How well you design this infrastructure,more than any flashy skill,sets the ceiling for
what your assistant can achieve.

The Role of the context, decisions, and archives Folders

Inside your project folder are three essential folders. The names may look ordinary, but each handles
a different timeframe.

The context folder holds the present. It contains information valid right now. me.md holds your name,
role, and preferences; work.md holds your current business structure and key products; team.md
holds the names and roles of people you work with; priorities.md records this week's and this
quarter's essential tasks.

goals.md contains annual goals and quarterly milestones.

When the agent runs your morning briefing skill, writes content, or performs research, these files
become the decision standard. The agent can answer "What were this quarter's goals?" because it
simply reads context/goals.md.

These files are not static. When the quarter changes, priorities.md gets updated; when a new team
member joins, team.md is expanded. When you tell the agent "Update priorities," it modifies the file
directly.

The decisions folder preserves past judgments. Every time an important decision is made, a record is
kept in this folder's log.md. The date, decision, reason, and context are all saved together.
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Why is this record important? Two months later, when you ask "Why did we push back the western
expansion to April?" the agent can find this log and answer. You don't have to rely on memory. As
your organization grows, tracking the reasons behind past decisions becomes harder,this folder
solves that problem.

The archives folder holds records from past quarters. When a quarter ends, that quarter's goals and
progress records move here. The context folder keeps only the current quarter's information while
older data is archived. This prevents the context folder from bloating while still letting you find past
records when needed.

[Figure 23-1: Timeline diagram of context, decisions, and archives folders]

Summarized, the relationship is this: context is now, decisions is the history of choices, archives is a
snapshot of the past. As time passes, part of context moves to archives, new information fills context,
and decisions keeps accumulating.

The Hierarchical Organization of Information

In Chapter 20, I explained how CLAUDE.md acts as a router. Let me dig deeper into that concept.

Here's the order in which the agent processes your message:

1. Load CLAUDE.md (the starting point for every conversation). 2. Analyze your request. 3. Follow
CLAUDE.md's path guidance to locate where the needed information is. 4. Selectively read only
those files.

Without this structure, what happens? Either you pack everything into CLAUDE.md, or the agent
searches the entire project. The first is wasteful of the model's token budget; the second wastes time.

[Figure 23-2: Information hierarchy: CLAUDE.md → routing → individual context files]

In CLAUDE.md, it reads like this:

This method's benefit is not just token savings. It maintains a single source of truth. User information
lives in me.md alone, so when you update it, you modify only one file. If user information were
duplicated in both CLAUDE.md and me.md, changing one would create a mismatch.

The principle for designing a routing structure is clear:

The same principle applies in skill files. A skill's YAML frontmatter contains only the name and
description; the full instructions load only after the agent selects the skill. Reference files or scripts are
read only when needed. This three-step loading is called progressive context loading.

[Figure 23-3: Three stages of progressive context loading]

Integration with Project Management Tools
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No matter how well the context folder is organized, without real-time data, your assistant's judgment
stays in the past. If a team member finished a task this morning but priorities.md still shows it as "in
progress," that's a problem.

Integration with project management tools fills that gap. The agent connects directly to tools like
ClickUp, Notion, or Asana to fetch the latest data. There are two main integration methods.

API integration: Store the tool's API key in an .env file and configure a skill so the agent can call the
API to read and write data. Tell the agent "Create a ClickUp integration skill. I'll put the API key in
.env," and the agent researches the API documentation and writes the skill.

MCP server integration: Connection via an MCP (Model Context Protocol) server. The MCP server
acts as a bridge between the project management tool and the agent. With a ClickUp MCP server in
place, the agent can make natural-language requests like "Show me tasks due this week."

[Figure 23-4: Project management tool integration architecture diagram]

Once integrated, skills like your morning briefing or pulse check operate on real-time data. Static
information from priorities.md combines with dynamic data from the project management tool, raising
the agent's judgment accuracy.

One caution during integration: when the agent searches project management tools, repeatedly
traversing lists and extracting IDs can consume a lot of tokens. As mentioned in Chapter 21, you can
reduce this cost by pre-recording frequently used list IDs in your skill files.

If you observe the agent working and notice repeated search patterns, hardcoding them is a practical
optimization.

The Evolution Path: How Your Assistant Grows More Precise with Daily Use

Use your assistant daily for a month, and your project folder transforms. On day one, the context
folder held four files and CLAUDE.md. Thirty days later, your skills folder has multiple new skills,
research reports pile up, decision logs grow longer, and project folders fill with deliverables.

This accumulation is your assistant's intelligence. Even if the underlying model never changes, as
your reference data grows richer, response precision increases.

Let me map the evolution path over time.

Week 1: Building foundations. You fill context files through interviews and create your first skill. The
agent's responses may still feel generic,like talking to a new assistant who doesn't yet know your
business.

Week 2: Pattern recognition. Daily use reveals repeating requests. You start thinking, "I could make
this a skill." You bring in existing prompts from ChatGPT projects or custom GPTs and convert them
into skills. As you give the agent feedback, skill quality improves.
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Weeks 3 to 4: Settling in. You run the morning coffee skill daily, conduct research with the research
skill two to three times a week, and write social media posts with the content generation skill. As the
agent develops a thorough understanding of your business context, the accuracy of proposals rises
noticeably. This is the point where you feel like you're using a completely different tool than you were
a month ago.

[Figure 23-5] Timeline of assistant evolution: Week 1 → Week 2 → Week 4]

A few habits can accelerate this evolution.

Tell the agent to remember things. "Remember that I always prefer focused work in the morning." The
agent saves this information to me.md or an appropriate file. When you run the morning coffee skill
next time, focused work naturally gets scheduled for the morning.

Watch the skill execute and offer corrections. For the first few runs, observe how the agent executes
the skill. If you spot unnecessary API calls, direct it: "Skip that step and use this ID directly." When the
agent updates the skill file, the next run becomes more efficient.

Review context files periodically. The agent proposes file updates on schedules written in
CLAUDE.md,weekly, monthly, quarterly. Weekly: auto-organize memories. Monthly: update
priorities.md. Quarterly: refresh goal files. Following this routine keeps your context current.

Understanding .claude Folder Structure in Depth

The .claude folder holds the assistant's internal settings. It sits at your project root and consists of
three main subfolders.

skills folder. Each skill has its own subfolder. Inside the skill folder is a skill.md file, with optional
references/ or scripts/ subfolders added as needed. Reference files and scripts don't have to live
inside .claude/skills/. As long as skill.md points to the correct path, they can sit anywhere in your
project.

agents folder. Config files for secondary agents live here. Each agent file describes its role, the model
it uses, and the tasks it performs. The main agent references these files when delegating work.

rules folder. Rules that govern the agent's behavior go here,communication style, formatting
guidelines, forbidden phrases, and the like. Details such as "use bullet points", "keep it terse", "no em
dashes".

[Figure 23-6] Interior structure of the .claude folder and the role of each subfolder]

The key in this structure is separation and reference. Rather than stuffing all settings into one file, you
divide them by purpose and then reference them by path where needed. Even as skills grow to ten or
twenty, this principle keeps management straightforward.
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There is also the concept of a global skill. If you install a skill in your home directory rather than inside
.claude/skills/, you can use that skill whenever you open any project. This works best for versatile
skills that aren't tied to a single project, like a frontend design skill.

Closing Thoughts

Context management is unglamorous. Creating folders, separating files, organizing paths,tedious
work, it seems. Yet without this infrastructure, skills run context-blind, agent responses stay generic,
and the virtuous cycle of growing smarter with use never begins.

When the context folder holds the present, decisions records the history of judgment, archives
preserves the past, and CLAUDE.md serves as the crossroads of it all,this structure is what
transforms your assistant from a simple chatbot into your business's brain.

On this foundation, skills grow increasingly refined, agents learn your judgment patterns, and
automation reaches levels you couldn't imagine a month ago,it becomes routine. Yet a single agent
has limits in handling everything. The next frontier opens when you distribute complex work across
multiple specialist agents: the world of secondary agents.
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Chapter 24: Sub-agents: The Art of Delegating Work
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The Relationship Between Main Session and Sub-agents

I opened Claude Code in a terminal window. When I invoked the Carousel Skill, a small agent
indicator appeared on one side of the screen. "I will plan carousel slides. I am using an agent."
Instead of the main session composing the slides directly, I delegated the task to a separate
sub-agent (Subagent).

While the sub-agent worked diligently to structure the slides, the main session could continue with
other tasks.

This scene compresses the essence of what a sub-agent is.

When you open a new session in Claude Code, the one you are speaking with is the main session.
The main session has its own context window size, builds up a conversation history, and oversees
the overall project. But what if this main session had to perform every task directly?

If you process code review, research, test writing, debugging, and documentation all within a single
context, the window quickly becomes saturated. Context rot begins, and the context of previous
conversations becomes murky.

A sub-agent is a structure built to solve this problem. If the main session is a project leader, then a
sub-agent is a specialist team member. The project leader manages the big picture, and the
specialist handles the concrete work.

[Figure 24-1] Relationship diagram between main session and sub-agents: The main session (project
leader) delegates work to six sub-agents,code reviewer, builder, debugger, test runner, architect, and
researcher.

Let me look more closely at how sub-agents work.

A sub-agent sleeps until awakened. Most of the time it is as if it does not exist. The moment the main
session calls it,"Wake up, do this task for me",the sub-agent awakens with a completely new context.
It can use its own model, has its own set of tools, and focuses on its own purpose.

The key point is that it has an independent context. It does not share the conversation history of the
main session. It receives only the prompt the main session sent, performs the task independently,
and returns just the result.
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The ability to use a different model is also important. Even if the main session is running on Opus, a
sub-agent can work with Haiku or Sonnet. This opens the door to fine-tuning both cost and speed.

And parallel execution is possible. In one demonstration, when I requested "Do research on SME AI
adoption and enterprise AI adoption simultaneously," the main session dispatched two research
sub-agents at the same time. Each agent completed its investigation independently and sent the
results back to the main session. The research returned included an SME AI adoption brief, an
enterprise AI adoption brief, and even the intersection of both.

If you compare this structure to an organization, the main session focuses on making plans,
distributing work, and consolidating results. The actual execution of specialized tasks falls to the
sub-agents. As a result, the main session's context stays clean.

The Custom Bakery Analogy

Imagine you are preparing for a party. You really need delicious cupcakes.

There are two options. You can go to a large supermarket and grab mass-produced cupcakes. It is
fast, cheap, and convenient. But the taste is just ordinary. Alternatively, you can visit a specialty
bakery in town and place a custom order. "Put vanilla cream with a touch of lavender, and place
edible flowers on top." It takes longer, but the quality of the result is incomparable.

[Figure 24-2] Custom Bakery Analogy: Supermarket cupcakes (general processing) vs. custom
bakery (specialized sub-agents) comparison.

A sub-agent is a custom bakery.

The main session handling all tasks directly is similar to buying cupcakes from a supermarket.
Processing multiple tasks with a general set of capabilities is faster, but there are limits to the quality
of each task. When code review, research, test writing, and debugging are all mixed within a single
context window, it becomes difficult to focus deeply on any one.

It is different when you delegate to a sub-agent. A "code review specialist" sub-agent has a system
prompt designed only for code review, a tool set optimized for code review, and a context focused on
code review. Just as a custom bakery pours all its craftsmanship into a single cupcake, a sub-agent
concentrates all its capability on the delegated task.

There is one more point to note in this analogy. When you place an order at a custom bakery, you
communicate clearly what you want. "Vanilla cream, lavender scent, edible flowers." The same goes
when delegating a task to a sub-agent. The prompt the main session sends to the sub-agent is the
order form. The clearer the order form, the higher the quality of the result returned.

And a custom bakery can take repeat orders. "Those cupcakes you made last time,I would like 20
more this time." A sub-agent works the same way. Once you build one well, you can reuse it across
projects and throughout the entire organization.
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Five Reasons to Use Sub-agents

Now that we understand what a sub-agent is and how it operates, let us look at the specific situations
in which a sub-agent shines.

It is to preserve context. The most precious resource to manage when using Claude Code is the
context window. Context rot is a real threat. The operator's role is to manage the context window as
efficiently as possible, and sub-agents are one of the key means to do so.

Process large volumes of data, perform broad research, and distill from those results only the core
information the main session actually needs, sending that back. In one demonstration, a sub-agent
performed work equivalent to approximately 40,000 tokens of text, yet the main session remained at
29,000 tokens consumed.

The content of the 40,000 tokens the sub-agent processed did not pollute the main session's context.

It is to apply constraints. The main session should be able to call a wide range of tools. However,
things are different when performing risky tasks,GitHub Actions or certain code base operations. By
assigning only a limited set of tools to a sub-agent dedicated to such work, you can prevent
unintended damage.

By separating the main session's powerful authority from the sub-agent's limited authority, this is a
strategy to increase the safety of the entire workflow.

It is to reuse configurations. A sub-agent is defined in a single markdown file. If you copy that file to
another project, you can use the identical sub-agent immediately. Thinking at an organizational level,
if you build one sub-agent that excels at project management or quarterly planning, the entire
organization can benefit from it.

The principle is similar to skills, but sub-agents add the dimensions of independent context and model
selection.

It is for specialization. AI produces better results the more specific and narrow its purpose. Multiple
small agents each dedicated to a single stage are better than one multi-purpose agent that does
planning, building, testing, documentation, research, and review all at once. The main session just
needs to synthesize those results. The principle "Tiny agents win" has been proven repeatedly in
practice.

It is to reduce costs. Since you can assign a different model to each sub-agent, you do not need to
use Opus for every task. If you assign Haiku to a sub-agent that needs quick research and Sonnet to
one that needs code generation, you can save both time and token costs.

[Table 23-1] Summary of reasons to use sub-agents.

Judgment Criteria for When to Delegate and When to Do It Yourself
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Once you know the advantages of sub-agents, the temptation arises to delegate every task. But
doing so falls into over-engineering. You need criteria to distinguish when to delegate and when to
handle it directly.

Tasks the main session should handle directly:

Tasks that require back-and-forth conversation. When you request "Fix this part," see the result, then
ask "No, go this direction instead," and repeat that iterative interaction, it is more efficient to do it
directly in the main session. If you delegate to a sub-agent, you must start from scratch in a new
context each time, which is actually less efficient.

Tasks requiring quick fixes are the same. Changing a single variable name, fixing a typo, or modifying
simple logic,calling a sub-agent for such work makes the overhead of awakening the sub-agent and
receiving the result larger than the task itself.

Tasks that require shared context,work that must be judged based on the conversation history so
far,should also be handled by the main session. This is because a sub-agent does not inherit the
conversation history.

Even in situations where low latency is required, the main session has advantages. Calling a
sub-agent, performing the task, and receiving results inevitably consume time.

When you should delegate to a sub-agent:

Self-contained work. Tasks like "Analyze this codebase and find security vulnerabilities" are good
candidates for delegation, because the sub-agent receives input, performs the work independently,
and returns results.

Sub-agents are also appropriate for work requiring tool restrictions. You can grant a specific
sub-agent read-only access, or limit it to use only certain MCP connection servers.

When you need only summarized results, that signals delegation. Even if a sub-agent processes vast
data, the main session receives only the key summary. This is the core mechanism for preserving
context.

There is also the choice between foreground and background execution. Running a sub-agent in the
foreground means the main session waits for it to complete, while running it in the background allows
the main session to continue with other work. This choice depends on the task's urgency and
dependencies.

[Figure 24-3] Delegation decision flowchart: "Do you need back-and-forth conversation?" → Yes:
Main session / No → "Is it self-contained?" → Yes: Sub-agent / No → Main session]

One critical distinction must be made clear. Sub-agents and agent teams have similar names and
appear to share concepts, but they are fundamentally different. A sub-agent is a one-way
relationship. The main session sends input, the sub-agent performs the work, and returns results to
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the main session. Sub-agents cannot communicate with each other.

Even when they run in parallel, each operates independently.

Agent teams are bidirectional. Members have a shared task list, can send messages to each other,
and assign work to one another. That is collaboration on a completely different level and will be
covered in detail in the following chapters.

So far, we have built the conceptual foundation of what sub-agents are, why they are needed, and
when to use them. Now it is time to examine how to implement this concept in practice.
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Chapter 25: Building Sub-agents: A Hands-On Workshop
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Creating Sub-agents with the /agents Command

Open Claude Code in VS Code and type /agents. A guidance message appears: "Continue in the
terminal." Due to limitations of the IDE extension, some slash commands run only in the terminal.
This is not a major issue. Opening the terminal executes the command immediately, and the
sub-agent management screen appears.

What you can do on this screen is clear.

You can view all agents registered in the current project. Project agents and built-in agents appear in
separate categories. You can select, edit, or delete existing agents. You can also create new agents.

Selecting "Create new agent" starts an interactive configuration guide. Two options appear: manual
configuration or delegation to Claude.

When you choose to delegate to Claude, your task is simply to explain in natural language what the
agent should do and when it should be called. The more concrete and comprehensive the
description, the better the result.

At this stage, you also decide whether to create a project agent or a personal (global) agent. Project
agents are stored in the project's .claude/agents/ folder and work only within that project. Personal
agents are stored in the global Claude Code settings in the home directory and can be used in any
project.

A Temporary Agent option also exists. It is an agent created and discarded for a single session, but
since actual usage is rare, I will not cover it in depth.

[Figure 25-1] /agents command execution screen: Terminal screenshot showing the project agent list
and built-in agent list separated by category.

One practical tip: when creating an agent, you may encounter an error stating "the folder already
exists." In this case, temporarily rename the existing agents folder, create the agent, move the
existing agents to the new folder, then delete the old folder. This is a known bug but does not affect
functionality.

YAML Metadata Configuration
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A sub-agent is fundamentally a single Markdown file. Understanding this fact clarifies the concept
greatly. Just as skills are Markdown files, sub-agents are also Markdown files.

The file structure divides into two parts: YAML front matter at the top and instruction content in the
body below.

Let us examine the key fields that go into YAML front matter.

name is the agent's identifier. The main session references the sub-agent by this name.

description is the critical field that determines the agent's invocation conditions. When the main
session receives a user request, it scans the descriptions of registered agents to decide which agent
to delegate to. This follows the same principle as how skill descriptions determine trigger accuracy. A
vague description leads to the wrong agent being called; a specific description results in accurate
delegation.

tools specifies the set of tools this agent can use. You can select "all" to allow all tools, or apply
restrictions like "read-only." The disallowed_tools field lets you explicitly block specific tools.

model determines which language model the sub-agent uses. Assigning a different model from the
main session is one of the core strengths of sub-agents. You can tune cost and quality by assigning
Haiku for fast exploration, Sonnet for code generation, and Opus for complex reasoning.

Enabling memory allows the sub-agent to record its work history in the agent-memory folder. I will
cover this separately later.

color is the color displayed in the terminal when this agent is running. It helps visually distinguish
multiple sub-agents running simultaneously. It appears only in the terminal and not in the IDE
extension.

Beyond these, additional front matter fields are supported, including permission_mode, max_turns,
and auto_compact. The default value for auto_compact is around 95 percent; lowering this
percentage more aggressively prevents context corruption inside the sub-agent.

[Table 24-1] Primary YAML Front Matter Fields

Below the YAML front matter, the body follows. The body is the system prompt that the sub-agent
references when it wakes up. It is the full text of instructions that the sub-agent reads when the main
session decides to use it and the agent begins actual work.

Building the AI Trend Hunter Agent Live

Let us move concepts into hands-on practice. Here, we build a sub-agent called the "AI Trend
Hunter" from start to finish.

Run /agents in the terminal and select "Create new agent." Create it as a project agent and delegate
automatic generation to Claude.
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Describe what this agent should do: "An agent that tracks the latest AI trends and discovers subjects
worth turning into content. It collects trend signals using the Perplexity API and X (formerly Twitter)
and organizes them into a format usable for video planning." Descriptions work better when more
specific, and you can revise them later, so perfection is not required.

Claude Code begins creating the agent. One point to note: Claude Code does not simply generate a
Markdown file from the agent description alone. It customizes the agent by referencing the structure
and content of the current project. If the project involves running a YouTube channel and creating
content about Claude Code and automation, that context is reflected in the agent's system prompt.

You make several choices during the generation process.

Tool selection: specify which tools this agent can use. Selecting "all" permits all tools; selecting only
"read-only" and "MCP" allows only file reading and MCP server calls. Does a research agent need file
modification permissions? Asking yourself this question is where constraint application begins.

Model selection: choose Sonnet. Trend research requires rapidly scanning vast information, making
Sonnet's speed more suitable than Opus's deep reasoning.

Color selection: choose a color to visually identify this agent in the terminal.

Memory configuration: select "Enable." The meaning of this setting is covered in detail in the next
section.

When generation completes, a Markdown file is created in the .claude/agents/ folder. Opening the file
shows YAML front matter with name, description, tools, model, memory, and color configured, and
the body contains a system prompt beginning with "You are an elite AI trend hunter." It includes
mission, search targets, how to use memory, and how to search past context.

[Figure 25-2] Markdown file structure of the generated AI Trend Hunter agent: YAML front matter and
system prompt body.

Now we run this agent. In the terminal, ask the main session to "Run the AI Trend Hunter," and the
main session references the registered agent descriptions to call the AI Trend Hunter. You see the
agent operating in the terminal. It performs web searches, collects information, and conducts
analysis.

Press Ctrl+O while it runs to see the agent's thinking process. You can also check what prompt the
main session sent to this sub-agent. Press Ctrl+B to send the agent to the background, allowing you
to continue conversation with the main session while waiting for the sub-agent to complete.

When execution finishes, the results return to the main session. A report organized with Hot Signals,
Warm Signals, recommended video ideas, and key patterns appears.

One item to check: the generated agent's description may be too long. An excessively long
description wastes tokens the model must count. However, it may raise invocation accuracy, so
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appropriate balance must be found.

Running an audit with a tool like the Agent Builder Skill automatically detects issues such as missing
tool restrictions, unconfigured max turns, and oversized descriptions.

Agent Memory

If you open the agent-memory folder before running the AI Trend Hunter for the first time, you will see
a folder for the AI Trend Hunter, but it contains no files. Memory files are automatically generated
after the agent runs for the first time.

Once the first run is complete, memory files appear inside the agent-memory/ai-trend-hunter/ folder.
What do these files contain?

A sub-agent awakens in a completely fresh context each time. It has no conversation history and no
memory of previous sessions. But if a memory file exists, things change. When a sub-agent awakens,
it can read the memory file and reference what it learned in the past. Not complete memory, but
context like "this source was useful last time" and "we already covered this topic" persists.

[Figure 25-3] How agent memory works: First run → Memory file automatically created →
Subsequent runs reference memory file → Memory file updated after work

This structure prevents the trend research agent from reporting content it already covered two hours
ago. Because "recent scans" remain in memory, it avoids duplication and focuses on new signals.

Memory is the mechanism through which a sub-agent accumulates learning across sessions. If you
want to build an agent that improves with use, activating memory is the starting point.

Protecting the main context with sub-agents

Let's verify the context-preservation effect of sub-agents with numbers.

The AI Trend Hunter agent has finished running. In the process of searching the web, analyzing
sources, classifying signals, and writing reports, this agent consumed approximately 40,000 tokens.

Now let's run the /context command in the main session. The main session's current context usage is
29,000 tokens.

Let's reflect on what this number means. If we had performed the same research directly in the main
session without a sub-agent, at least 40,000 tokens would have been added to the main session's
context. Combined with existing conversation, a significant portion of the reading window would be
filled with research results. Later, when doing other work,code review, documentation,
debugging,available context would shrink.

With a sub-agent, work totaling 40,000 tokens is handled in a separate context. Only summaries,hot
signals, warm signals, recommended ideas,are delivered to the main session. The main session's
context remains clean.



125

[Figure 25-4] Context preservation effect comparison: Direct handling uses 69,000+ tokens in main
session vs. delegating to sub-agent uses 29,000 tokens in main session

This is one of the most practical reasons to use sub-agents. The reading window is a finite resource,
and sub-agents are the barrier that protects it.

Claude Code's built-in sub-agents

Before building a custom sub-agent, Claude Code comes with built-in sub-agents. If you've ever seen
an "agent" label appear in the terminal while using Claude Code, you've encountered these built-in
sub-agents.

The Explore agent searches and analyzes the codebase. It runs on the Haiku model and has
read-only permissions. It's cheap and fast, but cannot modify files or generate code. It's automatically
invoked when you need to understand codebase structure or find specific patterns.

The Planning agent performs research and creates plans. It inherits the parent session's model. If the
main session runs on Opus, the planning agent also runs on Opus. It has read-only permissions and
is frequently invoked in Plan Mode.

The General agent is invoked when multi-step tasks are needed. It inherits the parent model and has
access to all tools. Unlike the previous two agents, it can modify files, execute commands, and
generate code.

[Table 24-2] Comparison of built-in sub-agents

One of Claude Code's core developers has disclosed the custom sub-agents he personally uses:
Build Validator, Code Architect, Code Simplifier, On-call Guide, and Verify App.

The fact that the creator of Claude Code operates such a variety of sub-agents within his own tool
proves the practical value of sub-agents.

Claude Code's official documentation also publishes examples of sub-agents. You can find the
complete markdown structure for Code Reviewer, Debugger, Data Scientist, Database Query
Validator, and others, making them worth consulting when designing your own sub-agents.

We've learned the hands-on skills of building and operating sub-agents. One more fact to verify
remains. Sub-agents follow the main session's instructions, work independently, and return results in
a one-way structure. But what would a structure look like where agents converse with each other,
assign tasks to one another, and cooperate toward a shared goal?

Artificial intelligence expert Lawyer Kim Kyung-jin

AI legal policy specialist, former lawmaker, author of multiple books

If this book stayed with you even briefly, please support the publication of the next story.
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The Core Difference Between Subsidiary Agents and Agent Teams

You enter a single prompt: "Create a landing page for a fictional AI startup." A moment later, the
screen splits. Three agents wake up simultaneously: a frontend developer agent marked in blue, a
backend developer agent in green, and a QA agent in yellow. Each of the three agents begins work in
its own domain. But something different happens compared with subsidiary agents.

The frontend developer sends a message to the backend developer. The QA agent sends revision
requests to both developers. The agents are communicating with one another.

This is an agent team.

The difference between subsidiary agents and agent teams lies in their communication structure.
Subsidiary agents are one-way. When the main session sends a prompt, a subsidiary agent performs
the task and returns the result to the main session. In this process, subsidiary agents cannot
communicate with one another. Even if they run in parallel, each works in isolation.

Agent teams are two-way. Team members can exchange messages with each other. They can
assign tasks to one another. They manage a shared task list together. Direct communication among
team members is possible without passing through the main session.

[Figure 26-1] Comparison of communication structure between subsidiary agents and agent teams:
Subsidiary agents have only one-way arrows between the main session and themselves. Agent
teams have two-way arrows among team members and a shared task list.

The consequences of this structural difference are dramatic.

In a subsidiary agent structure, when you request "Refactor the code and write tests," the main
session sends tasks to the refactor agent and the test-writing agent separately. Both agents complete
their work independently and send their respective results back to the main session. The main
session synthesizes the two results.

The problem is that the refactor agent may have changed the function signature, but the test-writing
agent may have written tests based on the original signature. Since they cannot communicate with
each other, there is no way to detect such mismatches.

In an agent team structure, the situation is different. When the refactor agent changes a function
signature, it can send a message to the test-writing agent: "This function's signature has changed, so



128

please take note." The test-writing agent writes tests reflecting the changed signature. If the QA agent
discovers a problem, it requests the fix directly from the relevant agent. There is no need to route
through the main session as an intermediary.

An agent team has a main orchestrator that serves as the team lead, much like a project manager. It
creates agents, initializes the task list, monitors overall progress, and confirms the quality of results.
However, not all communication goes through this orchestrator. Team members communicate
directly when necessary.

The Shared Task List and Mutual Task Assignment

The core infrastructure that makes collaboration possible in an agent team is the shared task list.

When the main orchestrator creates an agent team, the first action is to construct a task list. Items
such as frontend development, backend API implementation, test writing, and QA verification are
listed, and each item is assigned to an owner.

The fact that this task list is shared is crucial. Every team member can see the entire task list. When a
member completes their work, they update the status. They can check other team members'
progress. And here is the decisive difference from subsidiary agents: a team member can assign new
tasks to another team member.

This mechanism came vividly to life in one demonstration. The frontend and backend developers
each completed their work and sent their results to the QA agent. The QA agent's verification
revealed three critical issues. The QA agent returned these issues to both the frontend and backend
developers, assigning each of them a fix task.

After the two developers completed their revisions and sent them back to the QA agent, the second
round of verification resulted in a pass. All three critical issues had been resolved.

[Figure 26-2] Detailed flow of collaboration based on a shared task list: frontend and backend work
complete → QA agent verification → 3 issues identified → fix tasks assigned to respective
developers → revalidation → pass.

Throughout this process, the main orchestrator monitored the entire flow and provided status
updates, but the communication between the QA agent and the developer agents regarding
requested fixes happened directly. This is direct team member-to-member communication, bypassing
the main orchestrator.

Team members use a send message tool to communicate with one another. If the prompt specifies
"When your work is done, send a message to the frontend developer," the agent delivers that
message directly to the team member.

The Collaboration Scenario Between the Refactor Agent and the Test-Writing Agent

Let us trace the workings of an agent team through a concrete scenario.
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A user makes a request to the main session: "Refactor this module and add tests."

The main session analyzes the request. Two specialist domains are needed: refactoring and test
writing. The main session searches for agents and locates the refactor agent and the test-writing
agent.

In the subsidiary agent approach, it would proceed as follows. The main session sends the refactor
agent a prompt: "Refactor this module." Simultaneously, it sends the test-writing agent a prompt:
"Write tests for this module." The two agents work in parallel. Their respective results return to the
main session. The main session combines the two results.

The tests may need to be updated to match the refactored code. This revision would either be done
by the main session directly or require calling the test-writing agent again.

In the agent team approach, the flow is different. The main orchestrator assembles a refactor plus
tests team. A shared task list is created.

The refactor agent begins work first. It performs function extraction, variable renaming, interface
cleanup, and other operations. When the work is complete, it sends a message to the test-writing
agent: "Refactoring is complete. The changed function signatures are as follows." The test-writing
agent writes tests based on this information. The resulting tests accurately reflect the changed
interface.

If some tests fail when executed, the test-writing agent can send a message to the refactor agent:
"This function's return type differs from the documentation. Please verify." The refactor agent checks
and makes corrections. The tests are run again. This iteration happens within the team itself.

[Figure 26-3] Detailed flow of agent team collaboration scenario: Refactor agent completes work →
Conveys changes to test agent → Test writing → If tests fail, test agent sends feedback to refactor
agent → Refactor agent fixes → Retest → Pass → Reports completion to main orchestrator.

Using a T-Mux terminal, you can observe this process visually. The screen is split to show each
agent's work in real time. You can see the blue agent refactoring code while the green agent waits,
and the moment it receives a message, it begins writing tests. You can even send direct messages to
a specific agent to provide additional instructions if needed.

Architecture Principles to Consider When Building an Agent Team

Agent teams are powerful, but if misconfigured, you may end up with high costs and confusing
results. Here are the principles to follow when assembling a team.

Role Clarity: Assign Each Agent a Distinct Domain

Each agent on the team should have its own files and its own deliverables. If multiple agents modify
the same file, there is a risk that they will overwrite one another's work. Specify clearly in the prompt
that the frontend developer modifies only frontend files and the backend developer modifies only
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backend files.

Deliverables must also be defined concretely. "Write good code" is vague. "Implement REST API
endpoints and create a test file for each endpoint in the /tests/ folder" is clear. Make it explicit to
agents what they must create and where to save it.

Communication Protocol: Design Who Speaks to Whom and When

The fact that agents can communicate freely does not mean you can skip designing a communication
structure. Defining the communication flow explicitly in the prompt yields much better results.

"When backend development is complete, deliver the API specification to the frontend developer."
"When all development is complete, send the results to the QA agent." "If issues are found in QA,
request fixes from the responsible agent for that file." Specifying this explicitly helps agents
understand dependencies and proceed through tasks in the correct order.

It is also important to specify the recipient by name. "Send this to another agent" is vague. "Send this
to the frontend developer agent" is precise.

Preventing Conflict: Agents Don't Interfere with Each Other

We've already covered file ownership. Beyond that, several conflict prevention strategies exist.

Preapproved Permissions: If agents halt their work each time they need permission checks, the entire
workflow slows down. By preapproving specific commands in your project settings or local machine
settings, work flows without interruption. Team members inherit permissions from the main session,
so setting Bypass Mode in the main session gives all team members the same permissions.

Plan Approval Mode: You can configure team members to draft plans before starting work, then
execute only after the main orchestrator approves the plan. Initially, you approve each plan directly,
but as you grow familiar with how the team operates, it's practical to delegate approval to the main
session. You can also designate one team member to handle plan review and approval exclusively.

Graceful Shutdown: When work ends, the main orchestrator sends a shutdown request to each team
member: "Save your work and shut down." A team member can respond "I'm not finished yet" if work
is still in progress. The team dissolves only after all members confirm completion. Forcing a shutdown
may leave work in a disorganized state, so going through a graceful shutdown procedure is safer.

Team Size and Cost

Each team member in an agent team runs an independent session. With three agents, costs are
roughly triple. With five, they're five times higher.

We recommend team sizes of 3 to 5 members. Large agent swarms of 10 or more see costs rise
sharply, and coordination complexity increases proportionally.

[Table 25-1] Criteria for Determining Agent Team Suitability
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For work that can be processed sequentially, helper agents suffice. If agents don't need to
communicate, helper agents are better. If multiple agents must edit the same file, you need to
redesign your structure, whether with agent teams or helper agents.

How to Set Up Agent Teams

Agent teams are an experimental feature and are disabled by default. To activate them, add
environment variables to your project's .claude/settings.local.json file. Copy the relevant JSON from
the Agent Teams page in the Claude Code official documentation and paste it into your settings file.

Prompts that invoke agent teams follow this structure pattern:

1. Set the goal: Specify the goal the entire team must achieve. Since team members wake up with no
context, the main session must communicate the goal clearly. 2. Form the team: Specify team size
and model, as in "Create a three-member team using the Sonnet model." 3. Define roles: Describe
each team member's role, responsibilities, and communication partners in detail. 4.

Define the final deliverable: Specify the final output the main session will receive from the team's
work.

[Figure 26-4] Agent Team Prompt Structure: Goal → Team Formation → Role-Specific Instructions
(Including Communication Partners) → Final Deliverable Definition]

Running agent teams in a T-Mux terminal lets you observe each agent's work in real time with
split-screen views. You can spot agents heading in the wrong direction early and terminate them,
preventing wasted costs. Since IDE extensions can't show agents' internal thinking in detail, T-Mux
environments are better suited for complex agent team work.

Helper agents are specialists who work independently under the main session's direction. Agent
teams are groups that communicate and collaborate toward a shared goal. Both are powerful tools,
but they apply to different contexts. Choose helper agents for fast, efficient delegation; choose agent
teams when complex interdependencies and high quality are required.

Combining these two structures appropriately for your situation is what makes an effective Claude
Code operator, and it forms the foundation for moving to the next stage: designing workflows by
weaving skills and agents together.

Attorney Kim Kyung-jin, AI Expert

Specialist in AI Policy and Law · Former Member of the National Assembly · Author of Multiple Books

If this book stayed with you even for a moment, please support it so the next story can reach the
world.
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Chapter 27: Beginner Hacks: 10 Essential Tips
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The First Encounter with Speed

Recall the day you first opened Claude Code in the terminal. Standing before the black screen with a
blinking cursor, you hesitated for a long moment, unsure what to type. You entered a prompt,
received output, fixed it, then fixed it again. Hours passed and you still did not have what you wanted.
Yet someone else using the same tool produced results with striking speed.

It is not the tool that differs. Only a handful of habits.

The ten tips introduced in this chapter are fundamentals that anyone new to Claude Code must learn
first. Each is a small habit, yet when they accumulate, your work speed and output quality shift
noticeably.

Tip 1. Initialize Your Project with /init

Suppose you open a project folder with existing files in Claude Code. The first thing to do is type the
/init command.

Running this command makes Claude Code scan your entire project. It identifies the folder structure,
file list, and code conventions, then automatically generates a claude.md file. This file acts like a
cheat sheet for your project. It contains information about how the architecture is organized, which
files are core, and what rules apply.

Once you run /init, you do not need to re-explain the project in every session. Claude already has the
context.

What if you are starting a new project from scratch? In that case, you build the claude.md file yourself
while explaining the project goals, tech stack, and key rules. The better this file is prepared, the easier
all subsequent work becomes.

Tip 2. Set Up Your Status Line

When you are deep in coding, it is easy to forget how much context you are consuming. You have
probably had the experience of suddenly checking and finding that your context window is nearly full.

Type /statusline in the terminal and tell it what information you want to see. Claude Code creates a
small dashboard at the bottom of your terminal. You can display the current model name, context
usage percentage, cost, and more in real time.
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The real value of the status line is that it lets you detect context depletion before it happens. If you
keep working without knowing you are running low on context, Claude's response quality drops
sharply. With a status line, you can prepare before that situation arrives. A small script like this
governs the quality of your entire session.

Tip 3. Use Voice Input with /voice

Typing long prompts on a keyboard takes more time than you might think. You have specific
requirements in your head, but the process of converting them to text often loses the core.

Claude Code has a native voice input command called /voice. You can give instructions directly to the
terminal by speaking. Say 'improve the error handling in this function' as it comes to mind, and it
becomes a prompt.

The advantage of voice input is not just speed. When you explain by speaking, context and intent
naturally come through. Descriptions that you unconsciously trim when typing become richer in
speech. As a result, Claude grasps your intent more accurately.

Using a separate voice dictation app is also a good approach. Through your operating system or
third-party apps, you can input text by voice anywhere, raising efficiency not just in Claude Code but
in other work as well.

Tip 4. Keep Your Context Small

The thought 'the more I put in, the more it will understand' is natural, but in Claude Code it becomes a
poison.

Do not dump your entire codebase into the conversation. Provide only the information needed for the
current task. Break large problems into small steps, and pass only the relevant code and context for
each step.

The less noise in the context window, the higher Claude's performance. The same is true for humans.
If you discuss ten items at once in a meeting room, none of them reach a proper conclusion. Deep
results come only when you focus on one thing at a time.

Tip 5. Diagnose Token Consumption with /context

You were told to keep context small, but how can you know what is consuming tokens right now?

Use the /context command. This command shows you as a percentage where and how many tokens
are being consumed in your current session. The proportion taken by the system prompt, the
proportion taken by file content, and the proportion taken by MCP server definitions all become clear
at a glance.

When your session feels heavy, when responses slow down or quality drops, run /context once.
Often you will find tokens being consumed in large amounts in unexpected places. Once you identify
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the cause, you can restructure to free up capacity.

This diagnostic habit pairs with Tip 4, 'Keep Your Context Small'. Understanding a principle is one
thing, but without measuring your current state, practice becomes difficult.

Tip 6. The 60% Compression Rule and Resetting Between Tasks

When context usage reaches around 60%, it is time to run the /compact command.

This command compresses your conversation history. It filters out unnecessary parts while
preserving important information. You can continue working after compression without restarting the
conversation from the beginning.

Here is a useful technique. When running /compact, you can explicitly specify what to preserve. For
example, if you type '/compact, but keep the API integration decisions and database schema,' Claude
will trim the rest while leaving the specified information intact.

When switching to a completely different task, use /clear. It wipes the conversation history clean and
starts like a new session. Your claude.md file and project files remain, so it differs from starting from
scratch. Making a habit of resetting with /clear each time your task changes prevents lingering
context from the previous work from polluting the new task.

Tip 7. Prioritize Plan Mode

Press Shift+Tab to switch modes in Claude Code. Plan Mode is one where Claude can read and
investigate code but makes no changes.

There is a reason this matters.

In Plan Mode, Claude lays out a work plan. It organizes which files need changes, the order of
approach, and what additional points need checking. When needed, it asks questions about unclear
areas.

After going through this process, when you exit Plan Mode and give the execution order, the number
of times Claude modifies code in the wrong direction and has to reverse course drops noticeably. The
difference between jumping straight into coding without a plan and designing first, then coding. The
principle is the same for humans and AI.

Tip 8. Treat the Agent Like a Junior Developer

There is a world of difference between directly commanding 'implement this feature' and posing a
problem: 'what approach would help reduce user drop-off?'

If you give Claude only specific commands, Claude does exactly as told. But when you pose a
problem, Claude reasons for itself, compares options, and explains why it chose a particular
approach.
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Two benefits arise from this process. First, because Claude builds its logic before writing code, the
quality of the output improves. Second, as you review Claude's reasoning, you may discover
considerations you had not thought of.

Think back to when you entrust work to a junior developer. If you only say 'Do it this way,' that person
does not grow. If you ask 'How might we solve this problem?' that person thinks, and you can review
that thinking. Claude is no different. When you give Claude a chance to think, it produces better
results.

Tip 9. Question-Driven Prompting

Claude creates questions on its own in plan mode, but there are ways to use this more actively.

You add this instruction to the prompt: 'Keep asking questions until you are 95% confident about what
I want and what you need to do.' With this, Claude works through ambiguous areas one by one. Who
is the target user? What behavior do we expect when an error occurs? What is the performance
standard? Requirements we failed to spell out become visible through questions.

What happens without this alignment process? Claude makes assumptions on its own and proceeds
with the work. When you receive the result, you find three or four places where it differs from your
intent. You request a revision, and revise again. If this back-and-forth repeats just three times,
context burns through quickly.

Question-driven prompting blocks this back-and-forth cost in advance. If you invest five more minutes
upfront to clarify requirements, you can save thirty minutes later.

Tip 10. Inserting Self-Validation into Your To-Do List

Claude Code creates a to-do list when it starts a task. The tenth tip is to embed validation steps
directly into this list.

For example, if the task is building a website, you can structure the to-do list like this.

1. Implement website layout 2. Take a screenshot of the website and confirm the layout came out as
intended 3. Open Chrome DevTools and check for functional errors 4. Confirm responsive design
works correctly on mobile 5. Revise based on findings

When you do this, Claude does not just build something and hand it over to us. Instead, Claude
reviews what it made, fixes problems if it finds any, and then shows us the result.

There is one additional technique. You tell Claude: 'Before moving to the next to-do item, repeat until
you are 95% confident the current item is finished.' AI rarely produces perfect results on the first try,
but running through a self-validation loop lifts a 60% result up to 90%. That difference compounds,
and the overall project quality shifts noticeably.

Small Habits, Big Differences
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We have looked at ten tips one by one. Start with /init, track progress with the status bar, give
instructions quickly via voice, keep context light, diagnose and compress, plan first, raise questions,
prompt for deeper thinking, and automate validation. None of these are complex techniques. They
are simply habits.

Once this foundation becomes second nature, you are ready to move to the next level. More
sophisticated methods await,parallel work using secondary agents, custom skill file creation, cost
optimization.

Artificial Intelligence Expert Attorney Kyung-jin Kim

AI policy and law specialist. Former National Assemblyman. Multiple published works.

If this book stayed with you for even a moment, please support the next story that will come into the
world.
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From Speed to Strategy

After mastering ten beginner tips, your pattern of using Claude Code begins to shift. You reflexively
run /init, develop awareness of context, and form the habit of designing first in plan mode. Yet at
some point you hit a wall. Working alone in a single session on a single task has inherent speed
limits.

Intermediate tips are strategies to move beyond this ceiling. They cover running multiple agents in
parallel, automating repetitive work, and optimizing costs.

Tip 11. Delegating Parallel Work to Subagents

One person doing research, coding, and validation sequentially is not comparable to three people
each handling one task simultaneously. The difference in speed is dramatic.

In Claude Code, when you hand off a complex task, you can include an instruction in your prompt:
use subagents. The main session analyzes the work, then spawns multiple independent subagents.
Each subagent has its own context window and can run its own model.

One agent handles research, another writes validation code, a third explores alternative approaches.
All of this happens in parallel. When done, each subagent reports its results back to the main agent.
The main thread stays clean, while you effectively get the benefit of a small development team
working simultaneously.

Tip 12. Creating Custom Skill Files

If you find yourself rewriting the same type of prompt every time you repeat a task, you need a
custom skill file.

Create markdown files in the .claude/skills/ directory. For instance, if you write a detailed technical
debt audit procedure in a file called techdebt.md, you can later say run a tech debt audit and that
workflow executes automatically.

Store code review standards in codereview.md, and you get consistent-quality reviews without
restating your criteria each time.

The real power of skill files lies in team sharing. Commit them to GitHub and your entire team can use
the same workflows. Code reviews and pre-deployment checks that once varied by person become
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standardized through a single skill file. It is much like automating your company's standard operating
procedures.

Tip 13. Reducing Subagent Costs with Haiku Models

Once you start running subagents in earnest, costs become visible. There is a strategy to manage
this.

If your subagent's task is to read large volumes of text and extract key points, there is no reason to
use an Opus-class model. Assign a lightweight, cheaper model like Haiku.

Take a concrete example. You have a research task: read dozens of articles and summarize them.
You will process hundreds of thousands of tokens. Running this on Opus is expensive. But setting
your subagent to Haiku cuts costs dramatically. The subagent reads and filters; only distilled
summaries reach the main agent (Opus). This way, the final analysis stage, where quality matters
most, still gets the powerful model.

Do not abandon subagent use because of costs. With strategic model selection, you control
expenses while keeping the benefits of parallel work.

Tip 14. Keeping claude.md Current

Your claude.md file is a living document. As your project evolves, you discover new patterns,
encounter unexpected pitfalls, and develop new rules. Reflect each of these discoveries in
claude.md.

You can instruct Claude directly: Record this pattern I just discovered in claude.md. In your next
session, Claude already knows that lesson. You stop repeating the same mistakes, and your
understanding of the project deepens.

But there is a catch. claude.md functions as a system prompt. Its contents load with every
conversation and consume that much context. So keep this file to 150-200 lines. If you only add and
never trim, the file balloons and you run short on context for actual work.

When adding new information, simultaneously prune outdated or less critical items. This balance
determines the quality of your claude.md.

Tip 15. Routing from claude.md to External Files

I said keep claude.md to 150-200 lines, but your project may need far more information. Style guides,
business context, reference documents, API specs. Putting all of this into claude.md will bloat the file.

The answer is routing. In claude.md, record only where each piece of information lives. See
/docs/style-guide.md for style conventions, See /docs/api-spec.md for API specs. Claude reads the
files when needed.
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The payoff is clear. claude.md stays lean, so you waste less context. At the same time, the total
information Claude can access actually grows. You do not need to write your entire project state into
the system prompt. Knowing where that state lives is enough.

Tip 16. Escape When You See the Wrong Direction

Sometimes while Claude is generating a response, you can see the direction is wrong. It tries to
install a library you did not ask for, or starts writing code with an approach you never intended.

Do not wait for it to finish. Press Escape and generation stops instantly.

The longer Claude moves in the wrong direction, the more tokens you burn. Spent tokens cannot be
recovered, and bad context that accumulates in your window will color later responses. Cutting it
short, correcting course, and resubmitting is far more economical overall.

Waiting in hope that it will self-correct at the end usually costs you both time and tokens. The quicker
you correct course, the better.

Tip 17. Push Back Hard on Output Quality

If Claude's output lands in the fine, I guess category, do not accept it.

Say, This is not good enough. Try a completely different approach. Or, This section is too verbose.
Rewrite it more concisely and elegantly. When you set a high bar explicitly, Claude often surprises
you with a much better result.

Why does the second attempt work better? Your critique clarifies what not to do. Claude now knows
which direction to avoid and explores a different path.

You can go further. Once you get an improved result, ask Claude to record those lessons in
claude.md or a skill file. Update the guidelines so you do not repeat this mistake. This structural
blocking prevents whole categories of errors from recurring.

Tip 18. Fast Rewind with /rewind

Escape stops a response in progress. But what if the response finished and was the wrong move?
What if Claude already modified files and the conversation has moved forward, and now you realize
that branching point three steps back was better?

The /rewind command solves this. You return to an earlier point in the conversation. You do not
restart the session from scratch. Rewind to where it went wrong, then branch in a different direction.

/rewind paired with Escape becomes a powerful duo. Stop in-progress mistakes with Escape; undo
past ones with /rewind. With both tools at hand, there are few irreversible mistakes in a Claude Code
session.

Tip 19. Setting Alerts with Hooks
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When you start running multiple Claude Code sessions at the same time, new problems emerge. It
becomes difficult to determine which session has finished and which is waiting for your input.

Using the /hooks command, you can set up notification hooks. You can give instructions in natural
language too. "Play a notification sound when this session finishes." This sets the system to alert you
when Claude Code completes its task.

Once this is set up, you don't need to stare at the terminal waiting for work to finish. You can do other
things, and when the alert sounds, come back to check the results and give the next instruction.

Imagine running 15 sessions simultaneously. Without notifications, you'd have to switch between
terminals one by one to see which has finished. With notifications, you just go to wherever the "ding"
sounds. It may seem trivial, but it's essential for managing multiple sessions.

Tip 20. Using Screenshots for Visual Self-Check

Claude can see. This means it doesn't just process text but can analyze images.

The most effective way to use this capability is to create a visual self-check loop. If you're building a
website, you'd structure the flow like this.

1. Implement the website design. 2. Take a screenshot. 3. Analyze the screenshot to identify layout
issues. 4. Fix the problems. 5. Take and analyze another screenshot.

If you set it up to repeat this loop about three times before showing the first version (V1), the
difference in polish between that V1 and one produced without self-checks becomes quite clear.

Screenshot use isn't limited to web design. You can capture error message screens and show them,
or photograph other websites' designs to use as inspiration sources. Screenshots are the most
efficient way to convey visual information that's hard to explain in text.

Building Strategy on Fundamentals

We've looked at ten intermediate tips. What they have in common is that they're strategies to move
beyond the limitation of "doing one thing alone." You parallelize with assistant agents, automate with
skill files, optimize costs through model selection, manage multiple sessions with hooks, and improve
quality with feedback and iteration.

Once these strategies become second nature, you're ready to take another step forward. Advanced
techniques like automating browsers, connecting MCP servers, and having agents create agents
themselves are the next level.

Attorney Kim Kyungjin, AI Policy Expert

Specialist in AI legal policy, former member of the National Assembly, author of numerous works

If this book has stayed with you even briefly, please support it so the next story can reach the world.
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Chapter 29: Advanced Hacks: 7 Pro Tips
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People Who Push the Boundaries

Five terminal windows are open at the same time. On the left monitor, three Claude Code sessions
are each building different features, and on the right monitor, a browser opens automatically, filling in
the form for a newly created web app and clicking buttons. Each time an alert sounds, you check the
completed session and assign the next task.

This is not science fiction. By combining Claude Code's advanced features, this workflow is genuinely
possible. The seven tips covered in this chapter are for those who want to push Claude Code to its
limits.

Tip 21. Validating Features with Chrome DevTools

Screenshots catch visual problems. But a screenshot alone cannot tell you whether buttons actually
work when pressed or whether form submissions are processed correctly.

Claude Code can directly use Chrome DevTools. It opens a browser, interacts with the app, checks
console errors, and verifies that network requests are flowing properly.

This is an extension of the screenshot loop. If a screenshot is a "visual inspection," then DevTools
use is a "hands-on inspection." By combining these two for frontend work, you can ensure both the
visual polish and functional stability of Claude's output.

One more thing. DevTools validation is also useful when interacting with services that do not provide
explicit APIs. You can delegate to Claude the work of reading data through a browser in a logged-in
state, filling out forms, or clicking buttons.

Tip 22. Chaining MCP Connection Servers

MCP (Model Context Protocol) servers are a powerful way to connect external functions to Claude
Code. Connect a Notion MCP and you can read and write Notion databases; connect a GitHub MCP
and you can manage pull requests.

But there is no reason to use only one MCP server. When you connect multiple MCP servers
simultaneously, Claude moves between different services. A single session can read planning
documents from Notion, create issues on GitHub based on that content, and register deadlines in
Google Calendar.



144

There is one caveat. Each MCP server loads tool definitions into the context window. The more
servers you connect, the more tokens the base model consumes. You need to manage this by
activating only the servers you need for the current task and disabling unused ones.

Using the /context command you learned in Tip 5, you can check how many tokens each MCP server
is consuming.

Connecting all MCPs is not the answer. If your project truly needs only one or two functions,
hardcoding API endpoints directly instead of using MCP might be more efficient in terms of token
usage. Judgment must fit the situation.

Tip 23. Letting an Agent Create Other Agents

Auxiliary agents are whom the main agent delegates work to. But you can go one step further. You
instruct Claude: "Design an agent to perform this task."

This is not delegating a task but having Claude design the system itself to perform the task. Claude
determines the agents' roles, which models to use, the execution order, and validation methods, then
creates the agents according to that design.

Using Agent Teams makes this approach even more effective. Ordinary auxiliary agents cannot
communicate with each other. They work independently and only report results to the main agent.
Agent Teams are different. Agents within a team share task lists, communicate with each other, and
are aware of whether others have completed their work. They can assign tasks to other agents.

The cost is higher and execution takes longer. But large projects produce far more cohesive results.
Forcing together code snippets that agents created while looking in different directions is different
from integrating code that agents created while coordinating with each other. The consistency of the
outcome differs.

Tip 24. Running Multiple Claude Code Sessions in Parallel

If you open multiple terminals in one project folder and run Claude Code in each, there is a risk of
conflicts from modifying the same files simultaneously.

Combining this with Git Worktree solves the problem. Each session works on a separate branch in a
separate directory, so they do not interfere with each other. In Claude Code, you can easily create a
worktree using the --worktree flag.

This creates three independent workspaces, each running a Claude Code session. You can run four
or five simultaneously. When work is done, merge each branch into main.

Some people push this approach to the extreme. One of Claude Code's core developers says he
always runs five agents in the terminal and operates about ten more on the web.

Tip 25. Creating Custom Slash Commands
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Beyond Claude Code's built-in slash commands (/init, /compact, /rewind, etc.), you can create your
own commands.

Similar to skill files, but slash commands offer a more direct invocation method. You can bundle
frequently performed workflows into a single command and start complex procedures with one-line
input.

For example, suppose you create a custom command called /deploy-check. With this single
command, you can configure it to run validation, lint checks, build verification, and deployment to
staging sequentially. Instead of typing "run validation, check lint, build..." every time, you just type
/deploy-check.

Creating custom commands that the entire team uses contributes to workflow standardization. When
new team members join, you can guide them to use these commands, and they can immediately
begin workflows of the same quality as experienced members.

Tip 26. Browser Automation

One step beyond validating features with Chrome DevTools takes you into full-fledged browser
automation.

Claude Code opens a browser, navigates websites, fills out forms, clicks buttons, and reads data. It
can be used to collect data from services that do not provide explicit APIs or to automate repetitive
web tasks.

It is also possible to borrow the design of a website you admire. Take a screenshot of a site you like
or extract its HTML styles and pass them to Claude, and it can recreate that design pattern. Of
course, it is better to use it as a source of inspiration rather than copy it directly, and add your own
elements.

The scope of browser automation is broad. Still, the most stable form is performing navigation,
clicking, and input tasks in an already logged-in state. When determining the scope of automation, it
is good to decide in advance what you will delegate to Claude and where human involvement begins.

Tip 27. Security Considerations: Managing API Keys

The more you actively use advanced features, the more important security becomes. When you
connect multiple MCP servers, run browser automation, and operate multiple sessions, API keys and
authentication credentials can be exposed in multiple places.

You must follow several principles.

Never put API keys directly in code. Manage them through environment variables or .env files.
Always add .env files to .gitignore so they do not get uploaded to GitHub. If a key ever enters commit
history, consider it already exposed and regenerate it immediately.
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The same applies to Claude Code sessions. If Claude generates a response containing an API key,
that content remains in the context. You should design the structure so that key values themselves
appear in conversation as little as possible.

Security verification is also necessary when installing VS Code extensions or MCP connection
servers. Check in advance the developer's identity, whether outbound network calls are made,
whether data is collected, and whether shell commands can be executed. Installing without
verification could lead to irreversible credential leaks.

Those Who Know the Depth of Tools

Seven advanced tips reveal the depth of Claude Code as a tool. Controlling the browser, letting
agents design other agents, managing dozens of sessions at once while keeping security intact. This
is the level of properly using the tool.

To use these techniques safely, you must understand how Git worktrees function and Claude Code's
permission system. Worktrees provide the safety net for parallel work, while the permission system
that balances autonomy and control forms the foundation.

Gyeong-jin Kim, Attorney, AI Policy Expert
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Chapter 30: Git Worktrees: The Secret to Safe Parallel
Development

← Previous Chapter

See every chapter

Next Chapter →

The Emergency Call

You are building a new payment feature. You have written about half the code when a Slack
notification arrives. There is an urgent report of a login bug on the production server. You must fix it
right now.

The problem is that the code you are working on now is still incomplete. It is not ready to commit, yet
you cannot discard the changes. To switch branches for the urgent fix, you must save your current
work somewhere temporarily. Stash it with git stash, change branches, fix the issue, return to the
original branch, and then restore the stash. It is complicated. There are many places where mistakes
can slip in.

Git Worktree solves this situation fundamentally.

What Is a Worktree?

In Git's basic structure, one repository is connected to one working directory. Within that directory,
you can check out only one branch at a time. To work on a different branch, you must first clean up
the changes in your current branch and then switch branches.

A worktree breaks this constraint. You can check out multiple branches simultaneously from one
repository. Each branch exists in a separate folder.

Here is an analogy. The traditional way is an office with only one desk. If you are working on project A
with documents spread out and need to switch to project B, you must clear away all of A's documents
and pull out B's. A worktree is like putting down multiple desks. You leave A's documents spread out
on the first desk and do B's work at the second desk. Each desk is independent, but they are in the
same office (repository).

Basic Worktree Usage

The Git command to create a worktree is straightforward.

This command creates a new working directory at the path ../hotfix-login, checking out the branch
named hotfix/login-bug from the current repository. The existing working directory remains
untouched.
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Now you have two folders. The original folder still contains the payment feature code you were
developing, and the new folder has the emergency fix branch cleanly checked out. You can work in
both folders without affecting each other's files.

To view a list of worktrees:

To remove a completed worktree:

Since you are not actually copying entire folders, disk usage is efficient. Git's internal data (the .git
directory) is shared, and each worktree checks out only the files for its respective branch.

Claude Code's Native Worktree Support

Claude Code supports Git worktrees natively. You do not need to type Git commands directly.

This one line causes Claude Code to automatically create a worktree, make a new branch, and start
a Claude Code session in that worktree. You can enjoy the benefits of worktrees without knowing
Git's complex command structure.

Of course, if you need fine-grained control, you can use Git commands directly. Claude Code's native
support is for convenience, not to limit Git's capabilities. You can mix both approaches as the
situation requires.

Running Multiple Sessions: A Real-World Scenario

The true power of worktrees becomes clear when combined with Claude Code. Each worktree can
run an independent Claude Code session.

Let me paint a concrete scenario.

Situation: You are developing an e-commerce platform. Three tasks are needed simultaneously.

Execution:

In terminal A:

"Implement a wishlist feature. Users should be able to add and remove items, and share the list."

In terminal B:

"Redesign the checkout page UI with mobile first in mind. Refer to the current design screenshot."

In terminal C:

"Fix the bug where the total does not update when changing quantities in the shopping cart."

All three sessions run simultaneously. Each session modifies files only within its own worktree, so no
conflicts occur. When the urgent fix finishes first, you merge that branch into main and continue
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developing the remaining features.

Handling Feature Development and Emergency Fixes in Parallel

The key in the scenario above is that the emergency fix does not disrupt existing development work.

What would happen without worktrees? You would stop work halfway through the wishlist feature,
stash your changes or make an incomplete commit, switch branches, fix the bug, return to the original
branch, and restore the stash. In this process, stash conflicts can occur, and incomplete commits can
clutter the history.

With worktrees, this hassle disappears. The wishlist work stays right where it is. You open a new
terminal and fix the bug in a new worktree. When done, you remove the worktree. When you return to
the wishlist work, there is nothing to restore or switch. You simply continue in your original terminal.

This safety becomes even more important when running multiple Claude Code sessions. When
humans write code directly, they immediately recognize mistakes. But when an AI agent writes code,
sessions can silently overwrite each other's work. Worktrees make this accident structurally
impossible.

Practical Advice for Managing Worktrees

As you create more worktrees, management becomes necessary. Here are a few practical tips.

Establish a naming convention. Using prefixes like feature-, hotfix-, or refactor- consistently makes it
easy to see at a glance what each worktree is for.

Remove completed worktrees immediately. Neglecting them causes confusion about which worktrees
are active. After merging a branch into main, clean up with git worktree remove.

Keep worktree directories in consistent locations. Establish a rule, such as placing them in a parent
directory at the same level as your project folder or designating a specific folder within the project.
This prevents wasting time searching for worktrees.

The Safety Net of Parallel Development

Worktrees are not flashy technology. They are merely an extension of Git's basic features. Yet the
difference this extension creates is substantial.

When the constraint of working on only one task per branch disappears, your workflow changes
fundamentally. You no longer have to pause feature development for urgent fixes. Multiple agents
can work on the same project at the same time without interfering with each other. You can freely
experiment with exploratory approaches in a separate worktree.

To run multiple sessions with such freedom, you must also decide how much authority to grant each
session. Should agents modify files freely, or must they request approval each time? Now we
examine how to balance autonomy with control.
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Chapter 31: Permissions and Security in Practice
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The Temptation of "Dangerously Skipping Permissions"

When you search for Claude Code tutorials on YouTube, many videos use a flag called
--dangerously-skip-permissions. With this flag, Claude performs all tasks automatically without
requiring approval: modifying files, executing commands, installing packages. It looks clean on
screen because the work flows without interruption.

But the name of this flag contains the word "dangerously" for a reason. It means Claude could
accidentally delete important files, execute unintended system commands, or perform actions that
affect production servers all without your approval.

I understand wanting to work quickly. But there is a better way to balance speed and safety.

The Four-Level Autonomy Model

Claude Code's permission settings consist of four levels. Each represents the degree of autonomy
you grant to the agent.

Stage 1: Plan

This is the most restrictive mode. Claude can read and analyze files, but does not modify anything. It
doesn't write code or execute commands. It only plans and reports.

It suits understanding the structure of a new project or discussing strategy for approaching a complex
problem.

Stage 2: Ask Before

Claude can perform tasks, but requires your approval at each step. It asks "May I modify this file?",
"May I execute this command?" for each action.

It is safe but slow. The user must remain at the screen continuously pressing approval buttons. You
choose this mode for sensitive operations on critical systems.

Stage 3: Auto Edit

At this level, file editing happens automatically, but system commands still require approval. Code
writing and modification proceed freely, but commands like rm, npm publish, and git push execute
only after human review.
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This is the balance point suitable for most everyday development work.

Stage 4: Bypass

All restrictions are removed. This corresponds to --dangerously-skip-permissions. Claude performs all
tasks automatically.

This mode should only be used when you actively supervise from the screen. Running the agent in
bypass mode while away from your desk is dangerous.

Fine-Grained Control with Allowlists and Denylists

When you need more precise control than the four-level model, you use allowlists and denylists.

This approach is not 'allow everything or block everything', but rather 'allow only commands verified
as safe, and explicitly block dangerous commands' for fine-grained settings.

Put safe commands like git commit, npm test, npm run build in the allowlist, and destructive
commands like rm -rf, git push --force, DROP TABLE in the denylist.

One important rule applies here: the denylist takes priority over the allowlist. Even if rm is included in
the allowlist, if it is also in the denylist, it gets blocked. The safety mechanism always wins.

With this setup, you get nearly the same speed as --dangerously-skip-permissions while still blocking
fatal commands. It is a practical way to achieve safety without sacrificing speed.

VPS Hosting and Remote Claude Code Operations

Closing your laptop disconnects the Claude Code session. For long-running work or continuous
monitoring, this is a constraint.

Installing Claude Code on a VPS (Virtual Private Server) solves this problem. Because the server
runs 24 hours, the session persists even when you close your laptop. Using SSH (Secure Shell) for
remote access lets you continue the session anytime, anywhere.

If you set up Telegram integration, you can even give Claude Code instructions from your phone. You
ask "How did that validation I ran last night turn out?" from the subway on your way to work and get
an answer.

Claude Code also has a remote control feature. You can operate a session running on one computer
from a browser or phone. The code never leaves your machine; only control is remote. You can start
work at your office computer and adjust direction from your phone while stepping out for coffee.

When running long-term sessions, permission settings need extra care. Because the agent runs while
you are away, bypass mode is not appropriate. Carefully structure the allowlist and denylist, and for
tasks requiring approval, configure the agent to wait until authorization arrives.
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Security in Team Environments

Using it alone versus using it in a team operates on different security levels. One person's mistake
can affect the entire team.

API Key Management

In team projects, never put API keys directly in code. If one person hardcodes a key and commits it,
that key lives forever in the git history. Even in private repositories, it is not safe.

Manage API keys with environment variables. Store keys in a .env file, and add this file to .gitignore
without fail. Each team member manages their own .env file on their computer, and share the actual
key values through secure channels like password managers or encrypted messages.

Using settings.local.json

Claude Code's configuration files come in two types: shared settings that apply across the entire
project and personal settings that apply only to your environment.

settings.local.json is your personal configuration file. It contains content specific to your environment:
your permission settings, environment-specific paths, your personal MCP server connections, and so
on. You do not commit this file to git.

Put shared project settings in a separate configuration file and commit it. All team members work
under the same base rules, while individual differences are handled in settings.local.json.

Principle of Least Privilege

The basic principle for permission settings in team environments is straightforward: grant only the
minimum permissions necessary for each role.

There is no reason a frontend developer's Claude Code session should be able to run database
deletion commands. There is no reason a production deployment command should be allowed from a
session that does not belong to a deployment manager. By configuring allowlists and denylists
differently for each role, you can structurally limit the scope of damage from mistakes.

Security Is Not the Enemy of Speed

Spending time on permission configuration and security management can feel burdensome. You
might think, "Can't I just use --dangerously-skip-permissions?" In reality, when doing simple
experiments in personal projects, it may not cause major problems to do so.

But as your project grows, your team expands, and production servers become involved, running
without security settings is like driving on a highway without a seatbelt. Before an accident happens,
you feel only inconvenience, but once it happens, it is already too late.
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Once you configure your allowlists and denylists carefully, you can work at nearly the same speed as
bypass mode while still blocking fatal mistakes. Investing one hour up front to make all subsequent
sessions secure is one of the most efficient time investments you can make.

For anyone who wants to use Claude Code seriously, permission configuration is not optional but
fundamental. The stronger the power of a tool, the stronger the system that controls that power must
be.

If you have developed technical competence and security awareness, the next stage is converting
that ability into actual business. Technical skill alone in handling Claude Code is not enough.
Answering the question of how someone with that skill can acquire their first client in the market, set
pricing, and build a sustainable business is where the next journey begins.
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Chapter 32: Beyond Imposter Syndrome
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Three Psychological Barriers: Imposter Syndrome, Price Setting, Fear of Rejection

You are sitting in front of a screen. A message window to your first prospective client is open. The
cursor blinks. Your fingers rest on the keyboard but do not move. A voice in your head asks: "Am I
qualified to do this?" Few AI automation practitioners have avoided this moment.

This is imposter syndrome: a psychological state in which you underestimate your own abilities and
live in fear of being exposed. An AI automation consultant in America once confessed to these
feelings: "Should I really be getting paid for this?" "What if I feel like a fraud?" "I'm not ready yet."
These thoughts consumed his mind.

What is striking is that this feeling never fully disappears. A veteran consultant who has delivered
dozens of projects feels similar anxiety when meeting clients in a new industry. The difference is that
veterans recognize the feeling and know how to manage it. Beginners are overwhelmed by it and
stop taking action.

Next to imposter syndrome stands a second barrier: the fear of setting prices.

People get stuck at this stage far too soon. They become trapped in the question of how to propose a
monthly 10 million won retainer. Yet it is backwards for someone who has never delivered value to
start thinking about pricing. Trust must come first, before any retainer.

Just as it feels awkward to ask a stranger for a referral, proposing a monthly contract to someone you
have never worked with does not feel natural.

What you need to focus on right now is getting your foot in the door. Solve the real problem and show
the results plainly. When trust is built, the retainer conversation begins on its own.

The third barrier is fear of rejection. This fear runs deeper than most people admit. When you enter
new territory, being ignored is inevitable. Messages go unanswered. A polite decline comes back:
"That works for me now." Some people do not even open your message.

These three barriers, imposter syndrome, the uncertainty of pricing, and fear of rejection, are woven
together. Because you feel like a fraud, you cannot set a price. Because you cannot set a price, you
do not send offers. Because you do not send offers, you do not experience rejection. And because
you accumulate no experience, imposter syndrome only grows stronger.

[Figure 32-1] Diagram showing the vicious cycle structure of three psychological barriers
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The way to break this cycle is simpler than it sounds: take one small action instead of waiting for
perfect readiness.

The Strength of Honesty: "I'm Still Learning Too"

In an AI automation community in America, one practitioner secured a first client in five days. Did he
speak as an expert from the beginning? No. He said this.

This message carries no exaggeration. No "industry leading" claims or "groundbreaking solution"
language. Instead, it holds three things: honest acknowledgment of where he stands, proof of
genuine interest, and a concrete offer to help.

This approach works because it aligns with how humans actually decide to trust. People respond
more openly to genuine conversation than to a polished pitch. There is less resistance to "I am still
learning, but I know I can help with this" than to a declaration of "I am an expert." The second
statement sounds like it has every reason to overstate.

The foundation is not to over-promise. Imposter syndrome becomes dangerous when you try to quiet
that anxiety by claiming you can do more than you can. The moment you say "I can automate
anything," you have burned the bridge behind you. Instead, drawing a clear line like "This part can be
automated, this part needs testing first" is how you build real trust.

Honesty is not weakness. In the early stage, it is a strategy to lower what the client risks. Step into
their shoes. Someone new offers to solve your problem for nothing or almost nothing. Even if they
fail, you lose almost nothing. If they succeed, you gain something unexpected. This is a proposal with
almost no downside for the client.

One thing must be distinguished here. Honesty and self-deprecation are not the same. "I know
nothing" is self-deprecation. "I am working hard in this field and have built these things" is honest
introduction. The first makes the client nervous. The second shows possibility.

[Figure 32-2] Structure example of an honest self-introduction message

Gaining Experience and Trust Together Through a Free Pilot

"Won't working for free lower my value?" Almost every new consultant asks this. The answer
depends on where you stand.

When you have no track record, a free pilot is an investment. You pay with your time. You gain
working experience, portfolio material, and potential referrals. If you keep working for free after
delivering several projects, then yes, it weakens your standing. But in your first one or two jobs, it is
different.

The key rule for a free pilot is keeping scope tight. The offer should not be to automate your entire
workflow, but to automate one specific recurring task. You can frame it like this.
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You can frame it like this.

This offer contains four parts.

When a free pilot works, two things happen together. For you, evidence that "I can solve real
problems." For the client, evidence that "what this person made actually works." Imposter syndrome
loses its grip when faced with experience. Real results shift the question from "Do I deserve this?" to
"What should I solve next?"

What matters here is the discipline to over-deliver. If you do rushed work just because it is free, it
backfires. This pilot is your calling card. It must be something small but careful, something that truly
functions. The goal is for the client to think "You did this for free?" not "That is pretty good for free."

[Figure 32-3] Matrix of free pilot scope and expected results

Converting Rejection Into Feedback: A New Way of Thinking

You sent ten messages. Three do not answer. Two send a polite "That works for us now." One just
reads it. Four turn into talks. This is what actual early responses look like. The question forks here.
Will you feel beaten by six rejections, or will you mine them for information?

The first step in turning rejection into feedback is reframing the question. Not "Why did they turn me
down?" but "What was missing from my message?" The first is a blow to your confidence. The
second is a technical riddle. Technical riddles have solutions.

There are specific things to examine.

Run through this checklist and your next message will be different. An AI automation community in
America found a pattern. The split between those who win and those who do not was not talent or
skill. It was what they did after a rejection. Winners changed something. They made the message
shorter, shifted their target, sharpened the proposal. Losers sent the same thing the same way again.

People who do not get results keep repeating the same approach.

Rejection is data. Data gets better as it piles up.

Five rejections give you five angles to improve. Ten rejections start to show you patterns. The tone
does not land. The message is too long. This industry does not answer. But that one does. When you
spot the pattern, rejection stops looking like failure. It becomes part of the experiment.

One tool works well: a rejection record. A simple spreadsheet with date, who you contacted, what you
sent, how they answered, and your best guess why. After ten or so entries, patterns emerge. "No one
replies to this kind of pitch." "That industry is warm." "Mentions of a real problem get responses."

[Figure 32-4] Sample rejection log spreadsheet template
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These three barriers do not vanish. But shift your actions and the barriers shrink. Imposter syndrome
gets smaller as you build a track record. Pricing becomes easier once you have shown value.
Rejection becomes part of a system that helps you improve.
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Day 1: Loose Direction Setting and Trust Map Creation

Monday morning, I opened my laptop. LinkedIn, email, and a notes app were already open in the
browser. "Starting today, I'm launching an AI automation business." But the question remains: what
should I do first?

Most people make a mistake at this point. They try to define an ultra-specific niche first. Starting with
something concrete like "I'll target dental clinics in Georgia that are wasting time on patient
onboarding" actually locks you in place. You have no data yet on which markets respond, or which
problems come up repeatedly.

Your direction on day one is more like a working hypothesis. It's not a lifetime commitment. This
much is enough: "I help small and medium businesses automate repetitive, tedious work with AI."
One sentence is all you need to start a conversation.

On top of this loose direction, prepare a few example problems. Things like lead follow-up
automation, processing customer intake forms, syncing data between CRMs. You don't need to
commit to these yet. They're just test cards to see which problems resonate in conversation.

Your second task on day one is to map your trust network. Open a Google Sheet. Put names in the
rows, and fill five pieces of information in the columns.

[Figure 33-1] Trust Map Spreadsheet Example]

Your goal is to fill in twenty people. Include business-owning friends or family, work colleagues or
managers, people you know from communities or Slack groups, and even second-degree
connections, friends of friends. Something remarkable happens when you actually write this list down.
You realize that your belief that "I don't know anyone" was an illusion. Most people underestimate
their own networks.

This map matters because your starting point should be warm outreach. Statistically, warm contact
and introductions convert far better than cold outreach. Trust already exists, and even borrowed trust
from a friend of a friend is stronger than an email from a stranger. It's faster. It's less awkward.

Here's the big picture. Start with warm relationships, keep a broad scope, talk and find patterns, then
narrow your niche later. Cold outreach is a tool you use when you're ready to scale, not when you're
hunting for your first client.
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Day 2 to 3: Five to Ten Warm-up Conversations

The goal for days two and three is not sales. It's conversation. All you're doing is having five to ten
light conversations.

Be clear about what this conversation is. It's not a sales call. It's not pitching. It's a curious
entrepreneur asking questions. You could start with a message like this:

There's a phrase you can't leave out of this message: "I'm not trying to sell you anything." That one
sentence drops the other person's guard. People get defensive the moment they sense someone is
trying to sell them something. Disarming that defense is where conversation begins.

Once the conversation starts, record the key insights. It doesn't matter if it's a notes app, a
note-taking tool, or paper. What matters is the act of recording itself. You'll look at these notes again
later. Here's what to capture:

The fourth item is surprisingly important. The words the other person uses to describe their problem
become your marketing language later. You have to speak the business owner's language, not the
technician's language, for resonance to happen.

If you truly have no business owners in your network, here's what to do. You still don't need to jump
into cold outreach. Instead, ask like this:

The power of this one sentence is bigger than you think. It's not about selling your friend something,
but asking for an introduction, so the awkwardness drops. And when you meet someone through that
introduction, saying "OO introduced me" creates instant trust.

[Figure 33-2] Warm-up Conversation Insight Recording Template]

Day 4 to 5: Small Pilot Proposal

Spread out your conversation notes. You have five to ten conversations documented. Pick the person
with the clearest pain point. High frequency, time-consuming, repetitive work. A problem where all
three conditions overlap is the ideal pilot target.

Once you've decided, reach out.

This proposal works because there's almost no risk. From the client's side, there's no cost. If it fails,
they lose nothing. If it succeeds, they save time. And because they're giving feedback in return, it
feels like an equal exchange, not charity.

There's a principle you must follow when making the proposal. Keep the scope extremely small. Not
"I'll automate your entire sales process," but "I'll build a workflow that automatically categorizes
incoming leads and sends alerts to the right person." Focus on one action. You need to start small to
finish, and you need to finish to prove it works.

Day 5 to 6: Build the Minimal Automation
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The pilot proposal has been accepted. Now it's time to build.

There's a trap that's easy to fall into at this stage. The urge to build something technically impressive.
You might feel like layering multiple API calls, adding complex branching logic, or applying the latest
models. But the goal isn't to impress. It's to deliver results.

The standard for minimal automation, or MVP, is simple. "Did the client save time after this workflow
started running?" If you can answer "yes" to that, you're done.

As you build, pay attention to the language your client used when describing the problem. If they
didn't say "lead management" but instead said "organizing the daily flood of inquiries," use the same
language in your reports. This language mirroring becomes a powerful tool in future proposals and
sales messages.

[Figure 33-3] MVP Workflow Building Checklist]

The building process doesn't need to be complicated.

1. Define the problem in one sentence. 2. Make inputs and outputs clear. 3. Design the shortest path
from input to output. 4. Build and verify. 5. Show the client the results.

That's all. Making it complex is something you do later in the scaling phase.

Day 7: Maintenance and Expansion Proposal

Day seven arrives. The pilot is running. Is it time to push hard for the close? No.

The goal for this day is not closing. It's deciding together what comes next based on the pilot results.
A pushy tone can destroy the trust you've built in an instant.

The structure of the conversation is simple. Present two options.

Option 1: Maintenance. Keep the automation you've already built running smoothly. Fix it if something
breaks, adapt it if tools or processes change. "I'll manage this automation over the next few months to
keep it running well. If something breaks or needs adjustment, I'll respond right away."

Option 2: Expansion. Add one or two features on top of the pilot. Use the improvement ideas you
discovered while building. "While building the pilot, I had an idea that adding this piece would make
the results more stable. Should I scope it out and send you a proposal?"

When you present both options without pressure, the client naturally chooses the direction that fits
them.

There's one advanced technique here. If you discovered related tasks while building, ask naturally.
"While creating the workflow, I also noticed this process. Would it help to automate this part too?"
This question is the language of collaboration, not sales. The client will feel that you're genuinely
interested in their business.
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Sometimes the pilot succeeds, but the client doesn't want additional work right now. That's not a
problem at all. The strategy for this situation is explained in the next section.

The Order of Testimonials and Referral Requests

There is an order. Breaking this order breaks trust.

Discussion of maintenance or expansion comes first. Deepening the relationship is the priority. Next
comes the testimonial. And last is the referral request.

If the client is satisfied with the pilot but doesn't want additional work, you ask like this.

Video testimonials are more powerful than text. When an actual business owner talks about their
experience in front of the camera, it carries more persuasion than any marketing copy.

Only after receiving a testimonial, and only when the flow feels natural, do you mention a referral.

Let's think about why this order matters. Asking for a referral when you've done nothing yet feels
awkward. Asking for a testimonial when you've done something but the results were poor feels even
more awkward. The order follows logic: deliver value, deepen relationship, secure evidence, expand
network.

Let's look at what to do if the pilot fails. You're not trying to sell something. You don't ask for a
testimonial. You gather feedback, organize what you've learned, and start the next cycle.

[Figure 33-4] Flow diagram of testimonial to referral request]

Repeating the Seven-Day Cycle and Scaling to Cold Outreach

The Seven-Day Framework is not a one-time event. It's a loop you repeat.

In the first cycle, your messaging is clumsy. You have no sense of which solution fits which problem.
In the second cycle, your message becomes shorter and more concrete. You start to feel which
conversations gain energy and which lose direction. By the third cycle, you develop your own
language. You learn how to borrow the customer's expressions, and the tone of your proposals
becomes natural.

What each cycle provides is data. Confidence goes up, but the real value is in the data. Patterns
accumulate about which industries respond, which problems appear frequently, and which message
structures open conversations.

When these patterns have accumulated enough, usually after running two or three cycles, scaling to
cold outreach becomes meaningful. This is because at this point you have built three things.

1. Evidence: a pilot or project that actually delivered results 2. Language: message structures the
market responds to 3. Confidence: capabilities verified in real-world application
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Cold outreach without these three elements is no different from someone sending hundreds of
contextless emails a day. Messages sent without evidence, without trust, and without real connection
are just noise to the recipient.

[Figure 33-5] Seven-Day Cycle Repetition and Cold Outreach Expansion Roadmap]

This was exactly the path followed by a practitioner in an AI automation community in the United
States who secured their first client. They started with warm relationships, took a results-driven
approach, built trust, delivered value, and repeated. Only after running two or three cycles did they
build a prospect list and apply the same framework to cold contact. By then, it felt like operating a
working system, not acting out of guesswork and anxiety.

Securing your first client is just the beginning of your entire business. To sustain and expand this
relationship, you need to know how to handle the sensitive subject of pricing. Will you charge by the
hour or by value? This choice determines your business trajectory.

Kim Kyung-jin, AI Expert and Attorney

AI Policy and Law Specialist · Former Member of National Assembly · Author of numerous works
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Chapter 34: Value-Based Pricing
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The Trap of Time-Based Pricing

It is time to write a proposal. The cursor blinks on a blank document. The calculation begins in your
head. 'This workflow will take roughly fifteen hours to build. At 50,000 won per hour, that comes to
750,000 won?' Pricing this way creates two problems at once.

The first problem is that skill works against you. A workflow that took fifteen hours at first will take only
five hours once you gain experience. The output is identical and the quality is the same, but the
amount you can charge drops to one-third. Skill improvement becomes a path to lower income. This
is clearly the wrong incentive.

The second problem is that your relationship with the client becomes one of surveillance. With
time-based billing, the client naturally wonders, 'Did it really take that long?' You begin to look like a
freelancer. You position yourself as someone selling hours, not as a partner.

Companies do not buy consultant hours. Companies buy results. When building an AI workflow, what
a consultant delivers to a company is usually one of three things: cost reduction, time savings, or
human error reduction. These are the real value, and pricing must connect to this value.

This is called value-based pricing. It is a method of attaching a price tag to output rather than input.

The Three Axes of Value-Based Pricing: Cost Reduction, Time Savings, Error Reduction

The foundation of value-based pricing rests on three axes.

Cost Reduction

This is the most intuitive axis. Calculate how much was spent on the task before the workflow was
implemented. Compare how much it costs after the workflow is adopted. The difference is the savings
amount.

Time Savings

Convert the time employees spend on repetitive work into monetary value. If one employee spends
one hour a day on a particular task and earns 50,000 won per hour, that employee is investing
roughly 12 million won worth of time annually in that task. The workflow recovers this time.

Error Reduction
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This is the hardest axis to quantify but has the largest impact. Errors in manual data entry, incorrect
tagging, missed follow-ups,these take time to show up as costs. But once they do, the damage is
significant. Consider sending a message to the wrong customer, missing an important lead, or having
to rebuild an entire report because data got corrupted.

[Figure 34-1: The Three Axes Diagram of Value-Based Pricing]

There is one important characteristic across these three axes. The same workflow has different value
for different companies. A bottle of water after running 5 kilometers in the desert and a bottle of water
in an air-conditioned office are the same product but have different value.

Proposing lead classification automation to a startup that receives five leads per week versus a
mid-size company that receives two hundred leads per week is the same technology but with
completely different value. Pricing must reflect this difference.

How to Calculate ROI

Let us explore the concrete method of converting value into numbers. The key is information obtained
during the discovery phase. Before setting a price, you must understand the current manual process
from beginning to end.

The items you need to understand are as follows.

After obtaining this information, compare the manual version and the automated version side by side.

A Real-World Calculation Example

This is a real case handled by an AI automation consultant in the United States. It was a project to
automate a client's inbound sales process.

Current situation:

Cost calculation:

This process was consuming 48 million won in annual labor costs. If the workflow automates this
task, a savings of 48 million won is realized.

Here comes the rule of thumb. Set the price so the client sees 10 times return on investment (10x
ROI) in the first year. 10 percent of 48 million won, or 4.8 million won, becomes the starting price for
this workflow.

You simply walk through this calculation with the client. 'This process costs your company this much
annually. Automation will save you this much. The investment is 10 percent of your annual savings.'
The explanation takes thirty seconds, but those thirty seconds determine trust.

[Figure 34-2: Example ROI Calculation Worksheet]
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Adding opportunity cost makes the value even larger. Freeing up an employee's hour per day means
more than just cost reduction. It means that employee can redirect time toward higher-value
work,responding to high-value customers, assisting with new hires, improving systems. ROI tends to
grow exponentially over time.

A savings of 10 million won in the first month could become 15 million won in the second and 20
million won in the third. As value grows, pricing power grows too.

Experimenting with Different Pricing Models

An AI automation consultant in the United States admits to trying nearly every pricing model. He has
delivered JSON files for a fixed fee. He has charged by the hour. He has sold hour packages. He has
managed open-ended monthly retainers. He has operated strictly scoped retainers.

After all this experimentation, the conclusion is that a combination of two models works best.

Model 1: Value-Based Project Pricing

This is the recommended starting model. Based on the ROI calculation described earlier, you set
prices per project. It is suitable for getting your foot in the door. The math is clear and trust is built.

Model 2: Monthly Retainer

After delivering one or two projects and building trust, transition to a long-term contract. A retainer
offers the client predictable costs and priority access, and offers the consultant stable income and
long-term partnership.

Retainer structures come in various forms: hourly, output-based, hybrid. But the recommended
approach is milestone-based retainers. Hourly makes you look like a freelancer. Milestone-based
positions you as a consultant and AI partner.

Maintaining value-based pricing at the retainer stage depends on a shift in perspective. Rather than
extracting maximum profit from individual projects, build trust and accumulate results while gradually
raising the retainer amount. It is much like moving into an organization as a Chief AI Officer.

[Figure 34-3: Project Pricing to Retainer Transition Flowchart]

Protecting your margin is critical when pricing retainers. Calculate your monthly cost to service this
client. Include your time, developer costs if needed, system maintenance, and infrastructure. In
services, target margins sit between 50% and 70%. 50% is your baseline; 70% gives you room to
expand.

Say your monthly cost is 5 million won. Aim for a retainer around 10 million won. That's a 50%
margin. This cushion creates space to hire more people or expand scope.

Recurring Revenue Models: Maintenance, Optimization, and Expansion
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Beyond retainers, you can build recurring revenue from smaller services.

Maintenance fees: Monthly charges for handling API changes, model updates, bug fixes. Typically
200,000 to 1.5 million won per system per month.

Optimization and monitoring: A service where you review system logs, tune prompts, and check
quality weekly or monthly. In AI-driven systems, continuous refinement from new model releases or
data shifts creates real value.

Expansion projects: In almost every project, you and the client discover new ideas, Version 2
upgrades, and feature backlogs together. This is the natural path that turns one-off projects into
long-term partnerships.

You can price these services three ways: flat monthly fees, hourly bundles (5 to 20 hours per month),
or 10% to 25% of the original project cost.

Why the Absence of Industry Standards Is Your Opportunity

Here's one honest truth about pricing AI automation services. There is no industry standard yet.
Nobody has agreed on "the right way to price this." Everyone is still experimenting.

This is not a threat but an opportunity. No standard means you can set your own benchmark. Clients
don't know what they should pay either. So when you present a price, the key is not just naming a
number, but showing how you arrived at it.

You must be able to confidently answer: "Can you walk me through how you arrived at this number?"
When you show the ROI calculation step by step, the price starts to feel like an investment, not a
cost. Companies readily open their wallets for investments that pay for themselves.

Before you present a price, there is one thing you must do first: paint the picture of transformation.
Before naming numbers, make the client imagine: "What will our team's day look like once this
system is running?" Which problems disappear? What becomes easier? Once that picture is clear in
their mind, then you name the price, and the context shifts entirely.

[Figure 34-4: Flow diagram showing the sequence: Explain transformation before pricing → Present
price → Explain ROI]

Your proposal should list clear line items: setup, hosting, validation and quality assurance,
optimization, scope of client involvement, documentation, training, and maintenance where
applicable. When these are spelled out, clients understand where the price comes from and see it as
transparent investment, not mere expense.

Finally, there is one principle to hold in price negotiations: adjust scope, not price. If the client runs
short on budget, reduce features, break it into phases, or lower complexity instead of discounting. A
discount on value is a discount on your expertise. Adjusting scope is a business call.
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The price is set, the project has begun. Yet handing off the workflow you built to the client is more
delicate than it sounds. Validation, quality assurance, and handoff,these steps determine both project
success and the character of your long-term relationship.

Attorney Kim Kyung-jin, AI Policy Expert

Specializing in AI law and policy · Former National Assembly member · Author of multiple books
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Chapter 35: Workflow Validation, QA, and Handoff
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Principles of Quality Assurance Before Deployment

Your workflow is complete. All nodes are connected, and when you feed in a test case or two, results
emerge. "Great, it works!" The relief at this moment is deceptive. Deploying a workflow validated with
just one or two test cases to production is like taking a new car around a parking lot and then driving it
onto the highway.

Quality assurance before deployment,QA,protects your workflow from breaking under real conditions.
Skip this step, and your reputation as a consultant takes a direct hit. Pass off a buggy system, and
your client's trust collapses. Rebuilding trust takes many times more effort than building it the first
time.

QA begins by planning validation data together with your client. You don't want arbitrary fake data.
Request sample data that resembles real use: emails, customer support tickets, CRM records, call
logs,data in the same form your workflow will handle in production. If privacy is a concern, anonymize
it.

Once you have the data, agree on success criteria. Define what good output looks like and what must
never happen.

That one step gives your client the impression of professionalism. Most people just say, "It's done, try
it out." Guiding the QA process first sets you apart.

Stress Testing: The Mindset of Designing for Failure

Move beyond checking each node one by one like a developer. Shift to the engineer's mindset:
design for failure.

Automation,especially when AI is involved,will always encounter unpredictable situations. Once in
production, real users and real data will create edge cases you never imagined. During validation,
ask yourself this:

You cannot eliminate every possible problem. Your goal is different: make the system fail quietly and
safely when problems do occur. Set timeouts to prevent infinite waits. Add error handling that alerts
you when something breaks. Log failures automatically to a spreadsheet so you can track patterns.

[Figure 35-1] Stress Testing Scenario Matrix
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On this foundation, conduct black box testing. Treat the workflow as a single box. Feed it many
sample inputs,not one or two but dozens, ideally hundreds. For each input, record three things: what
went in, what happened in the middle, and what came out. Then compare each output against the
success criteria you agreed on with your client.

Flag failures, odd results, and edge cases. This is your internal QA pass. The goal is to catch as
many problems as you can before your client touches the system. Internal QA should run for at least
a few days.

An Additional Layer: AI Quality Review

If your workflow includes AI, there is an additional review dimension. Check not just that the AI node
runs, but that its output is actually good.

Relevance and accuracy: Is the AI's response actually answering the question asked? Is the
information correct?

Tone and safety: Are there any inappropriate or off-brand phrases? Is the system prompt or internal
information leaking out?

Consistency: When you feed the same input ten times, do you get roughly the same quality of
response?

Behind the scenes, you can run A/B validation and evaluation. Apply different prompts and models to
the same dataset and track which combination produces the best results.

Explaining this to your client establishes you not as a simple builder but as a systems engineer.

The Importance of Logging

Logs are your QA evidence. Save a record of each workflow run to Google Sheets or similar, tracking
inputs, outputs, tool calls, errors, and token usage. Through these logs, you can identify recurring
failure patterns, frequent bad inputs, and weaknesses in your prompt or model choices.

Logs become your proof when talking to your client. You can show them data and say, "We tested
this, got these results, and made these improvements because of what we found."

[Figure 35-2] Example QA Log Spreadsheet Structure

Handing Off to Your Client: The Craft of a Professional Handover

Once internal QA is done, move to client-facing QA. Give your client a clean interface to validate the
system. For a chatbot, that might be a chat window. For a data workflow, an input form. The key: do
not show them the internal machinery. What they need to see is the result.

Ask for feedback on accuracy, tone, and format. If everything has gone well up to this point, revisions
will be minor,a matter of prompt tuning or small adjustments to the model. Go through rounds of this:
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incorporate feedback, run internal QA again, check with the client again.

In the final stage, record a short walkthrough video. Show one or two complete end-to-end runs,from
input through workflow processing to final output,while pointing to the logs and explaining how the
system handled real data.

Once QA is complete, you enter the handover process. The shape of your handover depends on two
factors.

Where you built: If you built directly in your client's environment, the handover is relatively clean.
Everything is already in their infrastructure. If you built in your own environment, you need extra work:
transferring credentials, resetting connections, and so on.

What comes next: Whether the project is done or more work and maintenance are planned shapes
how complete the handover needs to be. If you are staying on, you can keep the validation
infrastructure in place. If you are leaving, the handover must be final and complete.

Essential Handover Checklist

Workflow duplication: Separate production from backup and validation. This follows the same
principle software teams use to split development from production environments. Test any changes
or updates on the validation version first, then push to production.

Backups: Export the workflow to GitHub, Google Drive, or similar so you can roll back to earlier
versions. Build in an automatic backup process if you can.

Workflow cleanup: Name each step clearly. Use notes to explain the logic. Anyone looking at it later
should be able to understand the structure immediately.

Sensitive information removal: Do a final check for any API keys or tokens sitting in plaintext inside
the workflow.

Video guide: Record a 1-2 minute screen capture showing how the system works, how to configure it,
and what to check when updates are needed.

Documentation: Write a document explaining the logic behind the workflow design. After you leave,
this becomes the guide for someone on the client team or a new developer taking over.

[Figure 35-3] Full Handover Checklist Diagram

Turning the Handoff into a Long-Term Relationship with Maintenance

Once handover is complete, you reach the project closure phase. This is where two things get
resolved.

Finalizing billing: Retrieve the originally agreed Scope of Work and confirm together that each item
has been completed. Once the client confirms project completion, send the final invoice. "The agreed
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workflow has been built, validated, documented, and handed off. The final invoice is issued."

Discussing maintenance contracts: A retainer is a separate contract from the project fee. It includes
bug fixes, minor adjustments, dependency updates, monitoring, and basic security checks. New
features, new workflows, and large-scale scope changes are not included. These are separate
projects.

Set Service Level Agreement (SLA) expectations briefly. Urgent issues are addressed within hours,
general requests within days. Complexity is not necessary, but expectations must be clear.

Clarify ownership and intellectual property (IP) rights. In most consulting contracts, deliverables
become client property after payment. However, the consultant should protect rights to reusable
patterns, general-purpose tools, and base templates.

Define the exit process as well. Agree in advance on what is handed off when the client terminates
service, what is included and what requires additional payment.

[Figure 35-4] Workflow from project completion through maintenance contract to expansion project
transition]

The most important principle for beginners is this: stop working informally. Put scope, definition of
done, fees, maintenance, service levels, the distinction between bugs and changes, ownership, and
exit conditions in a written contract. When both sides understand what they are buying and what
happens next, projects flow smoothly and misunderstandings decrease.

When you execute this entire process,building, validating, handing off, maintaining,professionally, a
one-time project transforms into a long-term relationship. The deeper the relationship, the better you
understand the client's business, and that understanding becomes your competitive advantage. You
become a partner that is hard to replace.

Once a partnership that began in warmth stabilizes, it is time to broaden your vision. The next
challenge is learning when and how to strategically use cold outreach,the method of moving beyond
your warm network into unfamiliar markets.
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Chapter 36: From Cold Outreach to Long-Term Partnership
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The Right Time for Cold Outreach After Warming Up

You open a spreadsheet one day. Two free pilots have closed successfully. One converted to a
maintenance contract, and the other brought in a testimonial video. The list of potential clients you
can reach through your warm network is beginning to run dry.

A question comes to mind. "Is it time to start cold outreach now?"

The answer depends on your readiness. Cold outreach is a tool for scaling, not for exploration. You
don't use it to find your first client. You use it to apply a proven system to a broader market.

Before you start cold outreach, you need three things in place.

Evidence. You need real results from actual projects. You can't say "I do AI automation." You need to
say "The workflow I built saved Company A 20 hours per week." A sentence with numbers carries
more weight than one without.

Language. You need the ability to speak in a business owner's terms, not a technician's. The
language you gathered from warm conversations,"daily repetitive inquiry management," "time spent
manually entering data into Excel",must become your own vocabulary.

Confidence. Not vague self-belief, but confidence rooted in proven competence from real work. The
posture backed by experience: "I've solved problems like this before, and I delivered results."

Without these three, cold outreach delivers dismal results. You send hundreds of emails a day, but
you're sending messages with no context to people you have no relationship with. An email without
evidence, without trust, without connection is just noise to the receiver. You become a commodity.
Once you're a commodity, you get pulled into price competition. And in price competition, there's
always someone willing to offer cheaper.

Evidence-Based Approach: The Structure of a Cold Message

What determines the success rate of cold outreach is not the volume you send, but the structure of
your message.

There's a pattern one AI automation consultant observed in the community. It's a common thread
among practitioners who got stuck on mass cold email early in their business. They scraped LinkedIn
for contact information, extracted emails, generated generic copy with AI, plugged it into a sending
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tool, and blasted out 400 to 500 emails a day. On paper, it looks productive. Reality tells a different
story.

Sending messages without evidence, without positioning, without soul makes you just another AI
template merchant.

Evidence-based cold messages have a different structure. The core principle is to start not with "what
I sell" but with "what I've delivered."

An effective cold message contains four elements.

1. Context: I reached out because I saw your [specific process]. 2. Evidence: Experience solving
similar problems. "I have automated similar work and delivered [specific metrics]." 3. Value
hypothesis: The expected effect if applied to your situation. "I believe [this outcome] is possible for
you." 4.

Low-barrier next step: A no-pressure offer. "Could we take 15 minutes to explore the possibilities
together?"

Fit these four elements into 5 to 6 sentences. Longer, and it won't get read. A busy business owner
spends seconds scanning email.

[Figure 36-1: Structure Diagram of an Evidence-Based Cold Message]

Don't mention price in a cold message. Price is something you address through discovery after the
conversation has started. The goal of your message is to start a conversation, not to make a sale.

Sharing Results in Community: Converting to Inbound

Cold outreach is not the only path to scaling. In fact, there's a more powerful one: inbound.

Inbound means potential clients reach out to you first. The mechanism for this is simpler than you
might think.

Look at a case from an AI automation community in the United States. A practitioner landed their first
client and wrapped up a successful pilot in five days. They shared that experience with the
community. "Here's the problem I solved, here's how I solved it, and here's what happened." The post
included concrete process and numbers.

Another community member saw that post and reached out. They were looking for a developer to
work with their client, and seeing this person's actual results built trust. That became their second
client. They didn't send a cold email. They didn't ask for a referral. They just shared results, and the
opportunity came to them.

This isn't a coincidence. Sharing results triggers three effects at once.
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Trust accumulation: Sharing with concrete numbers and process reads as a case study, not
self-promotion. The reader thinks, "This person actually did this."

Discoverability: Content you share in online communities, blogs, and social media gets discovered by
search engines and platform algorithms. While you sleep, someone searching for "AI automation lead
handling" might find that post.

Network effect: One person shares the post with another. "This person looks solid, check them out."
That kind of recommendation carries far more weight with the recipient than a cold message ever
would.

Results can be shared in many formats: community forum posts, LinkedIn posts, blog articles, short
videos. What matters more than format is specificity. "I built automation for a client and they liked it"
has no effect. "I automated their inbound lead process and freed up one employee for 10 hours per
week, cutting lead response time from 24 hours to 5 minutes" has impact.

[Figure 36-2: Results Sharing to Inbound Conversion Path Diagram]

Positioning as an AI Thought Partner

Whether cold outreach or inbound, positioning plays a decisive role in the path to long-term
partnership.

Let's look at the difference in positioning.

Position A: "I build AI workflows." Position B: "I'm a partner who helps businesses use AI to improve
their operations."

A sells technology. B sells outcomes. A's clients say, "Please build this." B's clients ask, "What should
we do?" A is replaceable. B is hard to replace.

Being an AI thought partner is not just about technical skill. It's about perspective. Companies know
they need AI now. But they don't know where or how it fits into their operations. They need someone
who can bridge that gap.

If you're already deep in a client's ecosystem,if you've built the systems, you understand the data,
and you know the processes,then you become the first person they call when they're making a new
AI decision. This is the thought partner position.

Reaching this position means looking beyond implementation. Audit, enablement, and strategic
consultation are that domain. When a company doesn't know what's possible with AI, you're the one
who shows them. When a new model launches, you're the one who analyzes how it affects their
existing systems. This role is worth more than building one workflow.

[Figure 36-3: Template Vendor vs. AI Thought Partner Positioning Comparison]
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Long-term partnership takes this shape: you get your foot in the door with the first project, sustain the
relationship with maintenance, prove value with expansion work, and lock in stability with a retainer.
Over time, your understanding of the client's business deepens, and you become the person others
can't replace.

As relationships deepen, clients begin to see you not as a technology provider but as a business
partner. And when that client introduces a consultant to another business owner in the same industry,
the weight of that introduction far exceeds any cold message you could send directly.

All of this might feel abstract. But when you follow the concrete story of someone who has actually
walked this path, not just the theory, the picture becomes much clearer.
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Chapter 37: Real-World Case Studies
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The Failure of Mass Cold Email

There was a practitioner who wanted to start an AI automation business in the United States. He had
passion and drive. The problem was direction.

What he did first was exactly what most beginners do. He scraped profiles from LinkedIn, extracted
email addresses, and used AI to write generic messages. He fed all of this into a bulk mailing tool and
sent 400 to 500 emails per day. On paper, it was an enormous volume of activity. The numbers in his
spreadsheet climbed quickly.

But there were no replies.

The reason is clear. From the recipient's perspective, his message was just one of dozens of sales
emails they received every day. They did not know who sent it. They did not know what results he
had produced. Ten other people were also offering to customize AI templates. He had no
differentiation. He was a commodity. When you are a commodity, you have to compete on price, and
in price competition, there is always someone willing to offer a lower rate.

Sending more emails in this state was like pouring more water into a bucket with a hole. The problem
was not volume but structure.

[Figure 37-1] Conversion Rate Structure Analysis for Mass Cold Email

Shifting Mindset: From Workflow Vendor to Outcome Partner

The turning point was not a change in tools. It was a change in thinking.

After joining an AI automation community, the core feedback he received was this: stop thinking like
someone selling workflows, and start thinking like a partner who drives outcomes.

Specifically, the language changed.

Before: "I have built this automation. I can customize this template for you." After: "I can deliver these
results in your [specific task]."

The first explains what he has created. The second explains what the client will gain. This single shift
changed everything. Same technology, same tools, same person. Only the approach changed.
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He also stopped cold outreach and returned to warm contacts. He reached out first to people he knew
and to friends of people he knew. "I am not trying to sell anything. May I ask where you have
repetitive or tedious tasks in your daily work?" He started conversations with this question.

First Client in Five Days

As he talked with his warm network, he met a business owner with one clear pain point: repetitive,
time-consuming manual work.

He made this proposal.

The offer of free work removed the client's risk. Honest feedback in return created a structure of
exchange, not charity. The business owner agreed.

The following days were an intensive build period. He did not create a complex system. He built one
small but solid automation. The goal was not impressive architecture with layered API calls, but a
result: "What used to take an hour every day on this task now takes five minutes."

When the pilot began working, the business owner's reaction proved value without a price tag. Time
was saved, and that saving was measurable.

Five days from first contact to pilot completion. Compared to months spent on mass cold email, it was
a dramatic difference. It was not technology that made the difference, but approach.

[Figure 37-2] Timeline Comparison: Cold Email Approach vs. Warm Approach

Sharing Results with the Community

After the pilot succeeded, he shared his experience with the AI automation community. It was a post
with concrete details: what problem he solved, what approach he took, what results he got. It was not
abstract self-promotion but a practical record that others could follow.

This sharing created two effects.

The first was trust accumulation within the community. Case sharing with concrete numbers and
process carries far more weight than theoretical advice. A perception forms: "This person does not
just talk about it; they actually did it."

The second is more important. Unexpected opportunities came.

The Second Client Came Inbound

Another member who saw the post with shared results contacted him. This member was looking for
someone who could build workflows for their client. They read his post, reviewed the actual results,
and decided, "I can trust this person."
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This was the second client. He did not send a cold email. He did not make a sales call. He only
shared results, and opportunity came to him.

What matters here is that this opportunity was not pure luck. Sharing results is a form of passive
marketing. Once posted, multiple people can see it at different times. If even one of them has a
similar need, a connection occurs. While cold email is one-to-one contact, community sharing is
one-to-many contact. The efficiency is structurally different.

[Figure 37-3] Mechanism: Sharing Results to Inbound Opportunities

The Trust to Retainer to Referral Cycle

As work with the second client began, the pattern became even clearer. Let me retrace the path this
practitioner took.

1. Start with warm contact. Ask people you know and identify pain points. 2. Outcome-focused
proposal. Propose results, not workflows. 3. Build trust with a free pilot. Prove it with a small, risk-free
project. 4. Deliver value. Show measurable time savings. 5.

Deepen the relationship. Continue the relationship with maintenance or expansion proposals. 6.
Gather proof. Accumulate testimonials and cases. 7. Share results. Post the experience to the
community. 8. Inbound opportunity. Someone who saw the post reached out first.

These eight steps cycle. With the second client, he delivers value again, builds trust, gets
testimonials, and shares the experience, and a third opportunity opens. With each cycle, the amount
of evidence grows, the sophistication of his message increases, and his confidence builds.

When this cycle turns two or three times, retainer conversations become natural. He has already
repeatedly proven value. Clients learn from experience that paying a monthly fee is more efficient
than finding a new partner.

Once retainers stabilize, referrals become natural. Satisfied clients recommend him to contacts in
their industry. This referral converts better than any cold message ever sent. Because referrals
already contain validated trust.

[Figure 37-4] Trust to Retainer to Referral to New Client Cycle Diagram

What is the most important lesson from this practitioner's story? Not better tools or more automation.
It was a shift in mindset. From someone selling workflows to a partner who drives outcomes. From
mass outreach to personal connection. From pursuing immediate revenue to prioritizing trust
accumulation.

This shift transformed months of fruitless cold outreach into a first client secured within five days,
followed by a second who arrived through inbound.
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We have examined concrete techniques and case studies for building revenue-generating structures
and business strategy. Now we broaden our view to consolidate everything this book has covered
into a single integrated system. We will show how to connect individual techniques and frameworks
into a sustainable working system.

Kim Kyung-jin, Artificial Intelligence Expert and Attorney

AI Legal Policy Specialist · Former National Assemblyman · Author of Multiple Works

If this book has stayed with you even a moment, please support so the next story can reach the
world.

(Voluntary support account: Nonghyup 302-1096-0948-81 Account holder: Kim Kyung-jin)

← Previous Chapter

See every chapter

Next Chapter →

Attorney · Former Member of the National Assembly · AI Policy Researcher

kimkj.com

© 2026 Kim Kyung-jin. All rights reserved.

#KimKyungjin #AILibrary #MasteringClaudeCode



182

Chapter 38: Integrating Everything into One System

← Previous Chapter

See every chapter

Next Chapter →

Scattered Puzzle Pieces into One Picture

Imagine dozens of notes scattered across your desk. One sheet has the WAT Framework written on
it. Another has a strategy for managing read length in one sitting. Yet another holds the 7-Day
Framework, value-based pricing, and the steps for configuring MCP connection servers. Each piece
matters on its own, but scattered separately, they are just a pile of notes.

The purpose of this chapter is to place those notes onto a single map. To make them function not as
isolated techniques but as an integrated system. It is the work of connecting the entire flow,how
agentic AI practitioners conceive of projects, build them, deliver them, and scale them,into one
continuous path.

Reviewing the WAT Framework: The Starting Point of Every Project

Let us revisit the WAT Framework that appeared in the early chapters,Workflow, Agent, and Tool.
These three elements are not separate concepts but lenses repeatedly applied when designing
projects.

When taking on a new project, there are three questions to ask.

Workflow: What does the overall flow look like to solve this problem? Where does it begin and where
does it end? What stages does it move through?

Agent: Where within this flow must the AI make decisions? At which stages should the agent
intervene, and which stages are better handled by rule-based logic?

Tool: What tools must the agent access to do its work? Which external services need to be connected
via MCP connection servers? Which do you need,file systems, APIs, databases?

Through these three lenses, you can decompose any project. Whether it is cloning a website,
automating customer support, or scraping recruitment data, the structure is the same. You sketch the
workflow, define the agent's role, and connect the tools.

[Figure 38-1] WAT Framework and Project Design Flow Diagram]

The power of this framework lies in its repeatability. Once you learn it, you can apply it even as
industries shift, problems change, and tools evolve. Technology evolves, but the framework remains
stable.
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Checking the EA Roadmap: Locating Your Current Position

Let us visualize the path covered in this book as a single roadmap. It traces the growth stages of an
agentic AI practitioner, or EA.

Stage 1: Setting Up Your Environment and Understanding the Basics

Configuring the terminal, installing Claude Code, learning basic commands. Grasping the concept of
read length in one sitting and the strategy for managing how a model counts text fragments. Writing a
CLAUDE.md file. This stage is about getting the tools into your hands.

Stage 2: Producing Your First Results

Cloning a website, building a simple web scraping workflow, automating documents. Gaining the
experience of directing Claude Code and receiving results. Practicing how to break complex tasks
into stages in planning mode. At this stage, the feeling that "the agent is actually doing work" takes
shape.

Stage 3: Building Complex Workflows

Connecting MCP connection servers, building search synthesis systems, using helper agents,
designing multi-step pipelines. This is the stage where you create structures with multiple agents
collaborating, not just one. Error handling, logging, and context management become critical.

Stage 4: Real-World Delivery and Building a Business

Landing clients, setting prices, running QA, and handing off projects. The stage where you build
business skills on top of technical capability. The path from free pilots to paid projects, from one-off
engagements to retainers, and from warm introductions to cold outreach.

[Figure 38-2] The Four Stages of EA Growth,A Roadmap Diagram]

Wherever you are now, it is important to locate yourself on this roadmap. If you are in Stage 1, there
is no need to worry about Stage 4 concerns prematurely. If you are in Stage 3, moving forward into
Stage 4 may be more effective than further building technical skills.

You cannot skip any stage. But you can shorten the time spent in each one. The frameworks,
checklists, and case studies presented in this book are tools for that acceleration.

Organizing Your Workflow Portfolio

The most direct way to prove your value as a practitioner is through a portfolio. But an AI automation
practitioner's portfolio differs from a designer's portfolio. The core is not visual output but a record of
problems solved.

An effective portfolio entry has four components.
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Problem Definition: What business problem existed? Who was suffering, and in what way?

Approach: How did you design the workflow from the WAT Framework perspective? Which tools and
agent structures did you use?

Results: What were the quantifiable outcomes? Numbers,time saved, costs cut, errors reduced.

Lessons Learned: What did you improve in this project, and what will you do differently next time?

One case study with all four components is a hundred times stronger than saying, "I do AI
automation."

A practical way to organize your portfolio is a clean Notion page or Google Docs document. It does
not need to be flashy. It just needs to be clear. Structure each project using the four elements above,
and if possible, attach a short video demo.

Free pilots belong in your portfolio too. Being free is a pricing matter, not a performance matter. If you
saved a client five hours per week in a free pilot, that is a valid outcome.

[Figure 38-3] Example of a Workflow Portfolio Entry Structure]

Continuous Learning Resources and Practical Systems

The world of AI shifts rapidly. New models launch, tools update, and the boundaries of possibility
expand. Keeping pace is impossible. Trying to know everything means you understand nothing
deeply.

Instead, building an effective learning system is what matters.

Core Technology Updates: Track updates to the tools you use daily,Claude Code, major MCP
connection servers, and deployment platforms. You need not follow every AI news story, but you
cannot miss changes that directly affect your work.

Community Engagement: Connecting with other practitioners in your field solves both information
gathering and motivation at once. The forms vary,online communities, in-person meetups, quarterly
events. What matters is not working alone in isolation.

Securing experiment time: Beyond client work, I intentionally set aside time for personal projects.
Validating new models, trying new workflow patterns, or applying my skills to problems in completely
different industries. This experiment time broadens my capabilities and becomes the source from
which I can propose new possibilities to clients.

Documentation habit: For each project, I record what I learned, what attempts failed, and what
patterns succeeded. These records become material for my portfolio later, serve as reference
material when I encounter similar projects, and provide evidence of my growth trajectory.

[Figure 38-4] Diagram of four elements in a continuous learning system]
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All of this, the WAT framework, the EA roadmap, the portfolio, and the learning system, connects as
one integrated whole. The framework structures projects, the roadmap provides direction for growth,
the portfolio accumulates results, and the learning system ensures evolution.

This system is yours. What this book has provided is an initial blueprint, not a finished building. You
must revise it as you encounter real-world challenges, adapt it to your own context, and refine it with
greater precision as your experience accumulates.

The work of weaving individual techniques and frameworks into one system is complete. But there
remains a wider landscape that a person with such a system must look upon. In this era when
agent-based AI is evolving rapidly, the question becomes: where should the reader stand?
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Chapter 39: Your Place in the Age of Agentic AI

← Previous Chapter

See every chapter

Next Chapter →

From Builder to Architect

You, the reader of this sentence, have reached the final chapter of this book. Hundreds of pages of
journey converge here into a single question: "What will you do now?"

Recall a scene. Early in this book, you ran Claude Code for the first time in front of a terminal window.
The cursor blinked, and you paused for a moment, unsure what to type. A distance has grown
between then and now. You learned how to manage the range you read at once, and how to write a
job description for the agent through CLAUDE.md files.

You learned how to connect external tools through MCP connection servers, build search-integrated
generation systems, and orchestrate assistant agents. You have experienced or are now prepared to
experience the process of acquiring clients, setting prices, and delivering workflows.

But beneath all this technology lies a more fundamental shift. A shift from Builder to Architect.

A builder creates. An architect designs. A builder uses tools. An architect decides how tools should
combine. A builder completes one workflow. An architect envisions how multiple workflows should
interlock within a company's operating system.

In the first half of this book, you were a builder. You cloned websites, scraped data from the web, and
auto-generated documents. As you reached the latter half, architectural thinking began to seep in
gradually. Breaking down problems with the WAT framework, distributing roles among agent teams,
surveying the client's entire business, and prioritizing automation. This is the architect's work.

In the journey ahead, your value will come not from writing code but from designing solutions. AI
models grow stronger, and code generation becomes easier. But identifying "what does this company
need?" and deciding "how, in what order and structure, shall we solve it?" remains humanity's work.

[Figure 39-1] Diagram of transition from builder role to architect role]

Opportunity in the Korean Market

The cases and strategies discussed in this book have the American market as their backdrop. But
where you stand is Korea. And the Korean market has its own distinct opportunities.

Korean companies' digital infrastructure is world-class. Internet penetration, mobile device usage,
and cloud adoption are all high. Yet the pace at which AI automation is applied to real work atop this
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infrastructure lags behind the infrastructure's level. Many companies express intent to adopt AI, but
actual cases of inserting AI workflows into operating processes remain limited.

This gap is the opportunity.

Small and mid-sized companies in Korea abound with repetitive work to be automated. Customer
inquiry classification, quote generation assistance, automated internal report creation, data entry and
validation, schedule management and alerts. These tasks are fundamentally the same as what is
being automated in the American market. Technology crosses borders, but applying that technology
to fit local business context is something only those in the field can do.

There are not yet many AI automation practitioners who communicate in Korean, understand Korean
companies' work culture, and are familiar with Korean market regulations and practices. This is an
imbalance of supply and demand. Demand is rising fast, but supply is still forming.

Here, the approach you learned in this book applies directly. Start with warm networks, speak in the
business owner's language, prove with small pilots, share results and build trust. The fact that the
market is Korea does not change the framework. Only the language of conversation and business
context differ.

[Figure 39-2] Map of AI automation opportunity areas in the Korean market]

What Does Not Change: The Ability to Define Problems

Technology changes fast. Today's cutting-edge model can be outdated in six months. New tools
emerge, and existing ones disappear. Feeling anxiety before this pace of change is natural. "Will
what I learn now still be valid next year?"

The answer depends on what you have learned. If you learned button locations on a specific tool, that
can quickly become useless. But what this book emphasized is not button locations.

The ability to define problems. This does not change.

"What is the most repetitive, time-consuming task in this company?" "What value emerges if we
automate that task?" "How far should we scope the automation to make it feasible and meaningful?"
These questions remain equally valid whether AI models shift from GPT-3 to GPT-5, or Claude Code
becomes version 10.

Tools change. Agent capabilities expand. But asking "what must we solve?" is not a tool's role. That
is the role of humans who understand business, talk with people, and spot pain points. If you have
this ability, you can create value with any tool.

That is why the WAT framework is tool-independent. The three lenses of workflow, agent, and tool
are not tied to any specific software. Even if a different agent tool emerges instead of Claude Code,
the structural thinking of designing workflows, defining agent roles, and connecting tools transfers
intact.
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The ability to understand a client's process from start to finish during discovery, the ability to calculate
ROI and justify pricing, the ability to guarantee quality through QA, the ability to execute handover
professionally. These are competencies independent of technical stacks. They lose no value as eras
change.

Time to Build Your First Workflow

Now comes the true end.

Between reading 38 chapters of this book and building your first workflow, there stands only one gap.
Action.

Knowledge is sufficient. You need not be perfect. You need not remember everything. If you get
stuck, flip back and look again. What matters is starting.

Open a terminal, run Claude Code, and try to automate one repetitive task from your daily life. You
can start with a workflow for yourself. A workflow that organizes news each morning, one that
classifies email, one that summarizes meeting notes. Something small, concrete, and directly useful
to you.

The moment this first workflow is complete, everything you read in this book converts to lived
experience. You will feel how the read range actually gets consumed. Your body will know why clear
instructions to an agent matter. And the experience of one small automation giving back your time
becomes the drive that connects to the next workflow.

The second workflow might be for someone else. A free pilot automating one repetitive task in a
friend's business. The third might become a paid project built on that pilot's success. By the fourth,
patterns begin to emerge.

The age of agentic AI is opening. What this age needs is not someone who knows everything. It
needs someone who can define problems, design solutions, and deliver results. Technology is a tool.
Your judgment, empathy, and execution give that tool direction.

[Figure 39-3] Summary of the path from first workflow to business]

What this book wanted to give you is not a technical manual. It is the certainty that you can start a
new kind of work. The tools are ready. The framework has been laid out. The cases have been
shared.

What remains is your first Enter key.

Kim Kyung-jin, AI Expert and Attorney

AI policy and law specialist, former National Assembly member, prolific author

If this book stayed with you even briefly, please support so the next story can come to the world.
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Chapter 40: Claude Code v2.1.86 Complete Reference
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Introduction

The previous chapter unpacked ten examples of what you can do with Claude Code. This chapter
organizes the tool itself systematically. We begin with keyboard shortcuts, then move to
command-line instructions and flags, slash commands within sessions, skills and the agent
ecosystem, and finally advanced workflows where all these elements converge. The reference
version is v2.1.86 as of April 2026.

A single read-through will solidify the entire structure in your mind. Keep it open on your desk and
refer back whenever needed. You will use fewer than ten features daily, but knowing the rest exist
means you have a tool to pull out when you hit an obstacle.

Claude Code at a Glance

Claude Code breaks down into six major components: keyboard shortcuts, MCP, slash commands,
memory, workflows, skills/agents, and command-line syntax. As a newcomer, you need to memorize
just three things.

Use Ctrl+C to stop generation, Ctrl+L to clear the screen, and /clear to reset the conversation.

With just these three, you can get started. Everything else you will pick up one at a time as you need
it.

Here is the core of each of the six areas, one line at a time.

Keyboard: Ctrl+C stops generation, Ctrl+L clears the screen, Ctrl+D exits, Shift+Tab switches modes,
Alt+T toggles extended reasoning. Special prefixes are three: slash (/), exclamation point (!), and
at-sign (@).

MCP: A standard for connecting external tools. It supports three connection types via --transport: http,
stdio, and sse. Scope is managed across three layers: Local, Project, and User. The /mcp command
is the management interface, and it also supports Elicitation (query-response tool invocation).

Slash commands: typed within a session. Use /clear, /compact, and /resume to manage the
conversation. Use /plan, /voice, and /loop to change modes. Use /init to initialize a project and
/memory to edit guidelines. The commands /btw, /rc, and /schedule are new or enhanced in the v2.1
line.

Memory: CLAUDE.md is the core of project guidelines, rules/*.md contains specific rules, files are
loaded via @path syntax, and the memory/ folder stores automatic memory of roughly 25KB.
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Workflows: Start by setting a plan in Plan Mode, invoke ultrathink for maximum thinking power once,
run work trees in parallel with /batch, and compress context with /compact.

Configuration files: settings.json is the core of operational settings, and the ANTHROPIC_API_KEY
environment variable is required. Create a managed-settings.d/ folder and administrator-deployed
settings will be applied. Hooks are conditional triggers.

Skills/Agents: Create custom skills as SKILL.md files inside .claude/skills/. Four built-in agents exist:
Explore, Plan, General, and Bash. The initialPrompt and SendMessage features are new to the v2.1
line.

Command-line syntax: claude -p runs non-interactively, claude -c resumes the last conversation,
--bare is minimal execution, --channels relays permissions, and --permission-mode plan forces plan
mode.

Picture this: a single assistant seated in your terminal, moved by keyboard shortcuts, redirected by
slash commands, calling external tools via MCP, drawing on specialized knowledge through skills,
and wired into automation pipelines via command-line syntax. Each function has a distinct role with
no overlap. Now we examine each one in detail.

Keyboard Shortcuts

Claude Code runs inside the terminal, so keyboard shortcuts replace the mouse. Once you master
them, you can direct an entire session without your hands leaving the keyboard.

Basic control uses five Ctrl combinations. Ctrl+C stops generation. Press it when Claude heads down
the wrong path with code, misreads a file, or generates a long response when you already have your
answer. It halts immediately, cutting off token waste at that instant. Ctrl+D exits the session. Ctrl+L
clears the screen cleanly.

Scrolling past old output is slower than clearing once and starting fresh. Ctrl+O opens the
conversation history viewer. Use it when you want to review an earlier exchange or trace back to
where Claude made a particular decision.

In the v2.1 line, Ctrl+O narrowed to toggle verbose transcript, and the focused view moved to the
separate /focus command. Ctrl+B runs in the background. This is useful when you need to let a long
task run behind the scenes while moving to other work.

Mode switching splits between Shift+Tab and three Alt combinations. Shift+Tab cycles through
normal, auto-approve, and plan modes. Keep auto-approve on when you need code fast, but switch
to plan mode first for design-critical work and let Claude write only the plan. Alt+P changes the model.

You can switch instantly between Haiku, Sonnet, and Opus, saving costs on light questions with
Haiku and moving complex refactoring to Opus. Alt+T toggles Thinking (extended reasoning). Turn it
on when you need complex reasoning, turn it off for simple file edits. Alt+O toggles fast mode.
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Only three special prefixes exist. The slash (/) invokes built-in slash commands. The exclamation
point (!) runs a terminal command directly. Type "!ls -la" and you see the file list immediately. The
at-sign (@) loads a file into the conversation. You might say, "@src/auth.py refactor this file." These
three prefixes are gateways to nearly every advanced interaction.

For multi-line input, use backslash+Enter or Ctrl+J. This prevents Enter from sending your message
when you are typing a long instruction.

The Session Selector has its own set of keys. Navigate the list with arrow keys up and down, preview
with P, rename with R, search with slash, and filter to the current branch with B. This screen appears
when you run claude --resume or type /resume.

In the conversation history viewer, open it with Ctrl+O, search with slash (new in v2.1), move between
search results with N or Shift+N, expand all with Ctrl+E, and close with Q or Esc.

Memorizing shortcuts seems endless, but four keys make up 90 percent of what you will use: Ctrl+C,
Ctrl+L, Shift+Tab, and Alt+T. The rest you will recall when you need them.

Command-Line Instructions and Flags

Type "claude" in the terminal and conversation mode starts. But what you add after that command
transforms it into an entirely different tool.

Five core commands exist.

claude # Start conversation mode claude "question" # Ask immediately on startup claude -p
"question" # Run non-interactively (for automation) claude -c # Resume the last conversation claude
-r "session name" # Open a session by name claude update # Update to the latest version

You will use "claude" and "claude -c" most often day to day. For automation pipelines, "claude -p"
becomes central. The -p stands for print: it produces output only, displays no interactive UI, and exits.
It is essential when embedding in shell scripts or calling from CI systems like GitHub Actions.

Major flags split into two groups.

About eight basic flags see frequent real-world use.

-w # Create a Git worktree -n, --name # Specify a session name

Advanced flags were added in large numbers with the v2.1 line.

Three real-world combinations illustrate the pattern.

claude -p "analyze the error" --model claude-haiku-4-5 --output-format json

claude --permission-mode plan --add-dir ./src
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cat error.log | claude -p "Find the cause" --max-budget-usd 1

The third example is especially interesting. You can get log analysis results through a single Unix
pipe, and if it can't provide the answer within one dollar, it simply stops. This ability to combine such
features demonstrates the power of command-line tools.

Slash Commands Complete Guide

When you type a slash (/) in a session, a list of built-in commands appears. Even if you type just a
slash, autocomplete shows a list, so you can find them without memorizing names. All commands fall
into four categories.

Session management consists of eight commands.

/clear # Reset conversation (clear context) /compact # Compress conversation (when context
reaches 60% or more) /resume # Continue previous session /rename # Name session /branch #
Branch conversation /cost # Check token cost the model counts /rewind # Go back to previous
conversation point /export # Export

Use /clear when your work changes. If you're switching from organizing meeting notes to starting
code review, leaving previous conversation content would be distracting. Clear it and start fresh.
/compact is a compression feature used when working long in a single session. It may activate
automatically when context is nearly full, but you can explicitly invoke it and direct it to compress,
keeping only specific information.

/rewind takes a conversation that went in the wrong direction back to a previous point. /branch is
useful when you want to divide one conversation into multiple paths. Use it for experimental
exploration where you try one approach and return to the original if you dislike it.

Settings-related commands consist of eight.

/config # Open settings screen /model # Switch model /fast # Turn fast mode ON/OFF /effort # Adjust
quality (effort) level /theme # Change theme /permissions # Manage permissions /keybindings # Set
keyboard shortcuts

/effort performs the same role within a session as the command-line --effort flag. It adjusts the effort
level based on your current task's difficulty. /permissions is a permissions management UI. You can
set which tools to allow, which commands to always ask about, and which commands to never
permit.

Rules like "git commit is auto-allowed, rm -rf is denied, network requests ask each time" are
configured here.

Tool management commands consist of eight.
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/init # Create CLAUDE.md /memory # Edit guidelines /mcp # Manage connected MCP servers /hooks
# Configure hooks /skills # View skills list /agents # Manage agents /add-dir # Add working folder

/init is the first command you type when starting a new project. Claude analyzes the current folder
structure and automatically generates a CLAUDE.md draft. This file becomes the project's guidelines
and is automatically read in every subsequent session. /memory is the interface for editing these
guidelines.

Rules like "This project uses Python 3.12," "strictly follow PEP 8," and "maintain validation coverage
above 80%" are written here.

/mcp is the MCP connected server management screen. It shows which servers are connected and
what tools each provides at a glance. You can restart a malfunctioning server, add a new one, or
temporarily disable one. /hooks is the hook configuration UI. You attach shell commands that
automatically run in response to specific events (before file modification, before tool use, when
session ends, etc.).

The special commands category includes many relatively recent additions.

/btw # Ask question without consuming context /plan # Plan mode /loop # Schedule repeated
execution /voice # Voice mode /doctor # Diagnosis /remote-control # Remote control (NEW)
/schedule # Cloud scheduling (Routines) /security-review # Security review

/btw is short for "by the way" and is used for short questions without consuming the context of your
main work. When you need to ask a side question like "By the way, which is better in this case,
PostgreSQL or MySQL?", using /btw preserves the context of your code work in progress. /plan is the
same function as plan mode accessed with Shift+Tab.

/loop schedules repeated tasks within a session. If you type "/loop 5m check CI status," it checks CI
status every 5 minutes and alerts you if anything changes. /voice is voice mode. Hold down spacebar
and speak; it automatically converts to text and becomes a command. It supports 20 languages,
including Korean.

/doctor is an environment diagnosis command. It checks all at once whether the Node version is
correct, whether API keys are configured, whether connected MCP servers respond, and whether
necessary permissions exist. It's the first command to try when something doesn't work right after
initial installation.

/schedule controls Routines, launched on April 14, 2026. Unlike /loop, which runs only within a
session, tasks created with /schedule run on Anthropic's cloud, so they execute even when your
laptop is closed. You put routines here like daily 7 AM briefing, weekly Monday 9 AM weekly report,
or monthly first-of-the-month billing settlement.

/security-review is a command that scans your entire codebase to find security vulnerabilities. Based
on OWASP Top 10, it flags issues like SQL injection, XSS, and hardcoded secrets. Building a habit of
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running it before release can prevent major incidents.

Skills and Agent Ecosystem

If slash commands are built-in features, skills are features you create yourself. Rather than issuing
the same instruction repeatedly, it's better to save it as a skill and invoke it in one go. In the v2.1
series, skills and slash commands are unified and operate on the same engine. Both
.claude/commands/deploy.md and .claude/skills/deploy/SKILL.md create a /deploy command.

Let's start with built-in skills. There are five that you can use immediately after installing Claude Code.

/simplify # Code review (3 AI agents in parallel) /batch # Bulk changes (5 to 30 worktrees) /debug #
Log analysis /loop # Schedule repeated execution /claude-api # Load Claude API/SDK reference

/simplify is a skill specialized for code review. Three agents run in parallel, each reviewing code from
different angles (quality, security, readability). /batch combines with the worktree feature to
simultaneously perform change tasks across 5 to 30 independent workspaces. Use it when adding
type hints to an entire library or performing consistent refactoring across multiple files.

/debug reads an entire log file and finds the source of errors. /claude-api pulls official Claude API and
SDK documentation into context so you can refer to it when working on API-related tasks.

There are two places to save skills.

.claude/skills/<name>/ # Project skills (team shared) ~/.claude/skills/<name>/ # Personal skills
(applies to all projects)

Skills placed in the project folder are committed to git and shared by the entire team. Skills placed in
the home directory are global skills for that user only. It's natural to manage company-wide
deployment rules as project skills and personal note organization routines as personal skills.

The SKILL.md file structure divides into YAML frontmatter and Markdown body. Let's examine each
field in the frontmatter.

name: deploy description: Production deployment. Used when the user requests a deployment or
mentions deploy. allowed-tools: [Bash, Edit] model: claude-haiku-4-5 effort: low paths: [src/**]
context: fork disable-model-invocation: true

name is the skill's identifier. Only lowercase letters and hyphens are allowed, maximum 64
characters. description is the basis on which Claude decides when to invoke this skill. It's the most
important field. Write specifically what it does and when it should be used. Vague descriptions like
"helps with code" either prevent the skill from firing or cause it to activate in the wrong place.

allowed-tools restricts which tools Claude can use when this skill runs. For read-only skills, specify
[Read, Grep, Glob]; for deployment skills, specify [Bash, Edit]. This restriction serves as a safety
mechanism. model forces which model to use when running the skill. For complex analysis, specify
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claude-opus-4-6; for simple repetition, specify claude-haiku-4-5.

effort is a field added to skills in the v2.1 series. Specify one of low, med, high, or max, and when this
skill fires, Claude's thinking effort level is set to that value. paths defines which file patterns activate
this skill. With [src/**], this skill becomes a candidate only when dealing with files in the src folder.

context: fork is an important option. It means run this skill in an independent context of a secondary
agent. It prevents large search results from flooding into the main conversation. For skills that must
scan a book-length codebase, it's generally safe to run most with context: fork.

disable-model-invocation: true prevents this skill from being automatically invoked by Claude. It runs
only when you explicitly type /deploy. This is a must-have safety mechanism for operations like
deployment, commits, and sending external messages where results are difficult to undo.

Three special syntax types are used in the Markdown body.

$ARGUMENTS # Arguments passed by the user when invoking the skill ${CLAUDE_SKILL_DIR} #
Skill folder path ! cmd # Dynamic context injection (execute shell command and include result in
context)

When you use $ARGUMENTS, a skill behaves like a function. Type /analyze-file src/auth.js and
src/auth.js is stored in $ARGUMENTS and inserted into the skill body. ${CLAUDE_SKILL_DIR}
returns the absolute path of the skill folder. Use this path to run scripts deployed alongside the skill.

Syntax like ! date (exclamation mark plus backticks) executes shell commands at skill load time and
injects results into the context. Use this when you need to add dynamic information such as the
current date, branch name, or recent commit hash to a skill.

Built-in agents come in four types.

Explore - for quick exploration only (Haiku-based, optimized for read-only tools) Plan - for
investigating in plan mode General - general purpose (access to all tools) Bash - standalone terminal
execution

Explore is a lightweight and fast agent. Use it to understand codebase structure or investigate
questions like "where is this function called?" Because it uses the Haiku model, it is inexpensive and
quick. Plan operates within Plan Mode. General is a multipurpose agent with access to all tools. Bash
is an agent that runs terminal tasks in a separate process, useful for running long builds or validations
in the background.

Agent frontmatter has more options than skills.

permissionMode: default/plan/bypass isolation: worktree # run in an independent worktree memory:
user|project # scope of memory storage background: true # run in background maxTurns: 10 # limit
number of actions initialPrompt: ...
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# Automatic first question (NEW) SendMessage # agent resume (replaces resume, NEW)

initialPrompt is a new feature in the v2.1 series. An agent automatically runs this prompt as soon as it
is created. When you set an initial instruction like "summarize the changes in the current PR," the
results are ready as soon as the user enters the session. SendMessage is also a new feature,
replacing the old resume. It sends a new message to a paused agent and resumes work.

Expert Workflows

If the previous five sections explained the components, this section shows how to assemble and use
them. Eight core workflows work together to create Claude Code's real speed.

Plan mode first. It is a checkpoint you must pass before making large changes. When you enter plan
mode with Shift+Tab, Claude writes only a plan without modifying a single line of code. The user
reviews and approves this plan before actual changes proceed. If Claude starts modifying code
immediately after you give an instruction like "let's change the database schema," a serious mistake
can happen.

In plan mode, there should be a process to see the scope of impact beforehand, point out dangerous
parts, and move forward.

Control thinking and effort. Turn deep reasoning on and off with Alt+T. Turn it off for simple file
manipulations and on for architectural decisions or tracking subtle bugs. If you want to run maximum
mode just once, type the word "ultrathink" in the input box. It will operate at the highest thinking level
for that turn only. Use the /effort command to change the default effort level for the entire session in
four stages: low, med, high, max.

Git worktrees. This feature provides separate workspaces when developers touch multiple branches
simultaneously. Add the -w flag to a claude command and the session starts in an independent
worktree. When running 5 to 30 tasks in parallel with /batch, each task handles only its own changes
in its own worktree, so there are no conflicts. It is powerful for bulk modifications across an entire
library and for handling multiple PRs at the same time.

claude -w feature-login # start after creating worktree /batch 5 "refactor modules assigned to each
worker"

Voice mode. Type /voice to enter voice input mode. Hold the spacebar and speak; it automatically
converts to text. It supports 20 languages, including Korean. Useful when you don't want to type long
instructions or when you want to pour out a design you thought of while walking.

Context management. Type /context to see what percentage of the context window your current
conversation occupies. When it reaches 60 to 70%, it is time to compress with /compact. At 95%, it
compresses automatically, but if you compress explicitly beforehand, you can specify which
information to keep, giving you better accuracy. Opus 4.6 supports 1M-token context in Max
subscription.
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This is enough to upload and analyze hundreds of thousands of lines of code at once.

/context # check current usage /compact "keep only core decisions and current working files"

Using sessions. claude -c continues from your last conversation. You can close the session when you
leave work, and the next morning one -c restarts yesterday's work right where it left off. claude -r
"session name" loads a session saved by name. Naming sessions reduces confusion when you work
across multiple projects. /btw is for asking a short question without touching the current context.

Automation and SDK. claude -p "question" is the entry point to automation. It returns results without
opening an interactive UI. Add --output-format json and results come back as JSON, making them
easy to parse in other programs. It works well with Unix pipes too.

tail -200 app.log | claude -p "alert anomalies to Slack" git diff main --name-only | claude -p "security
review of changed files"

Scheduling and remote control. /loop 30m repeats an instruction every 30 minutes. It runs only while
the session is open. /schedule creates Routines that run on Anthropic's cloud. This is true automation
that keeps running even when your laptop is off. /rc connects the claude.ai web with your session so
you can control it from mobile. The --remote flag makes work run inside a web session.

These six sections show the complete picture of Claude Code as of v2.1.86. Daily features narrow
down to five: Ctrl+C, Ctrl+L, /clear, Shift+Tab, claude -c. When building automation pipelines, claude
-p, --output-format, MCP connection features, and Routines become central.

The dozens of commands and flags in between can be found by returning to this chapter whenever
you need them at a particular moment.

Versions change quickly. As --bare and --channels came in March 2026 and Routines in April, new
features are added every month. Running claude update occasionally to stay current and checking
your environment status with /doctor keeps you from falling behind.

New features not covered in this book can be found directly in the official Claude Code changelog at
code.claude.com/docs/en/changelog.
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