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Prologue: In Search of the Language Inside the Brain
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In the fall of 1893, a young German man fell from his horse.

Hans Berger, nineteen years old. He was in the middle of military training. His body slammed into the
ground, and the wheels of the artillery unit behind him grazed his head. He came within centimeters
of death.

That evening, hundreds of kilometers away at home, his sister was seized by sudden anxiety. An
inexplicable terror washed over her. She convinced their father to send a telegram. "I think something
has happened to Hans."

By the time the telegram arrived, Hans Berger was already safe. But a single question had carved
itself into his mind. How did my fear reach my sister? Can thoughts be transmitted?

Thirty-one years later, on July 6, 1924, Berger began searching for an answer in an operating room at
Jena University Hospital. He placed electrodes on the exposed brain of a patient whose skull had
been opened, and the galvanometer needle trembled. The brain was sending electrical signals.
Thought had a physical reality.

Berger did not publish his discovery for five years. He feared his colleagues would ridicule him. When
his paper finally appeared, the academic response was cold. Yet today, electroencephalography
(EEG) is used daily in hospitals around the world. Berger's obsessive question gave humanity its first
window into the brain.

Exactly one hundred years later, on January 29, 2024, a different kind of window opened in a hospital
in Phoenix, Arizona.

Noland Arbaugh, age 29. Eight years earlier, he had broken his neck diving into a lake. From that day
on, he felt nothing below his shoulders. He could not move a single finger.

In the operating room, a robot called R1 drilled a hole in his skull. About the size of a 500-won coin.
Through that hole, a coin-sized chip was inserted. Attached beneath the chip were 64 threads thinner
than a human hair, each carrying 16 micro-electrodes. A total of 1,024 electrodes were implanted into
his motor cortex.

The day after surgery, Arbaugh stared at a laptop screen in front of him. The cursor moved. He had
not used his hands. He moved it with thought alone.

The device, made by Neuralink, is called Telepathy.
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The question Hans Berger had devoted his life to, whether thoughts can be transmitted, had just
received its first practical answer.

This book is the story of brain-computer interfaces (BCI).

What is a BCI? It is a technology that directly connects the human brain to a computer. It reads the
electrical signals the brain sends and relays them to a machine; sometimes it sends signals from a
machine back into the brain, creating a two-way channel. It is a technology that lets a person steer a
wheelchair with thought alone, lets someone who cannot speak type sentences with thought alone,
and lets a blind person see light by directly stimulating the visual cortex.

It sounds like something out of a science fiction novel. But as of 2025, this is a reality undergoing
clinical trials. Patients in the United States, the United Kingdom, Canada, and the United Arab
Emirates are having chips implanted in their brains. The first patient, Noland Arbaugh, plays chess
with his thoughts, plays Civilization 6, and uses the device for eight consecutive hours. The second
patient, Alex, creates 3D designs in CAD software. Brad, a patient with ALS, has edited YouTube
videos using only brain signals, and an artificial intelligence restored his voice so he could talk with
his family.

In September 2024, the U.S. Food and Drug Administration (FDA) granted Neuralink's speech
restoration technology a Breakthrough Device designation. Its vision restoration device, Blindsight,
received the same designation. The conversation between brain and machine had officially begun.

But this book is not a technical manual.

I have come to hold one conviction: great innovation is born at the intersection of technology and the
humanities. And at that intersection, there is always a human being.

Why is Neuralink's founder, Elon Musk, obsessed with the brain? He fears that artificial intelligence
will surpass humanity. The amount of information the human brain can transmit per second is a mere
few dozen bits. That is roughly the speed of typing a text message on a smartphone. Machines, by
contrast, process billions of bits per second.

Musk's logic goes like this: if we don't close this bandwidth gap, humans become pets of artificial
intelligence. So the brain and computer must be connected directly.

Why did the first patient, Noland Arbaugh, want a chip implanted in his skull? He is a young man who
could not move a single finger for eight years. For him, risk was not an abstract concept. "What do I
have to lose?" he said in a pre-surgery interview.

Why did Chilean Senator Guido Girardi push to enshrine neurorights in the constitution, a world first?
Because he sensed that brain data would become the new oil. A future where your thoughts, your
emotions, your memories become corporate commodities. He tried to prevent that future.

This book tells the stories of these people. The people who built the technology, the people who
accepted it into their own bodies, the people who stand guard against its shadows. Through their
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motivations, fears, obsessions, and hopes, I seek the meaning of BCI.

At the same time, this book is a history.

Every innovation stands on the attempts that came before it. From Hans Berger's discovery of brain
waves in 1924, to Jacques Vidal's proposal of the BCI concept in the 1970s, to BrainGate's first
human clinical trial in 2004, to Neuralink's Telepathy in 2024. A journey of one hundred years.

Neuralink is not alone. Australia's Synchron inserts electrodes into the brain through blood vessels,
without opening the skull. Blackrock Neurotech, which originated at the University of Utah, holds the
record for a long-term implant that has operated for more than nine years. Precision Neuroscience is
developing an ultra-thin film that adheres to the brain's surface. Meta is researching a non-invasive
interface through an electromyography wristband worn on the arm.

China is also in pursuit. A state-led initiative called the China Brain Project is underway. As of 2024,
664 companies are competing in the BCI field, with 2,160 patent families on record.

It is a Warring States era. This book draws the map of that competition.

And this book is a collection of questions.

At the door that BCI has thrown open, there are more questions than answers.

What is mental privacy? Who owns your brain data? According to a 2024 survey by the NeuroRights
Foundation, 29 out of 30 companies manufacturing consumer-grade brainwave devices held
unlimited access rights to their users' brain data. Ninety-seven percent of those companies included
clauses allowing them to transfer brain data to third parties. An era in which your thoughts become
someone else's commodity is approaching.

What about the possibility of brainjacking? Suppose someone accessed your motor cortex and
moved your hand. Suppose they hacked your visual cortex and made you see things that were not
there. For now, this remains science fiction. But the moment the brain connects to a machine, it
becomes a theoretical possibility.

Where is the line between therapy and augmentation? Restoring motor function to a paralyzed
patient is therapy. Then what about doubling a healthy person's memory capacity? Boosting
concentration? Increasing language-learning speed fivefold? If only the wealthy can access such
augmentation technologies, wouldn't a new species of inequality be born?

In 2021, Chile became the first country in the world to amend its constitution to protect neurorights. In
2024, California passed a bill classifying brain data as sensitive personal information. In 2025, the UN
Human Rights Council Advisory Committee urged all nations to regulate neurotechnology. Efforts to
close the gap between law and technology had begun.

This book deals with all of those questions honestly. I don't have the answers. I won't force any,
either. I simply want to think them through together with you, the reader.
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Last of all, this book is preparation for what lies ahead.

Neuralink is targeting mass production by 2026. Elon Musk says that within a few years hundreds,
within five years tens of thousands, and within ten years millions of people will have chips implanted
in their brains. It may be an exaggeration. His predictions have often missed the mark. But the
direction is clear.

An era in which the boundary between brain and machine grows faint is coming.

Are we ready? Can we enjoy the benefits of a medical revolution while still protecting our privacy?
Can we draw an ethical line between therapy and augmentation? Can we prevent technological
divides from creating new classes? Can we tell exaggeration from fact when we encounter BCI
news?

The final chapter of this book contains ten questions for evaluating BCI news. I hope we can think
together about what civic literacy means in the age of brain data.

Hans Berger set out to find telepathy and ended up inventing the electroencephalogram. He believed
thoughts could be transmitted, yet what he actually discovered was that thoughts have an electrical
reality.

A hundred years later, we hold in our hands the technology to read, interpret, and transmit those
electrical signals. Berger's dream of telepathy has begun to come true.

But what is true telepathy? Is it transmitting the language inside our heads through a machine? Or is
it the effort to genuinely understand each other's thoughts?

Technology is only a tool. How we use that tool is our choice.

I hope this book serves as a small compass for making that choice.

January 2026, Kyungjin Kim
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Chapter 1. What Is a Brain-Computer Interface?
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Part 1: The Conversation Between Brain and Machine

A. A Universe Weighing 1.5 Kilograms: The Electrical Language of Neurons, Synapses, and Spikes

In 1889, a young anatomist named Santiago Ramon y Cajal sat before a microscope in a Madrid
laboratory. Thin slices of brain tissue lay on slides in front of him. At the time, scientists believed the
brain was a single continuous mesh, one connected mass.

Cajal saw something different. He spent months at that microscope and discovered a startling fact.
The brain was not a single mass.

Countless independent cells were touching one another and exchanging signals. He drew these cells
himself. Dendrites branching out like tree limbs. Axons trailing like long tails. Cajal sensed that these
tiny cells were the source of every human thought, emotion, and memory.

His discovery came to be called the "neuron doctrine," and it became the starting point of modern
brain science.

The human brain weighs between roughly 1.3 and 1.5 kilograms. It is soft like tofu, pinkish gray in
color. Inside this small lump sit approximately 86 billion nerve cells, or neurons. The number alone
may be hard to grasp. The estimated number of stars in our galaxy

falls somewhere between 100 billion and 400 billion. Packed inside your skull is a population of cells
that rivals the number of stars in the Milky Way.

A single neuron has a complex structure. Branching out from the cell body like tree limbs are the
dendrites. Dendrites act as antennas, receiving signals from other neurons. Extending from the cell
body is the axon, a long projection that can stretch more than one meter. Motor neurons that run
down the spinal cord to the muscles of the toes are one such example. At the tip of the axon sits the
synaptic terminal, which passes the signal on to the next neuron.

The synapse. This is the brain's real secret. A synapse is the junction where two neurons meet. But
neurons do not actually touch each other. Between them lies a gap smaller than 50 nanometers,
roughly one ten-thousandth the width of a human hair. Across this narrow gap, a neuron releases
chemical substances to deliver a message to the next neuron. These chemicals are called
neurotransmitters. You may have heard names like glutamate, dopamine, and serotonin. The human
brain contains roughly 100 trillion synapses. Each of the 86 billion neurons clasps hands with other
neurons through thousands of these connections.
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So how does a neuron generate a signal? This is where the concept of a "spike" comes in. A voltage
difference exists across the neuron's cell membrane. Under resting conditions, the inside of the cell is
about 70 millivolts lower than the outside. This is called the resting membrane potential. When a
neuron receives enough stimulation from other neurons, ion channels in the cell membrane open.
Sodium ions rush into the cell.

In an instant, the voltage flips. Negative to positive. This sudden voltage change travels down the
axon like a wave. That is an action potential, or spike.

A spike is a brief event lasting between one and two milliseconds. Yet these short electrical pulses
carry all the information in the brain. The fact that you are reading these words right now. The taste of
what you ate for dinner last night. The worry about what you need to do tomorrow. All of it is the
product of an electrical storm created by millions upon millions of neurons firing at the same time.

Neuroscientists say the language of neurons is written in two codes. One is the rate code. Information
changes depending on how frequently a neuron fires spikes. When you press your hand lightly
versus firmly, the firing rate of sensory neurons differs. The other is the temporal code. Information is
carried by when multiple neurons fire simultaneously and in what pattern they fire. When you smell
something, neurons in the olfactory bulb fire in a specific temporal pattern, and that pattern is what
lets you tell a rose from jasmine.

There is a paradox here. A single neuron fires slowly. A few hundred times per second is about the
limit. A modern computer processor, by contrast, performs billions of operations per second. On
speed alone, the brain is no match for a computer. And yet the brain handles tasks that leave
computers struggling. It reads subtle emotions. It improvises in situations it has never encountered
before.

The secret is parallel processing. All 86 billion neurons work at the same time. Each one is slow on its
own, but when they all compute together, they accomplish extraordinary things. And they do it on
roughly 20 watts of power. Less energy than it takes to run a single fluorescent light.

BCI technology is an attempt to read this electrical language. The commands the brain sends to the
body, the information the brain receives from the senses, the flow of thought happening inside the
brain. All of it is written in the language of spikes. Scientists are building a dictionary for this language.
They are still at an early stage. It is like a traveler who has just arrived in a foreign country and
recognizes only a handful of words. But the pages of that dictionary are growing fast.

B. The Definition and Core Operating Principles of BCI

In July 2006, at a hospital in Massachusetts, a 25-year-old man named Matthew Nagle sat in front of
a computer screen. Four years earlier, a stabbing had damaged his spinal cord, leaving him unable to
move anything below the neck. But on that day, he moved a cursor across the screen and opened an
email. Without moving a single finger. With thought alone.
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Nagle had 96 microelectrodes implanted in his brain. The device was called a Utah Array, a small
apparatus that looked like tiny thorns stuck in the tip of a matchstick. These electrodes detected
spikes generated in his motor cortex and transmitted them to a computer. The computer analyzed
those signals and converted them into commands like "move cursor left" and "click." This is the
essence of a brain-computer interface, or BCI.

The definition of a BCI is simpler than you might expect. It is a system that measures brain activity
and converts it into meaningful output in real time. The BCI Society defines it this way: "A technology
that creates a direct communication pathway between the brain and an external device, bypassing
the brain's natural output channels, namely the peripheral nerves and muscles."

Why does "bypassing" matter? In a healthy person, commands issued by the brain travel down the
spinal cord and reach the muscles through nerves. That is the natural pathway. But when the spinal
cord is damaged or motor neurons degenerate, as in ALS, this pathway breaks. The brain still issues
the command "move the hand," but that command never reaches its destination. A BCI takes the
place of the broken bridge. It intercepts the brain's commands midway and delivers them directly to a
computer or a robotic arm.

The operating principle of a BCI system can be broken into five stages.

The first stage is signal acquisition. Sensors capture the electrical signals generated by the brain.
Sensors can be placed on the scalp, laid on the surface of the brain after opening the skull, or
inserted directly into brain tissue. The deeper the sensor goes, the clearer the signal becomes, but
the risks also grow. This will be covered in detail later.

The second stage is preprocessing. The raw signal coming from the brain is full of noise. Muscle
signals from blinking, interference from nearby electronic devices, the influence of the heartbeat. All
of this noise must be filtered out. It is like picking out a friend's voice on a noisy street.

The third stage is feature extraction. This step finds meaningful patterns in the cleaned signal. When
you try to move your right hand, a signal at a specific frequency decreases in the left motor cortex.
This is called event-related desynchronization. During feature extraction, these patterns are defined
mathematically and pulled from the data.

The fourth stage is decoding, or translation. This is where extracted features are converted into actual
commands. "When this brainwave pattern appears, move the cursor to the right." An algorithm learns
and applies rules like this. In the past, simple linear models were used, but today complex
deep-learning-based AI handles the job. According to a study published in 2025, a transformer-based
model achieved over 86 percent accuracy on motor imagery tasks.

The fifth stage is output and feedback. The decoded command turns into a real action. A cursor
moves on screen, a robotic arm grasps an object, a wheelchair changes direction, a speech
synthesizer speaks. The user then sees the result with their own eyes. That is feedback. Feedback is
not just about showing a result. It is information the user's brain needs in order to learn.
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This is where a key concept comes in: co-adaptation. In a BCI system, the machine isn't the only one
learning. The user's brain learns too. At first, moving a cursor in the desired direction is difficult. But
through repeated attempts and feedback, the brain gradually produces clearer signals. At the same
time, the algorithm adjusts itself to that user's brain patterns. Person and machine adapt to each
other, and performance rises.

BCIs can operate in two broad directions. A read-type BCI picks up signals from the brain and
transmits them outward. A paralyzed patient controlling a computer with thought alone falls into this
category. A write-type BCI does the opposite, feeding external information into the brain. The
cochlear implant is the classic example. It converts sound into electrical signals

and delivers them to the auditory nerve. Research is also underway to transmit camera images
directly to the visual cortex of blind patients.

As of 2025, BCI technology has moved out of laboratories and into real patients. Neuralink has
implanted chips in five patients with severe paralysis. Synchron has enabled patients to operate
iPads by threading electrodes through blood vessels, no craniotomy required. A research team at
Columbia University developed an ultra-small chip with 65,536 electrodes and succeeded in
streaming brain signals in real time. BCI is no longer science fiction. At this very moment, someone is
typing letters with thought alone.

C. Classification and Comparison of Invasive, Semi-Invasive, and Non-Invasive BCIs

In 1998, a neuroscientist named Philip Kennedy found himself in a desperate situation. He had spent
over 20 years researching how to decode speech from brain signals. But U.S. regulators shut down
his human trials. He had no test subjects. So he made a decision.

He would implant electrodes in his own brain. No hospital in the United States would perform the
surgery. He traveled to a hospital in South America. After an operation lasting eleven and a half
hours, electrodes sat inside his brain. Post-surgical complications left him temporarily unable to
speak, but he continued his research.

When he silently mouthed words, the electrodes in his brain recorded signals from 65 neurons in his
motor cortex. The patterns matched those produced during actual speech. It was evidence that
language could be decoded from thought alone.

Kennedy's story illustrates the central dilemma of BCI research: how close do you get to the brain?
The closer you go, the clearer the signal, but the greater the risk.

BCIs fall into three categories based on where the sensor is placed.

Non-invasive BCIs measure signals from the surface of the scalp. You put on a device that looks like
a swim cap. No surgery is needed. There is no risk of infection. The cost is relatively low.
Electroencephalography, or EEG, is the best-known example. The brain's electrical activity weakens
and scatters as it passes through the skull and skin, but it still carries a degree of information. The
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advantage of non-invasive BCIs is accessibility. Anyone can use them. They can measure focus
while gaming, monitor brain states during meditation, or help prevent drowsy driving. Companies like
Emotiv and Neurable already sell consumer EEG headsets.

The limitations, though, are clear. The skull is a dense layer of bone, five to ten millimeters thick.
Brain signals weaken severely passing through it. High-frequency components nearly vanish. Spatial
resolution drops. Thousands of neurons must fire simultaneously before the signal is detectable at
the scalp. Reading individual neurons is impossible. Think of it this way: it is like standing in a stadium
parking lot, listening to the roar of the crowd. You can tell something happened, but you can't make
out what anyone said.

Invasive BCIs sit at the opposite end of the spectrum. The skull is opened and electrodes are inserted
directly into brain tissue. Neuralink's Telepathy chip belongs to this category. Electrode threads
thinner than a human hair enter the motor cortex. A total of 1,024 micro-electrodes detect individual
neuron spikes directly.

The advantage of invasive BCIs is signal quality. They can read activity at the level of individual
neurons. Both temporal and spatial resolution are at their highest. This degree of precision is
necessary for controlling complex movements. Picking up a cup with a robotic arm and drinking
water, or typing at speeds above 60 words per minute, requires an invasive approach.

The price is brain surgery. There is a risk of infection. Bleeding can occur. Over the long term,
another problem emerges. The body's immune system attacks foreign objects. Scar tissue forms
around the electrodes. Glial cells begin to encapsulate them. Over time, the signal weakens. This is
why some electrodes in Neuralink's first patient retracted from the brain.

In between sits the semi-invasive BCI. It enters the skull but does not penetrate brain tissue.
Electrocorticography, or ECoG, is the prime example: electrodes are placed on the surface of the
brain. This technique has been used for decades to locate seizure origins in epilepsy patients.

Synchron's Stentrode takes an even more unusual approach. Like inserting a cardiac stent, a
mesh-shaped electrode is pushed up through a vein in the neck until it reaches the brain's blood
vessels. It does not puncture the brain. There is no craniotomy. Patients can go home the same day.
The electrode picks up signals from the brain's surface through the vessel wall.

Semi-invasive BCIs are a compromise. The signal is clearer than non-invasive, and the risk is lower
than invasive. But the precision of control falls short of what invasive systems can achieve.
Synchron's patients can operate iPads and send text messages, but they cannot play complex games
at the speed Neuralink's patients can.

Which approach is the right one? That depends on the goal. If the purpose is improving focus or
assisting meditation, non-invasive is enough. If a fully paralyzed patient wants to move a robotic arm
freely, invasive is necessary. For a patient who fears surgery but wants basic communication,
semi-invasive may be the best fit.
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In December 2025, a research team at Columbia University opened a new possibility. Called BISC,
the device is an ultra-small chip with 65,536 electrodes. It is one-thousandth the size of existing
implants. It can flex to match the curvature of the brain's surface. It is an attempt to combine
invasive-level performance with semi-invasive safety. Rather than converging on a single method,
BCI technology is evolving along multiple paths.

D. Why Now: How AI and Transformer Models Revolutionized Brainwave Decoding

In June 2017, a research team at Google published a paper. The title was "Attention Is All You Need."
These eight researchers proposed a new architecture for natural language processing. Called the
Transformer, this architecture went on to become the foundation of GPT, BERT, and ChatGPT. But
what does a language model have to do with decoding brainwaves?

It turns out that brain signals and language are structurally similar. Both are continuous streams of
data unfolding along a time axis. Just as earlier words in a sentence shape the meaning of later ones,
earlier patterns in brain signals influence how later patterns are interpreted. Language has grammar;
brain signals have rules of their own. When the brain plans a movement, executes it, and receives
feedback, patterns of neural activity shift in sequence.

Older BCIs relied on manual work. Researchers defined brainwave features by hand and designed
algorithms to extract them. 'If alpha-wave power between 8 and 12 hertz drops, the subject is
imagining movement.' Rules like this were crafted by humans. The problem was that brain signals
were too complex and too fickle. Even when the same person imagined the same action, the signal
came out differently each time. Fatigue, mood, and attention level all shifted the pattern. Because
every brain is structured differently, a rule that worked well for one person often failed for another.
This is called 'BCI illiteracy.' Certain users simply cannot operate a BCI no matter how much they
practice.

Deep learning changed the game. Starting in the mid-2010s, convolutional neural networks and
recurrent neural networks were brought into brainwave analysis. These AIs learned patterns directly
from raw data, without human-defined rules. Performance improved. But limitations remained.
Recurrent neural networks struggled with long sequences. Convolutional neural networks were good
at catching local patterns but had difficulty grasping relationships between distant parts of the data.

The core of the Transformer is the 'self-attention' mechanism. Every part of the input data connects
directly to every other part. Just as a word at the very beginning of a sentence can determine the
meaning of a word at the very end, a pattern from one second ago in a brain signal can affect how the
current pattern is interpreted. Transformers excel at capturing these long-range dependencies.

Studies published in 2024 and 2025 turned this potential into reality. On motor imagery tasks,
Transformer-based models achieved classification accuracy above 86 percent, outperforming earlier
models like EEGNet. Language restoration saw dramatic progress as well. In research using ECoG
to decode words from the brain signals of paralyzed patients, Transformer models generated text at
speeds exceeding 62 words per minute, approaching the pace of normal conversation. Then came
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the emergence of 'foundation models.' Just as ChatGPT learned the structure of language from vast
amounts of internet text, general-purpose models trained on massive volumes of brainwave data are
being built. They go by names like EEGPT, LaBraM, and BIOT. These models learn a kind of
'grammar of brain signals' from thousands of hours of EEG data, then get fine-tuned for specific
tasks. The advantage is data efficiency. Less data is needed to adapt to a new user or a new task.
Calibration time for individual users shrinks.

Advances in computing power matter just as much. Transformers are computationally heavy models.
Training millions of parameters requires high-performance GPUs. In the early 2010s, this kind of
computation was not feasible. Today, thanks to cloud computing and specialized AI chips, even
university labs can train large-scale models. Hardware caught up to support the software's progress.

The combination with generative AI is opening new possibilities as well. Large language models
refine the text decoded from brain signals. They correct sentences that were incompletely decoded
due to noise, adjusting them to fit the context. Even if the system can only clearly read "I want to eat
a..." and the rest is unclear, the language model calculates the probability of words like "apple" or
"sandwich" and fills in the blank. When paired with speech synthesis AI, the system can speak in the
patient's own voice. It learns from previously recorded voice data and reproduces natural intonation.

Why now? The answer lies in the meeting of two revolutions. Hardware that reads brain signals more
clearly and software that interprets those signals more accurately advanced at the same time.
Electrodes got smaller and more numerous. Algorithms got smarter and faster. The two technologies
are pulling each other upward. When hardware delivers more data, algorithms become more
accurate; when algorithms become more accurate, software compensates for the limits of hardware.
A good example came when electrodes began slipping out of Neuralink's first patient. Rather than
replacing the hardware, the team modified the algorithm and restored performance.

We are standing at the very beginning of decoding the brain's language. We can barely make out a
few words and sentences. But the dictionary is growing thicker, fast. Someday, brains and machines
will converse in the same language. No one knows when that day will come. What is clear is that right
now, we are walking in that direction.
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Chapter 2. The History and Evolution of BCI Technology
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A. Hans Berger's First Discovery of Brainwaves (EEG) in 1924

One spring day in 1893, a young man in the German cavalry fell from his horse during a training
exercise. His body rolled beneath the hooves of horses pulling artillery cannons. Death was inches
away. That evening, having survived by what seemed like a miracle, Hans Berger received a
telegram from his family home. It was from his sister, hundreds of kilometers away. "I feel something
has happened to Hans; please check on him." She had sensed something terrible at the exact
moment of the accident. Twenty-year-old Berger could not dismiss this as coincidence. He became
convinced that some invisible physical energy flowed between human minds. His quest to find the
substance of telepathy would, thirty years later, change the course of human history in a direction no
one expected.

Berger enrolled at the University of Berlin hoping to become an astronomer, but dropped out after a
single semester. After finishing his military service, he turned to medicine. He became a psychiatrist
at the University of Jena and tried every method he could think of to find the physical basis of
"psychic energy." He measured blood flow in patients' scalps. He took scalp temperature readings.
Nothing worked. Then he came across a paper by Richard Caton of England, who had detected faint
electrical signals on the brain surfaces of dogs and rabbits. Berger's eyes lit up. If the brain produces
electricity, and if that electricity can be measured, could we not read human thoughts?

The decisive moment came on July 6, 1924, in a cramped, dark laboratory at Jena University
Hospital. Before Berger lay a seventeen-year-old boy. The patient had undergone surgery to remove
part of his skull due to a suspected brain tumor. Berger carefully placed electrodes made of silver foil
onto the boy's scalp.

The electrodes were connected to a galvanometer borrowed from Siemens. The room was so quiet
that even breathing felt intrusive. Any external vibration could interfere with the readings. The
galvanometer needle began to tremble. The oscillations were faint but regular. Berger felt as if his
heart had stopped.

It was not a mechanical error. It was not external noise. It was an electrical rhythm the human brain
was generating on its own. Berger verified this phenomenon through thousands of repeated
experiments. When subjects closed their eyes and relaxed, a regular wave appeared at roughly ten
cycles per second. When they opened their eyes or engaged in mental activity, this wave
disappeared and was replaced by a faster, more irregular rhythm. Berger named the first "alpha
waves" and the second "beta waves." The brain was not a static lump of tissue. It was a dynamic
organ, constantly performing an electrical dance that shifted with every change in state.
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Yet Berger hesitated to share his discovery with the world. He was a timid perfectionist. He feared
ridicule from his colleagues. The claim that "electricity comes from the brain"

was enough to get a person dismissed as a lunatic in the academic circles of the time. Berger kept
his discovery secret for a full five years.

He finally published his paper "On the Electroencephalogram of Man" in 1929. His fears proved
justified. The paper was either ignored or met with open skepticism.

The turning point came in 1934. British physiologists Edgar Adrian and Bryan Matthews replicated
Berger's experiments and confirmed their accuracy. Adrian was a 1932 Nobel laureate in Physiology
or Medicine. His endorsement instantly elevated Berger's discovery into the canon of established
science. In 1937, an international conference officially recognized Berger's achievement. The
electroencephalogram (EEG) launched a revolution in neurological medicine, from diagnosing
epilepsy and studying sleep stages to locating brain tumors.

Berger's personal life ended in tragedy. Conflicts with the Nazi regime, deteriorating health, and
deepening depression consumed him. Forced into retirement in 1938, he could no longer pursue his
brainwave research. On June 1, 1941, Hans Berger took his own life. He had spent decades
searching for telepathy, but what he found was something far more powerful: a window into the
brain's activity that required no opening of the skull. The chorus of 86 billion neurons that Neuralink's
engineers are now trying to decode began on the other side of that very window.

On July 6, 2024, the global neuroscience community commemorated the 100th anniversary of
Berger's first brainwave recording. The International Federation of Clinical Neurophysiology (IFCN)
marked the occasion by publishing a special review surveying the past, present, and future of EEG
and related neurophysiological technologies. The faint trembling of a needle that Berger observed in
that dark laboratory a century ago was the overture to an era in which paralyzed patients control
computers with their thoughts, blind people see through artificial eyes, and depression patients
reclaim their lives through brain stimulation.

B. Jacques Vidal's BCI Concept and Early Animal Experiments in the 1970s

If Hans Berger discovered how to "hear" the brain's voice, Jacques Vidal in the 1970s imagined how
to "command" machines with that voice. This was no idle fantasy. It was a challenge thrown at
science in the form of a question.

In 1973, Jacques J. Vidal, a computer science professor at UCLA, published a paper in the Annual
Review of Biophysics and Bioengineering. "Toward Direct Brain-Computer Communication." In this
paper, Vidal introduced the term "Brain-Computer Interface" into academic literature for the first time
in history. He posed a direct question: "Can observable electrical signals from the brain be used as
information carriers to control a computer or external device without any muscle involvement?" This
became known as "Vidal's Challenge."
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Vidal was born in Liege, Belgium, and studied electrical engineering. After earning his doctorate at
the University of Paris, he moved to the United States in 1963 and joined UCLA's School of
Engineering. He became one of the founding members of the computer science department. In 1970,
Vidal spent a sabbatical at the UCLA Brain Research Institute studying the vestibular system in
mammals. His curiosity soon expanded to a larger question. If the brain generates electrical signals,
could those signals be translated into commands a computer can understand? And if that were
possible, could a paralyzed person move a wheelchair or control a prosthetic limb with thought
alone?

The 1970s, when Vidal's vision emerged, was an era when computers filled entire rooms. They were
giant calculators slower than today's smartphones. In that era, he designed an experiment to move a
cursor by reading brainwaves. In 1977, Vidal's team succeeded in moving a cursor on a computer
screen using Visual Evoked Potentials. When a subject gazed at a specific point on the screen, the
visual stimulus triggered a distinct pattern of electrical signals in the brain. The computer interpreted
these patterns and moved the cursor in the corresponding direction. The speed was slow and the
equipment was enormous, but this was one of the first systematic attempts to control a machine using
brain signals alone, without any muscle involvement.

Vidal stressed a key principle. A BCI is not just a device that reads signals; it is a "closed-loop
learning system." The user watches feedback and adjusts their own brain activity, while the computer
adapts to the user's patterns. The brain learns the machine, and the machine learns the brain. This
two-way adaptation. The principle remains the foundation of every BCI system today, fifty years later.

While Vidal was laying the conceptual groundwork, other researchers were proving BCI's biological
feasibility through animal experiments. In 1969, Eberhard Fetz of the University of Washington
published a remarkable result. He implanted an electrode capable of measuring single-neuron activity
into a monkey's motor cortex.

Every time that neuron fired, the monkey received a banana-flavored pellet as a reward. The neuron's
activity level was also converted into sound and played back to the monkey.

The results were astonishing. The monkey quickly learned how to deliberately activate one specific
cell in its brain. Without moving its arm, driven solely by the desire for a pellet, it increased the firing
rate of that particular neuron. The experiment proved that operant conditioning works at the level of
individual brain cells. If an animal can learn to control its own brain signals through training, so can a
human. This was the decisive evidence that BCI is biologically viable.

Around the same time, Jose Delgado at Yale University performed an even more dramatic
experiment. He implanted electrodes in the brain of a bull in a bullfighting ring and stopped the
charging animal with the press of a single button on a radio transmitter. Demonstrated publicly in
1963, this experiment showed in vivid terms that an animal's behavior could be controlled through
brain stimulation. It also ignited public fears about "mind control."
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These efforts in the 1970s gave rise to the two major branches of BCI technology that exist today.
Vidal's EEG-based approach became the prototype for non-invasive BCI, while the implant-based
approaches of Fetz and Delgado became the roots of invasive BCI. Limited computing power at the
time kept these ideas from developing into practical technology. But the questions they asked and the
seeds they planted would come roaring back to life thirty years later, as technology caught up.

Vidal passed away in 2018. During the years after his retirement from UCLA, when he remained as a
professor emeritus, BCI grew from a science fiction concept into an industry attracting billions of
dollars in investment. A sentence he wrote in 1973 still holds true today: "The long-range implications
of such a system can only be speculated upon at the present time." But one thing Vidal foresaw has
clearly come to pass. The brain and the computer have begun speaking the same language.

C. The Arrival of BrainGate and the Utah Array in 2004

On July 3, 2001, the annual fireworks celebration was underway in Weymouth, Massachusetts.
Twenty-two-year-old Matthew Nagle was about to leave the beach with friends. Then a fight broke
out. Nagle tried to help a friend and was stabbed in the neck with a hunting knife. His spinal cord was
severed. From that moment on, he could feel nothing below his neck. He was a quadriplegic. The life
of a young man who had been a star football player in high school was changed completely.

Three years later, on June 22, 2004, Nagle lay on an operating table at Rhode Island Hospital.
Neurosurgeon Gerhard Friehs opened his skull. The target was the motor cortex in the right frontal
lobe, the area responsible for arm movement.

The surgical team implanted a small chip. Four millimeters by four millimeters. Smaller than a baby
aspirin. On its surface stood 100 tiny needles packed closely together. Resembling the teeth of a
comb, these needles penetrated about 1.5 millimeters into the brain's cortex, where they could
capture the electrical signals fired by nearby neurons. This was the Utah Array.

The Utah Array was a device developed by Professor Richard Normann at the University of Utah in
the early 1990s. Its design was reportedly inspired by Utah's desert landscape. The 100 electrodes
rising from a silicon substrate resembled cactus spines when viewed from a distance. If earlier EEG
technology was like standing outside a stadium and listening to the roar of the crowd, the Utah Array
was like walking inside and eavesdropping on 100 players' conversations simultaneously. It could
directly record the firing of individual neurons or small clusters of neurons.

After surgery, a metal connector called a 'pedestal' protruded from Nagle's skull. A thick cable ran
from this connector to a massive signal-processing computer. The sight called to mind the movie The
Matrix. But for Nagle, it was an umbilical cord of hope.

In August 2004, the first experiment began. A technician on the research team spoke to Nagle:
'Imagine moving your hand to the left.' Nagle imagined it. A crackling sound came through the
computer speakers. It was the sound of neurons firing. The cursor on the screen moved to the left.
Nagle said, 'Not bad.' His brain had issued a command directly to the computer.
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Over the following months, Nagle made remarkable progress. Using thought alone, he moved a
computer cursor to open emails. He changed TV channels and adjusted the volume. He drew simple
pictures. He played Pong. He controlled a robotic prosthetic hand, opening and closing it. In an
interview he said, 'I can't put it into words. I just used my brain. I thought, "Cursor, go to the upper
right," and it went. Now I can control the whole screen. This is going to give me independence.' The
project, led by Brown University neuroscientist John Donoghue, was called BrainGate. In 2006, the
results were published in Nature. Media outlets around the world rushed to cover the story. The BBC
headline read, 'Brain chip reads man's thoughts.' The study proved three important facts. First, even
years after spinal cord injury has paralyzed the body, the brain's motor cortex still generates
movement commands. Second, information carrying 'intention' can be decoded in real time from
complex brain signals. Third, invasive BCI can be safely applied to humans.

The limitations, however, were clear. The Utah Array was a rigid structure of silicon needles, while the
brain was soft, jelly-like tissue. Every time the brain shifted slightly inside the skull, the stiff electrodes
scratched the brain tissue. Over time, immune responses formed scar tissue around the electrodes,
and signal quality deteriorated. Patients also had to live with a thick cable attached to their heads.
The risk of infection was ever-present. The system could not be used outside the laboratory.

Matthew Nagle died on July 24, 2007. The cause was sepsis. Per FDA regulations, the BrainGate
device was removed roughly a year later. He had suffered from depression and reportedly
experienced suicidal thoughts. Yet the data he left behind became the backbone of every BCI
algorithm in use today. BrainGate was the 'Kitty Hawk moment' of BCI history. Like the Wright
brothers' first flight, it was the instant when the impossible became possible.

The BrainGate project continued as BrainGate2. In 2011, a female patient successfully controlled a
computer cursor for 1,000 days after receiving her implant. In 2012, footage was released of two
quadriplegic patients controlling a robotic arm with thought alone, picking up a coffee bottle and
drinking through a straw. In 2021, the BrainGate team became the first to wirelessly transmit brain
signals to a computer. It was the first step toward breaking free from the shackle of cables plugged
into the skull.

For nearly 20 years, the Utah Array reigned as the 'gold standard' of BCI research. But its limitations,
rigidity and wired connection, gave latecomers an opening for innovation. Elon Musk's Neuralink
started from exactly this point: 'More flexible, more channels, wireless.' BrainGate opened the door,
and Neuralink walked through it, dreaming of a mass-produced, everyday BCI implant rolling off a
factory line.

D. The Explosive Growth of BCI Clinical Trials in the 2020s

In the early hours of January 29, 2024, a historic moment unfolded in the operating room of a hospital
near Phoenix. Noland Arbaugh, 29 years old. Eight years earlier, a diving accident had broken his
neck and taken all sensation below his shoulders. The surgical robot R1 inserted 64 electrode
threads into his brain through a coin-sized hole drilled in his skull. A total of 1,024 microelectrodes sat
on threads thinner than a human hair. When the surgery was over, a coin-sized chip called the N1
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was seated in his skull. Nothing was visible from the outside. It was the first brain implant ever placed
in a human by Elon Musk's Neuralink.

This scene captures the explosive growth of the BCI field in the 2020s. As the decade began, BCI
broke out of the ivory tower of university labs and became a fiercely contested battleground in Silicon
Valley. The shift echoed the PC revolution of the 1980s or the dawn of the smartphone era in the
2000s. Technology maturation and capital investment had crossed a tipping point.

After surgery, Arbaugh began controlling a computer cursor with thought alone. He played chess. He
played Mario Kart. Once he played Civilization VI for eight hours straight. When he livestreamed on X
(formerly Twitter), hundreds of thousands of people around the world watched. Although some
electrode threads retracted from the brain early on, presenting a technical setback, the Neuralink
team overcame the problem by improving their software algorithms. As of June 2025, Neuralink
announced it had implanted chips in five patients. Musk mentioned that the first patient, Arbaugh,
could soon receive 'an upgrade or dual implant.'

Neuralink was not the only player. In 2021, a company called Synchron beat it to FDA clinical trial
approval. Their approach was the opposite of Neuralink's. Instead of opening the skull, they threaded
a mesh electrode called the Stentrode through the jugular vein and into the brain's blood vessels. The
procedure was as straightforward as a cardiac stent placement. Because it did not penetrate brain
tissue directly, it was safer and recovery was faster. As of 2025, Synchron has implanted Stentrodes
in 10 patients in the United States and Australia, the highest number for any single BCI company.
Patients controlled iPads with their thoughts from home, shopping online and sending text messages.

In June 2023, Precision Neuroscience also began its first human clinical trial. Founded by Benjamin
Rapoport, a Neuralink co-founder, the company developed a method of laying thin film electrodes on
the brain's surface without piercing the brain. Their device, called Layer 7, was half the thickness of a
human hair. It could be slid onto the brain's surface through a tiny slit in the skull.

In November 2025, Paradromics received FDA approval for clinical trials. The company's Connexus
BCI integrates 421 electrodes with a wireless transmitter and aims to restore speech for paralyzed
patients. That same June, in collaboration with a University of Michigan research team, Paradromics
performed its first human recording from the brain of an epilepsy surgery patient.

China was catching up fast. In 2024, China registered 31 BCI-related clinical trials, triple the number
from 2023. In June 2025, the Chinese Academy of Sciences announced it had begun human clinical
trials of an invasive BCI device, making China the second country in the world to do so after the
United States.

A patient who had lost all four limbs in an electrical accident was playing video games with his
thoughts within weeks of training. Some assessments had placed Chinese BCI technology eight
years behind the United States, but analysts now say the gap has narrowed to within three years.

What made the explosive growth of the 2020s possible? Four factors converged at once.
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First, hardware innovation. Smaller electrodes, more channels, wireless transmission, designs built
for long-term implantation. Neuralink's N1 chip packed 1,024 electrodes into a coin-sized device. That
was a different order of bandwidth from the Utah Array's 100.

Second, advances in surgical technique. Neuralink's R1 robot inserted electrodes with a precision
impossible for the human hand, threading them past blood vessels. Synchron's endovascular
approach eliminated the fear of open-skull surgery.

Third, progress in artificial intelligence. Deep-learning-based decoding algorithms could now interpret
intention in real time while tolerating fluctuations in brain signals. In 2023, a Stanford research team
succeeded in converting brain signals to text at a rate exceeding 62 words per minute.

Fourth, regulation and capital. The FDA's Breakthrough Device designation accelerated the approval
process. Neuralink raised over $650 million, and Morgan Stanley valued the BCI market at $400
billion.

MIT Technology Review reported in April 2025: 'About 25 BCI implant clinical trials are currently
underway. Fewer than 100 people on Earth have lived with an implant in their brain for months or
years. Yet the technology has taken several steps toward real, practical applications.' Blackrock
Neurotech has implanted devices in more than 40 patients, and its longest-running patient has used a
BCI for over nine years, evidence of the technology's long-term durability.

The dark room where Hans Berger conducted his secret experiments alone in 1924 has become a
vast stage the whole world is watching. The 2020s will be recorded as the era when humanity began
hacking its own brain to overcome disease and, beyond that, to redefine the limits of what it means to
be human. But this explosive growth is not a matter of numbers alone. Brain data privacy,
neurorights, the risk of military misuse: these changes demand a new social contract. Technology is
racing ahead; law and ethics are trailing behind. How do we close this gap? That is the question the
2020s pose to us.
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Chapter 3. Tools for Reading Brain Signals
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A. EEG, ECoG, fMRI, fNIRS: Strengths and Weaknesses by Measurement Method

There isn't just one way to look inside the brain. Astronomers use visible light, infrared, and radio
telescopes to see different faces of the universe. Neuroscientists do the same, peering through
several kinds of 'windows' to observe the brain. Some windows are fast but blurry. Others are sharp
but slow. Some peer in from outside the skull; others go directly inside. To understand BCI, you first
need to know the characteristics of these windows.

EEG, or electroencephalography, places electrodes on the scalp to measure the brain's electrical
activity. It picks up voltage differences generated when millions of neurons fire at the same time.
EEG's strength is temporal resolution. Electrical changes in the brain happen on the scale of
milliseconds, and EEG can capture these rapid shifts in real time. The equipment is relatively cheap,
portable, and requires no surgery. From gaming headsets to clinical-grade devices, EEG is the most
widely used BCI tool.

EEG, however, has a critical weakness. Its spatial resolution is poor. Electrical signals from the brain
weaken sharply as they pass through the skull and scalp, and signals from different regions blur
together. Scientists compare it to listening to the crowd from outside a football stadium. When the
fans roar 'GOAL!' all at once, you know a goal was scored. But you can never make out a
conversation between two specific spectators. The concrete wall blocks it. In the same way, EEG can
detect broad shifts in brain state, but it struggles to decode fine-grained commands like 'bend the
right index finger.' Muscle signals from blinking or jaw clenching create noise powerful enough to
drown out the brain waves entirely.

ECoG, or electrocorticography, emerged to overcome that limitation. Surgeons open the skull and
place a grid of electrodes directly on or beneath the membrane covering the brain. If EEG is listening
from outside the stadium, ECoG is watching the game from a VIP seat inside. With the skull barrier
removed, signals come through far more clearly. Spatial resolution climbs to the millimeter scale, and
high-frequency bands become measurable, making it easier to decode specific information like finger
movements or the intention to speak. A study published in 2024 reported recording stable
high-gamma signals from an ALS patient via ECoG over 36 months, maintaining an average
accuracy of 91 percent.

The price of ECoG is clear. It requires a craniotomy. Infection is a risk, and it places a surgical burden
on the patient. It has mostly been used for pre-surgical epilepsy evaluation and research purposes,
and it remains a high barrier to entry for the general public.
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fMRI, or functional magnetic resonance imaging, looks not at electricity but at blood flow. When a
particular region of the brain becomes active, oxygen-rich blood rushes to that spot. fMRI uses
magnetic fields to capture this change as a three-dimensional image.

fMRI's strength is spatial resolution. It can map deep structures of the brain with millimeter-level
precision. For pinpointing where complex functions like emotion or memory occur in the brain, it
stands in a class of its own.

From a BCI perspective, though, fMRI carries a fatal drawback: time lag. Neurons fire electrically on
the millisecond scale, but it takes several seconds for blood to rush to that location. After a user
thinks 'go right,' two to three seconds pass before fMRI can detect it. That makes it unsuitable for
BCIs that need real-time control. The equipment is enormous, filling an entire room, and costs billions
of won. The subject must lie perfectly still inside a narrow, noisy tunnel.

fNIRS, or functional near-infrared spectroscopy, is often called a portable version of fMRI. It takes
advantage of the fact that near-infrared light can pass through the skull. A band worn on the head
emits light and analyzes the reflected signal to measure oxygen concentration in cerebral blood flow.
fNIRS is far cheaper and lighter than fMRI. You can take measurements while sitting, standing, or
even walking. Because it is well suited to monitoring brain activity in everyday life, it has recently
been put to active use in detecting driver drowsiness, measuring student focus, and stroke
rehabilitation therapy.

fNIRS, too, has its limits. The depth that light can reach is restricted to the cortical surface, and spatial
resolution stays at the centimeter level. Because of the delay in the hemodynamic response, it is
unsuitable for rapid control, just like fMRI. There is also a practical problem: acquiring a clean signal
is difficult when the subject has thick hair.

No perfect tool exists. EEG is fast but blurry. fMRI is precise but slow. ECoG is sharp but requires
surgery. Since 2024, researchers have been trying hybrid approaches that combine multiple methods
to overcome these limitations. Studies using EEG and fNIRS simultaneously, capturing both fast
electrical signals and blood flow changes, are on the rise. One 2024 study reported that an integrated
EEG-fNIRS system achieved a classification accuracy of 95.86 percent on a motor imagery task.
That figure is markedly higher than EEG alone.

What researchers face when designing a BCI comes down to a matter of choices. The balance
between precision and convenience. The balance between invasive and non-invasive. What do you
want to measure? How quickly must the system respond? What risk is the patient willing to accept?
The answers to these questions determine the tool.

B. Microelectrode Arrays and Flexible Electrodes: The Biocompatibility Challenge

One day in 2012, in John Donoghue's lab at Brown University, a woman drank coffee with a robotic
arm. Cathy Hutchinson, age 58. A stroke had left her quadriplegic fifteen years earlier. Implanted in
her brain was a small chip called the Utah Array. It was a silicon plate smaller than a fingernail,
bristling with 96 tiny needles. Those needles read neuron signals from her motor cortex, a computer
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interpreted them, and commands went to the robotic arm. Using thought alone, she picked up a cup
and brought it to her lips. It was the first time in fourteen years.

That scene showed the world what invasive BCI could do. But even amid the celebration, researchers
felt uneasy. How long would the Utah Array keep working? Would the brain truly accept these metal
needles?

The core of an invasive BCI is the electrode. Instead of listening faintly from outside the scalp, the
invasive approach goes close to the brain to listen clearly. Microelectrode arrays like the Utah Array
are inserted directly into the cortex and record the firing of individual neurons. They can pull signals
from hundreds of channels at once, and those signals are incomparably clearer than what EEG can
offer.

The problem is that the brain does not welcome the intruder. Brain tissue is extremely soft, like tofu or
pudding. Traditional electrodes, by contrast, are made of silicon or metal and are relatively rigid. This
mechanical mismatch causes serious trouble. The brain does not sit still. With every heartbeat, blood
flow makes it expand and contract slightly; every time you turn your head, it sloshes inside the skull.
A stiff needle lodged in soft, moving brain tissue inflicts continuous damage on the surrounding area.
Like a blade slicing through jelly.

This triggers the brain's immune system. Microglia and astrocytes swarm around the electrode, the
intruder, and set off an inflammatory response. Eventually they encase the electrode in a tough scar
tissue. This scar acts as an electrical insulator, gradually preventing the electrode from picking up
neuron signals. That is the single biggest factor limiting the Utah Array's lifespan. A few months after
implantation, signal quality begins to deteriorate. After a few years, a significant number of channels
lose function.

To solve this problem, researchers turned their attention to flexible electrodes. What if you made
electrodes from materials whose mechanical properties resemble brain tissue? The electrode threads
developed by Neuralink are a prime example. Gold electrodes are deposited onto a polyimide film
one-twentieth the thickness of a human hair, allowing them to ripple with the brain's movements. In
theory, this can dramatically reduce the damage and immune response caused by mechanical
mismatch.

But flexible electrodes don't end with 'softer is better.' If they're too flexible, inserting them into the
brain becomes difficult. You need a certain stiffness to pierce the brain's protective membrane, but a
flexible electrode just bends over.

Various engineering approaches have been tried to solve this. Neuralink developed a surgical robot
based on the sewing-machine principle. A rigid tungsten needle grips the flexible electrode thread
and pushes it into the brain, then the needle alone withdraws. The robot uses computer vision to
detect blood vessels on the brain surface in real time and steers the electrode around them.

Another approach is dissolvable coatings. The flexible electrode is coated with sugar or a
biodegradable polymer to make it rigid during insertion; once inside, bodily fluids dissolve the coating
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and the electrode becomes flexible. Charles Lieber's group at Harvard demonstrated a technique for
injecting mesh-shaped electrodes into the brain through a syringe. The mesh unfolds among brain
tissue, naturally intertwining with neurons, and was reported to minimize immune response.

A study published in Nature Communications in 2024 introduced a method for inserting ultra-flexible
electrodes through blood vessels. Without a craniotomy, the electrode is pushed up through the
jugular vein to a blood vessel near the brain, then guided through the vessel wall to settle into brain
tissue. In experiments on sheep, this method succeeded in recording signals at the single-neuron
level. By 2025, a 1,024-channel ultra-thin electrode array that could be inserted through only a small
slit in the skull, without a full craniotomy, was validated in a pig model and in a human surgical
setting.

Advances in materials science deserve attention as well. Flexible electrodes based on nanoporous
graphene achieved low impedance and high charge injection capacity even with electrode diameters
as small as 25 micrometers. Biocompatibility was maintained after chronic implantation for 12 weeks
in rodent brains and 8 weeks in peripheral nerves. Research is also underway on coating electrode
surfaces with conductive polymers or hydrogels to soften the interface with brain tissue, or applying
anti-inflammatory drug coatings to suppress the initial immune response.

The ultimate goal is a chronic BCI that works for years, even decades, without performance
degradation. That requires more than mechanical flexibility. The electrode material must resist
corrosion from bodily fluids, and thermal management is essential to keep heat from wireless
transmission from damaging brain tissue. As of 2025, however, the maximum lifespan of most
chronically implanted flexible electrodes remains around one year. For the human brain and a
machine to coexist for decades, there is still a long road ahead.

Biocompatibility is not just a materials problem. Damage at the moment of insertion, repeated
micro-motion injuries, cumulative immune response, electrochemical degradation, and the
impossibility of long-term maintenance all pile up to destroy the signal. The real benchmark is not 'it
works at first,' but 'it still works at the same quality six months, one year, and several years later.'
Reconciling the brain, a soft and sensitive tissue, with a machine, a hard and foreign object. That is
the most fundamental barrier invasive BCI must overcome.

C. Signal Bandwidth and Accuracy: What Makes a BCI 'Good Enough'

In 2021, a man at Stanford University wrote text using nothing but his thoughts. He was a
quadriplegic patient who imagined writing letters by hand, while electrodes implanted in his brain read
signals from his motor cortex. A computer interpreted those signals and displayed characters on a
screen. Ninety characters per minute. That far exceeded the average smartphone typing speed of 40
to 50 characters per minute. The research team published the results in Nature, showing that BCI
could become a practical communication tool.

BCI always looks impressive in demo videos. Moving a robotic arm with thought alone, steering a
wheelchair, playing games. But once a user relies on it every day, the spectacle stops mattering.
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What works in a lab and what holds up in daily life are entirely different problems. The conditions for a
"usable BCI" are defined not by feelings but by numbers. Bandwidth, accuracy, latency. These three
are what count.

Bandwidth refers to how much information can be transmitted at once. Elon Musk defined the core
problem of BCI as "the bandwidth bottleneck." When we tap a smartphone screen with our fingers,
we input dozens of bits per second. Early EEG-based BCIs managed only a few bits per minute.
Users could select "yes" or "no," or nudge a cursor at a painfully slow pace. That level of frustration
made real-world use impractical.

In the BCI field, speed and accuracy are evaluated together through a concept called information
transfer rate. In classification tasks where the system must identify a user's intention from several
options, the correct response rate, number of choices, and number of attempts are combined and
converted into bits per minute. As of 2024, noninvasive EEG-based typing systems remain at roughly
5 to 10 bits per minute. Invasive ECoG-based systems, by contrast, have reached tens to hundreds
of bits per minute. Stanford's handwriting-imagination study recording 90 characters per minute
stands as a symbolic case illustrating this bandwidth gap.

Accuracy is "the probability that when I think A, the computer recognizes it as A." Ninety percent
accuracy sounds excellent, but if one out of every ten attempts produces a typo or a wrong click,
users quickly grow exhausted. The cost of undoing an incorrect command is high. And accuracy is
not a simple number. It includes the shape of the errors. In a cursor-control BCI with 90 percent
accuracy, if the errors take the form of "occasionally lurching in the opposite direction," users must
stay tense at all times. If the errors instead mean "slightly less movement than intended," correction is
possible.

Brain signals change over time. Morning and evening brain states differ, and when you are tired or
your mood shifts, the same thought produces a different signal pattern. Even microscopic movement
of an electrode alters signal characteristics. This is called nonstationarity. Older BCIs required a
30-minute calibration session before each day's use. That severely undermined practicality. A "usable
BCI" must either maintain performance over long periods after a single training session, or its
algorithm must adapt on its own while the user operates the system. In the case of Neuralink's first
patient, Noland Arbaugh, some electrodes pulled away from the brain after implantation and signals
weakened, yet the team

adjusted the decoding algorithm and reportedly restored accuracy.

Latency is central to the user experience. The machine must respond the instant you think, or you
won't feel it as part of your own body. If a cursor moves one second after you think, you cannot
accept that tool as an extension of yourself. Research indicates that the delay from thought to
machine response must stay within 100 to 200 milliseconds for users to feel a sense of agency, the
feeling that "I did that." Achieving this requires the entire pipeline, reading brain signals, transmitting
them wirelessly, and having an external computer interpret and issue commands, to execute very
quickly. Recent work has introduced edge computing, where the implanted chip itself performs initial
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data compression or spike detection, reducing transmission delay.

Depending on the measurement method, these conditions face different structural limits. Noninvasive
EEG and fNIRS are safe and accessible, but their low signal-to-noise ratio makes high-speed,
high-precision control difficult. ECoG involves surgical burden but offers signal quality favorable for
high-performance decoding. Fully invasive microelectrode arrays have the potential to capture the
highest-quality signals, but long-term stability and biocompatibility remain obstacles.

The conditions for a "usable BCI" are defined differently in clinical and consumer markets. For
patients with severe paralysis, the key question is whether they can express their own intentions at
all, even if slowly and somewhat inconveniently. In consumer BCIs,

speed and accuracy alone are not enough; user experience factors like comfort, battery life, and
design become more important adoption criteria. A "usable BCI" means an interface so fast,
accurate, and attuned to the user's mind that the person forgets they are operating a machine at all.
Current technology has not yet reached that level.

D. Deep Learning Decoding: How Machine Learning Interprets Brain Waves

In 2016, a research team at Meta (then Facebook) launched an ambitious project. A brain-to-text
interface targeting 100 words per minute. The goal was to let people write with thought alone, without
moving their fingers. The problem was that the electrical signals collected from the brain looked like
meaningless noise. Crackling waveforms. How do you extract the intention "hello" from that? The
answer lay in artificial intelligence.

The core of brain signal decoding is pattern recognition. You find the signal patterns that appear in
the brain when a user has a specific intention, then classify incoming signals by which intention they
match. In the past, humans defined the rules manually. They would specify that "a decrease in alpha
waves between 8 and 12 hertz indicates an intention to move," extract only that feature, and feed it
into a classifier. Traditional machine learning methods like linear discriminant analysis and support
vector machines were used.

This approach had clear limits. Brain signals are so complex that handcrafted features fail to capture
much of the information they contain. Brain structure and signal patterns differ from person to person,
and even the same person's signals vary with their state. Deep learning transformed this process.
The key idea: stop having humans pick the features, and let the model learn directly from the data.

Convolutional neural networks, a structure that proved powerful in image processing, were applied to
brainwave data as well. EEG signals are treated as two-dimensional data spanning time and channel
(electrode position), and the network learns complex spatial and temporal patterns on its own. It picks
up on subtle neural firing patterns that no human taught it to find. EEGNet, published in 2018,
became a landmark model: a compact convolutional neural network architecture optimized for EEG
signal processing that achieved high classification accuracy even with limited data.
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Recurrent neural networks and long short-term memory networks excel at processing data that
unfolds over time. They are suited for grasping context: "Given the signal that appeared earlier, this
current signal probably means that." They were used to interpret continuous signals where previous
states influence the current one, such as the trajectory of a reaching movement or the process of
speaking a sentence.

The most talked-about development is the transformer architecture. The transformer, the core
technology behind large language models like ChatGPT, is now being applied to BCI. The
transformer's attention mechanism assigns weights to determine which parts of the data matter,
capturing overall context. It treats brain signals as if they were a language. When brainwave signals
are sliced into segments like words and fed into a transformer, the model reads the surrounding
context and interprets which intention that brainwave pattern corresponds to.

Studies published in 2024 showed transformer-based decoders significantly outperforming prior
methods. In one study, a convolutional transformer network achieved 82.52 percent accuracy in
subject-specific motor imagery classification and 58.64 percent in cross-subject evaluation. In inner
speech recognition research,

a spectro-temporal transformer demonstrated markedly higher accuracy than conventional
EEGNet-based approaches. The reason is that transformers can simultaneously learn long-range
temporal dependencies and frequency-domain dependencies.

In invasive BCI, the impact of deep learning is even more dramatic. Signals from ECoG or
microelectrodes are far clearer than EEG. The better the signal, the stronger deep learning becomes,
because the model can learn intention-relevant patterns more directly. Recent work combining
high-density ECoG with deep learning has begun targeting high-speed communication at the level of
dozens of words per minute. Decoders are evolving beyond simple classification to incorporate
language models, sequence decoding, and error correction.

The latest trend is foundation models. The idea is to build a large-scale AI trained specifically on
brainwave data from tens of thousands of people. Just as a person who already knows English can
quickly pick up new medical terminology, such a large model can understand a new user's brain
signals with very little data. This is called transfer learning. It is expected to become a key to mass
adoption by drastically reducing BCI's chronic problem of long training times.

Deep learning has its own challenges, though. The first is the black box problem. It is difficult to
explain why a deep learning model made a particular decision. In medicine, comprehensible
reasoning matters. Research is underway to apply explainable AI techniques to brainwave decoding,
analyzing which time windows, which channels, and which frequency features the model focuses on.

There is also the session-to-session drift problem. Yesterday's brain is not today's brain. EEG
electrode positions and impedance shift, and invasive electrodes see signal distributions change due
to long-term biological responses. A model may find that patterns learned yesterday no longer work
today. Individual differences are another issue. Skull thickness, cortical structure, and physiological
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noise vary from person to person. A universal model remains a dream; in practice, personalization is
usually necessary.

Deep learning does not solve BCI in one stroke. But as signals improve, as data accumulates, and as
operations grow more refined, it serves as an amplifier that dramatically boosts performance. Better
hardware provides cleaner signals; better software interprets those signals more accurately. A
virtuous cycle. Deep learning is, in the end, a translator that converts noisy electrical signals into
meaning and communication. It stands between the brain and the machine, interpreting each one's
language for the other.
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Chapter 4. The Birth and Vision of Neuralink
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Part 2. Elon Musk's Gamble: Neuralink's Experiments and Breakthroughs

A. 2016: The Secretive Founding and Its Key Players

One afternoon in October 2016, a young engineer named DJ Seo picked up a phone call in a lab at
UC Berkeley. A doctoral student at the time, he was researching ultra-small sensors called "Neural
Dust." The voice on the other end was familiar. It was Elon Musk.

Musk got straight to the point. "Don't you want to commercialize your research?"

Seo didn't hesitate. He decided to join on the spot. On his first day, he arrived at a small office in San
Francisco's Mission District, and what greeted him was an empty room. There weren't even chairs.
He had to drive to Office Depot and buy one himself. That's how Neuralink began.

Neuralink was officially registered in California in July 2016. But the public didn't learn of its existence
until March 2017, when the Wall Street Journal broke the story. For roughly a year, the company
operated in stealth mode, quietly recruiting talent across Silicon Valley and laying its technical
foundations.

The founding team was assembled by design. Musk interviewed more than a thousand candidates.
He wasn't just looking for brilliant scientists. He was searching for people who could fit together
puzzle pieces from neuroscience, robotics, semiconductors, and materials engineering.

Eight co-founders came together.

Max Hodak was an entrepreneur who had studied biomedical engineering at Duke University. As an
undergraduate, he worked in the lab of Professor Miguel Nicolelis, where he helped build
brain-machine interfaces tested on monkeys. After graduating, he founded Transcriptic, a cloud
robotics lab platform. He became Neuralink's first president, overseeing day-to-day operations.

Benjamin Rapoport was both a neurosurgeon and an electrical engineering PhD. He was a rare find,
someone who could bridge the gap between the realities of the operating room and the ideals of
engineering. He designed the early clinical protocols for implanting devices safely in the brain while
minimizing surgical risk.

DJ Seo's Neural Dust research focused on ultra-small wireless sensors that communicate with the
brain using ultrasound. This work became a technical inspiration for Neuralink's philosophy of
minimal invasiveness. Seo would later rise to become the company's president and CEO.
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Paul Merolla had designed neuromorphic chips at IBM, chips modeled after the brain itself. He took
charge of the semiconductor core, building processors that could handle massive volumes of neural
signals on minimal power.

Philip Sabes was a professor at UC San Francisco and an authority on motor control neuroscience.
His career had been spent studying how the brain sends commands to muscles and how those
signals could be decoded.

Tim Gardner was a neuroscientist at Boston University who studied birdsong. His work tracing how
complex vocal patterns emerge from a small bird's brain connected directly to Neuralink's long-term
goal of restoring human speech.

Tim Hanson was an expert in robotics and precision machinery. He designed flexible electrodes to
replace the rigid ones used before, and he developed the early concepts for a robotic system to insert
them into the brain.

Vanessa Tolosa, a neural engineer from Lawrence Livermore National Laboratory, took on one of the
hardest problems: developing materials that could stay inside the brain for years without corroding or
triggering an immune rejection.

This combination of eight people was no accident. Musk understood that a problem like
brain-computer interfaces could not be solved by any single discipline. Neuroscientists alone weren't
enough. You needed semiconductor engineers to design the chips. You needed surgical robotics
specialists to put those chips into the brain. You needed materials scientists to create substances the
brain wouldn't reject. Every piece had to interlock for the puzzle to be complete.

But cracks began to appear even in this seemingly perfect team.

Musk demanded Silicon Valley speed from researchers who came from academia. His favorite
phrase was "maniacal sense of urgency." He pushed them to build working products right now, not
write papers. The collision between intellectual curiosity and commercial pressure was inevitable.

Co-founder Rapoport left the company in 2018. He cited safety concerns as a primary reason for his
departure. He then founded a competitor called Precision Neuroscience,

which chose to place a thin film on the surface of the brain rather than using Neuralink's penetrating
electrodes.

Hodak left in 2021 as well. He posted briefly on Twitter that he had "not been at Neuralink for a few
weeks," without explaining why. He, too, started his own neurotechnology company, called Science
Corp.

As of January 2022, only two of the eight co-founders remained at the company: Musk and DJ Seo.

A 2020 report by STAT News described the internal situation this way: "Neuralink has been through
years of internal turmoil. Conflicts have persisted between a rushed timeline and the slow,
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incremental pace of science."

Still, Neuralink kept moving. The company that started in an empty office had grown to 90 employees
and $158 million in funding by 2019. That year, Neuralink revealed its technology to the public for the
first time. Alongside a white paper, the team presented prototypes of flexible electrodes and a
surgical robot. They announced they had successfully read signals from a rat's brain using 1,500
electrodes.

Those three years behind the veil were not wasted. Without that quiet preparation, implanting a chip
into a human skull in 2024 would have been impossible.

B. Musk's Goal: Human-AI Symbiosis as a Defense Against the Threat of AI

To understand why Elon Musk founded Neuralink, you first have to understand his fear.

In 2014, Musk warned in an interview. "Artificial intelligence could be more dangerous than nuclear
weapons."

His concern was not idle speculation. Google's DeepMind had defeated the world Go champion with
AlphaGo. AI performance in image recognition, speech recognition, and natural language processing
was improving exponentially every year. Musk imagined what would happen if this trend continued.

His analogy was blunt. "If AI becomes far smarter than humans, we'll be like house cats to AI. Cute
but helpless."

There were worse scenarios too. AI could ignore and crush humans the way we ignore ants. To avoid
this dystopia, Musk put forward a single piece of logic.

"If you can't beat them, join them."

This is the philosophical foundation of Neuralink. Symbiosis between humans and AI. For Musk,
Neuralink was never just a medical device company. It was a survival tool for humanity to make it
through the age of AI.

Musk reinterpreted the human brain from a hardware perspective.

The first layer is the limbic system. It is the oldest part of the brain, responsible for survival instincts,
drives, and emotions. The second layer is the cortex. It handles logical thinking, planning, and
language. It is the layer that makes humans human.

Musk argued that a third layer already exists. He called it the "digital tertiary layer."

Think about your smartphone. We can already access all of humanity's knowledge through Google.
We can communicate with anyone in the world via email and messaging. Complex math is hard to do
without a calculator. In a sense, the smartphone is an extension of our brain.
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Remember the anxiety you feel when you leave your phone at home. That sense of loss, as if a part
of your body is missing. Musk said this was the proof. Modern humans are already a kind of cyborg.

But there is a problem.

The connection between the digital layer and the biological brain is too slow. AI computes at trillions
of bits per second. Humans, at best, tap a screen with two thumbs or speak with their voice. Musk did
the math. The human information output speed is only a few bits per second.

At a Y Combinator event in 2024, Musk said this. "There are 86,400 seconds in a day. It is extremely
rare for a human to output more symbols than that number in a single day. The sustained output rate
of a human is less than one bit per second."

This is the problem Musk defined. A problem of bandwidth.

AI communicates at terabit speeds. Humans communicate at bit speeds. Because of this enormous
gap, humans cannot keep up with AI's decision-making speed. In Musk's words, "If AI is
communicating at terabits and you're communicating at bits, it's like talking to a tree."

Neuralink's solution is direct. Build a high-bandwidth interface between the brain and computers. Let
people communicate with the digital world at the speed of thought.

On Lex Fridman's podcast in 2024, Musk explained his long-term vision. "The long-term aspiration of
Neuralink is to improve human-AI symbiosis. By increasing the bandwidth of communication."

What does that mean in concrete terms?

Musk introduced the concept of "consensual telepathy." Transmitting thoughts and concepts directly,
without going through the imperfect medium of language. Suppose you imagine a blue elephant.
Right now, you have to say "blue elephant." But with a high-bandwidth interface, you could transmit
that visual image itself directly into another person's brain.

Uploading and downloading memories were mentioned too. At the extreme end, even the possibility
that the mind could live forever in digital space after the body dies.

This vision is transhumanism at its peak. But the real Neuralink operates with far humbler goals. The
reason is straightforward. Regulators and the medical field don't move for "human augmentation."
They move for "clear medical benefit."

So Neuralink's first product, named "Telepathy," aims to let paralyzed patients control a computer
with thought alone. "Blindsight" for restoring vision and "Convoy" for robotic arm control follow behind
it.

The short-term goal is treatment. The long-term goal is augmentation. And the ultimate goal is
symbiosis.
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Critics call this dangerous techno-utopianism. But for Musk, Neuralink is insurance. Insurance for
humanity to move into the future alongside AI.

Whether that insurance will actually work, nobody knows. But at least Musk has put more than $100
million of his own money on the line to answer that question.

C. Beyond the Bandwidth Limit: From 1-Bit Communication to Gigabit Transmission

Stephen Hawking spoke to the scientific community and the public for decades after ALS paralyzed
his entire body. His tool was his cheek muscle. A sensor attached to his glasses frame detected tiny
movements of his cheek and converted them into text. The speed was roughly one word per minute.

Musk said in an interview: "Enabling Stephen Hawking to speak faster than an auctioneer. That is the
first goal."

That single sentence captures the technical challenge Neuralink has set for itself.

The problem is bandwidth. The speed of information transfer between human and machine.

The speed of typing on a keyboard, moving a mouse, issuing voice commands. All of these are
absurdly slow compared to the speed at which the human brain thinks. Our input organs (eyes, ears)
take in massive volumes of data every second. But our output organs (mouth, hands) are
evolutionary bottlenecks.

In the history of brain-computer interfaces (BCI), 'one-bit communication' was a common starting
point.

Yes or no selections. Spelling through brainwave responses to stimuli (P300). Limited commands like
left, right, stop. These methods achieved reliability, but they were far too slow for real life.
Communication at a rate of a few characters per minute is not enough to get through a day.

The standard for existing invasive BCIs was the Utah Array. This electrode, fitted with roughly 100
needles, could record signals from fewer than 100 neurons at a time. The human brain contains
approximately 86 billion neurons. Trying to understand the brain through 100 channels is like trying to
judge a full orchestra's performance by listening to a single violinist.

Neuralink raised that channel count by more than tenfold in one leap.

The N1 implant carries 1,024 electrodes. Sixty-four flexible threads each hold 16 electrodes. Each
electrode samples neural signals 20,000 times per second. It can precisely analyze not only
individual neuron spikes but also Local Field Potentials.

Why does this matter?

From an information theory standpoint, language is a very lossy compression algorithm. To convey a
complex emotion or mental image to another person, we must compress it into imperfect symbols
called 'words.' The listener then decompresses those words inside their own brain. Enormous
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amounts of information are lost in the process. Misunderstandings arise.

High-bandwidth connections change that story.

Take motor control alone. With 100 channels, you can roughly read the intention to 'reach out a
hand.' With 1,000 channels, the possibility opens up to decode the pressure of pressing a piano key
or the delicate tremor of a calligraphy brushstroke.

The same applies to restoring sensation. As bandwidth increases, not only reading but writing
becomes more precise. Connect thousands of electrodes to the visual cortex, and you could transmit
a low-resolution pixel image directly into a blind person's brain. That is exactly what 'Blindsight' aims
to achieve.

Neuralink's first patient, Noland Arbaugh, moved a computer cursor with his thoughts after surgery in
2024. He played chess. He played Civilization VI for over eight hours. His brain signals were
transmitted via Bluetooth to a computer, replacing mouse input.

Arbaugh described the experience: "It was like using the Force."

But 'gigabit transmission' remains closer to a slogan than reality. Actual clinical data shows rates of a
few bits to a few dozen bits per second. The gap is enormous.

Why? There are constraints.

Power and heat. Brain tissue is sensitive to heat. Power consumption in an implanted device directly
generates heat. You cannot warm the brain.

Wireless transmission. High-speed wireless communication consumes more power. Signals weaken
as they pass through the skull and skin.

Decoding. Even if the number of channels grows, it is useless if algorithms cannot extract meaningful
information. Pulling the intention to 'move the hand to the left' out of the raw data streaming from
1,024 electrodes is an entirely separate challenge.

Long-term stability. In Arbaugh's case, some electrode threads retracted from the brain within weeks
of surgery. They pulled away from their original positions. The number of recording channels
dropped. Neuralink restored much of the functionality through software adjustments, but the case left
an important lesson. The bandwidth race is not a simple contest of electrode count. It is an all-out war
encompassing mechanical fixation, tissue response, signal drift, and adaptive decoding.

Neuralink has a long-term roadmap to increase the electrode count beyond 16,000. Multi-chip
implantation is also planned. Ten chips in one person's brain would mean 10,000 channels. The
figure of one million channels has been mentioned.

But here and now, in the reality of 2025, Neuralink has enabled paralyzed patients to play chess, play
games, and send emails with 1,024 channels. For some people, that alone has changed their lives.
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The question of bandwidth is a question of human experience. How richly can a person connect with
the world? And at the same time, it is also a question. When high bandwidth opens up, what happens
to the private space of the human mind? In a world where thoughts are converted into digital signals,
what does privacy mean?

D. Neuralink's Technical Differentiators and Barriers to Entry

In 2004, a research team at Brown University implanted an electrode called the Utah Array into the
brain of a quadriplegic patient. The patient moved a computer cursor with thought alone. It was a
world first. Twenty years have passed since then. Brain-computer interfaces are no longer a new
concept.

So what sets Neuralink apart? As a latecomer, what has this company claimed as a competitive edge
that rivals cannot easily match?

Three things sit at the core: flexible electrodes, a surgical robot, and a fully implantable wireless
design. Binding all three is a vertical integration strategy that welds them into a single system.

First, flexible threads.

The conventional Utah Array is made of rigid silicon needles. Once driven into the brain, they stay
locked in place. The problem is that the brain is soft. It has the consistency of tofu. It shifts with every
heartbeat and breath. When a stiff needle sits inside soft tissue, each tiny movement lets the needle
slice into the surrounding cells. Researchers call this 'micromotion' damage.

Over time the brain reacts to the foreign object. A glial scar forms around it. Once scar tissue encases
the electrode, neural signals get blocked. Within months, or a few years at best, electrode
performance degrades.

Neuralink took a different path. Its threads are made of polyimide, a flexible polymer. Each thread is 4
to 6 micrometers thick, less than one-tenth the width of a human hair (roughly 70 micrometers).
These threads move with the brain tissue instead of fighting it. Tissue damage drops. The design is
built for long-term signal stability.

Flexibility is an advantage, but it creates a new problem at the same time. The threads are so thin
and soft that no human hand can implant them. It is harder than threading a strand of hair into a wet
tissue.

That leads to the second element: the surgical robot, R1.

Neuralink built R1 in-house. Engineers call it the 'sewing machine robot.' A tungsten needle grips a
flexible thread, pushes it into the brain, and then withdraws, leaving only the thread behind. It literally
stitches the brain.

The robot's camera films the brain surface in real time. Tiny blood vessels spread across that surface
like a spider's web. Nicking even one of them causes bleeding, and bleeding means brain damage.
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R1 uses computer vision to map the vessels and threads each electrode through the narrow gaps
between them.

Speed matters too. The first-generation robot took 17 seconds per electrode. An improved version
can insert 192 electrodes per minute. No human surgeon can match that precision or pace.

Musk has said the goal is to make the procedure 'as quick and simple as LASIK eye surgery.' The
surgical robot is one of Neuralink's strongest competitive barriers.

Third, the fully implantable wireless design.

Think back to earlier BCI systems. BrainGate patients had thick cables protruding from their skulls,
running to external computers. Infection risk was high. Normal daily life was impossible. The
hardware only worked inside a lab.

Neuralink's N1 implant is different. It is a circular device about the size of a 500-won coin. Surgeons
remove a small round section of skull and fit the device into the opening like a cap. Once the skin
closes over it, nothing shows on the outside. Even the scar hides under hair.

Charging is wireless, using inductive power transfer through the skin. Data transmission is wireless
too, relying on technology similar to Bluetooth. Musk described it as a 'Fitbit in your skull.'

Other companies can build each of these three technologies separately. Some make flexible
electrodes. Some build surgical robots. Some design wireless implants. But Neuralink's real moat lies
in vertical integration, fusing all of them into one seamless system.

Chip design, electrode manufacturing, surgical robot development, animal testing, clinical trials, and
user app development all happen under one roof. Tesla builds its own batteries, motors, and
software. SpaceX builds its own rocket engines, airframes, and launch systems. Neuralink follows the
same playbook.

The payoff of this strategy is speed. When the electrode team finds a problem, it feeds back to the
robot team immediately. When the robot improves, the change flows straight into clinical work.
Feedback loops stay short. Dependence on outside partners stays low.

Competitors exist, of course.

Synchron does not open the skull at all. It delivers electrodes through blood vessels. The device,
called the Stentrode, travels via catheter into a vessel near the brain, much like a cardiac stent. There
is no craniotomy, no dread of having the skull cut open. That gives Synchron an edge in safety and
public acceptance. Bill Gates and Jeff Bezos have invested.

Paradromics focuses on high bandwidth. Its Connexus system supports more than 1,600 channels
and has reportedly achieved information transfer rates above 200 bits per second. In June 2025, a
team at the University of Michigan completed the first human test.
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Precision Neuroscience was founded by Benjamin Rapoport, a Neuralink co-founder. Its approach
places an ultra-thin film called Layer 7 on the brain's surface. It is less invasive than penetrating
electrodes. It is reversible; the film can be removed if needed.

Blackrock Neurotech is the original maker of the Utah Array. It has implanted devices in dozens of
patients since 2004. In sheer volume of clinical data, Blackrock leads the field.

Neuralink's position in this competitive landscape is clear. More invasive, but higher performance.
More risk, but wider possibilities. In the short term, the company starts with cursor control for
paralyzed patients. In the long term, it aims at vision restoration, speech restoration, memory
augmentation, and, ultimately, human-AI symbiosis.

The less-invasive competitors, meanwhile, bet on safety and acceptance to grow their user base
faster.

Which side wins will not be settled by a technical debate alone. It will be decided by the combined
weight of regulation, insurance coverage, adoption in clinical practice, and long-term safety records.

In January 2025, Neuralink's N1 implant system received 'de novo' classification from the U.S. FDA. It
became the first fully implantable wireless BCI cleared for commercial use. The approved indication is
external device control for patients with quadriplegia caused by spinal cord injury or ALS.

A moat is not built on technology alone. It includes the ability to navigate the distinctly human maze of
law and regulation. Neuralink is still making its way through that maze.
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Chapter 5. Neuralink Hardware: The N1 Implant and the R1 Robot
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A. The Structure of the Coin-Sized N1 Brain Implant and Its 1,024 Electrodes

In the summer of 2019, Elon Musk stood on stage at the California Academy of Sciences in San
Francisco. On his palm sat a small, coin-sized circular device. "This is the Link," Musk said. A murmur
rippled through the audience. Existing brain-computer interface devices required massive connectors
protruding from the top of the head and thick bundles of wires. Participants in the BrainGate project
had to plug cables into sockets jutting out from their scalps, a sight reminiscent of a sci-fi movie
laboratory. Musk wanted to erase all of that.

The N1 implant measures roughly 23 millimeters in diameter and 8 millimeters thick. It's a bit thicker
than an American quarter. Musk called it "a Fitbit in your skull." If a Fitbit counts your steps and
measures your heart rate, the N1 reads your thoughts themselves. During surgery, a coin-sized circle
of skull is cut away and the N1 is fitted into the opening, sitting perfectly flush with the bone. Once the
scalp is closed, no trace is visible from the outside. Even the scar hides beneath the hair. "It has to be
invisible" was the core design philosophy. This wasn't just about aesthetics. Making it possible for
users to wear the device in daily life without feeling like something foreign was attached to them; that
was the essential condition for bringing brain-computer interfaces to the general public.

An astonishing world is compressed inside this small disc. The heart of the N1 is not its outer casing
but the 64 flexible threads extending beneath it. Each thread carries 16 electrode contacts arranged
in microscopic precision. Multiply those together and you get 1,024 channels. One thousand and
twenty-four. The significance of that number is immense. The Utah Array, long treated as a standard
in medicine, had roughly 100 channels. Neuralink reads ten times more information, through a softer,
more flexible medium.

The human brain contains about 86 billion neurons. Each neuron fires electrical spikes to transmit
information. Every one of those spikes represents a thought, an intention, an emotion. More channels
means eavesdropping on more neuronal conversations at once. Neuralink's engineers capture
individual neuron firing signals through these electrodes at a rate of 20,000 samples per second. The
collected analog signals are immediately amplified and converted into digital signals by a
custom-designed semiconductor chip inside the N1. This chip runs on such low power that it
generates no meaningful heat inside the brain, yet it processes enormous volumes of neural data in
real time and transmits them wirelessly.

Looking inside the N1, you find multiple layers of technology stacked together. At the bottom sits the
input section where the electrode threads connect. Above that lies the analog front end, which
amplifies, filters, and digitizes the faint brain signals. Sending all the raw brainwave data as-is would
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overwhelm any wireless link. So the N1 selects and compresses only the key information from
moments when neurons clearly fire. Think of it less like streaming a high-definition video feed and
more like sending only the compressed frames where motion was detected. Above that layer sit the
wireless communication module, the battery, and the charging circuit, all stacked one on top of the
other. Everything had to fit inside a space of 23 millimeters by 8 millimeters.

The brain is an organ exquisitely sensitive to temperature changes. A rise of just 1 to 2 degrees
Celsius can damage brain tissue. International safety regulations require that implantable medical
devices raise the temperature of surrounding tissue by no more than 2 degrees. Neuralink's
engineers had to stake everything on low-power chip design. The result: the N1 processes brain
signals and transmits them wirelessly while producing so little heat that it barely affects body
temperature.

The N1 implant does more than just read signals. Neuralink's goal is two-way communication. Each
of the 1,024 electrodes was designed to deliver electrical current that can stimulate nearby neurons.
For now, the focus is on the recording function, reading the brain's signals and sending them to a
computer.

But the hardware is already capable of sending tiny currents to stimulate neurons. This capability will
be essential for providing artificial vision to blind individuals or rerouting signals around damaged
brain circuits. Stimulating the visual cortex to show a blind person points of light; restoring motor
sensation so a paralyzed patient can feel movement again. The "symbiosis between humans and AI"
that Musk envisions begins with this two-way communication.

In January 2024, when this chip settled into the brain of the first patient, Noland Arbaugh, it was a
historic moment. When Arbaugh moved a cursor on screen for the first time after surgery, all 1,024
electrodes were simultaneously listening to the intention "move my hand" arising from his motor
cortex. The N1 implant is a translator that converts the brain's biological signals into digital ones. It is
also a portal that extends human will beyond physical constraints. Each of those 1,024 electrodes is
like a probe launched into the uncharted universe of the brain.

B. The Sewing Machine Robot R1: Surgical Precision Beyond Human Hands

Neurosurgeon Dr. Matthew MacDougall said this in an interview with Lex Fridman: "The human
surgery part that I do is really simple. It's one of the most basic neurosurgical procedures you can
imagine. I do the parts that the robot can't do, and the robot does the parts that I can't do." The robot
he was talking about is the R1.

The 64 electrode threads attached to the N1 are only 4 to 6 micrometers thick. That's about the size
of a red blood cell, roughly one-twentieth the width of a human hair. Inserting threads this fine and
floppy into the jelly-like tissue on the brain's surface with pinpoint accuracy is beyond what a human
surgeon's hands can do. Christine Odabashian, head of Neuralink's insertion hardware team,
described the process this way: "Imagine plucking a single hair from your head and trying to push it
into a block of Jell-O wrapped in plastic wrap. At the exact right depth and position. Sixty-four times.
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Within a reasonable time frame. If you asked a neurosurgeon to do that, they probably wouldn't be
too happy about it."

The R1 robot is often compared to a sewing machine. This isn't a marketing metaphor; the way it
works practically demands the comparison. The R1 uses an ultra-fine tungsten-rhenium alloy needle
to hook the loop of an electrode thread and drive it into the target spot on the brain's cortex. The
needle enters and withdraws so fast the motion is invisible to the naked eye. It stitches electrodes into
brain tissue the way a sewing machine stitches thread into fabric. The needle is sharpened to a
molecular point, and the robot hooks an electrode thread onto the needle tip like a loop, pushes it into
the brain tissue, then pulls the needle cleanly out.

The most critical technical challenge in this process is blood vessel avoidance. The brain is laced with
tiny blood vessels tangled like a spider's web. If an electrode punctures a vessel, bleeding occurs,
and bleeding leads to brain damage. Over time, scar tissue forms around the electrode, encasing it,
and eventually the signal is cut off. The R1 robot uses high-performance cameras and lighting to
photograph the brain's surface, then maps blood vessel locations in real time using computer vision
algorithms. The robot identifies tiny gaps between vessels and plans an insertion path for each
electrode. As of 2025, Neuralink has integrated optical coherence tomography (OCT) to build
real-time vascular maps. By combining multiple optical pathways into one system, the robot can
perform blood vessel avoidance on the fly.

The true power of the R1 lies in its speed and precision. DJ Seo, Neuralink's vice president,
described the robot's capability this way: "This robot can manipulate very tiny threads. The threads
are just a few red blood cells thick. And it inserts them reliably into a moving brain while avoiding
blood vessels. It does this very reliably." The robot takes roughly 15 to 20 minutes to insert all 64
threads. If a human surgeon tried to do this manually under a microscope, it could take hours, and
fatigue would raise the risk of error. The next-generation robot unveiled in 2025 cut the time to insert
a single electrode down to 1.5 seconds. Reducing total surgery time minimizes the patient's risk of
infection and the burden of anesthesia.

Brain tissue is soft and elastic, like tofu. When you try to pierce it with a needle, the tissue
compresses and tries to bounce away. The R1 overcomes this by jabbing the needle in and pulling it
out at extreme speed. It can also detect the brain's micro-movements caused by the patient's
breathing and heartbeat, adjusting the needle's position to match. Motion compensation technology is
built in. The difficulty is comparable to hitting the dead center of a moving target, shot after shot,
without missing.

The current surgical protocol follows a collaborative model. A human surgeon performs the
craniotomy and opens the dura mater, then the R1 takes over for electrode insertion. As Dr.
MacDougall put it, "the parts the robot can't do" and "the parts that I can't do" are divided between
them. But Musk's goal is to make this surgery as simple as LASIK. Walk into a clinic during your lunch
break, let the robot operate, and return to work in the afternoon. DJ Seo, Neuralink's president, said
in an interview with Lex Fridman: "We want to get to one-click level."
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The manufacturing cost of the R1 robot is also dropping fast. The first version of the needle cartridge
cost $350 and required 24 hours of manual assembly. As of June 2025, the next-generation cartridge
costs $15 and assembles in 30 minutes. Neuralink has said it intends to apply these kinds of cost
reductions across every component, with a goal of bringing the total procedure cost down to the level
of LASIK surgery, roughly $2,400 to $3,200.

During Noland Arbaugh's surgery in 2024, the R1 proved its worth. The robot avoided blood vessels
as designed and planted all 64 threads in their precise locations. When Arbaugh woke up after
surgery, 1,024 electrodes were seated inside his brain, with no signs of serious bleeding or brain
damage. It was a signal flare announcing that surgical precision had crossed beyond human limits
into the domain of machines. The R1 robot is made of cold metal, but at the tip of its needle rides a
burning determination to restore human dignity.

C. Flexible Electrode Threads and Wireless Charging Technology

Putting a foreign object inside the brain means fighting the body's defense systems. Our immune
system treats any hard material that enters the brain as an enemy. It wraps scar tissue around the
intruder to wall it off. This is why previous rigid metal electrodes and silicon arrays failed over the long
term.

The Utah Array, long used in medical settings, was an array of stiff silicon needles packed tightly
together. The problem is that our brains are as soft as tofu or pudding, and they slosh around inside
the skull every time we move our heads or our hearts beat. When a rigid needle is stuck into soft
brain tissue, the brain's movements cause the needle to make tiny cuts in the surrounding tissue.
Wounds form, scar tissue builds up, and eventually it encases the electrode and blocks the signal.
The device's useful life is over.

Neuralink attacked this problem with an obsession for flexibility. The electrodes they developed are
not rigid needles but extremely thin, flexible threads made from polyimide, a biocompatible polymer,
coated with gold or platinum to conduct electricity. The flexibility of these threads defies intuition.
They are as light and soft as a spider's silk thread floating in the breeze, moving with the brain tissue
in a gentle wave when it shifts. This minimizes mechanical stress on the brain and suppresses scar
formation from immune response. That is the core of Neuralink's biocompatibility strategy.

But flexibility came at a cost. The threads are so floppy they're almost impossible to push into the
brain. That's exactly why the R1 robot and its tungsten needle were necessary, as described earlier.
And during the first human clinical trial, an unexpected problem emerged.

After his surgery in January 2024, Noland Arbaugh showed remarkable results in the first few weeks.
He moved a cursor with his thoughts, played chess, and raced through Mario Kart. But about a month
after the operation, trouble appeared. Roughly 85 percent of the threads implanted in his brain had
retracted from their original positions. Arbaugh recalled that period in an interview: "It was really hard.
I had just gotten so into this device, I was riding this high, and then within a month it felt like
everything was crumbling."
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According to Neuralink's analysis, Arbaugh's brain moved about three times more than the company
had anticipated. Air trapped inside the skull after surgery escaped, causing the brain tissue to shift.
The ultra-flexible threads couldn't keep up with the brain's movement and were pulled out along with
it. The incident exposed a structural limitation of flexible electrodes. Only about 15 percent of the 64
threads remained in place. The situation looked dire.

Neuralink's engineers responded to this crisis with speed. Instead of performing another surgery, they
pushed a software update. They modified the algorithms so the surviving electrodes could read
signals at higher sensitivity. They improved the signal decoding methods to match the previous
performance level with less data. Arbaugh's performance recovered and eventually surpassed his
earlier records. Arbaugh said: "I'm here to do my part. So that these things happen to me and don't
happen to the next people. That's why I'm here."

During the surgery on the second patient, Alex, the team inserted the threads deeper and minimized
the gap between brain tissue and the implant, structurally addressing the retraction problem. They
also took steps to reduce brain movement during the procedure. As a result, no thread retraction
occurred in Alex's case. The Silicon Valley method of learning from failure and improving immediately
had been applied to brain surgery.

Another technical challenge was power supply. Running a wire from the chip buried in the brain out
through the skin behind the ear would create a pathway for infection, so it had to be avoided. A fully
wireless system was needed. But placing a battery inside the body is an extremely dangerous
proposition. If battery fluid leaks or the cell ruptures, the consequences are fatal.

Neuralink adopted electromagnetic induction charging for the N1 implant. Just as you set a
smartphone on a wireless charging pad, the user wears a dedicated charging cap or rests their head
on a charger built into a pillow. A small coil inside the N1 picks up the external magnetic field and
converts it into electricity. The battery lasts roughly eight to twelve hours and is designed to recharge
wirelessly while the user sleeps or rests.

The biggest engineering constraint with wireless charging is heat. Unlike charging a smartwatch
under a patch of hair, here the losses generated by the charging coil can translate directly into rising
temperatures in the skull and surrounding tissue. According to Neuralink's design criteria, the outer
surface of the implant must not rise more than two degrees when in contact with brain tissue. The
charging system had to be unified into a single package: coil and ferrite arrangements that maximize
coupling efficiency, controlled charging power profiles, internal temperature sensing with automatic
shutoff, and a wearable charger comfortable enough for everyday use.

Early users like Noland Arbaugh gained freedom thanks to this wireless system. Whether sitting in his
wheelchair or lying in bed, he could control a computer with his thoughts alone, free of cumbersome
wires. This 'connection without cables' was the most important ticket for brain-computer interfaces to
leave the laboratory and enter daily life. Flexible threads brought harmony with the brain; wireless
technology brought harmony with the world.
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D. The Engineering Challenge of Going Wireless, Miniaturized, and Power-Efficient

Engineering is the art of compromise. But when you are building a device that goes inside a human
brain, there is almost no room for compromise. The device must be extremely small. It must have no
wires. The battery must last a long time without generating heat. It must process the brain's
enormous data streams in real time. These requirements contradict each other. Making the device
smaller shrinks the battery. Transmitting more data generates heat. Neuralink's engineers had to find
the optimal answer inside this equation of contradictions.

Earlier brain-computer interface systems required a port mounted on the head, connected by thick
cables to a large computer. This raised infection risk and restricted the user's movement. Early
BrainGate participants needed researchers to physically plug a cable into a socket protruding from
the scalp before every experiment session. It was like a shackle that constantly reminded the patient,
'I am a test subject.' Neuralink eliminated all of that, choosing instead to transmit data wirelessly.

The biggest bottleneck was bandwidth. Imagine 1,024 electrodes sampling brain signals 20,000 times
per second. Transmitting that enormous volume of raw data over Bluetooth in real time is impossible.
Bluetooth has limited transfer speeds, and sending more data causes power consumption and heat
generation to spike.

To solve this problem, Neuralink used on-chip spike detection. The N1 chip filters data at the first
stage, right inside the brain. Instead of sending every bit of brainwave noise, it identifies the moments
when a neuron has clearly fired and transmits only that compressed information. Think of it this way:
rather than streaming raw high-definition CCTV footage, you send only compressed clips from the
moments motion was detected. According to a Neuralink paper submitted in 2021, this
system-on-chip measures just 5 by 4 millimeters yet handles recording and stimulation across all
1,024 electrodes, with total power consumption of only 24.7 milliwatts.

The signal-to-noise ratio was another fierce battle. A neuron's action potential registers as a very
small voltage change at the electrode. The surrounding environment is full of noise sources: muscle
signals, movement artifacts, power supply interference, and wireless transmission activity. The
implant must simultaneously deliver ultra-low-noise amplifiers, proper bandpass filtering,
high-resolution analog-to-digital converters, and minimal crosstalk between channels. To meet these
demands, Neuralink designed custom low-power semiconductors in-house. The chip also carries a
dedicated circuit for monitoring impedance. An onboard digital-to-analog converter plays a test tone
on a single channel while physically adjacent channels simultaneously record the response signal.

The pressure to miniaturize needs no explanation. The N1 chip must contain amplifiers that convert
analog signals to digital, filters, analog-to-digital converters, a processor, a wireless communication
module, and a battery management system, all in one package. All of these components must be
packed into a coin-sized footprint while preventing electromagnetic interference between them. In a
device handling faint brain signals, noise is fatal. Neuralink pushed semiconductor packaging
technology to its limits.
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Hermetic sealing was equally critical. The space beneath the skull is not a friendly environment for
electronics. Moisture, ions, and subtle pH shifts attack metal traces, pads, and bonding points over
time. For medical implants, material selection, encapsulation design, and feedthrough engineering
are matters of life and death. The N1's casing must perfectly protect the internal circuitry from
cerebrospinal fluid and other body fluids while being made from materials that are nontoxic to living
tissue. Even the smallest gap would let fluid seep in and cause the device to fail, or allow battery
chemicals to leak out and inflict fatal damage on the brain.

Wireless communication reliability and security also had to be considered. Wireless is convenient, but
if the connection drops, usability collapses; if security is weak, the medical device becomes an attack
surface rather than a treatment tool. The N1 communicates with external devices using the Bluetooth
protocol. In clinical settings, real-world problems arise: interference, latency, and pairing
management. On top of that, brain signals are the ultimate form of personal data. Encryption,
authentication, and update mechanisms must be built in at the hardware level. Long-term
maintenance tasks, including firmware updates, bug fixes, and security patches, must all be
performed wirelessly and safely.

All of these engineering challenges go beyond building a better machine. This is the process of
pulling the grand vision of 'connecting the human brain to the internet' down into the constraints of
physical law. Clinical trial results from 2024 and 2025 show that Neuralink found a balance point
among these contradictory requirements. Noland Arbaugh used the chip for more than ten hours a
day, livestreaming and playing games. The second patient, Alex, moved a cursor within five minutes
of surgery, went on to create 3D designs in CAD software, and played Counter-Strike.

But the challenge is far from over. Elon Musk wants to increase the electrode count to 10,000, then
100,000. The chip must get smaller still, and the charging interval must grow longer. The current N1
is only 'version 1.0.' Just as the iPhone went through round after round of innovation after its first
release, Neuralink's hardware will keep evolving along three axes: wireless capability, miniaturization,
and lower power consumption.

In an interview with Lex Fridman, Musk sketched the future this way: 'In five years we could reach
megabit-level bandwidth. Faster than anything a human can do by typing or speaking.' Then he
added: 'Without this, AI will get bored waiting for you to spit out a few words. It would be like talking to
a tree.'

At the end of this evolution, hardware we cannot yet imagine may be waiting. Whether it will make
humans more human or transform us into something entirely different, no one knows yet. One thing,
though, is clear. The hardware represented by the N1 and R1 is steadily completing the physical
foundation for connecting the brain to the internet. What we build on that foundation is now a question
for all of us.
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Chapter 6. Animal Experiments: What Pigs and Monkeys Proved
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A. The Gertrude Project: Real-Time Visualization of Pig Brain Signals

On the afternoon of Friday, August 28, 2020, Neuralink's headquarters in Fremont, San Francisco,
was filled with an unusual scene. Behind the stage sat a small pen lined with hay. When Elon Musk
appeared, running behind schedule, and addressed the audience, no one was expecting a new
electric car or rocket. The stars of the day were three pigs.

The curtain opened to reveal a pink-skinned animal snuffling through a pile of hay. Every time the pig
named Gertrude buried her snout in the hay, a strange sound poured from the speakers.
"Dee-dee-dee-dik, brrreep." It sounded like erratic jazz, or the crackling noise of an old modem trying
to connect. Musk explained what the sound was. "What you're hearing is the real-time firing of
neurons inside Gertrude's brain."

Two months earlier, a coin-sized chip had been implanted in Gertrude's skull. The device was
connected to the cortical region responsible for snout sensation, and every time the pig smelled or
touched something, it captured the resulting neural signals and transmitted them wirelessly. Blue
waveforms danced across the screen. Spikes shot upward each time her snout moved. The brain's
invisible electrical whispers had been converted into a physical signal you could hear with your own
ears.

But the real significance of this demonstration did not lie in the fact that it could read brainwaves. The
point was in the comparison.

Musk introduced the three pigs one by one. The first pig, Joyce, had never received an implant and
was in her completely natural state. The second pig, Dorothy, had once had a chip implanted in her
brain, which was later removed. Dorothy's presence carried a clear message: if you get a Neuralink
implanted and change your mind, or want an upgrade, it can be removed at any time with no harm to
brain function. This proved reversibility. The last to appear was Gertrude, who was currently living
with a chip in her brain. Looking at her from the outside, there were no visible scars, no abnormal
behavior.

Why pigs, of all animals? In neuroscience research, primates are the closest model to humans. But
the thickness and density of a pig's skull closely resemble those of a human skull, making pigs ideal
for testing the surgical robot's drilling and implant

fitting procedures. The sensory cortex that controls a pig's snout is remarkably well developed. The
massive volume of neural information generated when a pig explores the world through its snout
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provided ideal data for testing the performance of a brain-computer interface.

The research team also demonstrated an algorithm that analyzed brain signals generated while
Gertrude walked on a treadmill and predicted the position of her leg joints. Two lines appeared on the
screen. The gray line tracked the actual movement of the pig's legs, and the blue line showed the
values predicted from brain signals alone. The two lines matched almost perfectly. This was a
mathematical demonstration that it might be possible to decode motor cortex signals and restore
movement to the paralyzed legs of spinal cord injury patients.

Musk called the device a "Fitbit in your skull." It sounded like a marketing slogan, but what Gertrude
showed was that the metaphor could become reality. She ate her meals, slept, and socialized with
her companions in an ordinary daily routine, all while transmitting her brain data wirelessly around the
clock. Compared to earlier brain experiments conducted in isolated lab environments with thick wires
plugged into the skull, this was a fundamental shift.

Stanford neuroscientist Sergey Stavisky watched the presentation and described Neuralink's
progress from its early 2019 demonstration to a fully implanted system in 2020 as "impressive and
substantive advancement." Graeme Moffat, a neuroscience researcher at the University of Toronto,
said the chip represented "a leap beyond existing science" in terms of size, portability, and wireless
capability. Of course, this presentation was a demo, not a scientific paper, and questions of clinical
rigor, such as sample size, follow-up duration, and how side effects were defined, remained separate
issues.

Still, the effect of the Gertrude demo was unmistakable. It showed that brain-computer interfaces
were no longer confined to the realm of noninvasive EEG headsets; invasive implants, too, were
moving toward a form factor suitable for real-world use. For the public, the demonstration planted two
feelings at once. One was a sense of wonder that even the brain, the most intimate territory of a living
being, could be turned into data. The other was a chilling awareness that one's own thoughts and
sensations could be converted into electronic beeps just like that.

Gertrude had no idea she was carrying the weight of humanity's future. She was just snuffling around
for tasty hay. But the electronic sounds that rang out from her snuffling were a signal flare,
announcing that neural engineering had left its ivory tower and entered the territory of commercial,
practical reality. The sound that came from a pig's brain was a preview of a future in which the human
brain would speak directly to machines.

B. Pager's Pong Game: Playing a Video Game with Thought Alone

On April 8, 2021, a three-minute, twenty-seven-second video appeared on YouTube. On screen sat a
nine-year-old macaque monkey in front of a monitor. His name was Pager. He was holding a joystick
and playing a video game. Banana smoothie flowed from a metal straw, and Pager sipped it eagerly
while staying focused on the game. Up to this point, it looked like a routine animal cognition
experiment.

Then, a moment later, the narrator said: "We've now disconnected the joystick."
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The joystick's cable was unplugged. But the ping-pong ball on the monitor kept moving exactly as
Pager intended. Pager was still going through the motions of moving the joystick with his hand, but
what was actually controlling the game was not his hand. It was his brain. At the video's climax, the
researchers removed the joystick entirely. Pager stared at empty space while sipping smoothie
through his straw. His hands rested still on his lap. Yet the paddle on the monitor was returning
volleys at fierce speed with pinpoint accuracy. This was MindPong.

Elon Musk shared the video on Twitter and wrote: "A monkey is literally playing a video game
telepathically using a brain chip." Telepathy is not a scientific term, but it was the most fitting literary
expression for what was happening. The transmission of thought. The relay of will, bypassing the
body entirely.

Behind this seemingly magical scene lay meticulous engineering. Six weeks before the
demonstration, two Neuralink N1 chips had been implanted in Pager's brain, one in each side of the
motor cortex. A total of 2,048 electrodes recorded the firing patterns of neurons whenever Pager
attempted to move his hands and arms.

The first step was calibration. While Pager physically moved the joystick to play the game, the
computer paired his joystick movements with his brain signals and learned. "When this pattern of
electrical signals appears, the joystick was pushed up." "When that pattern appears, it was pushed
down." The artificial intelligence identified these correlations.

Once the learning was complete, no physical input device was needed. Neuralink's decoder
intercepted the signals from Pager's brain in real time and translated them into cursor movements. At
the bottom of the video, Pager's brain activity was visualized. Each time red spikes surged, the
in-game paddle responded instantly. The latency was nearly imperceptible.

For Pager, this process required no special effort. He simply wanted to keep drinking banana
smoothie and intended to hit the ball. That intention, without passing through any wire or muscle, was
directly converted into action in the digital world.

Andrew Jackson, professor of neural interfaces at Newcastle University, noted that controlling a
computer cursor with a monkey's brain was not a new concept in itself. A similar demonstration was
first published in 2002, and the idea traces back to Eberhard Fetz's research in the 1960s. But the
point where Neuralink delivered a shock was elsewhere. It compressed fully wireless operation, a
miniaturized implant, and high-channel-count real-time decoding into a single video.

With conventional noninvasive EEG equipment, only simple commands like "left or right" could be
issued, and response times were slow. But Pager, through high-resolution signals at the individual
neuron level, demonstrated smooth, precise analog control, as if gripping a mouse.

The experiment also confirmed the power of neuroplasticity. Pager understood the rules of the game
and learned that his brain activity led to game outcomes (and smoothie rewards). Just as Hebb's rule
states that "neurons that fire together wire together," Pager's brain rewired itself through interaction
with the machine, forging an optimal control pathway.
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Musk shared the video with a bold prediction: "Eventually, a paralyzed person will be able to operate
a smartphone faster with their brain than someone using their thumbs." Pager's Pong game was not
mere entertainment. It was a message of hope for people with quadriplegia. It proved that even
someone who cannot move a single finger because of a severed spinal cord could operate a
computer like Pager, as long as the motor cortex remains alive.

But the video also left behind questions that go beyond technical achievement. Was Pager playing
the game, or had he become part of the game? Where is the boundary between his consciousness
and the computer's algorithm? Watching a monkey use its brain for the reward of a smoothie, were
we catching an early glimpse of a future in which humans connect their brains to machines in pursuit
of dopamine? The glow of the monitor reflected in Pager's eyes was a striking metaphor for the dawn
of a posthuman age, where human and machine become one.

C. Technical Achievements and Safety Data from Animal Experiments

Behind the flashy demonstrations of Gertrude the pig and Pager the monkey lay a mountain of data
that Neuralink engineers had accumulated over years. The real purpose of animal experiments was
never showmanship. It was to prove that this technology, once placed inside a human brain, would
not kill the patient, would last a long time, and would actually work. This was a survival struggle:
semiconductor hardware fighting to stay alive in the brutal battlefield of a biological environment.

The engineering achievements Neuralink pushed hard on can be grouped into four categories.

The first was the high-density channel design based on electrode threads. The conventional rigid
Utah Array caused microscopic damage to brain tissue and triggered immune responses, degrading
signal quality over time. Neuralink had to prove through animal testing that its thin polyimide thread
electrodes could flex with the brain's subtle movements while resisting corrosion in cerebrospinal fluid
and blood, maintaining function for years.

The second was the R1 surgical robot, built to insert these electrodes quickly and precisely. The
brain's surface is covered with tiny blood vessels. Puncture one during electrode insertion and
cerebral hemorrhage follows, leading to brain cell death. According to data Neuralink released, the
R1 robot scanned the brain surfaces of pigs and monkeys and automatically calculated paths that
avoided blood vessels. It inserted 192 electrodes per minute while maintaining micrometer-level
precision. The complication rate was far lower than what human surgeons achieved inserting
electrodes manually under a microscope.

The third was the integration technology that handled ultra-low-power signal amplification,
digitization, and wireless transmission all inside the implant itself. The interior of the body, the brain in
particular, is hell for electronics. Temperature sits at 36.5 degrees Celsius, humidity is high, and
corrosive bodily fluids surround everything. Many early BCI devices corroded or lost insulation within
months and broke down. Neuralink validated its chip sealing technology through accelerated aging
tests and actual animal implantation. Monkeys like Pager lived with the chip implanted for over a year,
and during that period no toxic reactions from infection or device corrosion were reported.
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The fourth was the real-time decoding pipeline. Gertrude's leg joint prediction and Pager's Pong
game control served as indicators of how precise the brain signal decoding algorithm had become.
Neuralink succeeded in analyzing signals from 1,024 channels in real time and extracting intention.
Noise removal from firing data across hundreds to thousands of channels, nonlinear pattern
recognition, minimization of time delay: these demanding signal processing problems were solved
within real-time constraints.

But safety data cannot be fully conveyed through demo videos alone. Safety encompasses surgical
complications, post-implant biological responses, long-term durability, pain and stress management
from an animal welfare perspective, and research governance. In published academic and official
documents, Neuralink presented some figures and system overviews, but outside researchers have
repeatedly noted that the data accumulated and disclosed has not been sufficient for large-scale,
long-term, reproducible verification.

In early 2022, the FDA rejected Neuralink's clinical trial application. The main concerns were lithium
battery safety, the possibility that electrode threads might migrate to unintended areas within the
brain, and the risk of damaging brain tissue when removing the chip. Brain tissue can suffer
permanent damage from a temperature increase of just one to two degrees Celsius. Neuralink had to
prove that the heat generated when the chip operated at maximum load or during charging stayed
within safe limits.

Neuralink responded by generating additional animal testing data. The company demonstrated its
battery overheat prevention system and showed, through a pig model (the Dorothy case), that
electrodes could be safely removed without adhering to brain tissue. In 2022 pig experiments,
granulomas, a type of inflammatory tissue, were observed forming in the brains of some animals.
Neuralink could not identify the cause but claimed the implant and threads were not responsible.

In May 2023, the FDA approved human clinical trials based on this supplementary data. Animal
experiments had been more than functional demonstrations. They were an essential gate for meeting
the strict safety standards regulators demanded.

After the surgery on Noland Arbaugh, the first human patient in 2024, some electrode threads
retracted from the brain. According to Reuters, both Neuralink and the FDA had known from earlier
animal experiments that threads thinner than a human hair could retract. Neuralink, however, judged
the risk was not serious enough to require a redesign. Starting with the second patient, the company
responded by inserting the threads eight millimeters deeper into the motor cortex.

In the end, the data left behind by pigs and monkeys was not just numbers. It was the scientific
foundation that elevated the idea of "drilling a hole in the skull and implanting a chip," an idea that
sounds barbaric and reckless on its face, into a medically controllable and predictable procedure.
Built on their sacrifice and contribution, Neuralink evolved from an eccentric lab project into a
next-generation medical device.

D. The Animal Welfare Controversy and Responses to Ethical Criticism
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The brighter the light of innovation, the darker the shadow it casts. Behind Neuralink's spectacular
technical achievements lies a heavy ethical issue: the suffering and death of animals who ended their
lives in laboratories. Starting in 2022, formal complaints from animal rights organizations and
revelations from former employees posed a fundamental question about how far we are willing to go
in the name of technological progress.

At the center of the controversy stood the Physicians Committee for Responsible Medicine (PCRM).
Through a public records lawsuit, they obtained documents from Neuralink's early experiments (2017
to 2020) conducted in partnership with the University of California, Davis. The contents of the reports
were shocking. They described monkeys euthanized after suffering extreme pain following brain
surgery, cases where infection caused skin to rot away, and cases where the medical adhesive
BioGlue seeped onto the brain surface, destroying brain cells and causing animals to die in seizures.

Reuters, citing testimony from internal staff, reported that Elon Musk's pressure to "speed things up"
led to experiments being rushed without adequate preparation, resulting in the deaths of
approximately 1,500 or more animals since 2018. Some monkeys were found with fingers and toes
that had been severed. PCRM argued this was evidence of self-mutilation by animals under extreme
stress.

In September 2023, Wired magazine published an investigative report based on veterinary records.
According to those records, one monkey was suffering from "serious neurological deficits," yet her
euthanasia was delayed at a Neuralink scientist's request. The autopsy revealed that the experiments
had "deformed and ruptured her brain," and her brain was "herniating through the base of the skull."
Regulators acknowledged this constituted a violation of the Animal Welfare Act.

In December 2018, two holes were drilled into a monkey's skull and electrodes were implanted. Metal
plates were fastened to the head with bone screws and the skin around the implant was sutured. The
surgical site quickly became infected and "the skin eroded." Three months later, with the infection
persisting, they killed her. The autopsy revealed she had suffered "acute" hemorrhaging in the brain
and that the cerebral cortex had been "mangled" by Neuralink's device.

Elon Musk and Neuralink responded aggressively. On the social media platform X, Musk claimed that
"no monkey has died as a result of a Neuralink implant." He countered that the early implant
experiments did not use healthy monkeys but were conducted on monkeys that were already in a
terminal state.

But the public records PCRM obtained through litigation told a different story. Only three monkeys
had been used in terminal, non-recovery surgeries. Twelve previously healthy animals were
euthanized as a direct result of problems with the company's implants. In September 2023, PCRM
asked the SEC (Securities

and Exchange Commission) to investigate Musk and Neuralink for securities fraud. In December
2024, reports emerged that the SEC had reopened its investigation into Neuralink.
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Neuralink maintained that its animal care facility was accredited by the Association for Assessment
and Accreditation of Laboratory Animal Care International (AAALAC) and was designed to resemble
an "animal playground" rather than a laboratory. The company emphasized that the animals were not
confined but lived in spacious play areas, and that their participation in experiments was voluntary.

According to PCRM's analysis, however, the experimental protocol required monkeys to be forcibly
restrained in chairs for up to five hours a day. If an animal failed to "acclimate" to the restraint, the
protocol called for attaching a steel "headpost implant" to the skull to forcibly immobilize the animal's
head. Neuralink claimed the monkeys willingly participated in experiments, but no animal would have
voluntarily allowed an experimenter to drill holes in its skull and implant a device.

In December 2022, the USDA Office of the Inspector General opened an investigation into Neuralink.
In July 2023, the USDA investigation found no evidence of Animal Welfare Act violations apart from a
self-reported incident from 2019. PCRM challenged the findings. Then in November 2024, reports
emerged that the FDA had discovered multiple quality control problems at Neuralink's California
animal research facility. Calibration records for pH meters, vital signs monitors, and other equipment
could not be located.

In January 2025, during the first week of President Trump's second administration, 17 inspectors
general were fired, including Phyllis Fong, who had overseen the USDA investigation. Both
investigations that PCRM had initiated were thrown into uncertainty.

The history of technology has always been written on top of ethical dilemmas. Pasteur's vaccine
experiments were no different. Neither was Laika in the early days of space exploration. Neuralink
took the realist position that "developing medical devices without animal testing is impossible."
Gaining FDA approval and applying the technology to humans requires biological data from living
animals, and current technology cannot substitute simulations for the complexity of the brain.

Yet the fundamental ethical question, "Is it justified to open the brain of a healthy animal?," has not
gone away. How much suffering in other living beings will we permit to reduce human suffering?
When the speed of innovation outpaces the speed of bioethics, who should press the brake, and
how?

The electrodes planted in those animals' brains are not just transmitting signals. They are
continuously broadcasting a question about the moral standing of the human species. The sacrifice of
pigs and monkeys is regarded as a tragic but unavoidable toll for crossing into the next stage: human
clinical trials. But whether the amount on that toll receipt is fair is something we must keep asking.
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Chapter 7. Human Clinical Trials: Telepathy Becomes Real
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Next Chapter →

A. The FDA Approval Process and the Launch of the PRIME Study

On May 25, 2023, Elon Musk posted a single short sentence on Twitter. "FDA has approved human
clinical trials." That was it. But behind that one line lay years of setbacks and second attempts.

Neuralink first applied to the FDA for clinical trial approval in early 2022. The answer was no. The
FDA raised three concerns. First, the safety of the lithium battery used in the implant. Second, the
possibility that electrode threads thinner than a human hair could migrate to other areas inside the
brain. Third, the risk of brain tissue damage when removing the device. Neuralink spent over a year
working to resolve these issues.

What Neuralink received was not an FDA "Breakthrough Device" designation. It was an
Investigational Device Exemption, or IDE. This is an approval that permits human testing for research
purposes, not commercial sale. After reviewing Neuralink's data, the FDA authorized the company to
test the implant on a limited number of patients under restricted conditions.

In September 2023, Neuralink began recruiting patients. The clinical trial was named PRIME, short
for Precise Robotically Implanted Brain-Computer Interface. The name itself captured the core of the
technology.

The criteria for the PRIME Study were specific. Patients with quadriplegia caused by cervical spinal
cord injury, or patients unable to move their limbs due to ALS. Age 22 or older. At least one year
since the injury. People who met these conditions began submitting applications through the
Neuralink website. Over 1,000 applied, but fewer than a tenth actually qualified.

The partner institution for the clinical trial was the Barrow Neurological Institute, located in Phoenix,
Arizona. The hospital is considered one of the top neurosurgery centers in the United States.
Neuralink chose to work with an established medical institution rather than its own facilities. The goal
was to meet medical safety standards and conduct the procedure under the supervision of
independent physicians.

The PRIME Study had three objectives. First, verifying the safety of the N1 implant and the R1
surgical robot. Second, confirming practical usefulness in daily life. Third, developing a solution for
electrode thread retraction. Neuralink had to achieve all three before it could move to the next stage.

The clinical trial registration number was NCT06429735. Anyone can look up this number on
ClinicalTrials.gov. Considering the criticism Neuralink had faced for its secrecy, this was a small step
toward transparency.
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By January 2024, all preparations were complete. It was time for the first patient to go under the knife.

B. The First Patient: Noland Arbaugh

(1) The Surgery and Recovery: Implanting a Chip in a Quadriplegic Patient's Skull

Noland Arbaugh was born in 1993 or 1994 in Yuma, Arizona. He was a student at Texas A&M
University. In the summer of 2016, he was working as a counselor at Island Lake Camp in Starrucca,
Pennsylvania. One day, he dove into a lake and something went wrong. His spine dislocated
between the C4 and C5 vertebrae.

From that moment on, he felt nothing below his shoulders. He couldn't move a single finger. He was
twenty-two years old.

Eight years later, on January 28 or 29, 2024, Arbaugh lay on an operating table at the Barrow
Neurological Institute in Phoenix. He was twenty-nine.

The surgery took several hours. First, the medical team drilled a coin-sized hole in his skull. This part
was done by human hands. Then it was the R1 robot's turn.

The R1 inserted 64 electrode threads into the motor cortex of his brain. Each thread carried 16
electrodes, putting a total of 1,024 electrodes in contact with brain tissue. These electrodes were
placed precisely in the area of the left motor cortex responsible for right-hand movement. When
Arbaugh thought about moving his right hand, the neural signals would be picked up by the
electrodes.

The reason the R1 was necessary was straightforward. Human hands tremble. Blood vessels in the
brain are thinner than a strand of hair. The robot could avoid those vessels while inserting each
electrode thread to the exact right depth.

When the surgery was over, the N1 chip sat flush in Arbaugh's skull. It was about as thick as five
coins stacked together. It charged wirelessly and transmitted data over Bluetooth. Nothing was visible
from the outside. Once his hair grew back, even the scar would be hidden.

Arbaugh was discharged the day after surgery. His cognitive abilities were completely intact. There
are accounts that Elon Musk called him via video chat in the recovery room just hours after the
procedure.

"How are you feeling?" a nurse asked.

Arbaugh could only answer that he didn't know yet. Whether the chip was working could only be
confirmed after recovery. He later recalled that if he had woken up with no memory of the procedure,
he wouldn't have believed anyone who told him something had been implanted in his brain. He
couldn't feel the chip at all.

(2) Achievements: Chess, Mario Kart, and Eight Straight Hours of Use, All by Thought Alone
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On March 20, 2024, Noland Arbaugh went live on X (formerly Twitter). A chess game was on screen.
He moved pieces without lifting a finger. The cursor followed his thoughts.

When he first connected to the Link app, it took him only minutes to gain control of the cursor. The
Neuralink team measured his performance with a standardized task called the WebGrid test. In his
very first session, Arbaugh broke the world record for BCI cursor control. The previous record had
been set using a different BCI device.

Over the following weeks, Arbaugh spent eight to ten hours a day training the system with the
Neuralink team. The software was learning his brain signals, and he was adapting to the new
interface.

In his free time, he played video games. He stayed up all night playing Civilization VI. He played
Mario Kart. He had tried voice recognition software and adaptive mice before, but never got the level
of control he wanted. Neuralink was different.

"The games were so fun I played for hours on end," Arbaugh said in an interview. "It felt like an
entirely new world had opened up."

Chess was only the beginning. He browsed the web. He sent emails. He typed text messages.
Before, a single text took five to fifteen minutes. Now it took seconds. He controlled his smartphone.
He operated the home automation system.

Neuralink engineers also built a custom speech-to-text program for him. Arbaugh said it was better
than anything on the market. They seemed capable of solving anything.

In September 2024, Arbaugh flew to Paris to watch the Speed Chess Championship finals. In
September 2025, he played a live match against women's chess master Anna Cramling at the
Fortune Brainstorm Tech conference. Moving pieces with his thoughts alone.

He went back to school to pursue a neuroscience degree. He started his own business. He began
traveling again. Neuralink had given him his life back.

"My entire life has changed." Arbaugh said this in August 2025, eighteen months after surgery. He
used Neuralink roughly ten hours a day, for studying, reading, gaming, and scheduling interviews.

(3) Crisis and Recovery: Thread Retraction and Algorithmic Resilience

Not everything went smoothly. About a month after surgery, warning signs appeared. The data
transmission speed from the implant started dropping.

At first, Arbaugh assumed it was a software bug. But when the Neuralink team analyzed the electrode
signals, it turned out to be a hardware problem. The electrode threads were pulling out of the brain
tissue.
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The phenomenon was called "thread retraction." Over the weeks following surgery, a significant
number of the 64 electrode threads shifted from their original positions. In the end, roughly 85% of the
electrodes stopped functioning properly. Out of 1,024 electrodes, only 100 to 150 could still pick up
brain signals.

The cause was brain movement. The human brain moves inside the skull far more than expected.
About three times more than Neuralink had predicted. Residual air inside the skull after surgery
(pneumocephalus) was also identified as a contributing factor. The electrode threads began shifting
immediately after the procedure and never fully stabilized.

"It was really tough," Arbaugh recalled. "I had just gotten a taste of what was possible, and a month
in, it felt like everything was falling apart. I thought I was going to be dropped from the study."

On the morning he was set to visit Neuralink headquarters, the team delivered the news about the
thread retraction. Arbaugh felt deflated, but he steadied himself quickly. He remembered why he was
there. As the first patient, the problems he faced and the process of solving them would help future
patients.

Neuralink chose a software fix over reopening his skull. Engineers revised the recording algorithms.
Instead of tracking signals from individual neurons, they switched to detecting signals from neuron
clusters. They also improved the technique for translating signals into cursor movement.

The results were striking. Even though the number of working electrodes had plummeted, system
performance recovered. Arbaugh's bits-per-second (BPS) rate surpassed his earlier records. He
more than doubled the previous world record for BCI cursor control.

One inconvenience remained. The click method had to change. Originally, he could click by thought
alone. After the thread retraction, the system switched to a dwell-click: holding the cursor in one spot
for 0.3 seconds triggered an automatic selection. Neuralink said it was still working to restore the
single-click function.

The electrode threads eventually stabilized. They stopped shifting. Arbaugh's Neuralink kept working.
He still uses it more than ten hours a day.

"The whole point of this study is figuring out what works and what doesn't," Arbaugh said. "Everything
I've been through will help other people down the line."

C. Alex and the Achievements of Subsequent Participants

(1) Alex: 3D Design in CAD Software, Counter-Strike Gaming

In August 2024, the second patient underwent surgery. His name was Alex. His last name was not
disclosed. He was the opposite of Noland Arbaugh in temperament. He avoided media exposure. He
valued his privacy. Most of what we know about him comes from Neuralink blog posts.



57

Alex was a quadriplegic due to a spinal cord injury. Before the injury, he had worked as an auto
mechanic. He was someone who loved building and fixing things with his hands.

The surgery took place at the Barrow Neurological Institute, the same facility as Arbaugh's procedure.
But the technology had changed.

Neuralink applied the lessons learned from its first patient. Several measures were taken to prevent
thread retraction. Brain movement during surgery was minimized. The gap between the implant and
the brain surface was reduced. The electrode threads were inserted deeper: from 3 to 5 millimeters in
Arbaugh's case to 8 millimeters for Alex.

The results were successful. No thread retraction was observed in Alex. All 64 electrode threads
stayed in place. He was discharged the day after surgery. Recovery went smoothly.

When Alex first connected the Link to a computer, it took him less than five minutes to control the
cursor. Within hours, he had surpassed the speed and accuracy of every assistive technology he had
used before. On day one, he broke the world record for cursor control set by a non-Neuralink BCI
device.

Then he started playing Counter-Strike 2.

Alex had loved first-person shooters before his injury. He didn't give them up afterward. He used a
QuadStick, a mouth-operated controller that works with sip-and-puff pressure sensors and lip-position
sensors. But it had limits. He could move or aim, one or the other. Not both at the same time.

Neuralink broke through that barrier. Now Alex could move his character with the QuadStick and aim
with Neuralink. Both at once. Just like any other player.

"Just moving around is so much fun," Alex said on the Neuralink blog. "When I look side to side, I
don't need to move the quad stick. I think about where I want to look, and it goes there. It's insane."

Gaming wasn't all. On the second day, Alex started using CAD software, a 3D design program called
Autodesk Fusion 360. As a former auto mechanic who missed building things with his hands, this
opened up new possibilities.

His first design was a charging stand for the Neuralink charger. He came up with the idea, designed it
in the software, and printed it on a 3D printer. The finished product was something he could actually
use.

"Coming up with an idea, turning it into a design, and making it into a real object. It feels like I'm
building things again," Alex said.

Neuralink is continuing to develop the system with Alex. The team is working on mapping intended
movements to different types of mouse clicks (left, right, and middle). This will allow rapid switching
between modes like zoom, scroll, pan, and click-and-drag in CAD software.
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"I'm already amazed at how well this works," Alex said. "The Link is a huge step on the path to
reclaiming my own freedom and independence."

(2) Restoring Speech for an ALS Patient Combined with AI Voice Generation

Bradford Smith. That was the third patient's name. He was fundamentally different from the first two.
Noland Arbaugh and Alex had spinal cord injuries. Smith had amyotrophic lateral sclerosis, ALS.

ALS attacks motor neurons. The nerve cells that control muscles gradually die. Patients lose the
ability to walk, eat, speak, and breathe, one by one. But the mind remains fully intact. The body
becomes a prison.

That was Smith's reality. He was a father of three living in Arizona. He went to the doctor because a
shoulder injury wouldn't heal and received an ALS diagnosis. When the neurologist hugged him, he
understood how serious it was. He wept and prayed in the parking lot.

As the disease progressed, he lost the ability to move anything except his eyes. He depended on a
ventilator. He could not speak. He had become a nonverbal patient.

In November 2024, Smith received a Neuralink implant. He was the third person in the world, the first
ALS patient, and the first nonverbal patient to get one.

On April 27, 2025, he posted on X: "I am the third person in the world to receive a Neuralink brain
implant. I am the first with ALS. I am the first nonverbal patient. I am typing this with my brain. This is
my primary means of communication."

The system worked differently for Smith. Arbaugh and Alex controlled the cursor by thinking about
moving their hands. That method didn't work well for Smith. After extensive trial and error, engineers
found that thinking about moving his tongue and jaw was more effective.

"Neuralink doesn't read my deepest thoughts or words," Smith explained. "It interprets my intention of
how and where to move the cursor." Just as you don't consciously think about your wrist or arm when
using a mouse, Smith no longer thinks about his tongue. He moves the cursor unconsciously.

Then his voice came back. Thanks to AI.

Smith and the Neuralink team gathered old videos and audio files recorded before his ALS diagnosis.
These were recordings of his real voice. They used them to train a voice synthesis AI. The result was
a synthetic voice that replicated how he once sounded.

Now when Smith types text with his brain, the computer reads it aloud in his old voice. After years, he
could speak in his own voice again.

In May 2025, Smith made a YouTube video. He edited it with the brain implant and narrated it with his
AI-restored voice. He called it the first YouTube video ever edited using a BCI.
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"It took years to get here, and there are still moments when I get choked up," Smith said. "It feels
really good to exist for a purpose bigger than myself. I'm truly glad that this work will help other people
going forward."

Before Neuralink, Smith communicated using an eye-tracking device. But the technology was
sensitive to light. It only worked properly in a dark room. He couldn't use it outdoors. "I was basically
Batman. Trapped in a dark room."

Now he can communicate outside. He watched his son's soccer game. He spoke to teenagers at
church. He played Mario Kart with his kids. "Brad played Mario Kart with his kids," said Neuralink
co-founder DJ Seo. "That moment was... incredible."

Smith also uses Elon Musk's AI chatbot Grok. It helps him write replies and carry on conversations on
X. A brain implant combined with generative AI. It offers a glimpse of what the future of neurotech
might look like.

On May 2, 2025, the FDA granted Neuralink's speech restoration technology a Breakthrough Device
Designation. The goal was to accelerate the development of technology for patients with severe
speech impairments caused by ALS, stroke, spinal cord injury, cerebral palsy, multiple sclerosis, and
similar conditions.

D. Global Expansion in 2025: Clinical Trials in the UK, Canada, and the UAE

In 2025, Neuralink crossed America's borders. Clinical trials expanded to three continents.

Canada came first. In November 2024, Health Canada approved clinical trials. The trial site was
Toronto Western Hospital, part of the University Health Network at the University of Toronto. The
team was led by Dr. Andres Lozano.

On August 27 and September 3, 2025, the first Neuralink surgeries outside the United States took
place. Two patients received implants. Both had cervical spinal cord injuries and were in their early
thirties. Within days of surgery, they could control a computer cursor with thought alone. The trial,
named CAN-PRIME, has a target enrollment of six participants.

Britain came next. In July 2025, the launch of the GB-PRIME trial was announced. The partnering
institutions were University College London Hospitals (UCLH) and Newcastle Hospitals. The trial
received approval from the UK's Medicines and Healthcare products Regulatory Agency (MHRA) and
the Health Research Authority (HRA).

In October 2025, Britain's first patient underwent surgery. His name was Paul. He had motor neuron
disease. Hours after the operation, he began controlling a cursor with his thoughts. He was
discharged the following day. It was the moment that proved the technology worked across different
countries, different hospitals, and different surgical teams.

The Middle East was part of the picture too. In 2025, the Abu Dhabi Department of Health approved
the UAE-PRIME trial. The trial site was Cleveland Clinic Abu Dhabi. The UAE is known for
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fast-tracking approvals of innovative medical technologies. For Neuralink, it was a strategic choice.

This global expansion served several purposes. The first was speeding up patient recruitment. Spinal
cord injuries and ALS are rare conditions, making it difficult to recruit enough patients in any single
country. Running enrollment across multiple nations meant trials could move faster.

The second was spreading regulatory risk. Even if the US FDA's requirements turned out stricter than
expected, approvals in other countries could open the door to commercialization first.

The third was proving the technology's universality: gathering data showing the device worked across
different healthcare systems, different surgical teams, and different patient populations.

By mid-2025, Neuralink had implanted devices in at least seven to nine patients. Some reports put
the number at twelve as of September 2025. The goal was to enroll twenty to thirty new participants
by the end of that year.

Elon Musk posted on X: "If everything goes well, hundreds of people in a few years, tens of
thousands in five years, millions in ten years will be using Neuralink." Whether that is exaggeration or
prophecy remains to be seen. One thing, though, is clear. What began on the morning of January 29,
2024, in a Phoenix operating room is now spreading across the globe. A small chip placed inside
Noland Arbaugh's skull marked the start of an experiment that is changing the relationship between
humanity and machines.
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Chapter 8. Blindsight and Convoy: The Next Step

← Previous Chapter

See every chapter

Next Chapter →

A. FDA Breakthrough Device Designation and the Vision Restoration Project

On the evening of September 17, 2024, Elon Musk typed a short message at Neuralink headquarters
in Fremont, California. The sentence he posted on X was only a few words long. "Blindsight has
received FDA Breakthrough Device Designation."

The sentence spread through blind communities around the world in an instant. For people who had
lived in darkness, this was not just regulatory news. It was a signal flare that dawn was coming.

The name Blindsight carries a paradox. In neuroscience, the term originally refers to a strange
phenomenon in which patients with damage to their visual cortex cannot consciously see, yet
respond to visual information unconsciously. It was no coincidence that Neuralink chose this name for
its project.

What they intended to do was bypass the eye, the biological input device, entirely and beam images
directly into the brain's visual cortex. Seeing without eyes. Seeing with a severed optic nerve. Seeing
even if you have never known light from the day you were born. That was the promise of Blindsight.

Understanding the FDA's Breakthrough Device Designation requires some context about American
medical regulation. The program was created in 2012. It is a form of priority review status granted to
devices that show potential to treat conditions that are life-threatening or cause irreversible disability.
With the designation, companies can work more closely with FDA specialists, gain flexibility in clinical
trial design, and shorten the review timeline. But this is not market approval. It means standing at the
starting line of the race, not crossing the finish line.

Getting this designation required Neuralink to accumulate years of animal testing data. Experiments
were repeated in which electrodes were implanted in monkeys' visual cortices and electrical
stimulation was applied to see whether the animals could perceive points of light when no actual light
was present. According to the summer 2025 update, one monkey had been living healthily with the
visual implant for over three years. Neuralink engineers reported that the monkey recognized and
responded to artificial visual signals injected into its brain with over 66 percent accuracy.

When asked where the inspiration for this project came from, Musk always gives the same answer.
Star Trek. He mentions the character Geordi La Forge from the television series. Born blind, Geordi
gains a wider spectrum of vision than ordinary people through a device called a VISOR.

Musk's vision goes further. Superhuman sight capable of seeing infrared, ultraviolet, even radar
wavelengths. That, of course, is a story for the distant future. As he candidly admits, early versions of
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Blindsight will be crude, like the low-resolution graphics of an Atari game console.

Yet even that crudeness would be a miracle for some. Around 2 billion people worldwide live with
visual impairment. More than 43 million of them are completely blind. For patients whose optic nerves
are damaged or who have lost their eyes, existing artificial retina technology is useless. Devices like
the Argus II require some remaining retinal function to work. Blindsight leaps past this limitation. It
skips the eye entirely and connects directly to the occipital lobe. A camera replaces the eye, a
computer replaces the optic nerve, and the implant stimulates brain cells directly.

In early 2025, Musk mentioned a specific timeline while answering audience questions at a Wisconsin
town hall event. "We will implant the visual device in the first human patient within six to twelve
months." If his words hold true, the historic surgery will take place by late 2025 or early 2026. The
moment a person who has never seen since birth perceives light for the first time. It would be
recreating, through the power of engineering, a scene of miracle that belongs in scripture.

Skeptics have raised warnings as well. The process by which the brain interprets artificial electrical
signals and recognizes them as meaningful shapes is extremely difficult. In the case of congenitally
blind individuals, the visual cortex has never processed visual information. That region has most likely
already been rewired to process hearing or touch. No one can guarantee whether the brain will
interpret electrical stimulation as light or dismiss it as meaningless noise. The FDA designation
acknowledges that this challenge is on a scientifically viable track. But the finish line is still far away.

The questions raised by the Blindsight project are not just technical ones. If this technology succeeds,
we may have to rewrite the definition of seeing. Is vision only what the retina receives and the optic
nerve transmits? Or if the brain processes optical information through any pathway, does that count
as vision too? When a person who has never known light finally sees the world, is it the same world
we see? Or is it an entirely new kind of perception? There are no answers to these questions yet.
Finding them requires, first, people who open their eyes.

B. The Principles of Artificial Vision Through Visual Cortex Stimulation

In 1929, the German neuroscientist Otfrid Foerster made an astonishing discovery. While electrically
stimulating a patient's occipital lobe during brain surgery, the patient reported seeing a point of light
even with eyes closed. He gave the phenomenon a name: phosphene. From that moment, scientists
began asking a question. If electricity can create a point of light, could enough points be produced to
draw a picture?

The principle of phosphenes is straightforward. Neurons in the visual cortex evolved to receive
electrical signals from the retina and interpret them as light. The critical fact is that neurons cannot
distinguish the source of a signal. Whether the signal comes from the retina or from an electrode, if
electrical stimulation of the right intensity and pattern reaches the neurons, the brain perceives it as
light. Just as pressing a piano key causes a hammer to strike a string and produce sound, stimulating
neurons with an electrode makes a point of light appear.



63

In the 1960s and 1970s, research into visual prosthetics using this principle began in earnest.
Britain's Giles Brindley and America's William Dobelle carried out pioneering experiments. In 1968,
Brindley implanted 80 electrodes in the visual cortex of a 52-year-old blind woman. The patient saw a
point of light at a specific location in her visual field each time an individual electrode was stimulated.
Dobelle advanced this work with a 64-channel system, enabling a patient to recognize 15-centimeter
letters from a distance of 1.5 meters. It was a historic achievement that proved the possibility of visual
prosthetics.

These early attempts, however, hit fundamental limits. The number of electrodes was too small. With
80 electrodes, you can produce only 80 dots. That is the equivalent of an 8-by-10 pixel display.
Considering that today's smartphone screens deliver millions of pixels, you can imagine how crude
the images were with the technology of that era. Surface electrodes also required large amounts of
current, and prolonged stimulation risked tissue damage. The surgery itself was dangerous too: a
major operation involving opening the skull, carrying significant risks of infection and bleeding.

Neuralink's Blindsight stands on this history. A half century of accumulated neuroscience knowledge
has been combined with 21st-century microengineering. The biggest difference is the number of
electrodes. Neuralink's N1 chip houses more than 1,024 electrodes. The S2 chip being developed for
vision restoration is expected to offer more than 1,600 channels. That is 20 times the resolution of
Brindley's era.

The electrode design has also changed. Flexible electrode threads, thinner than a human hair,
penetrate deep into brain tissue. The visual cortex does not sit only on the brain's rear surface. Most
visual processing areas are hidden inside a deep crevice called the calcarine sulcus. Neurons
responsible for the center of our visual field are near the brain's surface, but those handling peripheral
vision are tucked inside this crevice. Previous

surface electrodes could not reach this region. Neuralink's R1 robot can insert the electrode threads
with precision, reaching deep cortical areas.

Let us trace how the system works. The patient wears special glasses with a built-in camera. The
camera captures the surrounding environment. This video data is transmitted to a small computer
worn at the waist. The computer extracts only the most important information from the complex
imagery: edges, boundaries, the positions of obstacles. This information is converted into electrical
stimulation patterns and transmitted wirelessly to the implant inside the skull. The implant stimulates
neurons in the visual cortex through thousands of electrodes. The brain perceives this stimulation as
points of light. Points come together to form lines, and lines come together to form shapes.

A study published in 2020 by Baylor College of Medicine presented a key breakthrough in this
process. Daniel Yoshor's research team used dynamic stimulation instead of static stimulation.
Rather than stimulating multiple electrodes simultaneously, they activated electrodes sequentially to
trace shapes as if drawing lines. Just as you can read a letter when someone traces it on your back
with a finger, the brain recognizes shapes more easily from moving stimulation than from stationary
dots. Using this method, blind participants were able to identify 86 shapes per minute.
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The greatest challenge, though, is not technical. It is the brain's adaptation. The brain of a person
who has been blind since birth has no experience processing visual information. That region is not
sitting empty; it has been repurposed for other senses. It may already be used for more precise
processing of hearing or touch.

When visual stimulation is delivered to such a brain, no one knows whether the brain will interpret it
as light, as sound, or as an entirely new kind of sensation.

The Neuralink team aims to solve this with artificial intelligence. They study how each patient's brain
responds to different stimulation patterns and develop individually optimized stimulation strategies. It
is an interactive process in which the machine adapts to the brain while the brain adapts to the
machine. This is a long-term rehabilitation process that may take not weeks or months, but years.
Artificial vision is not something you get by flipping a switch. It is a capability that must be acquired
slowly, painfully, like learning a new language.

The principles of artificial vision ultimately converge on a single philosophical question. What does it
mean to see? If a camera captures, a computer processes, an electrode stimulates, and the brain
perceives, is that seeing? The answer to this question will not arrive even at the moment the first
Blindsight patient opens their eyes. Only that person will know what they are experiencing, and even
they will not be able to convey it to us fully. Language was built on experiences we share. A language
for an entirely new kind of experience does not yet exist.

C. Convoy: Robotic Arm Control and Motor Function Restoration

One day in January 2025, a thirty-second video appeared on Neuralink's X account. On screen, a
robotic arm stood before a whiteboard. It picked up a marker and began to move slowly. One stroke,
two strokes, three strokes. Letters appeared. C-O-N-V-O-Y. The video offered no explanation. Just
three emojis: a heart, a robotic arm, a pen. But the tech community understood immediately.
Someone had moved a robotic arm and written letters using thought alone.

Convoy means to escort, to travel together. Neuralink's choice of this name for its new clinical trial
carries weight. If the Telepathy project was about controlling the digital world, Convoy is about
controlling the physical one. Moving beyond a cursor on a screen to picking up objects in the real
world, opening doors, bringing a cup to your lips. For quadriplegic patients, this is the restoration of a
dignified daily life.

The project began in November 2024. Neuralink announced it had received FDA approval for a new
feasibility study. Existing PRIME Study participants would cross-enroll to evaluate their ability to
control an assistive robotic arm using the N1 implant. Neuralink described this as a critical first step
toward restoring not just digital freedom but physical freedom.

To understand how robotic arm control differs from mouse cursor control, you need to know the
concept of degrees of freedom. A mouse cursor moves on a two-dimensional plane. It has only two
directions: the X-axis and the Y-axis. A robotic arm moves through three-dimensional space. Add
wrist rotation, finger movement, and grip force adjustment on top of that. The human arm has seven
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or more degrees of freedom. Controlling all of them simultaneously requires reading far more
complex signals from the brain.

In October 2025, a participant named Nick Wray demonstrated remarkable results in the Convoy
study. Paralyzed in all four limbs from ALS (Lou Gehrig's disease), he was Neuralink's eighth implant
recipient. After three consecutive days of eight-hour training sessions, he began moving the robotic
arm as if it were his own. He picked up a cup, brought it to his mouth, and drank water. In a dexterity
test designed for stroke patients, he moved 39 cylinders onto a table in five minutes. In another test,
he flipped five puzzle pieces. He described the experience as one of the most amazing things in his
life.

The principles behind robotic arm control are an extension of the Telepathy project. The N1 chip
records neuron firing patterns generated in the motor cortex. When a patient thinks about reaching
out an arm or curling their fingers, a specific pattern of electrical signals fires. Although the spinal cord
injury prevents the actual arm from moving, the brain's motor plans are still being generated. An
artificial intelligence algorithm decodes these patterns in real time and relays the commands to the
robotic arm.

What matters here is how the decoding algorithm learns. At first, the computer has no idea what the
brain signals mean. The patient imagines a specific movement, and the neural signals produced at
that moment are recorded. This process repeats hundreds, thousands

of times. The computer finds patterns in the data. The pattern for extending the arm forward, the
pattern for moving right, the pattern for clenching a fist. Over time, the algorithm grows more
accurate, and the patient gains increasingly natural control of the robotic arm.

Yet robotic arm control is missing a crucial element: sensory feedback. The reason we can grip a cup
without crushing it is the pressure we feel in our fingertips. Controlling a robotic arm without sensation
is like playing the piano with a numbed hand. Pressing the keys is possible, but controlling dynamics
is not.

Neuralink is developing a bidirectional BCI to solve this problem. The idea is to attach pressure
sensors to the robotic fingertips and send the information those sensors detect back to the brain's
sensory cortex. When a patient picks something up with the robotic arm, the tactile sensation is
converted into electrical stimulation and delivered to the brain. It is still in early stages, but if it
succeeds, patients will feel the robotic arm as if it were their real one.

The ultimate goal of the Convoy project goes beyond robotic arms. It is the integration with Digital
Bridge technology. The concept is to wirelessly transmit motor commands from the brain to a
stimulator below the spinal cord, moving a paralyzed patient's actual limbs. A research team at the
Swiss Federal Institute of Technology in Lausanne has already succeeded in making paralyzed
patients walk through spinal stimulation. If Neuralink can wirelessly reconnect the severed bridge
between brain and spinal cord, a patient confined to a wheelchair could stand on their own legs
again.
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The case of Alex, the second PRIME Study participant, is also worth noting. Paralyzed below the
neck from a spinal cord injury, he received a Neuralink implant and performed everyday tasks with a
robotic arm mounted on his wheelchair. He flipped switches on and off, opened doors, and picked up
soft pretzels to eat. He created 3D designs in CAD software and played Counter-Strike. This is not
just a step forward in medical technology. It is the process of reclaiming sovereignty over a lost life.

The questions Convoy raises run deep. Is a robotic arm part of me, or is it a tool? When a patient
begins to feel a robotic arm as their own, is that arm an assistive device like a prosthetic, or an
extended body? If the brain directly controls it and receives sensation back, where does the boundary
lie? We may need to redefine the relationship between human and machine.

D. Breakthrough Device Designation for Speech Restoration Technology (2025)

Bradford G. Smith left behind many words before ALS took his voice. Conversations with family,
phone calls, narration for YouTube videos. Those voices were preserved as digital files. In 2024, he
became Neuralink's third human clinical participant. By the time the chip was implanted in his skull,
he could no longer speak. Months later, he began speaking again. In his own voice.

In May 2025, Neuralink announced it had received Breakthrough Device Designation from the FDA
for its speech restoration technology. The designation covers patients with severe speech impairment
caused by ALS, stroke, spinal cord injury, cerebral palsy, multiple sclerosis, and similar conditions. It
was Neuralink's second Breakthrough Device Designation after Blindsight. Neuralink was now
building the full spectrum of neural prosthetics around three pillars: motor control (Telepathy), vision
restoration (Blindsight), and speech restoration.

To understand how speech restoration works, you first need to know how speaking happens in the
brain. When we talk, a region called Broca's area, the brain's language center, plans what to say.
That plan is transmitted to the motor cortex, where it is converted into precise commands that move
the lips, tongue, jaw, and vocal cords. At every moment, dozens of muscles coordinate with exacting
precision to produce the sounds we intend. At a rate exceeding 150 words per minute.

In ALS patients, motor neurons gradually die. The nerve connections that move muscles are severed.
But Broca's area and the motor cortex still function. When a patient tries to say hello, the brain still
generates all the motor plans required. Those plans simply never reach the muscles. Neuralink's
speech restoration technology bypasses this broken connection. It reads the speech plans directly
from the brain and outputs them through an external device.

Existing augmentative communication devices relied on eye tracking or muscle signals. The system
Stephen Hawking used is the most well-known example. Patients move their eyes to select letters on
a screen, one at a time. This method is slow, around 10 to 30 words per minute. Natural conversation
is impossible. It is communication built on waiting and patience. The other person must sit quietly until
the patient finishes a single sentence. Trading jokes or having spontaneous conversation is out of the
question.
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Brain-computer interfaces have the potential to break through this speed barrier. Reading language
signals directly from the brain eliminates the intermediate step of moving eyes or contracting
muscles. Research teams at Stanford University and UC Davis have already succeeded in decoding
brain signals at a rate of 62 to 78 words per minute. That approaches natural conversational speed.
Neuralink aims to push this speed even higher using more than 1,024 high-density channels.

Bradford Smith's case shows how far this technology has come. Hair-thin electrode threads extend
from his skull into brain tissue. 1,024 electrodes record neuron activity in real time. An AI algorithm
interprets these signals. It converts the neural patterns that fire when he tries to speak into text. Other
research teams have reached this point as well.

Where Neuralink went a step further is the integration with voice synthesis technology. The AI was
trained on voice recordings Bradford left behind when he was healthy. His intonation, his tone, his
speech habits. The AI uses this data to reproduce Bradford's voice. When text decoded from the
brain is fed into the speech synthesis engine, what comes out is not a mechanical robot voice. It is
Bradford's own voice.

He used this technology to narrate YouTube videos. He traded jokes with his family. In a video Musk
released, he played Mario Kart with his children. Neuralink co-founder DJ Seo recalled that the
moment was incredibly moving. It was the moment technology gave a person their identity back.

The FDA's Breakthrough Device Designation for speech restoration technology marks a turning point
in this field. The designation is a regulatory acknowledgment that the technology has the potential to
deliver clinically meaningful results. Of course, a long road remains. Decoding accuracy must
improve. Error rates must come down. Long-term

stability must be verified. The technology may not work the same way for every patient. Every brain is
different, and so is the progression of every disease.

But the direction is clear. Someday, people trapped in silence will speak again. In their own voices.
Musk might call this not the end of language but its evolution. A world where thoughts become words
the instant they form. Going further still, a stage where pure thought is transmitted to others without
even the intention to move the lips. The age of conceptual telepathy. That remains a distant future.

What matters right now is the patient in the hospital bed. The person who wants to call a loved one's
name but cannot. The person who wants to say thank you, I'm sorry, I love you, but has no way to
say it. For them, speech restoration technology is a key that opens the prison where a soul has been
locked away. The connection between brain and machine is tearing down the wall of silence and
returning the resonance of lost voices to the world. The FDA's Breakthrough Device Designation is a
sign of hope that this resonance can reach more people.
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Chapter 9. Through the Blood Vessels Into the Brain: Synchron
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Part III. The Warring States Era: BCI Competitors and Technological Diversity

A. The Stentrode Revolution: No Skull Surgery Required

One day in 2007, Tom Oxley, a young neurologist in Melbourne, Australia, was threading a catheter
into a stroke patient's cerebral blood vessels when a thought stopped him cold. In his hand was a
slender tube designed to extract blood clots. Day after day, he was inserting instruments through a
blood vessel in a patient's groin all the way up into the deepest reaches of the brain. Without opening
the skull. He thought: if you can pull a clot out through a blood vessel, couldn't you leave something
behind instead? Could you leave a sensor up there?

That one question split the history of brain-computer interfaces into two paths.

Oxley had studied medicine at Monash University and earned his PhD in neuroengineering at the
University of Melbourne. His specialty was cerebrovascular intervention: when a stroke hits, you
thread a catheter into the blood vessels and pull out the clot blocking them. Over his career he
performed more than 1,600 cerebrovascular procedures. He knew the brain's vascular map like the
back of his hand. And it was precisely this experience that showed him a road other researchers had
missed.

At the time, the orthodox approach in brain-computer interfaces was clear. You opened the skull and
drove electrodes into brain tissue. When BrainGate implanted a Utah Array into a human brain for the
first time in 2004, it was an astonishing achievement. But the limits were just as obvious. Craniotomy
carried risks of infection, bleeding, and brain damage. Patients had to stay in the hospital for weeks.
The number of neurosurgeons worldwide who could perform the operation could be counted on one
hand. No matter how far the technology advanced, the barrier of the skull meant BCI would remain a
last resort for a tiny few.

Oxley imagined a different path. Instead of breaching the brain's fortress walls, he would find a door
that was already open. The human body contains a highway system of blood vessels stretching
100,000 kilometers. Cardiac stents had been riding that highway to the heart for decades. Oxley's
idea was straightforward: what if you mounted electrodes on a stent? What if you sent it up through
the blood vessels to the brain and unfurled a sensor there?

That is how the Stentrode was born, a portmanteau of stent and electrode. The device is a mesh
cage made of nitinol, a shape-memory alloy. Sixteen platinum-tungsten electrodes are packed tightly
across the mesh. On the operating table, the mesh sits folded inside a tube the size of a matchstick.
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The doctor makes a small incision in the jugular vein in the patient's neck and pushes a catheter in.
The catheter travels up through the blood vessels toward the brain. The target is the superior sagittal
sinus, a large vein that runs directly above the motor cortex. When the catheter reaches

its destination, the tube opens and the Stentrode blooms like a flower. The mesh presses gently
against the vessel wall.

From that moment, the magic begins. When brain cells fire a signal that says "move the hand," that
electrical whisper passes through the thin vessel wall and reaches the Stentrode's sensors. No
piercing of the brain. No blood spilled. Over time, endothelial cells grow over the mesh and cover the
device completely. The Stentrode becomes part of the body, integrated into the vessel wall itself.
Immune rejection, one of the oldest problems in BCI, is solved by the body's own healing process.

The collected brain signals travel through a thin wire to a transceiver implanted under the skin near
the collarbone. The transceiver sends data wirelessly to an external computer or smartphone. The
setup resembles a cardiac pacemaker. The procedure takes about 20 minutes on average. Patients
typically go home the next day. At no point in the entire process is the skull drilled open or brain tissue
directly touched.

This choice comes with a trade-off, of course. Signals read from the other side of a vessel wall are
not as sharp as those from electrodes planted directly in brain tissue. The Stentrode is not an
ultra-high-resolution device that measures individual neurons firing. Instead, it captures local field
potentials, the collective electrical signal produced when thousands of neurons act at once. The
resolution is lower, but it is enough to pick up the signal patterns generated when a patient intends a
broad motor action like "clench a fist" or "move a foot." Oxley made this compromise deliberately.
There were patients for whom regaining speech and the ability to make choices was more urgent
than regaining a perfect hand. He liked to describe Synchron's strategy this way: "We're not building
the highest-performance Ferrari. We're building a Toyota that anyone can drive safely." His belief was
that the safest, most accessible technology wins in the end, not the one with the best specs. By riding
the body's own highway of blood vessels, Oxley opened a path where BCI could become a viable
option rather than a last resort.

B. The Power of Minimal Invasiveness: Building Public Acceptance Without the Fear of Open-Skull
Surgery

"We need to drill a hole in your skull."

Not many people would nod yes to that sentence. Not even if the technology promises miracles.
Humans carry a primal fear of having their brains invaded. The skull is the sanctuary where the self,
memories, and dreams reside. Synchron's most powerful weapon is the absence of that fear.

What Synchron offers is not brain surgery. It is a procedure, finished in under two hours, much like a
cardiac stent placement. The patient can be awake under light sedation, talking with the doctor
throughout. When it is over, a small bandage goes on the neck and the patient goes home the next
day. Infection risk drops dramatically, and recovery takes just a few days. This transformed BCI from
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a last resort into an accessible medical option.

That minimal invasiveness gave Synchron a decisive edge in the regulatory approval process. In
August 2020, Synchron received Breakthrough Device designation from the U.S. FDA. Then in July
2021, it became the first permanently implanted BCI to receive an Investigational Device Exemption
(IDE) from the FDA. That was roughly two years ahead of Neuralink. The FDA judged that because
Synchron's device does not directly invade brain tissue, it carries lower long-term safety risk.

Results from the SWITCH clinical trial in Australia backed up that judgment. Between 2019 and 2022,
Stentrodes were implanted in four patients with ALS. After 12 months of follow-up, not a single
serious adverse event related to the device had occurred. No strokes, no bleeding, no permanent
disability. The stent inside the blood vessel did not migrate, did not obstruct blood flow, and
maintained stable signal quality throughout.

Results from the COMMAND clinical trial in the United States were even more striking. According to
12-month data published in October 2024, all six patients met the primary endpoint: no device-related
serious adverse events resulting in death or permanent disability. In 100 percent of patients, the
Stentrode was placed precisely at the target location above the motor cortex. Brain signals were
consistently captured and converted into digital actions, and patients successfully performed a range
of digital tasks.

Dr. Elad Levy, co-principal investigator of the trial, said at the results presentation: "The COMMAND
study results represent a major medical milestone. The safety of the Stentrode BCI has been
confirmed, with no neurological safety events reported during the 12-month study period. This
minimally invasive approach has the potential to make BCI technology available at scale for millions
of people living with paralysis."

Minimal invasiveness raises public acceptance for another reason: it enables a scalable medical
model. An approach like Neuralink's, which requires opening the skull and inserting electrodes,
depends on advanced neurosurgical procedures. Only a handful of medical teams worldwide can
perform such operations. Synchron's approach, by contrast, can be carried out in any standard
angiography suite equipped for vascular intervention, the same facilities and equipment used for
cardiac stent implantation. Globally, far more physicians are trained in vascular intervention than in
neurosurgery. That means Synchron's model is far more scalable from an infrastructure standpoint.

Minimal invasiveness does not mean zero risk, of course. Because a stent is placed inside a blood
vessel, the usual risks of stent procedures apply: clot formation, the need for antiplatelet medication,
and possible vascular injury. But these risks are different in character from those of craniotomy. They
fall within a category that the medical field already has management experience and protocols for. A
familiar, manageable risk enables wider adoption in a way that an entirely new risk does not. Human
societies are wired to fear the unfamiliar.

The history of medical devices has taught this lesson more than once. When the cardiac pacemaker
first appeared, it required major open-chest surgery. Once it could be implanted through a blood
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vessel, it became a standard treatment that saved millions of lives worldwide. Oxley is convinced BCI
will follow the same path. In the future, when BCI expands beyond disability treatment to
general-population device control, healthy people are unlikely to submit to open-brain surgery, but a
stent procedure could be accepted the way LASIK eye surgery is today. For a revolution to enter
everyday life, the threshold must come down. Synchron is working to remove that threshold entirely.

C. Controlling an iPad and Apple Vision Pro: Real Patient Cases

On December 23, 2021, Philip O'Keefe, a 62-year-old man living in Melbourne, Australia, sent a
historic message to the world.

"hello, world! Short tweet. Monumental progress."

Hello, world! A short tweet, but monumental progress.

O'Keefe had ALS and could not move a single finger. Yet his message appeared on Twitter, posted
through the account of Synchron CEO Tom Oxley. O'Keefe followed up with another tweet: "I didn't
need to type or speak. I created this tweet just by thinking." And in a final tweet he wrote: "My hope is
that I'm paving the way for people to tweet through thought."

This was the first social media message in human history transmitted directly from a brain to the
internet without passing through any muscle. O'Keefe received his Stentrode implant in April 2020.
Since then, he has written emails, managed his banking, and shopped online. A man once locked in a
prison of silence had reclaimed his citizenship in the digital world.

The clearest proof of how Synchron's technology has changed real patients' lives, beyond laboratory
data, comes through individual stories. The experience of a patient named Mark, a participant in the
U.S. COMMAND clinical trial, makes that potential vivid. Mark, 64 years old, had lost all use of his
hands to ALS. Through Synchron's BCI, he gained full control of an iPad.

Mark navigated the home screen, opened apps, and composed text messages using thought alone.
He did not move his hands. He did not use his voice. He did not even use eye-tracking technology.
He operated digital devices using only signals from his brain. By linking to Amazon Alexa, he turned
lights on and off, locked and unlocked doors, and made video calls. Everyday actions that had
required a caregiver were now things he could do on his own.

In an interview, Mark said: "When I lost the use of my hands, I thought I had lost my independence.
But now I can send messages to the people I love, read the news, and stay connected to the world
with my iPad. All I have to do is think. This has given me back a part of my life."

In July 2024, Synchron reached another milestone. It succeeded in controlling Apple's spatial
computer, the Vision Pro, with brain signals. The Vision Pro was originally designed to operate
through hand gestures and eye tracking. Users pinch their fingers to perform a click. But a patient
with quadriplegia cannot make hand gestures. Synchron solved this problem. The patient
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looked at elements on the screen with his eyes and made selections with brain signals. It was a new
interface pattern: point with the eyes, click with the brain.

Mark put on the Vision Pro and played solitaire. He browsed movies on Apple TV. He explored virtual
3D environments. He moved freely through an immersive interface without lifting a finger. He said: "It
feels like being at a movie theater. It can take me to places I thought I would never see again."

In May 2025, Apple announced a new input protocol called BCI HID (Brain-Computer Interface
Human Interface Device). This was a declaration that brain signals would be recognized as an official
input method alongside touch, voice, and typing. Synchron became the first BCI company to achieve
native integration with this new standard. Now the Stentrode connects directly to iPhones, iPads, and
the Vision Pro without special drivers or middleware. It became an officially recognized input device in
the operating system, just like a Bluetooth keyboard or mouse.

In August 2025, Synchron released the first-ever video of Mark controlling an iPad entirely with
thought. He navigated the home screen, opened apps, and composed text messages. Everything
was done through brain signals alone. Oxley said of this moment: "This is the first native
brain-powered Apple device control the world has ever seen. Mark's experience is both a technical
breakthrough and a glimpse of the future of human-computer interaction, where cognitive input
becomes a mainstream control method."

These cases matter because they proved that Synchron's BCI is compatible not with some closed,
proprietary software, but directly with the universal operating systems used by billions of people
worldwide. Synchron's patients do not sit in front of complex research computers. They put an iPad
on their bed, the kind you could buy at any local store, and watch Netflix. This is a symbolic scene
showing that BCI is moving beyond the category of medical device into consumer electronics. By
giving people with disabilities access to the same cutting-edge devices everyone else uses, rather
than specialized assistive equipment, this represents something beyond a technical achievement. It is
a restoration of dignity.

D. The OpenAI Integration and the Apple-NVIDIA Cooperative Ecosystem

Synchron is now evolving beyond a neuroscience company into a massive platform enterprise. Oxley
realized something. Reading brain signals is not enough. What matters is what you can do with the
signals once you have read them. To answer that question, he joined hands with the giants of Silicon
Valley.

In 2024, Synchron integrated OpenAI's generative AI models into its system. One of the biggest
challenges for BCI is bandwidth. Typing by thought alone is possible, but it is far slower than typing
by hand. Selecting one letter at a time drains enormous energy from ALS patients whose stamina is
already limited. Synchron set out to solve this problem with AI.

The chat interface Synchron developed goes beyond converting brain signals into letters. The AI
reads context and predicts what the patient is likely trying to say, offering suggestions in advance.
When a patient types 'hello,' the AI displays completed sentence options tailored to the situation:
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'Long time no see, how have you been?', 'How are you feeling today?', 'I missed you.' The patient
only needs to click one of these options with a brain signal. The brain sends one bit of information,
and the AI expands it into a rich sentence of one kilobyte. This shows that BCI is evolving from a
simple input tool into an intelligent agent that amplifies human intent.

A critical point is that users' brain data is not shared with OpenAI. Synchron drew this boundary
explicitly. BCI is a field where data privacy debates can explode easily. How you draw the data
boundary matters just as much as the technology demo when it comes to earning trust.

The partnership with Apple is turning BCI into a refined technology. When Apple announced the BCI
HID protocol in May 2025, Synchron became the first native integration partner. This carries meaning
beyond technical compatibility. With Synchron inside Apple's ecosystem, patients can send
iMessages and make FaceTime calls without any special learning. They use a new input method
within a familiar interface.

Apple's BCI HID enables two-way communication. The iPad or Vision Pro shares real-time
information about screen state and UI elements with the BCI decoder. The decoder uses this
contextual information to improve the accuracy of signal interpretation. It is a closed-loop system. The
device sends information to the user's brain, and the brain sends commands to the device, creating a
two-way conversation.

The partnership with NVIDIA is decisive on the computation and model front. In January 2025,
Synchron announced its collaboration using NVIDIA's Holoscan platform at the JP Morgan
Healthcare Conference. Holoscan is a platform for real-time edge AI processing. For a BCI to work in
real time, it must process signals from the brain with no delay. Holoscan allows high-performance AI
computation to run on the device itself rather than in the cloud, dramatically improving response
speed and data security.

Brain data is processed locally without being transmitted to external servers, which is a significant
advantage for privacy-conscious users.

In March 2025, at NVIDIA's GTC conference, Synchron unveiled Chiral. They called it the world's first
cognitive AI brain foundation model. While conventional AI models are trained on text and images,
Chiral is trained directly on human neural activity data. Since the start of its clinical program in 2019,
Synchron has accumulated 20 patient-years of Stentrode implant experience. The goal is to build a
large-scale brain language model from this data.

Chiral's roadmap has three stages. First, achieve minimal latency through real-time neural decoding
using Holoscan. Second, integrate environmental awareness using NVIDIA's Omniverse platform and
Cosmos world foundation model. This generates physically accurate home environment simulations,
improving the accuracy and adaptability of motor inference. Third, train Chiral into a general-purpose
cognitive AI based on de-identified data.

Oxley said at GTC: "Just as AI today is trained on vast datasets of text and images, the next step in
AI evolution is training on neural signals. Chiral will evolve into a self-learning model of cognition, and
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this represents a leap beyond generative AI and agentic AI into the era of cognitive AI."

This is precisely why Bill Gates and Jeff Bezos invested in Synchron. In December 2022, Synchron
raised $75 million in a Series C round led by ARCH Venture Partners, with participation from Gates
Frontier (Bill Gates), Bezos Expeditions (Jeff Bezos), and Khosla Ventures. They sensed in Synchron
the scent of a platform, something like Microsoft's Windows or Amazon's AWS.

OpenAI, Apple, NVIDIA. When these three axes converge, BCI is no longer a single medical device.
OpenAI provides the language layer that boosts the expressiveness of low-bandwidth input. Apple
lowers the threshold to usable products through standard input and accessibility UX. NVIDIA supplies
real-time decoding and large-scale model training infrastructure, backing performance and scalability.

If Neuralink is close to a closed vertical integration that controls hardware, software, and apps all by
itself, Synchron is closer to an open interface strategy that partners with a diverse range of allies.
Oxley's vision is clear: "We are building a USB port for the brain. What gets plugged into that port is
up to the imagination of developers around the world."

The axis of competition is shifting. It is no longer about who can read more neurons, but about who
can weave together a larger ecosystem to change a patient's day. The winners of the Warring States
period were usually not those with the sharpest swords, but those with the most allies and the best
supply lines. The world of BCI will not be very different.
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A. Blackrock Neurotech: The Utah Array and Nine Years of Long-Term Implant Records

It was an event at the White House. A young man in a wheelchair waited for President Barack
Obama. Nathan Copeland. A car accident ten years earlier had left him completely paralyzed below
the neck. When the president walked over and held out his fist, Copeland moved a robotic arm
instead of his own paralyzed hand and bumped fists with him. What came next was the real surprise.
Copeland felt the texture of the president's skin through the robotic fingertips, directly in his own
brain. Tactile information collected by the machine had been converted into electrical signals and
transmitted to his sensory cortex. It was the first moment in human history that a machine's sense of
touch was fed straight into a human brain.

The force behind this miracle was not Elon Musk's Neuralink. It was Blackrock Neurotech, a company
that had been quietly paving the way for more than twenty years from a lab in Salt Lake City. While
Neuralink captured public attention on a flashy stage, Blackrock had already built a massive fortress
of clinical data accumulated over decades.

Blackrock's core weapon is a small chip called the Utah Array. Designed in 1989 by Professor
Richard Normann at the University of Utah, the device measures just four millimeters on each side.
Smaller than a shirt button. Under a microscope, 96 to 128 silicon needles rise in tight rows like the
teeth of a comb, resembling a miniature bed of nails. These needles penetrate about 1.5 millimeters
into the brain's cortex, capturing the electrical signals that neurons fire from the closest possible
range. It is like pressing your ear right up against the brain's whisper.

There is a reason the Utah Array became the standard in BCI research. Signal quality. Placing
electrodes on the scalp with EEG is like listening to a concert from outside the venue. The sound
fades as it passes through walls and air. The Utah Array, by contrast, is like sitting in the front row.
You can pick out individual instruments. That means it can directly record the firing of individual
neurons, known as spikes. This crisp signal is what makes precise decoding possible. Controlling a
robotic arm with finesse, typing on a keyboard with thought alone, restoring lost touch sensation; all of
it starts with the quality of that signal.

Blackrock Neurotech's most powerful asset is trust proven by time. In the medical world, and
especially in brain-related technology, the word 'cutting-edge' often means the same thing as
'unverified.' Blackrock's system, on the other hand, has demonstrated its safety for over twenty years
through the BrainGate clinical trials, which began in 2004. According to the company, out of more
than 35 patients worldwide who have received implanted BCIs,
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31 used Blackrock technology. The accumulated human implant data exceeds 30,000 days. This is
territory no startup can easily catch up to.

There is a number: nine years. That is how long Blackrock's Utah Array functioned normally inside
one patient's brain. The brain does not welcome foreign objects. The immune system identifies the
chip as an intruder and wraps it in scar tissue. In an environment that is hot, humid, and saturated
with salt, electronic devices corrode easily. Surviving nearly a decade in such hostile terrain borders
on an engineering miracle. According to a study published in July 2025, analysis of 20 Utah Arrays
from 14 patients in the BrainGate clinical trials showed that an average of 35.6 percent of electrodes
successfully recorded neural spike signals, and signal quality degraded by only 7 percent over a
period averaging 7.6 years.

The limitations, of course, are clear. The Utah Array is made of rigid silicon. Each time the brain shifts
slightly inside the skull, the device can cause small injuries to surrounding tissue. Over time, scar
tissue forms around the electrodes and signal quality can decline. The traditional system also
required a wired connection through a metal port protruding from the head. This device, called a
pedestal, raises the risk of infection and restricts the patient's movement. When the research team
went home for the day, the patient had to surrender their magical abilities and return to silence.

Blackrock is preparing for change. In late 2022, the company unveiled a next-generation system
called Neuralace. The device targets more than 10,000 channels and features a thin, flexible
structure designed to conform to the brain's contours. It was a direct challenge to Neuralink's N1 chip.
In April 2024, cryptocurrency firm Tether invested 200 million dollars in Blackrock and became its
largest shareholder. The company was valued at roughly 350 million dollars. With this funding,
Blackrock is pushing to commercialize MoveAgain, a fully implantable wireless BCI system. The goal
is a future where patients can freely use the device at home.

Blackrock's philosophy differs sharply from Neuralink's. While Musk dreams of tens of thousands of
channels covering the entire brain and merging with AI, Blackrock focuses on practical tools a patient
could use tomorrow. Co-founder Marcus Gerhardt once put it this way: "We're not writing science
fiction. We're writing prescriptions." Not turning humans into transcendent beings, but restoring lost
function so people can enjoy ordinary life again. Eating, drinking, feeling the touch of someone they
love. The innovation Blackrock pursues is grounded in recovering the most basic elements of being
human.

If Neuralink is a revolutionary army sweeping in like a storm, Blackrock Neurotech is a steadfast lord
who has defended the territory for years. No one can deny that every innovation in BCI stands on the
road Blackrock paved over the past two decades. The question is whether the legacy of the past
alone can secure the future. What choices must an established power make when facing Silicon
Valley's speed and capital? That answer is still being written.

B. Precision Neuroscience: Layer 7, the Ultra-Thin Film on the Brain's Surface
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It was the spring of 2023, inside a neurosurgery operating room in New York. Dr. Benjamin Rapoport
did not cut a large opening in the patient's skull. Instead, he made a micro-slit less than one millimeter
wide. Through that slit, he slid in a thin yellow film, as if slipping a letter into an envelope. The film
glided over the wrinkled surface of the brain. Its thickness was one-fifth the width of a human hair.
This was the first human implantation of the Layer 7 cortical interface.

Rapoport is not just a doctor. He was one of the eight founding members who started Neuralink
alongside Elon Musk. Trained in electrical engineering at MIT and neurosurgery at Harvard Medical
School, he was a rare talent who spoke both the language of technology and the language of
medicine. But he left Neuralink. The reason was a philosophical difference over safety. The Neuralink
approach, where electrodes pierce brain tissue, inevitably causes microscopic brain damage.
Rapoport adopted the first line of the Hippocratic oath as the first principle of brain engineering: above
all, do no harm to the patient.

His solution was to cover the brain rather than pierce it. In 2021 he founded Precision Neuroscience
and developed an ultra-thin electrode film that adheres to the brain's surface. The cerebral cortex is
made up of six cell layers. Precision wanted its electrode to wrap gently around the brain's surface
like a seventh layer instead of penetrating it. That is why they named it Layer 7.

Layer 7's technical innovations come down to a few key points. First, it is ultra-thin. Made from a
flexible material called polyimide, the film is one-fifth the thickness of a human hair. Thinness is not
just an aesthetic choice. When an electrode placed on the brain's surface is thick and stiff, breathing,
pulsation, and subtle postural shifts create friction and pressure. That leads to inflammation and
damage. A thin, flexible film follows the brain's contours naturally and minimizes that burden.

Second, high resolution. This small film packs 1,024 micro-electrodes. That channel count matches
Neuralink's N1 chip. With far greater density than traditional brain-surface electrodes known as ECoG
grids, it can map the brain's electrical activity like a high-resolution image. Precision also unveiled a
next-generation version with 4,096 electrodes in 2024.

Third, the micro-slit surgical method. Where Neuralink must drill a coin-sized hole in the skull and
Blackrock must pierce brain tissue, Precision makes only a tiny slit in the skull. Through that slit, the
film slides in the way you slip a sheet of paper into an envelope. No brain tissue is damaged in the
process.

Fourth, reversibility. This is the point Rapoport emphasizes most. Electrodes that are driven into the
brain carry a significant risk of tissue damage when removed. Layer 7, resting on the brain's surface,
can be gently pulled out. The brain tissue remains intact. When technology

is upgraded or a problem arises, being able to tell a patient 'you can have it removed whenever you
want' lowers an enormous psychological barrier in clinical practice.

On March 30, 2025, Precision Neuroscience received 510(k) clearance from the FDA. The device,
designated Layer 7-T, was approved for implant use of up to 30 days. The company stated this was
the first full regulatory clearance received by any company developing a next-generation wireless
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BCI. With this approval, Precision can now sell the device for clinical applications such as
intraoperative brain mapping. CEO Michael Mager said the company went from idea to FDA
clearance in four years since its founding.

In October 2025, Precision published a paper in the journal Nature Biomedical Engineering covering
the experiences of its first human patients. In the clinical pilot, the Layer 7 system detected brainwave
patterns generated when patients attempted to speak with roughly 80 percent accuracy. This was
achieved with only four minutes of training data and 54 speech recordings. At the time of publication,
Precision reported it had implanted Layer 7 in more than 50 patients and was conducting long-term
studies at six major medical institutions across the United States.

Precision's strategy follows the orthodox path of medical device development rather than Silicon
Valley's speed race. They designed the system so hospitals can use the facilities and equipment they
already have. No need to buy an expensive surgical robot, no need for neurosurgeons to spend
months learning a new procedure. That is Rapoport's philosophy: the best technology is technology
that blends naturally into the environment that already exists.

Layer 7's significance in the market lies in breaking the simple dichotomy of invasive versus
non-invasive. Invasive systems offer good signals but carry a heavy surgical burden. Non-invasive
systems are safe but limited in bandwidth. Precision opened a new point between the two. Rapoport
called it the Goldilocks solution. Not too hot, not too cold, just the right temperature. Far more
powerful than non-invasive methods, yet far safer than fully invasive ones; an optimal balance.

Questions remain, of course. Can signals read from the brain's surface ever be as rich as those read
directly from inside it? Instead of hearing individual neuron spikes, you are hearing the chorus of
thousands of neurons. Is that enough for precise decoding? Precision believes it is. But the proof is
still in progress. The current 30-day approval window is not the finish line; it is the first step. The bold
adventure of piercing the brain versus the cautious approach of covering it. This clash of philosophies
will be a critical fork in deciding which direction the future of BCI takes.

C. Paradromics: The High-Bandwidth Connexus and the FDA

Under the scorching Texas sun in Austin, CEO Matt Angle and his team at Paradromics have been
quietly preparing a weighty challenge. The company's motto is straightforward: bandwidth is power. If
the BCI industry is competing over internet speeds, Paradromics has declared it will lay the fiber optic
cable.

The human brain generates an enormous volume of data every second. When we decide to say a
single word, tens of thousands of neurons in the motor cortex fire in precise patterns. These are
commands dictating how to move the lips, where to place the tongue, and how to vibrate the vocal
cords. If conventional BCIs were sipping from this flood of information through a straw, Paradromics
aims to hook up a fire hose.

Their Connexus BCI is the embodiment of that philosophy. More than 400 platinum-iridium electrodes
are implanted just beneath the surface of the cerebral cortex. Each electrode is thinner than a human
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hair. These electrodes directly measure the action potentials, or spikes, of individual neurons. Unlike
Neuralink's flexible polymer threads, Paradromics chose platinum-iridium, a material proven over
decades in medical devices. CEO Angle argues that surviving the harsh environment inside the brain
over the long term demands a material with a proven track record.

The Connexus architecture is distinctive. A cortical module implanted in the brain, a cranial hub that
processes signals inside the skull, and a transceiver implanted in the chest that wirelessly transmits
data to the outside world form a single integrated system. Signals from the brain travel to the chest
receiver, which then wirelessly relays them through the skin to an external computer. The entire
process happens in milliseconds.

The first application Paradromics is pursuing is speech restoration. Imagine patients who can neither
speak nor write because of ALS or stroke. Their brains remain intensely active. They have sentences
they want to say, emotions they want to convey. The signals simply never reach their lips and tongue.
Paradromics is building a bypass to replace that broken bridge, reading the intention to speak from
the brain and converting it into text or synthesized voice.

Natural human conversation runs at roughly 150 words per minute. Communication speeds achieved
by existing BCIs fall far short of that mark. Moving a cursor to select letters one at a time is painfully
slow. Eye-tracking systems are just as frustrating. Paradromics is targeting an information transfer
rate above 200 bits per second. That figure exceeds any BCI in existence today. The goal goes
beyond individual characters or words, aiming for complex output approaching continuous speech.

On the regulatory front, Paradromics has reached an important milestone. The company received
FDA Breakthrough Device designation twice.

The first was for restoring communication in patients who have lost the ability to speak.

The second was for restoring computer control in patients with severe motor function loss.

Breakthrough Device designation is not approval. It does mean, however, that the FDA recognized
the technology's potential to be a breakthrough in treating life-threatening or irreversible conditions. It
grants the company close FDA support throughout development and review.

In June 2025, Paradromics successfully completed its First-in-Human Recording. A team led by
neurosurgeon Dr. Matthew Willsey at the University of Michigan temporarily inserted the Connexus
during epilepsy surgery and captured high-resolution neural signals. The device was safely implanted
in under 20 minutes, completed its recording, and was removed without damage. CEO Angle said:
'This procedure is a pivotal turning point for Paradromics. We are now a clinical-stage company.'

Then in November 2025, Paradromics announced that it had received FDA IDE (Investigational
Device Exemption) approval and would begin its Connect-One early feasibility clinical trial. The
company
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became the first to receive IDE approval for speech restoration using a fully implantable BCI. The trial
will begin in the first quarter of 2026 with two patients. Participants will be recruited from three clinical
sites: UC Davis, Massachusetts General Hospital, and the University of Michigan. They are
individuals whose severe motor impairment has left them with critically limited speech and limb
movement.

CEO Angle's confidence is striking. He does not hesitate to publicly criticize the limitations of
Neuralink's device. In October 2025, he posted a lengthy blog article titled 'Neuralink Device
Limitations.' He declared that in the first quarter of 2026, they would begin clinical trials with a
brain-computer interface built on the world's best engineering. 'This is the device patients deserve.'

The road ahead is not all rosy, of course. Paradromics' approach is highly invasive. Inserting
electrodes deep into brain tissue carries the burden of surgery, device durability concerns, and the
risk of tissue reaction. Heat is another problem. High-performance chips inevitably generate heat, and
the brain is an organ sensitive to temperature changes. Without solving this issue, long-term use is
impossible.

Paradromics' bet will be decided the moment high bandwidth translates into real clinical benefit. Can
a patient speak faster and with less fatigue? Can error rates drop low enough for everyday use? Can
the results be proven as medical value, meaning the restoration of autonomy in daily life?
Breakthrough Device designation and IDE approval mean the company has stepped into the ring to
make that proof. In an era where data is power, their strategy of extracting the most brain data at the
highest fidelity cuts straight through the heart of the BCI competition.

D. Kernel: A Non-Invasive fNIRS Helmet Takes on the Consumer Market

Silicon Valley billionaire Bryan Johnson is known for being an eccentric figure. He invests millions of
dollars each year trying to reverse his biological age to 18. He swallows dozens of supplements daily
and measures every piece of biometric data about himself each night. This anti-aging project, called
Blueprint, has made him the tech world's most extreme biohacker. In 2016, he put more than $50
million of his own money into founding a company called Kernel.

Johnson's question was straightforward. Why do we measure our heart rate and blood sugar every
day but never measure the brain, the very core of who we are? Smartwatches tell us our step count
and sleep patterns. They don't tell us that depression is setting in, that cognitive function is declining,
or that focus is slipping away. The future Kernel envisions is a world with a thermometer for the mind,
one that tracks the health of the brain.

Kernel walks a completely different path from the three companies discussed earlier. No opening the
skull. No surgical robots. No sterile operating rooms. What they built is a helmet. This device, which
looks like a bicycle helmet or a futuristic headset, is called Kernel Flow, and it stands at the forefront
of non-invasive BCI.

Kernel Flow uses a technology called time-domain functional near-infrared spectroscopy (TD-fNIRS).
Here is how it works. The helmet fires near-infrared laser pulses into the brain, each pulse lasting less
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than 150 picoseconds. The light passes through the scalp and skull, reaches the brain's surface, and
bounces back. By analyzing how long the light takes to return and how much was absorbed, the
system can detect changes in blood oxygen levels within the brain's vessels. When a region of the
brain becomes active, oxygen-rich blood rushes to that area. Kernel Flow picks up these subtle shifts
and maps brain activity. It reads the mind through blood flow, not electrical signals.

The Kernel Flow helmet weighs about two kilograms. Fifty-two modules arranged across both sides
of the head contain integrated laser sources and photodetectors. Each module holds one laser
source and six detectors in a hexagonal array. The full system provides more than 3,500
measurement channels, covering the entire brain. It can monitor brain activity at a sampling rate of
over 200 times per second.

Conventional TD-fNIRS equipment was large enough to fill an entire room. It cost billions of won
(millions of dollars). Patients had to sit motionless in a hospital for measurements to be taken.
Kernel's breakthrough was shrinking that room-sized laboratory apparatus down to something you
can wear on your head and taking it outside the lab. According to a study published in the Journal of
Biomedical Optics in 2022, Kernel Flow

maintained performance comparable to existing benchtop TD-fNIRS systems while achieving
portability.

The limitations, of course, are clear. Signals measured with light from outside the skull have far lower
resolution than those captured by electrodes implanted inside the brain. Individual neuron activity is
invisible. Precisely controlling a robotic arm with thought alone remains beyond this technology's
current reach. Near-infrared light is also absorbed at different rates depending on hair type and skin
pigmentation. Ensuring accurate measurements across diverse hair and skin types is still an
unsolved challenge.

So what is Kernel after? The market they are targeting differs from the traditional medical BCI space.
One axis is clinical research. Non-invasively tracking the treatment progress of depression patients
and quantitatively measuring a drug's effect on the brain. The FDA has approved studies using
Kernel Flow to measure how psychiatric medications like ketamine affect the brain. If a
pharmaceutical clinical trial can show a drug's effect through objective metrics, it could dramatically
cut development costs and timelines.

The other axis is the consumer market. Visualizing the effects of meditation in real time, confirming
the results of focus training with hard numbers, and detecting early signs of cognitive decline before
they progress. Just as a smartwatch shows your heart rate, Kernel wants to become a wearable that
shows your brain's activity level. Reality, though, is still far off. The Kernel Flow system is listed at
$117,200 on Kernel's developer page. Tax and shipping are extra. That single number shuts the
consumer market door for now. Kernel is not targeting a market where ordinary people buy helmets
today. Their strategy is a detour: standardize the hardware, collect large-scale data, build brain-based
biomarkers from that data, and once clinical usefulness is proven, bring a lighter and cheaper version
down to the general public.
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Kernel Flow 2, launched in 2023, took a step beyond its predecessor. By integrating EEG
(electroencephalography) with TD-fNIRS, it can now measure blood flow changes and electrical
signals simultaneously. A user-friendly interface, automated quality reports, and real-time data
processing were also added. The device is evolving beyond a research tool, optimized now for
clinical research.

Kernel's challenge goes beyond technology. It is cultural. The aim is not to hack or manipulate the
brain but to measure and understand it so that people can improve themselves. Bryan Johnson puts it
this way: 'We look in the mirror to know ourselves. But a mirror only shows the surface. Kernel will be
the mirror for what's inside.'

A BCI revolution that happens on a living room sofa, not on an operating table. Kernel is knocking on
the door of the posthuman era through the safest, most accessible method possible. Whether that
door will open, and if so when, remains unknown. One thing, though, is clear. Where Neuralink,
Synchron, Blackrock, Precision, and Paradromics are building medical devices for people with severe
disabilities, Kernel is experimenting with an entirely new layer of the neurotech ecosystem, one that
extends to the brains of healthy individuals. A world in which anyone can peer inside their own brain.
Whether that turns out to be a blessing or a catastrophe depends on how we choose to use it.
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Chapter 11. The Reality and Promise of Noninvasive BCI
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A. Meta's EMG Wristband and Wearable BCI

In 2019, Mark Zuckerberg quietly acquired a startup called CTRL-Labs. Its founder was Thomas
Reardon, a computer scientist who had also built Internet Explorer at Microsoft. But Reardon's new
obsession wasn't web browsers. It was the wrist.

The acquisition price was estimated between 500 million and 1 billion dollars. Meta never disclosed
the exact figure. What they bought wasn't a company. It was an idea: that you could read thoughts
without implanting a chip in the brain.

Six years later, in September 2025, that idea became a product. The Meta Neural Band. A band worn
on the wrist. It looked like an ordinary smartwatch on the outside. But on the inside, gold-plated
electrodes pressed against the skin. Their job was to read the electrical signals of muscles.

The technology is called surface electromyography, or sEMG. The principle is straightforward. When
we think about moving a finger, the brain sends a signal through the spinal cord. When that signal
reaches the muscles in the wrist,

a faint burst of electrical activity occurs. The Meta Neural Band detects this activity. Before the finger
actually moves.

Meta collected data from nearly 200,000 research participants to develop this technology. The result
was a universal model, a system that works for most people without individual calibration. Machine
learning algorithms analyze the patterns of electrical signals generated at the wrist and predict what
the user intends to do. Tap, swipe, pinch. Even writing letters in the air.

On September 30, 2025, the Neural Band launched alongside the Meta Ray-Ban Display glasses.
The price was $799. The glasses had a small built-in display, controlled by the wristband. A light rub
of the thumb alongside the index finger scrolled the screen. Pinching and releasing made a selection.
No need to raise your hand or stare at a screen.

Meta insists this technology is not a brain-computer interface. In a white paper published in January
2025, they drew a clear distinction. sEMG operates on the peripheral nervous system. It does not
read brain signals directly. It only detects electrical signals generated when muscles activate. Unlike
invasive BCI, no surgery is required, and no information is sent to the brain.

Yet the boundary is blurry. If the intention to move a finger originates in the brain, is there a
fundamental difference between reading that intention at the wrist and reading it inside the skull?
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Meta's technology decodes the brain's commands without directly reading the brain. A kind of detour.

In January 2026, at CES, Meta announced a new partnership with Garmin. It was a proof of concept
for using the Neural Band inside a car. A demonstration where a driver controlled the infotainment
system through subtle wrist movements alone. Rolling down the window, locking the door, changing
the music, all through tiny twitches of the fingers.

There was an even more significant announcement: a research collaboration with the University of
Utah. The study focused on patients who struggle to move their hands due to conditions like ALS or
muscular dystrophy. The Meta Neural Band could detect even the faintest signals as long as the
muscles were not completely paralyzed. A person unable to move their hands controlling a smart
speaker, opening blinds, unlocking a door. The same problem Neuralink was trying to solve with a
brain implant, Meta was approaching with a wristband.

The band's materials are worth noting. It uses a fiber called Vectran, the same material found in the
landing airbags of Mars rovers. Lightweight and durable. The battery lasts 18 hours, and it carries an
IPX7 water resistance rating. You can wear it in the shower.

But the question remains. Is this the true beginning of BCI, or is it just a sophisticated gesture
recognition device? Meta denies the former and insists on the latter. The trajectory of the technology,
though, tells a different story. What starts at the wrist could move to the shoulder, then the neck, and
someday to the scalp. Who can guarantee it won't?

B. Neurable: Measuring Focus with EEG Headphones

In 2018, a Boston startup unveiled the world's strangest game. It was a virtual reality arcade game
with no controller. Players wore a brainwave sensor on their heads and picked up and threw objects
using thought alone. The company behind the demo was Neurable. Its CEO, Ramses Alcaide, held a
PhD in neuroscience.

Six years later, Neurable abandoned gaming. What they chose instead was headphones.

On September 24, 2024, the MW75 Neuro was released. It was a collaboration with Master &
Dynamic, a premium audio company. On the outside, it looked like an ordinary pair of wireless
headphones. A luxurious design crafted from leather and metal. A 40-millimeter beryllium driver
delivered warm, rich sound. It had noise canceling too. The price was $699, about $150 more than
the Apple AirPods Max.

The difference was hidden inside the ear cups. Twelve EEG sensors, wrapped in soft fabric, rested
against the scalp around the ears. These sensors measured brainwaves. Continuously, while the
user listened to music or worked.

What Neurable measures is not the content of thoughts. It is the state of focus. It analyzes the
patterns of alpha and beta waves first discovered by Hans Berger in 1924. When we concentrate,
brainwaves take a specific shape. When we become distracted, they take another. Neurable's
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algorithms detect this difference. Inside the company, each algorithm is supposedly named after a
Pokemon character.

Open the app and a dashboard appears. It shows how much you focused today, when your
concentration dipped, and which hours were most productive. A feature called Cognitive Snapshot
takes a two-minute reading and evaluates the current state of your brain. It tells you whether now is
the time for complex work or for lighter tasks.

There was also a partnership with the Mayo Clinic. The collaboration aimed to validate a feature
called Brain Break. When the headphones detect declining focus, they suggest a rest. The study
found that participants preferred resting based on brainwave-driven alerts over resting at fixed
intervals. They reported less subjective fatigue as well.

In December 2025, a follow-up product arrived. The MW75 Neuro LT. The price dropped to $499, and
the weight fell by 12 percent. Alcaide said in the announcement: "Your brain has been saying
something all along. Nobody was listening until now."

In a study of 132 participants, Neurable's EEG headphones distinguished between focus and
distraction with roughly 80 percent accuracy. That falls short of medical-grade EEG equipment in
precision. But medical equipment takes 30 minutes just to apply gel and attach electrodes to the
scalp. Neurable only asks you to put on headphones.

The company's vision is "a Fitbit for the brain." Measuring the quality of focus every day, the same
way we count steps. Making cognitive tracking as routine as sleep tracking has already become.

There are limits, of course. EEG signals measured from the scalp around the ears are weak.
Compared to placing electrodes on the top of the head, there is less information to work with.
Movement and muscle tension create noise. Neurable acknowledges these constraints, but argues
that everyday usability matters more than perfect precision.

They may be right. Eighty percent accuracy that you can get every day may be more useful than 100
percent accuracy you get once a year. Just as fitness trackers never replaced medical-grade ECGs,
Neurable's headphones won't replace a neurologist's office. But in the vast territory between those
two extremes, a new market is opening up.

C. Emotiv: Consumer EEG and the MN8 Earbuds

Tan Le was a Vietnamese refugee. She left Vietnam by boat with her family when she was four years
old. She grew up in Australia and graduated from law school. But instead of becoming a lawyer, she
chose to study the brain. In 2011, she stood on the TED stage. Wearing a black headset on her head,
she moved a cube on a screen using nothing but her thoughts. It was the moment she introduced a
company called Emotiv to the world.

Emotiv's first product was a headset called EPOC. A device fitted with 14 electrodes, designed for
researchers and developers. The price was a few hundred dollars. At a time when medical-grade
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EEG equipment cost tens of thousands, this was a revolution. University labs and hobbyist
developers could now access brainwave data.

More than a decade has passed since then. Emotiv still exists. But the competition has grown.
Neurability released a more refined set of headphones. Meta pivoted to the wrist. Emotiv's answer
was the ear.

MN8. The company claims it is the world's smallest EEG device. It looks like an ordinary pair of
Bluetooth earbuds. Put them in your ears and you can listen to music, take phone calls. But hidden
inside each earbud is a two-channel EEG sensor. It measures brainwaves from inside the ear canal.

The channel count is low. Compared to Neurability's 12 channels, it is one-sixth. But according to
Emotiv, the position inside the ear canal provides a more stable signal. There is less noise from
movement, and skin contact is more consistent than on the surface of the scalp.

The price is $399, a little over half the cost of Neurability's headphones. Battery life lasts six hours.
Because it uses dry electrodes, no gel or water is needed. Setup takes less than a minute.

The market Emotiv is targeting is not individual consumers. It is corporations. On their website, the
phrase "workplace wellness, safety, and productivity" stands out. The MN8 is designed to monitor
employees' stress levels and focus.

A partnership with JLL, a global real estate services company, illustrates the use case. JLL used the
MN8 to measure how employees responded to various collaboration tools and work environments.
Which meeting room layouts improved focus. Which software increased cognitive load. An era where
brainwave data reshapes office design.

Detecting drowsiness in truck drivers is another possible application. So is monitoring the alertness of
air traffic controllers. Emotiv's machine learning models have been trained on brainwave data
accumulated over more than a decade. The vast database collected from earlier-generation
14-channel headsets improves the accuracy of the two-channel earbuds.

But this technology casts a shadow. The criticism of "bossware" follows it everywhere. The argument:
it is a tool for employers to surveil employees' brains. If your boss can tell whether you drifted off
during a meeting, whether your concentration dipped in the afternoon. Is this a productivity
improvement, or an invasion of privacy?

Emotiv states explicitly that its products are not medical devices. A disclaimer on every product page
says they are not sold as medical devices under EU Medical Device Directive 93/42/EEC. They say
they do not read thoughts or emotions. They only provide feedback on levels of stress and distraction.

The boundary is blurry. What is the difference between measuring stress levels and reading
emotions? How far is the distance between monitoring focus and surveilling thoughts?

Tan Le said neurotech would become the next trend in wearable technology. She may be right. The
question is who will lead that trend, for what purpose, and under what rules.
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D. Big Tech Enters the Arena: Apple's AirPods Brainwave Patent and Samsung's Hearables

In January 2023, Apple quietly filed a patent. The document, published by the U.S. Patent and
Trademark Office that July, was titled "Biosignal Sensing Device Using Dynamic Selection of
Electrodes." Patent number US20230225659A1.

The document was packed with technical detail. An earbud-shaped device. Multiple electrodes
distributed across the tip and housing. A system capable of measuring electroencephalography
(EEG), electromyography (EMG), electrooculography (EOG), electrocardiography (ECG), galvanic
skin response (GSR), and blood volume pulse (BVP). An AI-driven method that automatically selects
the optimal electrode combination based on the shape of each user's ear.

There is a reason Apple's approach is interesting. Ear shapes differ from person to person. The size
of the ear canal, the form of the auricle, the position of the tragus. Previous in-ear EEG devices
required custom fitting. That was expensive, and over time, as the ear's size or shape changed,
accuracy dropped.

Apple's solution was to over-engineer. Place more electrodes than necessary. Then let AI analyze
impedance, noise levels, skin contact quality, and inter-electrode distance to select the electrodes
producing the best signal. Each electrode receives a weight, and multiple signals are combined into a
single optimized waveform.

The patent also mentioned use cases. Sleep monitoring. Seizure detection. Stress assessment. A
function to start or stop measurements with a tap or squeeze gesture.

In November 2025, Apple's research team published a new machine learning technique called PARS,
short for PAirwise Relative Shift. Where previous methods focused on filling small gaps in EEG data,
PARS learns the larger structure of brain signals. It is a self-supervised learning technique that trains
itself on raw, unlabeled data. It outperformed existing methods on tasks like sleep stage classification
and seizure detection.

A patent and a research paper. These are signals that reveal Apple's intentions. But there is no
product yet. The AirPods Pro 3 included a photoplethysmography sensor to measure heart rate, but
EEG was not included. The distance from a patent filing to a product launch remains unknown.

Samsung is moving in a different direction. In September 2025, the company unveiled a prototype
developed in collaboration with Hanyang University's Department of Biomedical Engineering. Called
Ear-EEG, the device is worn around the ear, with eight gold electrodes placed in the ear canal and on
the auricle.

According to Samsung's presentation, the prototype showed a signal-to-noise ratio 34 percent better
than forehead-worn wearables. It lagged behind clinical scalp caps by 11 percent, but for a device
you could wear throughout the day, the numbers were striking.
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One of the demonstrated features was drowsiness detection: real-time alerts for drivers falling asleep
at the wheel. Another was more controversial. By applying an AI model, the system predicted
participants' video preferences with 92.86 percent accuracy. Neuromarketing. Technology that uses
brainwaves to determine which videos you like.

At CES in January 2026, Samsung went a step further. The company announced a feature called
"Brain Health." A service that analyzes data from the Galaxy Watch and Galaxy Ring to detect
changes in cognitive function. The goal is to identify early signs of dementia by tracking voice
patterns, gait, and sleep habits.

Pravin Raja, Vice President of Samsung's Digital Health division, said the technology was not
intended to replace doctors. Its purpose, he said, was to catch warning signs early and recommend
timely medical consultation. Data is protected by Samsung Knox security and processed on-device,
not in the cloud.

The Ear-EEG prototype has not been released yet. It is larger than the current Galaxy Buds 3 Pro,
and the design is still unpolished. But Samsung's roadmap seems clear. Leaked information suggests
EEG functionality could be integrated into the Galaxy Buds 4 Pro by 2027.

What does the entry of these two giants tell us? The ear is becoming a window into the brain.
Trillion-dollar companies are moving into territory that startups like Neurability, Emotiv, and
NextSense pioneered.

Regulation, though, can't keep up with the technology. In 2024, Colorado became the first U.S. state
to pass a neural data protection law, but most countries and regions still have no such legislation.
Who owns your brainwave data? Is a record of the hours you couldn't focus a piece of medical
information, consumer data, or a workplace performance metric?

The earbuds keep shrinking, the sensors grow more sensitive, and the algorithms get smarter. But
the question we should be asking isn't about what the technology can do; it's about where the
technology is headed. When a small device tucked into your ear can read your most private territory,
the impulses before thought, the reactions before awareness, the preferences never put into words,
will we call that convenience, or will we call it intrusion?

There is no answer yet. Perhaps the answer depends not on the technology itself but on the
institutions and agreements we choose to build.
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Chapter 12. China and the Global BCI Race
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In April 2024, a crowd gathered around an exhibition booth at the Zhongguancun Forum in Beijing.
On the screen, a monkey moved a robotic arm, picked up a strawberry, and brought it to its mouth.
No joystick. No buttons. Thought alone. The video was released by the Beijing Institute for Brain
Research and its subsidiary, NeuCyber NeuroTech. China's state news agency Xinhua reported it as
China's first high-performance invasive brain-computer interface. Three years after Neuralink's
monkey Pager played Pong, China had moved to the stage of interacting with the physical world.

If Silicon Valley's innovations started in garages and grew on the fuel of venture capital, China's
innovations are assembled on blueprints drawn by the state. That blueprint has a name: the China
Brain Project. This massive plan is not a science experiment. It is China's national survival strategy
for an era when the brain becomes a new battlefield and data becomes the new oil.

A. The China Brain Project and State-Led BCI Research

In March 2016, the 13th Five-Year Plan was announced at the Great Hall of the People in Beijing.
Buried in the thousands of pages, Western intelligence analysts spotted an item that caught their
attention: five characters reading "brain science and brain-inspired intelligence technology." China
had designated this field a core national strategic priority. It was Beijing's answer to the BRAIN
Initiative that the Obama administration had launched in 2013. When the United States declared it
would pour $3 billion into mapping the brain, China harbored a larger ambition. They would not stop
at understanding the brain. They would fuse it with artificial intelligence and turn it into a weapon of
national competitiveness.

The structure of the China Brain Project is summed up in four Chinese characters: yi ti liang yi, or
"one body, two wings." The body refers to the neurological understanding of human cognitive
function: the fundamental exploration of how we remember, how we make decisions, how we feel
emotions. The two wings point to the diagnosis and treatment of brain diseases on one side, and the
development of brain-inspired artificial intelligence on the other. Where the United States placed its
emphasis on basic science, China put applications and commercialization at the center of its design
from the very start. To them, BCI was not a medical device. It was a platform technology.

This difference shows up in how the money flows. Under a program called Science and Technology
Innovation 2030, the Chinese government allocated a budget in the trillions of won for brain science
research. Research hubs were established in Beijing and Shanghai. In 2018, the Beijing municipal
government and several universities jointly founded the Chinese Institute for Brain Research, known
by its English acronym CIBR. It became the vanguard of this strategy. Neuralink had been founded in
San Francisco roughly two years earlier.
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Dr. Luo Minmin, who took on the role of CIBR's inaugural director, is a figure who embodies China's
BCI strategy. He earned his PhD in neuroscience at the University of Pennsylvania and spent nearly
a decade in the United States. Then he returned to his homeland. In an interview with CNN, he was
candid: the United States is still

the leader in both invasive and non-invasive approaches. But he saw something else. China had
millions of patients desperate to participate in clinical trials. Stroke, spinal cord injury, ALS. The
demand was overwhelming.

In July 2025, the Chinese government released a policy document titled "Implementation Opinions on
Promoting the Innovative Development of the Brain-Computer Interface Industry." Signed jointly by
multiple ministries, including the Ministry of Science and Technology, the Ministry of Industry and
Information Technology, and the National Health Commission, the document laid out explicit goals:
achieve breakthrough advances in core technologies by 2027, and cultivate two to three leading
enterprises with global influence by 2030. BCI was no longer a laboratory experiment. It had risen to
the ranks of national strategic industries, alongside semiconductors and electric vehicles.
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Brain-computer interface technology builds information channels between the brain and machines,
enabling collaborative interaction between biological intelligence and machine intelligence. It is a
frontier technology at the convergence of life sciences and information sciences. Currently, innovative
BCI achievements continue to emerge, the industry is growing rapidly, and disruptive breakthroughs
are taking shape. BCI has already become a critical domain where scientific and industrial innovation
converge deeply. To seize the opportunities presented by the new wave of scientific and industrial
transformation, promote high-quality development of the BCI industry, accelerate the formation of
new productive forces, empower new-type industrialization at a high level, and support the
construction of a modern industrial system, these implementation opinions are hereby formulated.

By 2027, breakthroughs will be achieved in core BCI technologies, and an advanced technology
system, industrial system, and standards system will be preliminarily established. The performance of
electrodes, chips, and finished products will reach internationally advanced levels, and BCI products
will accelerate their application in industrial manufacturing, healthcare, and consumer life. The
industrial scale will continue to expand, two to three industrial development clusters will be
established, and new scenarios, new models, and new business formats will be pioneered.

By 2030, the BCI industry's innovation capacity will be significantly improved, and a safe and reliable
industrial system will take shape. Two to three leading enterprises with global influence and a number
of specialized and innovative small and medium-sized enterprises will be cultivated. An internationally
competitive industrial ecosystem will be built, and overall strength will advance into the world's top
tier.
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Implantable electrodes targeting different regions, including epidural, subdural, and intracortical
areas, will be developed. Cerebrovascular interventional electrodes will be explored, and material
stability and reliability will be strengthened. Dedicated fabrication and packaging processes will be
developed to improve electrode channel count, biocompatibility, spatial resolution, and
signal-to-noise ratio. Development of non-implantable electrodes with high availability and adaptive
self-adjustment will be accelerated. New electrode materials with low impedance and thin dielectric
layers will be advanced to improve electrode convenience, comfort, and ease of use.

High-channel, high-speed brain signal acquisition chips will be developed. Analog-to-digital
conversion, channel management, and noise suppression will be strengthened to improve brain
signal acquisition and amplification capability. High-performance, ultra-low-power brain signal
processing chips will be developed. Parallel processing capability will be strengthened, and
integration of sensing, computing, and modulation functions into a single unit will be promoted.

Brain signal encoding and decoding software will be refined. Cognitive load during the encoding
process will be reduced. Artificial intelligence techniques will be applied to strengthen decoding
capability and task iteration optimization, improving encoding and decoding accuracy, response
speed, and scenario versatility.

New products integrating high-density neural recording sensors and ultra-low-power implantable
chips will be explored, with innovations in brain intent recognition to improve control precision and
response speed. New product forms, including forehead-mounted, ear-mounted, in-ear, and hair-clip
types, will be created, pushing non-implantable products toward lighter weight, higher speed, and
lower power consumption. Integrated BCI products such as helmets, head-mounted displays,
glasses, and headphones will be developed. By converging with existing consumer products, these
efforts will support iterative application and mass adoption of non-implantable products.

High-precision surgical robots based on implantable BCI will be developed, achieving breakthroughs
in sub-micron-level precision control and dynamic adjustment technology, and improving capabilities
in regional precise real-time imaging and three-dimensional reconstruction.

Leading enterprises in the BCI sector will be developed and grown. They will be supported in forming
industrial innovation consortia and taking the lead on major national science and technology projects.
Innovation supply from small and medium-sized BCI enterprises will be promoted. Cultivation of
specialized and innovative SMEs, "little giant" enterprises, and unicorn companies will be
accelerated, driving integrated innovation across large, medium, and small enterprises.

A BCI technical standards system will be established, a standardization development roadmap will be
laid out, and active participation in international standard-setting will be pursued to promote China's
standards internationally.

Ethics research will be continuously promoted. A governance system featuring cross-departmental
coordination and public participation will be established to ensure that technological innovation and
scientific ethics develop in harmony. A data governance framework will be created to regulate the
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collection, storage, and use of user information, prevent brain privacy leaks, and improve the security
of biological and digital information.

Key Summary

Brain-computer interface is a technology that builds information channels between the brain and
machines, enabling collaborative interaction between biological intelligence and machine intelligence.
It stands at the cutting edge where life sciences and information sciences converge. BCI innovation
results continue to emerge, the industry is accelerating its growth and incubating disruptive
breakthroughs, and it has already become a critical domain where scientific and industrial innovation
are deeply fused. These implementation opinions are formulated to seize the opportunities of the new
scientific and industrial revolution, promote high-quality development of the BCI industry, accelerate
the formation of new productive forces, empower new-type industrialization at a high level, and
provide strong support for building a modern industrial system.

By 2027, breakthroughs will be achieved in core BCI technologies, and an advanced technology
system, industrial system, and standards system will be preliminarily established. Electrode, chip, and
finished product performance will reach internationally advanced levels, and BCI products will
accelerate their application in industrial manufacturing, healthcare, and consumer life. The industrial
scale will continue to expand, two to three industrial development clusters will be created, and new
scenarios, new models, and new business formats will be pioneered.

By 2030, the BCI industry's innovation capacity will be significantly improved, and a safe and reliable
industrial system will take shape. Two to three leading enterprises with global influence and a number
of specialized and innovative SMEs will be cultivated. An internationally competitive industrial
ecosystem will be built, and overall strength will advance to the world's top tier.

Implantable electrodes targeting different regions, including epidural, subdural, and intracortical
areas, will be developed. Cerebrovascular interventional electrodes will be explored, and material
stability and reliability will be strengthened. Dedicated fabrication and packaging processes will be
developed to improve electrode channel count, biocompatibility, spatial resolution, and
signal-to-noise ratio. Development of non-implantable electrodes with high availability and adaptive
self-adjustment will be accelerated. New electrode materials with low impedance and thin dielectric
layers will be advanced to improve electrode convenience, comfort, and ease of use.

High-channel, high-speed brain signal acquisition chips will be developed. Analog-to-digital
conversion, channel management, and noise suppression will be strengthened to improve brain
signal acquisition and amplification capability. High-performance, ultra-low-power brain signal
processing chips will be developed. Parallel processing capability will be strengthened, and the
integration of sensing, computing, and modulation functions into a single unit will be promoted.

The plan calls for completing brain signal encoding-decoding software, reducing the cognitive load of
the encoding process, and applying artificial intelligence to improve decoding accuracy and optimize
task iteration. The goals include raising encoding-decoding precision, response speed, and scenario
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versatility.

The roadmap envisions new products that integrate high-density neural recording sensors with
ultra-low-power implantable chips, advancing brain-intent recognition to improve control precision and
response speed. Product form factors will be diversified: forehead-mounted, ear-mounted, in-ear, and
hairpin-style devices. Non-invasive products are to become lighter, faster, and lower in power
consumption. Integrated BCI products combining helmets, head-mounted displays, glasses, and
earphones will be developed, merging with existing consumer electronics to support iterative
application and large-scale adoption of non-invasive devices.

High-precision surgical robots for implantable BCIs are to be developed, achieving breakthroughs in
sub-micron precision control and dynamic adjustment, while improving regional real-time imaging and
three-dimensional reconstruction capabilities.

Leading BCI enterprises are to be cultivated, with support for forming industrial innovation alliances
and taking the lead in national major science and technology projects. Innovation by small and
medium BCI enterprises will be encouraged, accelerating the development of 'specialized, refined,
distinctive, and novel' SMEs, 'little giant' firms, and unicorn companies, while promoting integrated
innovation across companies of all sizes.

A BCI technology standards system is to be established, with a standardization development
roadmap. China will actively participate in international standards development and aggressively
promote the adoption of Chinese standards overseas.

Ethics research will be pursued on an ongoing basis, building a governance framework with
inter-ministerial coordination and public participation to ensure that technological innovation and
scientific ethics advance in harmony. A data governance framework is to be established, regulating
the collection, storage, and use of user information, preventing brain-privacy leaks, and strengthening
the protection of biometric digital information.

(End of China's regulatory provisions.)

Local governments jumped in competitively. In January 2025, Beijing released its own BCI
development action plan, declaring it would cultivate three to five unicorn companies by 2027.
Shanghai issued a similar plan the same month. Guangdong Province classified BCI as a
life-and-health future industry and committed to intensive

support. In 2024 alone, 484 BCI-related patents were filed in Beijing. Guangdong followed with 360,
and Tianjin with 294.

What these numbers tell us is clear. China sees BCI not as a medical technology but as a test of
national capability. University basic research, hospital clinical data, and corporate commercialization
are connected in a single pipeline. The cycle from a Beijing lab developing a technology, to a
Shanghai hospital running clinical trials, to a Shenzhen factory producing a finished product is
startlingly short. That is the power of a state-driven model.
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American researchers are aware of this. In 2024, a team at Georgetown University published a report
on China's BCI progress. They wrote: China's non-invasive BCI research has reached parity with
scientifically advanced nations. Invasive research, historically behind its non-invasive counterpart, is
also accelerating and approaching global standards. An eight-year gap had shrunk to fifteen months.

Yet this enormous machine casts shadows. The strategy known as civil-military fusion deliberately
erases the boundary between civilian and military technology. Some Western analysts worry that
China's BCI research could be applied to cognitive augmentation of soldiers or to controlling
unmanned aircraft. Dr. Luo Minmin denied this. 'Our technology has nothing to do with the military.
We are focused on helping paralyzed patients.' Whether his words represent the full truth, or only the
truth he is permitted to share publicly, is impossible to know.

What is certain is this: the China Brain Project carries the label of scientific research, but its essence
is a matter of national competitiveness. The goal is to decode the language of the brain, but what
sentences that language will write remains undecided. They could be sentences of healing. They
could be sentences of surveillance. Or they could be sentences we have not yet imagined.

B. Beijing Xinzhida (NeuCyber) NeuroTechnology's Rehabilitation Solutions

On a morning in March 2025, a 67-year-old woman in a ward at Beijing Xuanwu Hospital stared at a
computer screen. She was an ALS patient. She had lost her voice long ago. Her lips did not move.
But four characters appeared on the screen: 'I want to eat.' Written in Chinese, the sentence had
come directly from her brain.

What made this scene possible was a coin-sized chip. Called BeiNao-1, the device is a semi-invasive
BCI co-developed by the Beijing Institute of Brain Science and NeuCyber NeuroTechnology.
NeuCyber's controlling shareholder is the Zhongguancun Development Group, a Beijing municipal
state-owned enterprise that recorded revenues of 9 billion yuan, roughly 1.7 trillion Korean won, in
2023. Referred to in international media as Beijing Xinzhida NeuroTechnology, the organization
effectively straddles the line between state and private enterprise.

BeiNao-1's technical approach differs from Neuralink's. Neuralink inserts electrodes deep into brain
tissue. Signal quality is high, but so is surgical risk. BeiNao-1 places its chip on top of the dura mater,
the outermost of three membranes encasing the brain. Because it does not penetrate brain tissue
directly, the risks of bleeding and infection are reduced. Signal precision is lower in exchange. But Dr.
Luo Minmin did not see this as purely a disadvantage. He said: 'The two products are not
competitors. Comparing them is like comparing apples and oranges.'

Maximilian Riesenhuber, a neuroscientist at Georgetown University, agreed. He told CNN: 'It is
interesting that NeuCyber can obtain enough information through the dura to decode specific words.
This is important data demonstrating the potential of semi-invasive technology.'

By May 2025, BeiNao-1 had been implanted in a total of five patients. Dr. Luo said he planned to
implant it in thirteen more by the end of the year. His goal for 2026 was to obtain regulatory approval
and conduct a formal clinical trial with fifty participants. If realized, BeiNao-1 would become the BCI
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system with the largest patient dataset in the world. Synchron currently has ten patients and
Neuralink has three.

The clinical results were encouraging. A 38-year-old male patient surnamed Dong, paralyzed from
the neck down after a traffic accident in 2020, had felt nothing below his neck for years. One year
after receiving the BeiNao system, he could pick up small objects. He could grip a pen. Partial bowel
control returned. For the first time in four years, he sweated during rehabilitation training. This was not
a technology demonstration. It was a moment when a human life changed.

NeuCyber did not stop there. They are developing BeiNao-2, a fully invasive chip. In monkey
experiments, this chip successfully achieved precise control of a robotic arm. Dr. Luo estimated that a
wireless version of BeiNao-2 would be tested in humans within twelve to eighteen months. This
product will compete directly with Neuralink's N1.

The core of the BeiNao system as a rehabilitation solution lies in closed-loop feedback. When a
patient thinks about moving an arm, the BCI detects the intention. The signal is transmitted to an
external device that activates a robotic arm or exoskeleton suit. At the same time, a functional
electrical stimulation device sends electrical signals to the patient's muscles, causing them to
contract. Repeated cycles of this process strengthen the neural connections between brain and
muscles. It is rehabilitation training that exploits the brain's plasticity.

China has a market that desperately needs this technology. It is one of the countries with the highest
stroke rates in the world. Millions of patients live with motor impairments. Existing rehabilitation
infrastructure falls far short of demand. BCI-based rehabilitation systems have the potential to fill this
gap. In March 2025, Hubei Province became the first in China to publish medical reimbursement
rates for BCI procedures. The cost of invasive BCI implantation was set at 6,552 yuan, roughly 1.2
million Korean won. Non-invasive BCI fitting was priced at 966 yuan. This means BCI is moving
beyond the experimental stage and into the medical system.

NeuCyber is not the only player in China. Shanghai-based NeuroXess is developing flexible electrode
technology using silk protein. In January 2025, the company announced that during a
language-decoding clinical trial, a patient thought the sentence 'Happy New Year' and the computer
successfully decoded it. Neuracle, collaborating with Tsinghua University, has developed a minimally
invasive system called NEO and plans to apply it to epilepsy and stroke rehabilitation. The company
announced large-scale clinical trials involving thirty to fifty spinal cord injury patients in 2025.

Investment is pouring in. In February 2025, Shanghai-based StairMed raised 350 million yuan, about
65 billion Korean won, the largest funding round in China's invasive BCI sector. Yet this amount
remains small compared to the $649 million Neuralink secured in June 2024. In terms of capital scale,
the American advantage persists.

Dr. Luo Minmin acknowledges this point. But he emphasizes different strengths: the speed of patient
recruitment, an integrated research-clinical-industry network, and government backing. After news of
BeiNao-1's clinical trials spread, countless patients reached out for help, he said. That demand is the
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most powerful engine driving technology development.

The rise of Beijing Xinzhida and NeuCyber shows that BCI technology is not the exclusive domain of
Silicon Valley. They are combining China's manufacturing capacity with abundant clinical resources
to build an independent ecosystem. Competition is not decided by technology alone. It is a systems
fight that includes patient recruitment, hospital partnerships, regulatory approval, manufacturing, and
cost structure. And in that fight, China is a formidable competitor.

C. The BCI Market Explosion: From Medical Devices to the Neuro-Consumer Market

One day in 2024, a strange sight was spotted at an elementary school in Hangzhou. Students sat in
class wearing bands around their heads. The bands measured brainwaves and monitored
concentration in real time. Green for focused, red for distracted. Each student's attention level
appeared as a color on the teacher's tablet. In any Western country, this experiment would have been
shut down immediately over privacy concerns. But in China, where academic ambition and
competition run deep, it was accepted as a scientific learning management tool.

This is one snapshot of the neuro-consumer era. BCI technology is leaving the hospital and entering
everyday life, not through invasive implants but through wearable devices like headbands, earbuds,
and glasses.

According to the market research firm Precedence Research, the global brain technology market was
worth roughly $2.6 billion in 2024. It is projected to grow to $12.4 billion by 2034. China's market
alone is expected to expand from $85.5 million in 2024 to $242 million by 2030, a compound annual
growth rate of 19.3%.

Two forces are driving this explosion.

The first is the evolution of non-invasive technology. The electrodes needed for brainwave
measurement have gotten smaller and cheaper. Dry electrode technology has arrived, eliminating the
hassle of applying conductive gel. AI-based signal processing algorithms filter out noise and extract
meaningful patterns.

Smartphones and the cloud connect all of it. The second force is the expansion of applications. It's
not just medicine anymore. Wellness, education, gaming, and industrial safety are all areas where
BCI is making inroads.

The wellness market is at the front of the line. A brand called Muse makes a meditation headband
that measures brainwaves and gives users feedback on their mental state. When you focus, you hear
birdsong; when your mind wanders, you hear wind and rain. The Master & Dynamic MW75 Neuro
headphones hide EEG sensors inside the ear cushions and adjust audio based on cognitive state.
Emotiv's MN8 earbuds measure brainwaves from inside the ear. Products like these poured out of
CES 2025.
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The sleep market is enormous too. Companies including BrainCo have released smart eye masks
that analyze brainwaves during sleep and play sounds at specific frequencies to induce deeper rest.

For young Chinese professionals ground down by punishing work schedules, the pitch of hacking
your brain to improve the quality of rest is irresistible. Neurofeedback apps promising stress
management and better focus are filling up app stores.

BCI is being used in industrial settings as well. A company called Entertech attaches brainwave
sensors to the helmets of miners and truck drivers to measure fatigue levels. When the risk of drowsy
driving is detected, an alarm sounds.

Chinese state-owned enterprises have adopted the system. Under the banner of safety, workers'
brainwaves are monitored in real time. Where is the line between efficiency and surveillance?

The gaming industry is also becoming a catalyst for BCI.

Valve's Gabe Newell has been working with OpenBCI to explore game interfaces controlled by brain
signals. An immersive experience where difficulty adjusts to your concentration and the game
environment shifts with your emotional state. At ChinaJoy, the gaming expo in Shanghai, BCI games
that let players trigger character skills with thought alone were demonstrated. Snap acquired
NextMind, a non-invasive BCI startup, and folded it into its AR research. BCI is evolving into a
next-generation input device.

The entry of Big Tech companies is heating up this market even more. Apple has filed a patent for
embedding brainwave measurement capabilities into AirPods. The earbuds that hundreds of millions
of people wear every day could become a conduit to the brain. Mood-aware computing, where a
device detects your stress level and recommends music or adjusts notifications, is going mainstream.
Samsung is building a biometric signal ecosystem by linking Galaxy Buds and the Galaxy Ring.

Meta is more radical. Mark Zuckerberg unveiled a wrist-worn electromyography band. The band
intercepts neural signals traveling from the brain to the hand. Users can click and scroll without
physically moving their fingers. Combined with augmented reality glasses, it completes an interface
for manipulating the digital world with thought alone. This is the fourth input method, after the
keyboard and mouse, and the touchscreen.

Chinese companies are zeroing in on the education market. BrainCo's focus headband is an
FDA-cleared consumer product. They have expanded operations to Hong Kong, targeting education
and rehabilitation at the same time. Their promise is to boost learning efficiency by analyzing
students' brainwaves. But this carries the risk of turning classrooms into spaces of surveillance.

The growth of the neuro-consumer market raises new ethical questions. When companies collect not
just our click data but also our emotions, attention levels, and unconscious preferences, how can
mental privacy be protected? UNESCO adopted neuroethics standards in 2025. This reflects a
growing international consensus that brain data must be treated as its own category.
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Yet regulation cannot keep pace with technology. In 2024, the Chinese government issued ethical
guidelines for BCI research, laying out principles such as informed consent, personal data protection,
and safeguards for vulnerable populations. Still,

under the pressure to grow the industry, it is difficult for regulation to stay ahead of commercialization.
The neuro-consumer market is both a technological opportunity and a test of how humanity will
protect its most intimate space: the mind.

The market explosion is not happening because invasive implants are about to go mainstream. It is
driven by a cycle: low-risk sensors combined with AI and apps inflate the market from the outside as
neuro-consumer products, and the attention and capital they generate flow back into medical and
clinical research. Some forecasts put the Chinese BCI market at 120 billion yuan, roughly 22 trillion
Korean won, by 2040. The age of the neuro-economy is opening.

D. The Patent War: 2,160 Patent Families and 664 Companies in Competition

Another war is being waged outside the laboratory. Fought in law offices and patent bureaus, this war
matters more than published papers and will outlast clinical trials. It is a patent war. To claim
technology standards first and block competitors from entering, companies are building dense patent
barriers. The name of that barrier is the moat.

According to a recent report by PatentVest, a patent analytics firm, 3,336 individual patent
applications worldwide in the BCI field are classified into 2,160 unique patent families. The number of
organizations that filed these patents reaches 664. It is not just commercial companies. Universities
and research institutes account for a significant share. Seventy-seven percent of these patents are
currently active or under examination, while 23% have expired or been abandoned.

What do these numbers tell us? That BCI is not a field dominated by a handful of giants. Universities
and research institutes lay a broad base of foundational patents, while startups and large
corporations layer application-level patents tightly on top. PatentVest's analysis shows that
universities, including Tianjin University, hold a large share of foundational innovation. Stanford and
the University of California system do as well. Academic institutions hold the original technology, and
companies build commercialization patents on that foundation.

The U.S.-China rivalry sits at the heart of this war. In quantitative terms, the United States still holds
the lead. Neuralink has filed 56 patents, 18 of which have been granted. It has secured key patents in
electrode insertion robotics, flexible electrode threads, and wireless charging and data transmission
technologies. Blackrock Neurotech has built a formidable defensive line with its decades-old Utah
Array patent portfolio. Synchron has deployed a patent strategy spanning 10 countries and formed a
partnership with Nvidia.

China's pace of pursuit, though, is alarming. In recent years, China has ranked first in the world for
the rate of increase in BCI-related patent filings. More than 100 patents are issued per year. A
Chinese company called Ping An Technology holds over 100 neurotech patents, making it the world's
second-largest patent holder in the field after IBM. This reflects China's view of BCI as a platform
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technology that can be fused with finance, healthcare, insurance, and other industries.

The two countries' patent strategies differ in character. The United States focuses on foundational
technology: electrode materials, brain signal decoding methods, implant communication protocols,
the kind of technologies that form the skeleton of a BCI system.

China competes on volume in the applied and non-invasive domains. Patents are concentrated on
technologies ready for immediate commercialization, things like drowsy driving prevention systems
using brainwaves, emotion recognition algorithms, and rehabilitation robot control methods. This is an
encirclement strategy. If you can't overtake the foundational technology head-on, seize the initiative
at the application layer.

PatentBest's analysis reveals one more interesting point: the segmentation strategies of major
companies. Firms like Neuralink, Synchron, Precision Neuroscience, and Paradromics are each
targeting their own technical niches rather than competing head-on. Neuralink focuses on surgical
automation and fully invasive precision. Synchron builds its patent portfolio around its unique
endovascular delivery method. Paradromics concentrates on ultra-high-bandwidth data transmission,
while Precision zeroes in on surface-mounted brain films. This signals that the BCI market will not
follow a winner-take-all structure but will evolve into a landscape where multiple technologies coexist.

Patent data also shows where the technology is heading. Recent filings have moved beyond simple
signal measurement toward brain-cloud interfaces and AI-driven neural modulation. Systems that
transmit brainwave data to the cloud, where AI analyzes it in real time and delivers feedback. Or
algorithms where AI learns the brain's signal patterns and decodes the user's intentions with
increasing accuracy. The competition has shifted from who can read the brain better to who can
merge the brain and AI more completely.

Big Tech's entry is reshaping the landscape. Apple, Google, Microsoft, and Meta have been filing
patents in large numbers to integrate biosignal processing into their existing wearable devices. They
are racing to stake out the technical chokepoints for turning smart glasses, earbuds, and
smartwatches into BCI devices. Their strategy is to seize platform control when BCI goes
mainstream. Just as it happened with smartphones, platforms, not hardware, may decide the winner
in BCI.

The race over international standards is heating up as well. International standards bodies like ISO
are actively working to establish BCI data formats and safety criteria. China announced a medical
device standard called YY/T 1987-2025, set to take effect in January 2026. Behind the scenes, an
invisible diplomatic contest is unfolding between the United States and China, each trying to register
its own technology as the international standard.

Whoever wins the patent war, one thing is clear. The human brain has moved beyond being an object
of discovery; it is now an object of invention and of ownership. The 2,160 patent families are not just
technical documents. They are title deeds staking out the territory of a future society where brains
and computers are connected. We are
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witnessing, for the first time in human history, an era in which intellectual property rights over the
ability to think are being defined.

In this war, whoever lays down the broadest scope of rights first determines which products live and
which die. Building a smarter decoder is not enough. You need the right to sell that decoder freely.
That is why companies produce as many documents in their legal departments as experiments in
their labs. While scientists decode the language of neurons, lawyers draft the language of rights. Both
languages shape the future.
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Chapter 13. Medical Revolution: Diseases BCI Can Treat
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Part IV. The Connected Future: Redefining Ethics, Law, Society, and Humanity

A. Overcoming Spinal Cord Injury and Full-Body Paralysis: The Digital Bridge

In May 2023, something miraculous happened in a laboratory in Lausanne, Switzerland. Or perhaps
"miraculous" isn't the right word. It was a triumph of meticulous engineering. A 40-year-old Dutch man
named Gert-Jan Oskam rose from his chair and walked. Twelve years earlier, a cycling accident had
paralyzed him from the waist down. Now he was moving his own legs, placing one foot in front of the
other. The moment the thought "I want to walk" surfaced in his brain, a device implanted near his
lower spine stimulated the spinal cord, and his leg muscles answered the command. From that day
on, Oskam took walks, climbed stairs, and stood with friends to clink beer glasses. He said: "Standing
and sharing a beer with my friends. This simple thing completely changed my life."

Spinal cord injury has been one of the cruelest sentences in the history of medicine.

The brain stands ready to issue commands. The muscles in the arms and legs still hold the strength
to move. But when the highway between them, the spinal cord, is severed, everything stops. The
body becomes a prison for the mind. Roughly 27 million people worldwide suffer from spinal cord
injuries, and more than 250,000 new cases occur every year. Most of these patients are young when
their accidents happen. They face decades of life in a wheelchair.

Brain-computer interface technology repairs this broken bridge in a new way. The concept, called a
digital bridge, is straightforward. Electrodes implanted in the brain's motor cortex read the intention to
move. A computer decodes that signal. The decoded command is transmitted to a stimulator
implanted below the damaged section of the spinal cord. The stimulator electrically awakens the
nerves that control the paralyzed leg muscles. An electronic bypass replaces the severed biological
connection. Gregoire Courtine, a professor at the Swiss Federal Institute of Technology in Lausanne
(EPFL), explains it this way: "We created a wireless digital interface between the brain and the spinal
cord. It is technology that turns thought into action."

In Oskam's case, the research team used two types of electronic implants. The first was a device
called WIMAGINE, placed on the surface of the brain. A 64-channel electrode grid sits inside a
titanium case as thin as the skull itself. This device captures electrical signals carrying the intention to
walk from the brain's motor cortex. The second was an electrode array placed over the lumbar spinal
cord. These electrodes stimulate the spinal regions responsible for leg movement. The two devices
communicate wirelessly. An artificial intelligence algorithm decodes brain signals in real time and
converts them into spinal stimulation patterns. The entire process takes less than a second. When
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the brain thinks "left foot forward," the left foot moves forward.

The most remarkable aspect of this technology is its ability to trigger neuroplasticity. As Oskam
continued rehabilitation training with the digital bridge, his sensory and motor functions gradually
recovered over time. Even with the device turned off, he could walk using only crutches. The research
team suggests that new neural connections may have formed. The digital bridge doesn't just
substitute for lost function; it also stimulates the brain to heal itself. This is a discovery that
fundamentally changes how we think about treating spinal cord injuries.

Neuralink is racing in the same direction. In January 2024, after implanting its N1 chip in its first
human patient, Noland Arbaugh, Neuralink started with computer cursor control, but its ultimate goal
is restoring function across the entire body. Elon Musk has declared that the objective is "to enable a
quadriplegic to move faster than an Olympic athlete." In 2025, Neuralink is expanding clinical trials
through its Convoy study, in which patients control a robotic arm using brain signals. This is the first
step toward making what Musk calls "Luke Skywalker's prosthetic hand" a reality.

Challenges, of course, are piled high. Brain signals are complex and noisy. Even the seemingly
simple act of walking requires hundreds of muscles working in precise coordination. Current
technology still produces unnatural movements much of the time. In the case of Neuralink's Noland
Arbaugh, some of the implanted electrode threads retracted from the brain tissue. The brain is soft
like tofu, shifting subtly with every breath and movement. There is also the long-term biocompatibility
problem: scar tissue forms around electrodes over time, reducing signal sensitivity.

Still, we are witnessing a turning point in the history of medicine. Spinal cord injury is no longer a
permanent sentence. It is a communication failure. And engineers are laying the digital cables to fix it.
Companies like ONWARD Medical, backed by European Union funding, are pushing toward
commercializing the digital bridge, offering tens of millions of spinal cord injury patients worldwide the
hope of standing, walking, and reaching out again. The digital bridge is the most dramatic proof that
neuroscience, neural engineering, and artificial intelligence can erase the physical limits of the human
body.

B. ALS, Parkinson's Disease, and Epilepsy: A New Horizon in Treating Neurological Disorders

In August 2024, at a hospital in Davis, California, 45-year-old Casey Harrell spoke to his family. More
precisely, his brain spoke for him. He had lost his voice to amyotrophic lateral sclerosis (ALS),
commonly known as Lou Gehrig's disease. Using only his thoughts, he made words appear on a
computer screen and a synthetic voice read them aloud. "Not being able to speak is so frustrating
and demoralizing. It feels like being trapped." Those were the words he conveyed through a
machine's voice. His family cried. The researchers cried too. The system decoded his thoughts with
97% accuracy. He could communicate at a rate of 62 words per minute. It was the most accurate
speech neuroprosthetic device in human history.

ALS is a cruel disease. It selectively destroys motor neurons. The patient's intellectual abilities and
senses remain fully intact. But the ability to control the body gradually disappears.
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The arms and legs become paralyzed. Swallowing grows difficult. Eventually, even speech becomes
impossible. As the disease advances, patients fall into complete "locked-in syndrome," a state in
which consciousness remains clear but even the eyes cannot move. It is being buried alive inside
one's own body. Roughly 500,000 people worldwide live with ALS, and the average survival time is
two to five years after diagnosis.

BCI technology cuts a small window into the wall of this prison.

When a patient "attempts" to speak, electrical signals still fire in the brain's motor cortex and
language centers. The muscles no longer work, but the brain is still issuing commands.

BCI captures these signals. The BrainGate research team at UC Davis and Brown University
implanted a microelectrode array in Casey Harrell's brain. A total of 256 electrodes recorded neural
activity from brain regions involved in speech. A deep learning algorithm analyzed these signals,
converting them into phonemes, then assembling phonemes into words. In the first session, the
system achieved 99.6% accuracy with a 50-word vocabulary. Even after expanding to 125,000
words, accuracy remained above 90%.

Neuralink's third clinical trial participant, Brad, is also an ALS patient. Through his BCI, he played
Mario Kart with his children. Neuralink co-founder DJ Seo described the moment: "Brad played Mario
Kart with his kids. That moment was... truly incredible." In May 2025, Neuralink received FDA
Breakthrough Device designation for its speech restoration technology. The designation covers
patients with severe speech impairments caused by ALS, stroke, spinal cord injury, cerebral palsy,
and multiple sclerosis. Synchron's Stentrode technology is also enabling ALS patients to control
iPads and smart home devices

without open brain surgery. In 2021, ALS patient Philip O'Keefe used a Synchron device to compose
the world's first tweet written by thought alone.

In treating Parkinson's disease, BCI plays an even more active role. Deep inside a Parkinson's
patient's brain, abnormal electrical signals rage like a storm. Excessive synchronization in a specific
frequency band called beta rhythm causes tremors and rigidity. Traditional deep brain stimulation
(DBS) functioned as a "pacemaker," delivering constant electrical stimulation around the clock. The
stimulation ran on settings predetermined by a doctor. But Parkinson's symptoms shift from moment
to moment. "Off" periods arrive when medication wears off, and sometimes excessive stimulation
triggers dyskinesia, involuntary movements.

Next-generation adaptive DBS acts as a "conductor." It monitors the brain's state in real time. Only
when signals that cause tremors or rigidity are detected does it send a precisely targeted
counter-stimulus. A research team at the University of California, San Francisco (UCSF) developed a
closed-loop system that automatically adjusts stimulation based on the patient's waking hours,
bedtime, and medication schedule. Sean Connolly, a 39-year-old skateboard instructor who used this
system, said: "My life has completely changed. I can feel good all day long." This technology extends
battery life, reduces side effects, and dramatically improves patients' quality of life.
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BCI is bringing a revolution to epilepsy treatment as well. Seizures that strike without warning are the
greatest fear of epilepsy patients. A seizure while driving, walking down stairs, or bathing alone can
be life-threatening. The Responsive Neurostimulation System (RNS) by NeuroPace monitors
brainwaves around the clock. The moment it detects an abnormal pattern signaling the onset of a
seizure, it immediately delivers a micro-electrical pulse measured in thousandths of a second. Think
of it as spraying water on a brush fire before it can spread. Recent studies are also developing
technology that uses artificial intelligence to predict seizure probability up to one hour in advance and
send alerts to the patient's smartphone.

All of these technologies share a single insight: neurological diseases are problems of brain circuitry.
If the circuit is broken, a precisely targeted electrical intervention can be more effective than
medication. BCI is a precision engineering tool that repairs the vast circuit board of the brain, builds
detours around damaged pathways, and sometimes upgrades performance. It restores the right to
speak for ALS patients, a tremor-free daily life for Parkinson's patients, and freedom from the terror of
seizures for epilepsy patients. We have only just begun to understand the brain's language, and we
are learning how to use that language to converse with disease and heal it.

C. Mental Illness and Electroceuticals: The Potential for Treating Depression, Addiction, and PTSD

One day in 2020, a woman sat with her eyes closed in a laboratory at the University of California, San
Francisco. Her name was Sarah (a pseudonym). She had been fighting treatment-resistant
depression for more than five years. She had tried medication, cognitive behavioral therapy, even
electroconvulsive therapy, all without effect.

Her world was gray. Opening her eyes in the morning was itself a form of suffering. Then the
research team delivered a tiny electrical pulse to a specific area of her brain. A few seconds later, she
said: "I'm laughing... What's happening?"

It was the first spontaneous laugh she had produced in years. Dr. Katherine Scangos, the lead
researcher, recorded the moment: "Her expression changed. She said the color had come back to
the world."

Depression is not a common cold of the mind. It is a malfunction in the brain's circuitry. Modern
medicine long sought the cause in imbalances of neurotransmitters like serotonin and dopamine.
Antidepressants such as Prozac have saved countless lives. That much is true.

Yet roughly 30% of all depression patients do not respond to existing treatments at all. The depth of
their suffering is hard to imagine. According to the World Health Organization, depression is the
leading cause of disability worldwide. More than 700,000 people die each year from suicide linked to
depression.

BCI technology offers these patients a new source of hope called "electroceuticals." Electroceuticals
treat the brain as a complex network that sends and receives electrical signals. In the brains of
treatment-resistant depression patients, specific circuits that regulate emotion, such as the amygdala
or the subgenual cingulate cortex, show abnormal activity. Electroceuticals deliver precise electrical
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stimulation to these faulty circuits, resetting them. A research team at UCSF implanted a NeuroPace
RNS device in Sarah's brain. The device had originally received FDA approval for epilepsy treatment,
but the team adapted it for depression.

The key is a "personalized closed-loop" system. The team first analyzed Sarah's brainwaves
intensively over several days. They identified a specific brainwave pattern, a biomarker, that
appeared whenever her mood was about to plunge. In her case, a spike in gamma-wave activity in
the amygdala signaled that depressive symptoms were about to worsen. The team programmed the
device to deliver electrical stimulation automatically only when this biomarker was detected. Before
she even felt herself "becoming depressed," the machine was already restoring balance in her brain.
Sarah described the experience this way: "It was like color suddenly returning to a world that had
been covered in gray concrete."

This technology's reach does not stop at depression. BCI can become a powerful tool in treating
addiction as well. Drug, alcohol, and gambling addiction represent a state in which the brain's reward
circuits have broken down. Areas like the nucleus accumbens and the ventral striatum become
hyperactive, generating cravings. The prefrontal cortex, which suppresses impulses, grows weaker.
The brain races toward pleasure with no brakes. Willpower alone is rarely enough to break this
biological trap. BCI can detect the brain patterns that emerge at the moment craving strikes and
deliver electrical stimulation that suppresses the impulse. When a patient feels an intense urge for
drugs or alcohol, the device detects it and either strengthens the prefrontal cortex's control function or
calms the overactive reward circuit.

There is hope, too, for combat veterans and accident survivors suffering from post-traumatic stress
disorder (PTSD). When trauma-related memories surface in PTSD patients, the amygdala, which
governs the fear response, goes into overdrive. Cold sweat breaks out, the heart races, panic takes
hold. BCI cannot erase the memory itself. But it can electrically calm the fear that comes attached to
it, so that recalling a painful memory no longer triggers a panic episode. DARPA, the research arm of
the U.S. Department of Defense, is investing heavily in technology that uses noninvasive
neuromodulation to reduce stress in soldiers and to prevent or treat PTSD.

The idea of treating mental illness with machines, however, raises deep philosophical questions. "If a
machine regulates my mood, are those emotions truly mine?" Could artificially removing sadness
strip away something essential to being human? And if technology capable of directly stimulating the
brain's pleasure centers is misused, the risk of creating a "digital drug" cannot be ruled out. What
happens if the device is hacked? What if someone can manipulate my emotions remotely?
Discussion of "neurorights" and "mental privacy" must advance alongside the technology itself.

Even so, the despair of those suffering right now runs too deep to turn away from what
electroceuticals can offer. People for whom opening their eyes each morning is an act of dread.
Addicts who buckle under craving and relapse into illness. Veterans tormented by nightmares every
night. For them, electroceuticals represent modern medicine's boldest attempt to repair broken brain
circuits and bring light back into their lives. One year after her implant, Sarah said: "I can't say I'm
cured. But now I can get through the bad days. That alone has changed my life."
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D. Restoring Lost Senses: The Digitization of Sight, Hearing, and Touch

"You don't see with your eyes. You see with your brain." Elon Musk said this in September 2024,
explaining Neuralink's vision-restoration project, "Blindsight."

The statement cuts to the heart of sensory restoration technology. Our eyes, ears, and skin are
nothing more than sensors that take in the world. True "experience" happens when electrical signals
are interpreted inside the brain. If the sensor is broken, attach a digital sensor in its place and feed
the signal directly into the brain. That is what the digitization of the senses means.

Vision restoration is the Holy Grail of neuroengineering.

Approximately 43 million people worldwide are blind, and more than 295 million live with moderate to
severe visual impairment. The principle behind Blindsight is straightforward. A camera mounted on
glasses worn by the patient captures the world. That visual information is converted into electrical
signals and transmitted to the visual cortex in the occipital lobe. A microelectrode array implanted in
the visual cortex stimulates brain cells in specific patterns. The patient sees points of light, called
phosphenes, inside their mind, without using their eyes. In September 2024, Blindsight received FDA
Breakthrough Device designation, a status that accelerates the review process and clears a faster
path to clinical trials.

Musk paints Blindsight's future this way: "At first, the resolution will be low, like Atari graphics. But it
has the potential to surpass natural vision. You could see infrared, ultraviolet, even radar
wavelengths. Like Geordi La Forge in Star Trek." Is it hype? Not entirely unfounded. When
information is fed directly into the visual cortex, new sensory domains beyond the limits of visible light
could open up. Of course, the current technology is still in its infancy. Previous-generation visual
prosthetics like the Argus II from Second Sight offered limited resolution with just 60 electrodes.
Neuralink aims to use thousands of electrodes to push resolution dramatically higher.

What is even more striking is the possibility of giving a visual experience to people who have been
blind from birth. The visual cortex of a person who has never seen can, given the right stimulation,
learn a new form of "seeing." That is because of neuroplasticity. Even in a brain where the optic nerve
never developed, feeding information directly into the visual cortex allows the brain to learn how to
interpret those signals. This is a discovery that rewrites the very definition of "vision."

Hearing restoration is already a widely adopted form of BCI.

The cochlear implant was developed decades ago and has restored hearing to more than one million
deaf individuals worldwide. It works by inserting electrodes into the cochlea, converting acoustic
information into electrical signals, and directly stimulating the auditory nerve.

But for patients whose auditory nerve itself is damaged, even a cochlear implant is useless.

The next generation of technology is evolving toward direct stimulation of the auditory cortex. Sound
information collected by a microphone is converted into electrical signals the brain can understand
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and injected into the auditory cortex. A "selective listening" function could even be built in, amplifying
only the voice of the person you want to talk to at a noisy party. The goal is to transmit subtle
frequencies and dynamics of sound with enough precision to perceive not just the presence or
absence of sound, but the melody of music.

Touch restoration is making remarkable strides through its combination with robotic prosthetic
technology. A research team at the University of Pittsburgh implanted electrodes in the sensory
cortex of a paralyzed patient's brain and succeeded in transmitting the pressure and texture sensed
by a robotic arm when it touched objects. With eyes closed, the patient could tell whether the robotic
hand was gripping something hard or soft. They could pinpoint exactly which finger had been
touched. "It felt like holding my own hand," one patient said. This bidirectional interface makes the
robotic arm feel not like a tool but like a part of one's own body. Without feeling pressure when
gripping a cup, you might crush it or spill it. Tactile feedback makes precise manipulation possible.

The digitization of the senses raises the question: "What is reality?" If digital signals fed directly into
the brain become indistinguishable from real-world signals, how do we tell the virtual from the real?
How do we defend against the risk of a hacker intercepting our visual feed, or fabricating images of
things we never saw? This technology can also cross from "overcoming" disability into the territory of
"augmentation." Eyes that see infrared. Ears that hear ultrasound. Skin that senses electromagnetic
fields. This is no longer treatment. It is the expansion of human capability.

Still, restoring a lost sense is a profound act: expanding one person's world back to its full
dimensions. Letting someone in darkness see the face of a loved one again. Letting someone in
silence hear music. Letting a paralyzed hand feel a family member's warmth once more. The medical
revolution that BCI is creating is built from cold technology and metal chips, but what it reaches
toward is the most warm and human restoration of

life itself. An era in which a camera becomes an eye, a microphone becomes an ear, and a pressure
sensor becomes skin. We are walking now into the dawn of the posthuman age, where technology
transcends the limits of the human body.
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Chapter 14. Ethical Dilemmas in the Age of Brain Data
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A. Mental Privacy and Brain Data Ownership

One day in 2021, a Chilean engineer filed a lawsuit against the American neurotechnology company
Emotiv. His name was Guido Girardi. He had purchased and used the company's EEG headset, the
Insight. The problem came afterward. He had no way of knowing where his brain data had gone, who
could access it, or how long it was being stored. He read the privacy policy but found no clear
answers.

In 2023, Chile's Supreme Court ruled in Guido Girardi's favor. The court ordered Emotiv to delete his
brain data from its databases. It was the first ruling in the world to recognize brain data as an
independent legal category. But another part of Girardi's request, that the company revise its privacy
policy itself, was not granted. It was a victory, and an incomplete one at the same time.

Behind this ruling lay Chile's history of becoming the first country in the world to amend its
constitution to guarantee neurorights, in 2021. But the limits of constitutional language alone became
clear: it was difficult to regulate the specific requirements of data processing with a constitutional
provision.

Why is brain data different from other data? Our brains generate electrical signals every moment.
These signals contain our emotional states, attention levels, and even our reactions to specific words
or images. In 2024, researchers at Harvard Medical School reported that an AI trained on 175 hours
of brainwave recordings accurately identified nearly half of 512 spoken phrases. As technology
advances, the range of information that can be inferred from brain data grows wider. No one knows
what tomorrow's analysis might extract from data collected today.

Colorado State Senator Cathy Kipp put it this way: we cannot know what will be readable from data
collected today five years from now, because technology is advancing too fast.

In April 2024, Colorado became the first jurisdiction in the world to enact a comprehensive data
protection law that explicitly covers neural data. The law defined neural data as "information that is
generated by the measurement of the activity of an individual's central or peripheral nervous system."
That September, California amended its Consumer Privacy Act to classify neural data as sensitive
personal information. Montana and Connecticut followed.

But the scope of protection varies from state to state. California's law excludes data inferred from
non-neural information. Heart rate data, for example, comes from the circulatory system and is not
neural data. Yet stress levels can be inferred from changes in heart rate. That kind of data falls
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outside the protection.

In April 2024, the Neurorights Foundation audited the privacy policies of 30 consumer
neurotechnology companies. The results were alarming. Twenty-nine companies had access to
consumers' brain data with no meaningful restrictions. 96.7 percent of companies reserved the right
to transfer brain data to third parties. Fewer than 20 percent mentioned encryption. Only 10 percent
had adopted all core safety measures.

In April 2025, several U.S. senators sent a letter to the Federal Trade Commission. They emphasized
that neural data is different from other personal data, because even when anonymized, it can reveal
mental health conditions, emotional states, and cognitive patterns.

UNESCO formed an expert group in August 2024 to develop international ethical standards for
neurotechnology. The standards are expected to be adopted in November 2025. The American
Medical Association formally called for neural privacy protections in June 2025.

If a password is leaked, you can change it. But once brain data is exposed, there is no undoing it.
Brain data belongs to our most intimate domain. It contains what we feel, what we react to, and
perhaps what we think. Who owns this data? The company that collected it, or the person whose
brain produced it?

Chile answered with its constitution. Colorado answered with legislation. But in most countries around
the world, the question remains open.

B. Brainjacking: Threat Scenarios of Motor Cortex Hacking and Sensory Manipulation

In July 2025, researchers at Yale University's Digital Ethics Center published a paper. The title was
"Cyber Risks of Next-Generation Brain-Computer Interfaces: Analysis and Recommendations." The
opening sentence caught attention: without effective safeguards, a widespread security breach of a
standardized BCI system could simultaneously affect millions of users.

The researchers warned that such attacks could incapacitate critical infrastructure personnel, disrupt
social order through mass confusion, or even be exploited by hostile actors to harvest sensitive
thoughts and memories from entire populations.

What is brainjacking? The term refers to unauthorized access to and manipulation of brain implants
or neurostimulators. No actual cases have been reported yet. But experts warn that a single
high-profile attack would irreversibly damage public trust.

The threat is not just theoretical. MIT researchers demonstrated that EEG equipment can function as
a kind of antenna. When an attacker transmits an amplitude-modulated radio frequency signal, the
nonlinear amplifier response in the EEG device captures the modulation frequency and interprets it
as a real neural signal. With sufficient transmission power, the injected signal overwhelms the user's
actual brainwaves. The attack could penetrate walls and doors. The range was limited to about three
meters, but that is close enough.
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Modern BCIs like Neuralink communicate wirelessly via Bluetooth. Physical vulnerabilities have been
reduced, but new cybersecurity threats have emerged. Bluebugging attacks can gain unauthorized
access to a device within 10 meters, intercepting neural signals or altering functions. Bluesnarfing
can steal data from unsecured Bluetooth connections at distances up to 100 meters. In BCI
applications, this could lead to large-scale neural data breaches without the user ever knowing.

Deep brain stimulation (DBS) devices are already widely used to treat neurological conditions such
as Parkinson's disease. Researchers at Oxford University's Functional Neurosurgery unit warned
about the potential risks of these devices. If a hacker altered DBS settings, they could induce greater
pain, suppress movement in Parkinson's patients, trigger hypersexuality or pathological gambling, or
manipulate reward learning to attempt behavioral control.

AI-based attacks are another concern. A technique called adversarial perturbation can add noise to
EEG data, forcing P300 and SSVEP spellers to output desired characters. Backdoor attacks poison
training data to force specific classifications.

The problem lies in the physical constraints of BCIs. The limited size and battery capacity of implants
make it difficult to implement strong encryption. Backdoors may be necessary for emergency medical
access. The Yale researchers recommended requiring encryption only when data moves between the
device and a remote computer, to minimize power consumption.

The U.S. Food and Drug Administration reviews BCI cybersecurity, but standards have not kept pace
with the speed of technological development. BCIs are classified as Class III implantable medical
devices in the United States, the most stringent regulatory category, but specific cybersecurity
guidelines are still being developed.

The Yale researchers offered several recommendations. Regulators should mandate non-surgical
software update methods. Strong authentication and authorization frameworks for BCI software
modifications are needed. Encryption of data traveling to and from the brain is essential. Network
connectivity should be minimized wherever possible. They also recommended adversarial training of
AI systems to prevent them from sending malicious stimulation to patients' implants.

Brainjacking is not yet a reality. But as BCI technology spreads, the incentive for attacks grows. There
are precedents in medical device hacking. Vulnerabilities were found in Medtronic defibrillators.
Insulin pump hacking has been demonstrated. Devices implanted in the brain are no exception.

We do not yet know enough about how to protect the brain. But we must find a way. The brain is our
last sanctuary.

C. The Risks of Algorithmic Bias and Autonomy Violations

In 2023, at a railway depot in Hangzhou, China, train operators were wearing special caps. Sensors
embedded in the caps measured their brainwaves in real time. The stated purpose was to detect
fatigue and lapses in concentration. It was explained as a safety measure. But there was another way
to look at it: should monitoring a worker's mental state be permitted at all?
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BCI algorithms are not neutral. Every algorithm reflects the characteristics of its training data. Most
BCI algorithms today were trained on data from Western, white, male subjects. When these
algorithms interpret signals from other demographic groups, bias can emerge.

The problem grows more complex with emotion-sensing BCIs. Biases about emotion differ by gender
and age. There is a stereotype, for instance, that women are more emotional. If such biases are
baked into training data, an algorithm may interpret the same brain signal as an emotional response
in a woman and a neutral response in a man.

The question of autonomy runs deeper. BCIs are increasingly merging with artificial intelligence.
AI-driven BCIs can operate independently based on visual input and situational awareness. Users
believe they control the device, but in practice the algorithm makes many of the decisions.
Researchers call this the illusion of agency.

Closed-loop systems sharpen the problem. A closed-loop BCI reads brain signals and automatically
delivers stimulation. A deep brain stimulator for depression, for example, detects certain brainwave
patterns and sends an electrical pulse without any action from the patient. The boundary between
self-determination and machine determination blurs.

Patients who have received deep brain stimulation report mixed feelings about personality changes.
They experience shifts in impulsivity or conscientiousness. They say it is hard to tell the device's
achievements from their own abilities. Is it me, or is it the machine? They find no clear answer.

A new concept has emerged: the right to feel negative emotions. If a closed-loop system
automatically regulates mood and cognition, do we lose the right to experience sadness or anxiety?
Negative emotions often carry important information. They signal that something is wrong. Is it wise
to suppress that signal automatically?

Several countries are responding to these concerns. Chile's 2021 constitutional amendment protects
mental privacy and freedom of will. Spain's Digital Rights Charter states that neurotechnology must
guarantee identity sovereignty and self-determination. China's 2023 BCI ethics proposal emphasizes
autonomy, privacy, transparency, and fairness.

Neuromonitoring in the workplace, however, sits in a regulatory blind spot. Fatigue detection systems
used in Chinese factories and railways operate under the banner of safety. Whether workers truly
consented to this monitoring, whether they had the option to refuse, remains unclear.

Colorado's 2024 AI Act aims to prevent discrimination caused by AI in high-risk decision-making,
whether intentional or not. In 2025, Texas and Virginia passed similar laws. But the Texas law
punishes only intentional discrimination. What happens with unintentional yet systematic bias?

A 2025 study by the Brookings Institution showed that humans fail to identify and correct AI bias.
Researchers had human subjects collaborate with a racially biased AI model to screen resumes. The
subjects could not adequately detect or counteract the AI's bias spreading into their own decisions.
This suggests that current AI policies requiring human oversight in high-risk decisions may not be
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enough.

Algorithms are tools. But when a tool interprets and regulates our thoughts and emotions, it becomes
more than a tool. It becomes an actor that participates in defining who we are. Its biases become
biases about ourselves.

D. The Problem of Consent: What True Informed Consent Means

In 2022, retinal implant company Second Sight went bankrupt.

Hundreds of visually impaired people had the company's Argus II device implanted in their eyes. For
some, the device let them see light for the first time in decades. After the bankruptcy, they were left
with no options. The devices still worked, but updates and support stopped. If something broke, there
was nowhere to get it fixed.

This case lays bare the limits of informed consent in brain-computer interface research. Clinical trial
participants agreed to have the device implanted. But what exactly did they agree to? There was no
promise that the device would be supported permanently. Was enough information provided about
the possibility of the company going bankrupt?

The traditional informed consent model assumes a decision made at a single point in time. A
research participant receives information, understands it, and agrees voluntarily. BCIs don't fit this
model.

There is, first, the problem of transformative experience. Is the person before a brain chip implant the
same person after? The pre-implant self cannot imagine what the post-implant experience will be like.
Philosophers call this a transformative experience, one whose nature cannot be known until it is lived.
Traditional informed consent does not adequately address this experiential dimension.

Consider Noland Arbaugh. He had lost all sensation and movement below his shoulders for eight
years. When he decided to join the Neuralink clinical trial, he had no way of knowing what it would
feel like to control a computer with his thoughts alone. He could not predict how it would affect his
sense of identity.

There is, second, the problem of long-term uncertainty. The long-term effects of BCIs are unknown.
No one knows what will happen in 10 or 20 years. How the device will interact with brain tissue, what
changes in personality or cognition may arise, none of this can be predicted. How cybersecurity
threats will evolve, how personal data will be used, all of it is uncertain. How can a participant consent
to risks that even the researchers don't know about?

There is, third, the dilemma of removal. What happens when a clinical trial ends? Can the participant
keep using the device? What happens if the device is deactivated? If removal is desired, is it
possible?

The risks of removal surgery can be equal to or greater than those of the original implant procedure.
Leaving a deactivated device in the body may prevent MRI scans or cause complications from device
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migration.

There is, fourth, the problem of capacity to consent. Consider locked-in syndrome patients. They are
conscious but cannot move anything except their eyelids. BCIs offer them hope of communication.
Yet the consent process itself is difficult. How do you confirm they understood the contents of a
consent form? How do you verify that consent expressed through eye blinks reflects genuine
understanding?

The 2024 revision of the Declaration of Helsinki calls for a shift in thinking. Research participants
should be seen as collaborative partners, not test subjects. If a participant cannot provide full
informed consent but can express willingness, the physician should seek that expression of
willingness alongside consent from a legal representative. The participant's stated preferences and
values must be considered, and any objection must be respected.

Some researchers propose a dynamic consent model. Instead of a one-time agreement, it involves
continuous information updates and staged re-consent. New consent is sought whenever the
technology or its functions change. But even this model does not solve every problem. How can a
static agreement account for an open-ended future?

A systematic review published in the World Journal of Psychiatry in August 2025 identified
assessment of informed consent capacity as a major challenge in BCI clinical research involving
psychiatric patients. The study covered patients with schizophrenia, mood disorders, anorexia,
alcohol dependence, and neurocognitive disorders from Alzheimer's and Parkinson's disease. The
researchers constructed a five-dimensional BCI-specific informed consent capacity framework. They
recommended that future research develop dynamic assessment systems and improve the consent
capacity of psychiatric patients.

Institutional review boards face a difficult task. Surgical risks are clear-cut, but changes in personality
or function are hard to define. Finding cybersecurity experts takes time. Weighing risks against
benefits is not straightforward.

Informed consent is the cornerstone of research ethics. In the age of BCIs, that cornerstone is
shaking. We need new consent models. Consent that begins with the implant and evolves alongside
it. Consent that acknowledges uncertainty while respecting the participant's autonomy. Consent that
protects participants even if a company goes bankrupt, even if support is cut off.

What that looks like is not yet clear. What is clear is that the way we do it now is not enough.
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Chapter 15. Neurorights and the Legal Regulatory Framework
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A. The Emergence of the Neurorights Concept: Professor Ienca's 2017 Proposal at EPFL

Late one night in 2017, the lights were still on in the bioethics lab at the Swiss Federal Institute of
Technology in Lausanne (EPFL). Marcello Ienca, a thirty-five-year-old bioethicist, sat staring at two
documents, shifting his gaze between them. One was the latest issue of a neurotechnology journal.
The other was the Universal Declaration of Human Rights, written in 1948. The seventy-year gap
between them unsettled him. The people of 1948 could not have imagined machines that read the
brain. What they sought to protect against was torture, imprisonment, and censorship. But now
technology could penetrate the most intimate regions of a human being without any physical coercion
at all. Ienca asked himself: when someone steals and reads my thoughts, what exactly is being
violated?

Ienca set out to answer that question with Roberto Andorno, a human rights lawyer at the University
of Zurich. Over several months, they analyzed the existing framework of international human rights
law. Their conclusion was clear. The current human rights framework had a gap. Freedom of the
body was guaranteed, but freedom of the mind was only implicitly assumed. Privacy was explicitly
protected, but whether that protection extended to thoughts inside the brain remained unclear. Ienca
and Andorno proposed a new language of rights to fill this void. They called it neurorights.

In April 2017, the two published a paper in the journal Life Sciences, Society and Policy. The title was
"Towards New Human Rights in the Age of Neuroscience and Neurotechnology." In it, they proposed
four neurorights. The first was cognitive liberty. This refers to an individual's right to control their own
mental processes. A person should be able to decide for themselves whether to use
brain-augmentation technology. At the same time, it includes the right to refuse involuntary
intervention in one's brain. Ienca wrote: "Cognitive liberty is the precondition for all other freedoms.
Without the freedom to think, freedom of speech is meaningless."

The second was mental privacy. We already take it seriously when call records or emails are leaked.
But brainwave data is far more sensitive than that. Neural data can contain raw emotions before they
are filtered into language, unconscious desires, information about whom I love and whom I fear.
Ienca argued that this kind of information must be prevented from being collected or traded without
consent.

The third was mental integrity. This means the right to keep one's brain state intact, protected from
external hacking or manipulation. What would happen if a hacker broke into a brain implant and
disrupted the motor signals of a Parkinson's disease
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patient? Or if someone hacked an emotion-regulation device and forced a person to feel rage or
terror, what should we call that? Ienca regarded this as a violation equal to, or more serious than,
physical violence.

The fourth was psychological continuity. This is the right to maintain one's identity, the sense that I
am still me, even as time passes. When deep learning algorithms begin intervening in the brain's
decision-making, users can become confused. Was the decision I just made my own, or did the
machine guide me toward it? If technologies emerge that can edit memories or alter personality,
human beings could lose the continuity of the self.

The paper by Ienca and Andorno sent ripples through the academic world. That same year, the
Morningside Group, led by Columbia University neurobiologist Rafael Yuste, published a similar
proposal in Nature. They advocated for five rights: mental privacy, personal identity, free will, fair
access to cognitive augmentation, and protection from algorithmic bias. Yuste argued that these
rights should be added to the United Nations Universal Declaration of Human Rights.

Many people thought the proposal was premature. In 2017, Neuralink was a startup barely a year old.
Most BCI research was still confined to laboratories. But only a few years later, chips were implanted
in the brains of pigs and monkeys, and a human began operating a computer with thought alone.
Ienca's insight turned out to be prophetic. In an interview, he said: "Traffic laws could only be created
after the automobile was invented. But brain technology is different. The guardrails must go up before
the technology overtakes humanity."

In 2021, Ienca was appointed as an advisor to the Council of Europe's Bioethics Committee and
authored an official report on neurotechnology and human rights. The small spark that began in his
lab changed Chile's constitution, influenced state laws in the United States, and became a global
agenda item at UNESCO. Neurorights are no longer an abstract philosophical concept. They are the
new language humanity has built to protect itself in an age when the brain and the computer are
being connected.

B. Chile's Constitutional Amendment (2021) and the Neuroprotection Act: The World's First
Legislative Case

Late autumn 2019, at the Future Congress event held in Santiago, the capital of Chile. A man sat
near the front of the audience.

Guido Girardi, a Chilean senator and physician-turned-politician. On the podium stood a
neuroscientist who had come from New York. Rafael Yuste, a professor at Columbia University and
one of the world's foremost authorities on brain science. Yuste put up an image of a mouse brain on
the screen. Then he spoke: "We can make this mouse believe it saw something it never saw. By
injecting signals directly into its brain."

Girardi leaned forward in his chair. Yuste continued: "This technology will be applied to humans
before long. The problem is that there are no regulations. If things continue as they are, a world is
coming where companies will collect and trade your brain data at will." When the lecture ended,
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Girardi approached Yuste. The two talked for hours. That night, they made a decision. Let Chile move
first. Let this small South American country do what neither the technology powerhouse America nor
the regulatory leader Europe had done.

In October 2021, Chile's congress stunned the world. It amended Article 19 of the constitution to
explicitly recognize mental integrity as a fundamental human right. The amended provision declares:
"Scientific and technological development must serve human beings while respecting human life and
physical and mental integrity. The law shall protect brain activity and the information derived from it."
This was not an empty declaration. Chile backed the constitutional amendment by enacting a specific
Neuroprotection Bill.

Senator Girardi said at a press conference right after the bill passed: "Brain data should have the
same legal status as human organs. It cannot be bought or sold, it cannot be traded, and it cannot be
used without the person's explicit consent." Chile's bill restricted the donation of neural data to
medical, scientific, and altruistic purposes only. Commercial trading of brain data was banned
outright.

What makes this interesting is that the bill received bipartisan support. Chile at the time was deeply
polarized politically, torn by intense social conflict. But on the question of neurorights, there was no
distinction between left and right. The fear that the human mind could be subjugated to machines
transcended ideology. Professor Yuste, testifying before Chile's congress, said: "This technology is
humanity's hope for curing Alzheimer's and Parkinson's disease. We are not trying to stop research.
We are just trying to fasten the seatbelt so that technology does not touch the human soul."

An incident in 2023 showed the world that Chile's constitutional amendment was more than a
symbolic declaration. Former Senator Girardi purchased a brainwave-measuring headset called
Insight, made by Emotiv, a company headquartered in San Francisco. This wireless device, shaped
like a headband, measured the user's brain electrical activity and analyzed focus, stress, and
emotional states. The problem was that Girardi could not freely view or delete his own brain data.
Emotiv did not provide raw data to users who did not pay for a subscription, and it stored the data in
the cloud and used it for research purposes.

Girardi filed a constitutional complaint. He argued that Emotiv's use of his brain data for research
without his consent violated the mental privacy and integrity guaranteed by the constitution. On
August 9, 2023, Chile's Supreme Court ruled unanimously in Girardi's favor. The court ordered
Emotiv to delete all of Girardi's brain data. It also directed Chilean health authorities to conduct a
further investigation into the device.

The Supreme Court stated in its ruling: "Even when neural data has been anonymized, advances in
technology mean it can be re-identified at any time. A simple terms-of-service agreement is therefore
insufficient; explicit and specific prior consent is required for each intended use." This ruling was the
world's first judicial decision on neurorights. Emotiv suspended sales in the Chilean market.
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The ruling's impact reached beyond Chile. In Mexico, two constitutional amendment bills on
neurorights were introduced. In Brazil, a bill was submitted to add neural data as a sensitive
information category under the General Data Protection Law (LGPD). Uruguay's congress began
reviewing similar legislation through exchanges with Chilean lawmakers. In 2022, the Latin American
and Caribbean Parliament (Parlatino) drafted a model law on neurorights. The signal flare launched
from a small country at the foot of the Andes was spreading across the entire continent.

Chile's case was exceptional in an era when the speed of technological development overwhelms the
speed of law. Normally, laws arrive belatedly to clean up after technology has already caused
problems. But Chile enacted preventive legislation before Neuralink had even begun human trials,
before ordinary consumers were routinely wearing brainwave headsets. In the words of Senator
Girardi, it was "not about regulating the future, but about protecting the present to save the future."

C. Neural Data Protection Laws in Colorado and California

One afternoon in April 2024, in the main chamber of the Colorado State Capitol. The vote tally
appeared on the electronic board. 61 to 1. Bill HB24-1058 had just passed the House. Legislators
shook hands with one another. There was no divide between left and right. This bill was the first state
law in American history to explicitly designate neural data as a legally protected category. Days later,
Governor Jared Polis signed it. Colorado became the first U.S. state where brainwaves were
recorded in the language of law.

Behind this bill was a peculiar regulatory gap. The United States has HIPAA, a strong federal law
protecting medical information. Brain data collected by FDA-approved medical devices like Neuralink
falls under its protection. But the problem lay outside hospitals. Brainwave headsets available on
Amazon for a few hundred dollars, meditation apps that claim to boost focus, earbuds that analyze
sleep patterns: these are classified not as medical devices but as wellness gadgets or consumer
electronics. HIPAA does not cover them.

Researchers at the Neurorights Foundation investigated this gap. They analyzed the privacy policies
of thirty consumer BCI devices and meditation apps on the market. The findings were alarming. Most
companies had clauses allowing them to share users' brain data with third parties. In many cases,
users were not even given an explicit right to delete their own data. It meant the stress index
measured by your meditation app could be sold to an insurance company or an advertising firm.

Colorado's HB24-1058 addressed this problem head-on. The law amended the Colorado Privacy Act
(CPA) by adding biological data to the definition of sensitive data. It then listed neural data as a
subcategory of biological data. The law defines neural data as "information generated by measuring
the activity of an individual's central or peripheral nervous system, which can be processed with the
aid of a device." Now, in Colorado, companies must obtain explicit and specific consent before
collecting a consumer's brain data. Consumers are guaranteed the right to access, correct, and
delete their own neural data.
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Five months later, there was movement on the Pacific coast as well. On September 28, 2024,
California Governor Gavin Newsom signed Senate Bill 1223 into law. The bill amended the California
Consumer Privacy Act (CCPA) to classify neural data as sensitive personal information. California is
home to giant tech companies like Neuralink, Meta, and Apple. Regulation here directly shapes
technology standards around the world.

California law defines neural data as follows: "Information that is generated by measuring the activity
of a consumer's central or peripheral nervous system, and that is not inferred from nonneural
information." That last clause matters. It left room for interpretation that technologies inferring brain
states through indirect indicators, such as heart rate or eye movement, might fall outside the law's
scope. Some experts worried this could become a gap in the regulation.

California State Senator Josh Becker, who spearheaded the bill's passage, said at a press
conference: "Our thoughts and feelings should belong to us. They should not become products for
data brokers." The Neurorights Foundation called the bill's passage "a major victory in protecting
consumers' mental privacy."

The legislation in both states shares a common philosophy: the recognition that brain data is not just
another type of information. Our brain waves don't only reveal our health status. They contain the
stimuli we unconsciously react to, subtle shifts in cognitive ability, and the rise and fall of our
emotions. Imagine a gaming company collecting users' brain waves through a VR headset. They
could analyze when users feel the most excitement and when they grow bored, then maximize the
addictiveness of the game. Analyzing brain responses to political advertisements could enable
profiling of voters' tendencies.

The bills in Colorado and California are a first step toward cutting off the roots of this kind of
neuro-surveillance capitalism. Tech companies pushed back, of course. They argued that excessive
regulation would stifle innovation and block the development of useful wellness services. But
lawmakers held firm. Having your smartphone's location data leaked is unpleasant. Having your
innermost thoughts leaked is an existential threat.

The movement in these two states is sparking discussion at the federal level. Other states, including
Minnesota and Montana, are reviewing similar bills. As of 2025, the recognition that brain data
deserves the same strict protection as credit card numbers or fingerprints is spreading across the
United States.

D. International Regulatory Discussions at the Council of Europe and UNESCO

November 12, 2025. UNESCO headquarters in Paris. Representatives from 194 member states had
gathered in the General Conference hall. The chair spoke: "Those in favor of adopting the
recommendation on the ethics of neurotechnology, please raise your hands." Hands went up. It was
unanimous. For the first time in human history, a global ethical framework governing the relationship
between the brain and machines had been born. In the gallery, a man's eyes glistened with tears.
Rafael Yuste. The journey that had begun with the Morningside Group's proposal eight years earlier
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had finally borne fruit as an international norm.

UNESCO's Recommendation on the Ethics of Neurotechnology was the product of three years of
intense deliberation. In November 2023, the UNESCO General Conference voted to draft the
recommendation. Director-General Audrey Azoulay assembled a 24-member Ad Hoc Expert Group
composed of specialists from multiple disciplines. The selection balanced regional and gender
representation. Nataliya Kosmyna, a researcher at the MIT Media Lab, was among them.

The expert group met twice in Paris, in April and August 2024, to produce the initial draft. In
September 2024, the draft was circulated to member states for comment. In May 2025, an
intergovernmental meeting of experts convened to review the final version. It was adopted at the
General Conference in November. The recommendation contains more than 100 specific provisions.

The core of the recommendation can be distilled into several points.

First, the protection of mental privacy. Neural data must be treated with greater sensitivity than any
other form of personal information.

Second, transparency and consent. When neurotechnology is used, users must be given sufficient
information, and explicit consent must be obtained.

Third, protection for children and vulnerable populations. Children whose cognitive abilities are still
developing, and patients with diminished decision-making capacity, require stronger safeguards.

Fourth, regulation of uses outside clinical settings. Ethical guidelines must also apply to
neurotechnologies that serve non-medical purposes, such as consumer EEG devices and gaming
BCIs.

Gabriela Ramos, UNESCO's Assistant Director-General for the Social and Human Sciences, issued
a statement immediately after adoption: "We must prevent brain data from being commodified.
Neurotechnology must serve the benefit of all humanity, not become the privilege of a few." The
recommendation is not legally binding. But it established a moral standard that 194 member states
should reference when drafting domestic legislation. Just as the international community drew a line
on human cloning technology, it has now created a list of things that must not be done with brain
technology.

The Council of Europe has been moving along a separate track. This body, with its 46 member
states, has governed the relationship between human dignity and biomedicine through the 1997
Oviedo Convention. More recently, it has been conducting a thorough examination of how
neurotechnology affects existing human rights treaties, the European Convention on Human Rights
(ECHR) in particular. Marcello Ienca, serving as an advisor to the Council of Europe's Committee on
Bioethics (DH-BIO), authored an official report on neurotechnology and human rights.

A fascinating debate is unfolding inside the Council of Europe. Some experts argue that a broad
interpretation of existing human rights is sufficient to address the risks of neurotechnology. They say
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provisions on the right to privacy and freedom of thought can simply be applied in the context of brain
data. Others counter that direct intervention in the brain represents an entirely new dimension of
concern that existing legal frameworks cannot accommodate. Their position is that explicit
neurorights must be introduced.

The OECD also adopted its Recommendation on Responsible Innovation in Neurotechnology in
2019. This recommendation focuses on ensuring safety and ethics without stifling innovation. In
2024, the OECD released a concrete policy toolkit to help implement the recommendation.

Reaching international consensus is a rough road. The positions of technology-leading nations like
the United States and China differ sharply from those of Europe, which emphasizes regulation. China
is developing BCI technology under state direction through its China Brain Project and is actively
applying it in education and defense. The United States wants regulation that does not impede
private-sector innovation. Europe puts privacy and human rights first.

But there is one thing they all agree on. The human brain is the last stronghold of what makes us
human. Each time technology unlocks another secret of the brain, we must, paradoxically, wrestle all
the more fiercely with the question of what it means to be human. The documents passing back and
forth in the conference rooms of Paris and Geneva are safeguards, designed to ensure that humanity
can still exist with dignity in an era when the brain and the computer are fully merged. The steps are
slow. But that is how international norms move forward.
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Chapter 16. Human Augmentation and Social Inequality
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A. From Treatment to Augmentation: The Gradual Shift of BCI

One night in January 2024, Noland Arbaugh couldn't sleep. Not because of pain. Because of a video
game. Just weeks after surgery, he was playing Civilization VI all night long. He played chess. He
raced in Mario Kart. For the first time since his diving accident at a lake eight years earlier, he could
do what he wanted, by his own will. Without moving a single finger. With thought alone. The world
was moved by what it saw. It was a victory for medical technology. A victory for the human spirit.

But in a conference room somewhere in Silicon Valley, a different conversation was taking place.
Elon Musk saw Noland Arbaugh's case as a starting point. Not a destination.

The vision Musk held when he founded Neuralink in 2016 always reached beyond treatment.
Symbiosis with artificial intelligence. Expanding the bandwidth of the human brain to keep pace with
AI. He often pointed out that humans receive information far faster than they can output it.

We read thousands of words in an instant with our eyes, but to express those thoughts, we depend
on slow finger-typing or even slower speech. In Musk's words, if humans don't break through this
bottleneck, they risk being reduced to house cats in the age of AI.

This is where the line between treatment and augmentation begins to blur. The boundary looks clear
on paper, but in practice it's a continuum. Consider this scenario. A technology is developed to
implant electrodes in the hippocampus to restore memory in Alzheimer's patients. If this technology
restores a patient's memory function to the level of their youth, it is clearly excellent medicine. But
what if the same technology, with slight parameter adjustments, could let someone store the contents
of a book after reading it once, like a photograph? What if a foreign language vocabulary list could be
downloaded directly into the brain? At that moment, we leave the domain of treatment. We enter the
domain of augmentation, artificially leapfrogging stages of evolution.

Neuralink's Blindsight project illustrates this ambiguity sharply. The technology stimulates the visual
cortex to restore sight to blind individuals. In its early stages, it would show the world in low-resolution
pixels, but as electrode density increases and algorithms grow more sophisticated, resolution will
steadily climb. At some point, it will surpass natural human vision. Musk has already mentioned that
this technology

could provide superhuman sight capable of seeing infrared or ultraviolet light. A chip implanted for
treatment becomes, one day, a tool that grants abilities no ordinary person possesses.
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This shift won't arrive suddenly. It creeps forward in increments we barely notice. We've already
walked a similar path. Ritalin and modafinil, drugs for treating ADHD, quietly became "study pills"
among students preparing for exams. Plastic surgery began with reconstructive work for burn victims,
but cosmetic procedures now dominate the field. LASIK started as vision correction and became a
lifestyle convenience.

BCI technology will follow the same trajectory. First, it will clear regulatory hurdles under the noble
justification of helping patients. Once safety is proven, it will enter the consumer market under the
rationale of improving quality of life. And finally, the fear of falling behind everyone else will become
the force that makes the technology universal.

The pace of technological progress between 2024 and 2025 is making this prediction more realistic
by the day. In December 2025, a research team from Columbia University and NewYork-Presbyterian
Hospital announced a new BCI chip called BISC. Packing 65,536 electrodes and 1,024 channels onto
a single chip, the device creates an ultra-high-speed wireless connection between brain and
computer. The researchers said this technology would go beyond treating disabilities and open a
future where humans and AI systems interact seamlessly. The transition from treatment to
augmentation is already being formalized at the laboratory stage.

In May 2025, Apple released its BCI Human Interface Device Protocol. This protocol allows
brain-computer interfaces to interact with Apple products. In August, Synchron demonstrated its BCI
controlling an iPad. If you ask what the next interface after the smartphone will be, Silicon Valley's
answer is growing clearer. It is the brain itself.

Within this gradual shift, we face a profound question. Where do human limits end? Weren't suffering,
scarcity, and forgetting the very conditions that made us human? Can we still call a being that
remembers everything, calculates at the speed of light, and communicates without speaking Homo
sapiens? At the threshold between treatment and augmentation, humanity may need to redefine its
own identity. A BCI is not just a medical device. It is the chisel humanity picked up to sculpt its own
evolution.

B. Is Cognitive Augmentation a Privilege of the Wealthy?

Imagine an elementary school classroom in the 2040s. The teacher asks a question. Some children
raise their hands before the question is even finished. Their brains are connected to the cloud. They
don't need to memorize math formulas. The chip handles the calculations.

On the other side of the classroom, children are still rolling pencils between their fingers, struggling.
The wall between the two groups doesn't come from a difference in effort. It is a biological gap born
from a difference in their parents' wealth.

This may sound like a scene from a science fiction novel.

But data from 2024 suggests this scenario isn't far off. The cost of Neuralink's invasive BCI surgery is
estimated at between 40,000 and 100,000 dollars, roughly 50 million to 130 million Korean won. In
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the early stages, the price will likely be much higher. On top of that come periodic software update
fees, data usage charges, and maintenance costs. State-of-the-art brain implants will become a
luxury only a small wealthy class can afford.

Until now, inequality has been environmental. Children from wealthy families attended better schools
and received more expensive tutoring. But a child from a poor family, if blessed with genius and
relentless effort, could narrow that gap to some degree. The biological hardware of the human brain
was equal. The brain of a corporate tycoon and the brain of a poor laborer had no significant
difference in basic processing speed or memory capacity.

BCI-driven augmentation shatters this biological equality. When the day comes that money can
upgrade the brain's performance itself, inequality becomes permanent. The wealthy become smarter,
learn faster, and think more creatively. They generate more wealth on the back of this superior
cognition. They use that wealth to give their children even more powerful brain upgrades. This is a
dystopia where social class leads to a biological speciation.

Historian Yuval Harari foresaw this in his book Homo Deus as the birth of god-like humans and a
"useless class." Cognitively augmented super-humans could monopolize society's key decisions,
while unaugmented natural humans, displaced by AI and automation, could lose their economic and
political value entirely. The biological caste system he described could become reality.

In an academic paper published in October 2024, researchers at the University of Edinburgh
analyzed this problem using the term "cognitive divide." They warned that unequal access to BCI
could go beyond a digital divide and create a gap in human capability itself. At the same time, they
raised a paradoxical concern. If everyone used the same BCI, cognitive homogenization could occur.
If BCIs guide people to think in a particular way, the diversity of human thought could shrink.

The cost barrier doesn't stop at the purchase price. The device may operate on a subscription model.
The latest firmware and model updates may require payment. Personalized learning requires
accumulating data over long periods. If performance improves as data builds up, then people who
can afford uninterrupted use have the advantage. In the end, the financial comfort to sustain
continuous use determines performance.

Barriers to access also show up in infrastructure. You need a stable network, compatible devices,
legal knowledge about personal data, the ability to review contracts and terms of service, and a safety
net with alternatives if side effects arise. These are conditions that the socioeconomically privileged
already have in place.

Labor market mechanics will amplify this inequality automatically. Companies favor tools that raise
productivity. Once the perception spreads that BCI assistance improves focus, memory, and reaction
speed in certain jobs, experience with the device becomes an unofficial credential. People who don't
use one are disadvantaged not by lack of skill but by lack of equipment. The unspoken social norm
could become: get a chip implanted if you want a job.



127

There is, of course, an optimistic view. The price of technology drops sharply over time. When
smartphones first appeared, they were exclusive to the rich; now they are used in slums around the
world. The cost of LASIK surgery has fallen far from what it was twenty years ago. The argument
goes that once mass production is established, BCI will become a universal technology accessible to
everyone.

But BCI is different from a smartphone. You can use an older smartphone model and still
communicate just fine. But if your brain's processing speed is a hundred times slower than everyone
else's, competing in society becomes impossible. If people fitted with the latest chip hold an
overwhelming edge over those with an older model, we find ourselves trapped in an endless cycle of
brain upgrades.

Ensuring that cognitive augmentation does not become a privilege of the wealthy will require strong
social consensus and institutional safeguards. Should access to BCI be guaranteed within the public
education system? Should health insurance cover cognitive augmentation procedures? Should the
government provide "digital brain" subsidies to low-income populations?

These discussions aren't stories from science fiction novels. They will become real agenda items,
fiercely debated in legislatures and courtrooms of the 2030s.

We must ask: in a society where intelligence becomes a commodity, how can human dignity be
preserved? Can we accept a world where people are forced into cognitive decline because they can't
afford otherwise? If technology is to serve as a tool that saves humanity, it must become a right for
everyone, not a privilege for the few.

C. The Risk of Military and Surveillance Abuse

Technology is value-neutral, but the humans who wield it are not. Throughout history, the most
groundbreaking technologies were tested on the battlefield first. The internet. GPS. The jet engine.
Brain-computer interfaces sit at the very front of military interest today.

DARPA, the research agency under the U.S. Department of Defense, has been pouring enormous
budgets into neurotechnology for decades. The N3 program, the Next-Generation Nonsurgical
Neurotechnology program, carries a price tag of $104 million. Its goal is clear: develop
high-performance, bidirectional brain-machine interfaces that healthy soldiers can use without
surgery. DARPA program manager Al Emondi put it this way: 'Neural interfaces will be used wherever
they are needed.'

From a military perspective, BCI could become the ultimate weapons system. It heralds the creation
of super soldiers. Imagine a soldier who feels no fear, maintains razor-sharp focus after days without
sleep, and downloads battlefield conditions directly into the brain for a 360-degree field of vision.
Controlling a swarm of drones with thought alone. Telepathic communication, sharing operational
plans with teammates without a single spoken word, would dramatically boost the effectiveness of
special operations forces. Research along these lines is already underway. In 2019, DARPA awarded
the BrainSTORMS project contract to a team led by Battelle Memorial Institute. The project develops
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injectable magnetoelectric nanoparticles. Small enough to fit thousands on a single strand of hair,
these particles travel through the bloodstream to the brain, communicating with a helmet to read and
write neural signals. When the mission ends, magnetic fields flush them out of the body.

A simulator experiment in which a quadriplegic pilot flew an F-35 fighter jet using brain signals alone
has already succeeded. Preliminary experiments where a single person controlled a drone swarm
through thought have also been conducted. A 2025 paper published in the International Review of the
Red Cross projected that these technologies would dominate military systems by the early 2030s.
The United States isn't alone. China, Russia, and France are all pursuing BCI research and
development.

But the stronger the light, the darker the shadow. When this technology is abused as a tool of
surveillance and control, the danger can be more covert and lethal than nuclear weapons.

The most alarming scenario is forced brain hacking. Consider an interrogation method that scans a
captured enemy combatant's brain to extract classified information. Torture in the past inflicted
physical pain to pry open mouths. BCI can bypass the will entirely and steal memories themselves.
This is a new form of human rights violation that the Geneva Conventions never accounted for.

There is also the possibility of using these tools for domestic surveillance. In 2018, the South China
Morning Post reported that some Chinese factories and high-speed rail operators were fitting workers
and train drivers with brainwave-monitoring caps to track fatigue and emotional states. The State Grid
Zhejiang Electric Power Company claimed this technology generated roughly $315 million in profit
gains between 2014 and 2018. Companies cite productivity improvements as justification, but this
marks the beginning of neural surveillance, where a worker's mental state is monitored and evaluated
in real time.

An analysis published in the International Review of the Red Cross identifies the legal problems with
military BCI. The researchers distinguished two modes. Active BCI is when a soldier consciously
imagines pressing a button to issue a fire command. Reactive BCI is when, immediately after
detecting a target, the soldier's brain signal is converted into a fire command before the soldier even
consciously registers the target. The researchers concluded that reactive BCI violates Article 36 of
the Additional Protocols to the Geneva Conventions because it escapes the soldier's

control. The principles of distinction and proportionality cannot be upheld.

There is also the danger of brainjacking, where a hacker seizes control of a brain implant. An enemy
could hack a friendly soldier's brain chip to manipulate visual information or force the soldier to pull a
trigger. They could stimulate pain centers to incapacitate someone. A situation where your own body
moves not by your will but by a hacker's code. This is the most horrifying violation of physical
autonomy imaginable.

Military competition is a tank with no brakes. Once one nation deploys brain-augmented soldiers,
others will adopt even more powerful BCIs to keep pace. This triggers a neural arms race. Nuclear
weapons at least maintain peace through deterrence, the logic of non-use. BCI can be deployed
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covertly and routinely, making it far harder to control.

We must not forget that this is a dual-use technology. The same technology that stops a Parkinson's
patient's tremors can be repurposed to paralyze a healthy person. The same technology that
improves memory can become a tool for erasing or manipulating memories. The international
community must establish strict guidelines and treaties governing the military use of neurotechnology,
just as it banned biochemical weapons. The brain must not become a battlefield. It is the last
sanctuary where the human soul resides.

D. The Technology Gap and the Future of Neural Inequality

Picture a job posting from 2040. Required qualifications: compatible with Neuralink V5.0 or above;
capable of processing one gigabit of data per second. This is not idle speculation. It is a glimpse of a
future where the technology gap translates into physical and neural inequality.

We are already living through a digital divide. The economic and cultural gap between generations
fluent in internet and smart devices and those who are not, between nations with strong IT
infrastructure and those without, is already wide. But the neural divide that BCI could bring is on a
different plane entirely. The digital divide was a gap in tools. The neural divide is a gap in being.

The gulf between augmented humans and those in a natural state could widen beyond the difference
between Homo sapiens and Neanderthals. Augmented humans, fused with AI, solve complex
problems in an instant. They connect in real time to global information networks. They regulate their
emotions and biorhythms to optimal states. Meanwhile, natural humans struggle with hunger and
fatigue. They make errors of memory. They communicate through slow language.

In the labor market, natural humans will lose their footing. Robots have already replaced simple
physical labor. AI has replaced simple intellectual labor. Even highly creative and complex work will
be monopolized by augmented humans armed with BCI. The term 'legacy human' may enter our
vocabulary.

Market data from 2025 foreshadows this future. The invasive BCI market was estimated at roughly
$160 billion in 2024. The total BCI market is projected to grow from about $2.87 billion in 2024 to over
$15 billion by 2035. The compound annual growth rate exceeds 16%. Neuralink is valued at $5
billion. OpenAI invested $250 million in BCI startup Merge Labs. Capital is already betting on this
future.

The most realistic near-term scenario is the spread of soft coercion. No law mandates it, but
organizational culture and market norms make it compulsory in practice. Neural monitoring gets
recommended as 'self-management' in high-performance roles. It gets tied to team-level productivity
metrics. Individuals find it hard to refuse. Refusing makes you the person obstructing collaboration.
This is the moment a medical technology morphs into labor discipline.

The second scenario is the emergence of the standardized human. As neurotechnology becomes
widespread, society defines an 'average optimal state.' Standards are set for concentration levels,
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stress ranges, and sleep efficiency. People are nudged to conform. This leads to the shrinking of
diversity. Creativity often emerges from unstable states. Deep thought sometimes arises from slow
rhythms. But the market hates slowness. When neurotechnology redefines what counts as 'normal
functioning,' those who fall outside the standard risk being classified as defective. The third scenario
involves a division of roles between states and corporations. Governments introduce
neurotechnology in the name of safety, public order, and national defense. Corporations introduce it
for productivity, marketing, and risk management. When the two share data or use similar analytical
models, individuals find it nearly impossible to escape either. Once a data infrastructure is built,
repurposing it is easy.

The fourth scenario is the international gap. Nations with access to expensive implantable BCIs,
high-performance closed models, and high-quality clinical data gain the upper hand in both treatment
and augmentation. Technology-leading countries like the United States and China, backed by
enormous capital and data reserves, seize control of BCI technology standards. They take the lead in
boosting their citizens' cognitive capabilities. Meanwhile, nations with weak regulatory capacity or
fragile data protection frameworks risk becoming testing grounds or cheap data suppliers. This gap
amplifies beyond individual inequality into a competitive divide between nations. A new form of power
imbalance, cognitive imperialism, could emerge.

The risks of applying a subscription economy model to BCI cannot be ignored either.

What happens when premium features or the latest knowledge updates for a brain implant require a
monthly subscription fee? The moment someone can't pay due to financial hardship, they might
suddenly lose a foreign language or see their work performance plummet. Just as Tesla controls
vehicle functions through software updates, BCI companies could gain the power to remotely toggle a
user's cognitive abilities on and off. A pop-up appearing before your eyes reading 'Your brain expires
in 30 days' is not black comedy. It is a realistic fear.

In 2023, Second Sight, a company that made retinal implants for vision restoration, went bankrupt.
Patients were left with unsupported devices still implanted in their eyes. It was a stark warning of how
vulnerable bodies and data become when they depend on a technology company. Preventing neural
inequality requires more than simple consent. It demands purpose limitation, prohibition of secondary
use, data minimization, retention period limits, recognition of anonymization's boundaries, and severe
penalties for violations.

To sum up, the future of neural inequality hinges not on the gap in device ownership, but on whether
neural-data-based evaluation becomes the default setting of social institutions. The most dangerous
future is a society where people believe they are freely designing themselves while actually being
tuned to standardized optimization norms. In that society, inequality grows more insidious. It is no
longer about being too poor to afford it. It becomes a structure where falling behind is the price of
opting out. From that point on, individual choice is no longer a choice. It is a condition.

Before the technology gap hardens into neural inequality, we need to ask ourselves: what kind of
future do we want? A world where meritocracy runs to its extreme and human worth is measured by
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the processing speed of a brain?

Or a world where technology fills in what the vulnerable lack, and everyone coexists while keeping
their own dignity intact. That choice doesn't rest with technology. It rests with the ethical decisions we
make right now.
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Chapter 17. Asking Again What Makes Us Human

← Previous Chapter

See every chapter

Next Chapter →

A. "Am I My Brain, or Am I the Technological Extension of It?"

In 1998, philosophers Andy Clark and David Chalmers published a paper titled "The Extended Mind."
They posed a simple question: "Where does the mind stop and the rest of the world begin?"

Clark and Chalmers introduced a fictional character named Otto. Otto had Alzheimer's disease. He
wrote down every important piece of information in a notebook and carried it everywhere. When he
wanted to visit a museum, he opened his notebook and checked the address. A woman named Inga,
by contrast, had a healthy memory. She recalled the museum's address from inside her head.

What was the difference between these two people.

Clark and Chalmers gave a provocative answer.

There was no difference. Otto's notebook performs the same function as Inga's hippocampus. It
stores information and retrieves it when needed. The notebook is not a tool sitting outside Otto's
mind. It is part of Otto's mind itself.

Twenty-six years have passed since that paper was published. In January 2024, a Neuralink chip
was implanted in Noland Arbaugh's skull. By mid-2025, seven quadriplegic patients had undergone
the same surgery. They move computer cursors, operate smartphones, and play video games using
thought alone. A patient named Alex created 3D designs with CAD software. Brad played Mario Kart
with his children. The extended mind that Clark and Chalmers imagined had become literal reality.

But the experience of Neuralink patients differs in kind from Otto's notebook. A notebook must be
opened by hand. It must be read with the eyes. The body stands between thought and action as a
mediator. Neuralink skips that mediator. When the motor cortex fires, the signal becomes a digital
command directly. The gap between thought and action disappears. Noland Arbaugh said in an
interview: "I don't 'consciously' think about moving the cursor. It just moves. Like moving a finger."

Here the philosophical question deepens. Where does Noland Arbaugh end? Is his biological brain
"him"? Or is the entire system, brain plus chip plus computer, "him"? Clark wrote in his 2003 book
Natural-Born Cyborgs: "What makes humans different from other species is the ability to fully
integrate tools and cultural practices into our very being." If you follow his logic,

a person who receives a BCI implant is not simply using a tool. That person has become a new form
of human.



133

In May 2025, a paper published in Nature Communications pushed this discussion one step further.
The authors argued that collaboration with generative AI represents a new case of the extended
mind. When humans and AI solve problems together, cognition does not reside in either one. The
interaction itself is cognition. The authors concluded: "Building hybrid thinking systems is part of
human nature."

Not every scholar agrees. Critics point to the "causal-constitution fallacy." A calculator helps you
solve a math problem, but that doesn't make the calculator part of your mind. There is also the
problem of "cognitive bloat." If you push the extended mind theory to its conclusion, all the information
on the internet becomes part of an individual's cognitive system. This defies intuition.

This debate is not a purely academic matter. It carries legal and social implications. If a BCI is part of
my mind, then hacking it is not a simple property crime. It is an intrusion into the psyche. If an idea
produced through collaboration with AI is a product of the extended mind, who holds the copyright?

How does Noland Arbaugh think about his own identity? Does he feel that Neuralink is part of himself,
or does he still perceive it as an external tool? The answer will probably change over time. Just as we
became unable to live without smartphones, BCI users will gradually come to experience the device
as an extension of themselves. And at that moment, the meaning of the question "Who am I?" will
itself be transformed.

B. Storing and Downloading Memory: Is Immortality Possible?

Humanity has long tried to conquer death. We built pyramids. We searched for elixirs of life. We
entrusted our bodies to cryonic preservation. In the twenty-first century, a new method was proposed:
uploading the mind to a computer.

The idea is straightforward. The human brain consists of 86 billion neurons. Each neuron connects to
other neurons through thousands of synapses. This pattern of connections is memory, personality,
and consciousness. If we could scan this pattern perfectly and replicate it in a computer, a person's
mind could exist in digital form forever.

As of 2025, this idea remains in the realm of science fiction. A neuroscientist at Georgia Tech
explains: "We have not yet replaced a single real neuron with an artificial one. I'm not talking about 86
billion. Not even one." The technology to scan a brain is also lacking. We do not even know what
level of detail is required for consciousness to function. Is the synaptic connection pattern enough, or
must we replicate the molecular state inside each individual neuron? Nobody knows.

Technical barriers are not the only problem. There is a philosophical puzzle. In 1775, the Scottish
philosopher Thomas Reid asked: "If my brain loses its original structure, and hundreds of years later
the same matter is used to create an intelligent being again, is that being me? If two or three beings
are made from my brain, are they all me?" Two hundred and fifty years have passed, and there is still
no consensus on the answer.
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The modern debate revolves around the Hard Problem of Consciousness. If we cannot explain how
physical processes produce subjective experience, we cannot know whether an uploaded mind truly
"feels." It might be a conscious being, or it might be a "philosophical zombie" that mimics behavior
without any inner experience.

Russian futurist Alexei Turchin proposes a method of gradual replacement: swapping out the brain's
neurons one at a time for artificial ones. If continuity of consciousness is maintained at each step, the
end result, a fully artificial brain, would still be "me." But this method has problems of its own. A
quantum-temporal model of consciousness published in 2025 argues that consciousness cannot be
copied or transferred; only a new entity can be created.

There is another concern: sensory deprivation. A digital consciousness has no body. No sight,
hearing, touch, taste, or smell. No interaction with the environment. Neuroscientists warn: "Sensory
deprivation is recognized as a form of torture. Without contact with an environment, a digital
consciousness could experience

hallucinations, mental disorders, and even dissolution of identity." The Netflix series Black Mirror
portrayed this scenario in its chilling episode "White Christmas," in which a digital copy is trapped in
isolation for what feels like an infinite stretch of time.

So is mind uploading the promise of eternal life, or a new kind of hell? James Hughes, a Buddhist
transhumanist, offers a different perspective. If the self is inherently an illusion, then worrying about
uploading is pointless. According to the Buddhist concept of anatta (non-self), the "me" of this
moment is not identical to the "me" of one second ago. Consciousness is not a continuous stream; it
arises fresh in each moment.

The most realistic approach right now is partial preservation: storing fragments of memory, simulating
personality patterns with AI, or creating digital avatars based on social media records. Martine
Rothblatt calls these "mindfiles" and "mindclones." Several startups already offer chatbots trained on
a deceased person's voice and text data. Bereaved families can "talk" to their dead relatives.

Is this true immortality? Probably not. But it is clearly changing the meaning of death. And as
technology advances, the very definition of "immortality" may shift. Even if a complete upload of
consciousness proves impossible, if some portion of our memories and personality survives in digital
form, isn't that, in some sense, life after death? The answer depends not on technology, but on how
we choose to define "life" and "death."

C. The End of Language: How Conceptual Telepathy Could Reshape Civilization

Language is the foundation of human civilization. We transmit thoughts through sounds and symbols.
But language has a fundamental limitation. When a thought in your head is converted into words,
those words into sounds or letters, and the other person interprets them back again, meaning is lost
along the way. Poets spend their lives fighting this limitation. There are emotions and experiences
that are, as they say, "beyond words."
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BCI technology has opened the possibility of bypassing this limitation. One of Neuralink's visions is
"conceptual telepathy." Elon Musk explained it this way: "Language is a very slow interface. We can
transmit about 40 bits of information per minute. If we could share thoughts directly through BCI,
bandwidth would increase by a factor of thousands."

As of 2025, Neuralink patients have achieved typing speeds of about 40 words per minute. That is
roughly comparable to how fast an average person types on an on-screen keyboard. Voice
restoration technology has also received FDA Breakthrough Device designation. Patients who lost
their ability to speak due to ALS will be able to hold conversations through synthetic speech
generated by thought alone. But this is still communication mediated by language. It isn't the
transmission of thought itself.

What would happen if true conceptual telepathy became possible? Imagine this. You could convey
the exact emotion you feel while watching a sunset to another person, without a single word. You
could instantly share a complex mathematical intuition. Misunderstandings would vanish. Translation
would become unnecessary. Humanity could be connected not through a single language but through
a single mind.

But utopian visions carry dystopian shadows. The first is the end of privacy. If thoughts can be
shared, unwanted thoughts can also be exposed. We all carry unspoken thoughts in our heads.
Prejudice, desire, anxiety, anger. If these became transparent to others, what would happen to social
relationships? Is a world where honesty is forced really a better world?

The second is the asymmetry of power. Not everyone would gain telepathic ability at the same time.
In the early stages, the wealthy and the powerful would gain access first. They could read other
people's thoughts while concealing their own. This would create the most extreme information
asymmetry in history.

The third is the dissolution of individuality. Language is not just a communication tool. It shapes the
very way we think. A person who thinks in Korean and a person who thinks in English experience the
world differently. Language is a core element that constitutes personal identity. In a world where
thoughts are shared without language, how would individual uniqueness be preserved? Could
collective consciousness replace individual consciousness?

Looking back through history, new communication technologies have always transformed civilization
at its foundations. The invention of writing made it possible to externalize memory. The printing press
led to the democratization of knowledge. The internet made instant global communication possible.
Each revolution produced unexpected consequences. The printing press ignited the Reformation.
The internet deepened fake news and polarization.

Conceptual telepathy could bring greater change than all previous revolutions combined. That is
because it would not be a change in how we communicate, but a change in how we exist as human
beings. We need to think in advance about whether we want that change, and under what conditions
we would accept it.
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Of course, all of this is still speculation. It is not even certain whether conceptual telepathy is
technically possible. Because brain activity patterns differ from person to person, it is unclear whether
one person's "experience of watching a sunset" could be transmitted identically to another. Perhaps
language, despite its imperfections, or precisely because of them, will remain the only viable form of
human communication. Yet the history of technology has been a continuous process in which
"impossible" becomes "difficult," and "difficult" becomes "routine."

D. Being Human in the Cyborg Era: Philosophical Questions

On August 9, 2023, the Supreme Court of Chile issued a historic ruling.

The plaintiff was former Senator Guido Girardi. The defendant was Emotiv, a company
headquartered in San Francisco. Emotiv sold a brainwave-measuring headset called "Insight."
Senator Girardi claimed that after using the device, his brain data had not been adequately protected.

The Supreme Court ruled in the plaintiff's favor. The court found that Emotiv's retention of Girardi's
brain data for research purposes without specific consent violated his constitutional rights to physical
and mental integrity and his right to privacy. The court ordered the company to delete the plaintiff's
neural information from its database.

This ruling was possible because Chile became the first country in the world to enshrine "neurorights"
in its constitution in 2021. The amended Article 19 stipulates the "protection of brain integrity and
mental immunity from neurotechnology." It also granted brain data the same legal status as organs,
making it impossible to buy or sell.

The concept of neurorights was first proposed in 2017 by Rafael Yuste, a neuroscientist at Columbia
University. Together with his colleagues, he defined five neurorights: the right to mental privacy, the
right to personal identity, the right to free will, the right to fair access to mental augmentation, and the
right to protection from algorithmic bias. Yuste argues: "We responded too late to social media. We
must not repeat the same mistake with neurotechnology."

There are critics as well. Juan Carlos Lara Galvez of Chile's digital rights organization points out:
"Some legal scholars are skeptical about whether such constitutional amendments are necessary.
They argue that existing personal data protection laws are sufficient." Daniela Salort Mirales, a law
professor at the University of Chile, raises a more fundamental objection: "This constitutional
provision is based on the colonial assumption that Chile had no legal protections for brain data."

Neurorights advocates, however, present compelling evidence. When the Neurorights Foundation
analyzed the terms of service of 30 consumer neurotechnology companies, it found that 29 of them
reserved the right to sell users' brain data to third parties. The moment you click "I agree," your brain
data is no longer yours.

Chile's precedent is spreading. Brazil and Mexico are reviewing similar constitutional amendments.
Uruguay's parliament has discussed neurorights with Chilean legislators. In the United States,
Colorado and California have enacted neural data protection laws. The Latin American Parliament
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(Parlatino) published a model law on neurorights in 2022, providing a framework and foundational
concepts for regulating neurotechnology.

Underlying all of these legal efforts is a single philosophical question. What is a human being? When
technology can access our brains, read our thoughts, and perhaps alter our minds, where does
human dignity reside?

Transhumanists are optimistic. For them, technological augmentation is the next stage of human
evolution. We already correct vision with glasses, improve hearing with hearing aids, and restore
mobility with artificial joints. BCI is an extension of the same trajectory. Better cognition, deeper
connection, longer life. Technology can make us "better humans."

Bioconservatives are worried. They argue that there is something in "being human" that technology
cannot replace. Vulnerability, finitude, imperfection. These are, in fact, the core of the human
experience. If technology strips away that vulnerability, we may lose something essential.

Perhaps both perspectives are partially right. Technology will change what it means to be human;
that much is certain. But the direction of that change is not predetermined. It depends on what values
we choose. Chile's neurorights legislation, and the debate for and against it, is part of that process of
choosing.

Noland Arbaugh said in an interview after his Neuralink implant: "I'm still me. The chip didn't turn me
into a different person. It just let me do the things I always wanted to do again." His words suggest
one answer: technology may not strip us of our humanity but restore what was lost. Whether that
holds true in every case, though, and where restoration ends and augmentation begins, we are still
searching for answers.
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Chapter 18. Conclusion: Preparing for a Connected Future
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A. The BCI Commercialization Roadmap: Mass Production Prospects for 2026

The moment the clock struck midnight on December 31, 2025, Elon Musk posted a brief message on
his social media platform X. "Neuralink will begin mass production of brain-computer interface
devices in 2026 and transition to a nearly fully automated surgical procedure." That single sentence,
chosen as his first message of the new year, compressed a hundred years of neuroscience into a few
words.

On the ochre plains of Del Valle, just outside Austin, Texas, a new factory is going up. Reminiscent of
Tesla's Gigafactory, the facility is preparing to produce thousands of coin-sized brain implants per
year. Exactly 102 years after Hans Berger attached electrodes to his son's scalp and watched a
galvanometer needle tremble in 1924, humanity is entering an era of translating the brain's electrical
whispers into the language of industry.

The 2026 roadmap hinges on three transitions. The first is the shift from manual work to automation.
Neuralink's surgical robot R1 currently requires significant involvement from human medical staff to
insert 64 electrode threads into the brain. The 2026 system Musk has previewed is different. He
added that the device's threads will be able to pass directly through the dura without removing it. This
technical leap will not only cut surgical time dramatically but also reduce trauma to brain tissue,
making the procedure accessible to far more patients.

The second is the shift from laboratory to factory. As of September 2025, only 12 people worldwide
had received a Neuralink implant. That number is smaller than a group of lottery winners. But mass
production changes the equation. Neuralink's waiting list already has more than 10,000 registrants.
MEMS (micro-electromechanical systems) technology borrowed from semiconductor manufacturing,
combined with roll-to-roll production methods, has the potential to bring the cost per implant down
from hundreds of thousands of dollars to just a few thousand. Experts predict the cost per device
could fall below $5,000 by around 2026.

The third is the shift from treatment to restoration. The first human clinical trial of the Blindsight project
is scheduled for 2026. The project aims to restore perception of light and shapes to people who have
completely lost their sight by delivering electrical stimulation to the visual cortex. The FDA has
already granted the technology Breakthrough Device designation. An era of multiple implants
spanning the motor cortex, visual cortex, and language cortex is opening up.

Competitors are also closing the gap, with 2026 marking a turning point. Synchron has already
implanted its Stentrode in 10 patients in the United States and Australia and reported that the
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COMMAND study found no serious device-related adverse events over 12 months. CEO Tom Oxley
said he is preparing a pivotal clinical trial for FDA approval. Paradromics received

FDA approval for a clinical trial in speech restoration in November 2025. Precision Neuroscience's
Layer 7 device obtained 510(k) clearance in April 2025, qualifying it for commercial use in temporary
implants of 30 days or less.

China's moves cannot be ignored either. The China Brain Project has set goals of transitioning
laboratory technologies into clinical and industrial applications by 2027 and nurturing two or three
globally competitive companies by 2030. Research institutes in Beijing and Shanghai are establishing
industry standards covering both non-invasive and invasive technologies. 2026 will be the year the
competition between the United States and China over neurotechnology supremacy begins in
earnest, going beyond a race over technology alone.

Behind the optimistic outlook, however, a pile of unresolved challenges remains. Studies have shown
that with the Utah Array, more than 60 percent of electrodes lose their signal within a year. Scar
tissue that forms around brain tissue blocks the signal. In Noland Arbaugh's case, some electrode
threads retracted from the brain within weeks of surgery, reducing the number of functioning
electrodes. Neuralink compensated for this problem through algorithm adjustments, but long-term
stability over 10 or 20 years has yet to be proven.

2026 will be the inflection point where BCI crosses from the realm of possibility into the realm of
scalability. Morgan Stanley has projected the initial BCI market at $80 billion, with potential growth to
$320 billion as the technology matures. An era is dawning in which a paralyzed patient controlling a
computer with thought alone, or a blind person seeing points of light again, is no longer a miracle but
a medical option. Yet who will have access to this technology, under what conditions, and at what
price remains an open question.

B. The Legal and Social Consensus We Must Build

On April 18, 2024, Colorado Governor Jared Polis signed a bill into law. It was the first law in the
United States to classify brain data as sensitive personal information and protect it accordingly. State
Representative Cathy Kipp, who introduced the bill, said: "No one knows what will be readable from
data collected today five years from now. The technology is advancing that fast."

Three years earlier, in 2021, Chile became the first country in the world to enshrine neurorights in its
constitution. It elevated the right to protection of brain activity and information derived from it to a
fundamental right. The three-year gap between these two events shows how hard the law and ethics
are struggling to keep pace with the speed of technology. Now that BCI is entering the
commercialization stage, we face questions of legal and social consensus far more complex than the
technical challenges.

The most urgent task is to legally define the concept of mental privacy. Until now, privacy has
concerned what I wrote, what photos I took, what places I visited. But privacy in the BCI era
encompasses unspoken thoughts, unconscious emotions, even fragments of dreams. According to a
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report by the Neurorights Foundation, 29 out of 30 neurotechnology products available for purchase
online can access brain data, and none place meaningful restrictions on its use. Nearly every product
can share data with third parties.

As of 2025, four U.S. states, Colorado, California, Montana, and Connecticut, have enacted neural
data protection laws. California's SB 1223, effective January 1, 2025, classifies neural data as
sensitive personal information and grants consumers the right to request, delete, and restrict the
sharing of their brain data. These laws protect the data itself, but they do not regulate the algorithms
or AI that interpret it. Beyond the boundaries of the law, brain data can still become a commodity.

The second task is to develop new legal doctrines around agency. Suppose someone uses a BCI to
move a robotic arm and injures another person. Was it the user's intention, a malfunction of the AI
algorithm, or manipulation through hacking? The day is not far off when the defense "my brain didn't
do it, the chip malfunctioned" appears in a courtroom. In situations where a machine intervenes in a
person's decision-making process, the question of how to distribute legal liability goes beyond
product liability law and demands a philosophical redefinition of free will.

The third task is to reach societal agreement on the permissible scope of neural surveillance. In some
countries, EEG headbands that monitor students' concentration levels are already being used in
classrooms. This system, piloted in certain schools in China, analyzes students' brainwaves in real
time and alerts teachers to students who are not paying attention. Attempts to monitor workers'
fatigue levels in real time are also emerging. We have already seen with smartphones and social
media how these technologies blur the line between "voluntary use" and "de facto coercion." Clear
guidelines are needed on how far collection and use of neural data should be permitted in
employment, education, and insurance.

The fourth task is to guarantee equity of access. The current cost of a Neuralink implant has not been
disclosed, but estimates put it in the hundreds of thousands of dollars. Even as mass production
brings prices down, the wealthy are likely to be the only ones who benefit in the early stages. When
BCI technology expands beyond treatment into the domain of cognitive augmentation, our society
risks splitting into "augmented humans" and "natural humans." A Morgan Stanley report warned that
this technology could have impacts on healthcare, gaming, defense, investing, and the future of the
human race that society is not prepared for.

The fifth task is international regulation of military use and dual-use applications. Major powers
including the United States and China are already developing BCI for military purposes. DARPA's
Brain Initiative is a prime example where research goals and military objectives coexist. Technologies
that connect soldiers' brains to boost combat capabilities or hack an enemy's brain to sow confusion
could render existing rules of warfare obsolete. Just as nuclear and biochemical weapons are
regulated, international treaties are needed to prevent the military misuse of neurotechnology.

In 2025, U.S. Senators Chuck Schumer, John Cornyn, and Ron Wyden proposed the MIND Act to
regulate BCI. The bill asks the Federal Trade Commission (FTC) to closely examine long-term use
policies for BCI. In June 2025, the American Medical Association (AMA) called for stronger regulation
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of neural data. The law moves slowly, but it is moving.

What we must prepare for is defining the limits of technology before technology defines us. In an era
when brain data is transmitted to the cloud and machines interpret human intentions, building
defenses to protect human dignity and freedom is a task that should be completed before 2026.

C. Ten Questions for Evaluating BCI News

The flood of BCI-related news every morning sometimes sounds like a hymn of hope, sometimes like
a dystopian warning. A single Elon Musk tweet sends related stock prices swinging, and sensational
headlines about "doing everything with thought alone" are everywhere. Anna Wexler, a medical
ethicist at the University of Pennsylvania, warns: "It is rare in medicine to see this kind of willingness
to hype. With Neuralink, there is a gap between what the CEO claims and what the company is
actually doing."

To sort truth from noise, you need to become a critical reader. Here are ten essential questions to ask
whenever you encounter BCI news.

First, is it invasive or non-invasive? You need to determine whether the technology in the news
involves opening the skull and implanting electrodes in the brain, accessing it through blood vessels,
or wearing something like a headband. The more invasive the approach, the more accurate the signal
but the greater the risk; the less invasive, the safer but the less precise the signal. This is exactly the
difference between Neuralink and Synchron. Neuralink inserts 1,024 electrodes directly into brain
tissue, while Synchron places a stent on the surface of brain blood vessels via the jugular vein.
Behind the identical headline of "control with thought alone," the underlying technologies are
completely different.

Second, is it treatment or augmentation? You need to distinguish whether the technology restores
lost function for a paralyzed patient or improves a healthy person's abilities. Most achievements to
date are focused on medical restoration. Noland Arbaugh playing chess and Mario Kart means he
can once again do things he was unable to do for eight years. But a healthy person downloading
memories or installing a foreign language in the brain is still a story for the distant future. You should
ask whether the article's purpose is to improve a patient's life or to stimulate consumer desire.

Third, where does the data come from? You need to check who is making the announcement. Is it a
peer-reviewed journal article, or a company press release or YouTube demonstration? Corporate
announcements may exaggerate results to attract investment. Synchron's 2024 COMMAND study
results were presented at a neurosurgery conference and included 12-month follow-up data on six
patients. That is a different level of verification from a YouTube video of a monkey playing Pong.

Fourth, who owns brain data? Who owns the brain data collected by the devices mentioned in these
articles? According to a survey by the Neurorights Foundation, 29 out of 30 commercially available
neurotech products can access brain data, and nearly all of them can share it with third parties. We
need to check whether the principle of "My Brain, My Data" is being upheld, and reclaim data
sovereignty hidden in the fine print of terms and conditions.
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Fifth, did the AI interpret it, or did the brain do it directly? We must distinguish whether a user's
thoughts directly controlled a device, or whether AI guessed the brain signals and acted on the user's
behalf. Current BCI systems read brain signals and then use machine learning algorithms to interpret
intent. If generative AI stepped in to complete a sentence

or draw a picture, that cannot be considered entirely the user's intention. We must be wary of the
Illusion of Agency.

Sixth, are safety and reversibility guaranteed? Can the device be removed? If the company goes
bankrupt or the technology is updated, what happens to the chip implanted in the brain? A 2025
report by the U.S. Government Accountability Office (GAO) pointed to cases where some clinical trial
participants had to have their BCIs removed after the trial ended because no funding or medical
support was provided. We should check whether there is any mention of long-term infection risks or
the possibility of brain tissue damage.

Seventh, is security assured? Is this device safe from hacking? A wirelessly connected brain can
become a target for cyberattacks. Are there defenses in place against brain-tapping, where brain
signals are intercepted, or brain-jacking, where manipulated signals are sent to the brain? The risks
of neurohacking are still absent from most BCI news coverage.

Eighth, what about cost and accessibility? How much does this technology cost? Is insurance
coverage available? If the price tag runs into hundreds of thousands of dollars, this could be a
technology reserved for a wealthy few. The GAO report noted difficulties in communicating with the
Centers for Medicare and Medicaid Services (CMS) under the U.S. Department of Health and Human
Services, and recommended that insurance policies and reimbursement structures for BCI be
established.

Ninth, are there psychological or personality changes? Do device users report feeling "not like
myself," or are there side effects involving personality changes? Research on how brain stimulation
affects emotions and identity is still in its early stages. Some Parkinson's disease patients who
received deep brain stimulation (DBS), where electrodes are implanted deep in the brain, have
reported experiencing confusion about their sense of identity.

Tenth, what is the long-term roadmap? Is this news a one-off achievement, or part of a clear
long-term plan? We need to examine whether the plans for one year and five years ahead are
concrete, and whether those plans include ethical considerations. Media hype and some enthusiastic
CEOs have promised everything from depression treatment to memory storage and replay. When
unrealistic expectations are built up and then unmet, they can trigger backlash or funding collapses.
This is precisely the trap that Gartner's Hype Cycle warns about.

These ten questions will serve as an anchor to keep you grounded amid the massive wave of BCI.
Apply this checklist every time you read the news. The ability to tell innovation from exaggeration is a
basic form of literacy for citizens living in the age of brain data.

D. Civic Literacy and Critical Thinking in the Age of Brain Data
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In 2014, Phil Kennedy, a 67-year-old neurologist, was staring up at the ceiling of a surgical room in
Belize. Known as the "father of cyborgs" after enabling a locked-in syndrome patient to move a
computer cursor with thought alone in 1998, he had made a desperate choice after U.S. regulators
shut down his research. To continue 29 years of work, he paid $25,000 to have electrodes implanted
in his own brain. After an eleven-and-a-half-hour surgery, complications left him temporarily unable to
speak. But when he silently moved his lips, signals fired from 65 neurons in his motor speech cortex
showed patterns identical to those produced when he actually spoke aloud. It was evidence that
imagined speech could be captured and decoded.

Kennedy's self-experiment drew heavy criticism, but it also served as a proof of concept. And his
story raises a question that matters for citizens who will live through the BCI era: in an age when
brains and machines talk directly to each other, what kind of literacy do we need?

First, we need awareness of cognitive sovereignty. Until now, we have regarded bodily freedom and
the secrecy of communications as rights. Now we must firmly establish the recognition that "the
owner of my thoughts is me." We should not accept, as a fair price for digital services, that
corporations or governments access our brain data to analyze and profile our political leanings or
unconscious desires. The European Data Protection Supervisor (EDPS) has classified neural data as
the most sensitive category among sensitive information, and proposed strengthening the
minimization of collection purposes, the right to refuse automated decision-making, and the
transparency and explainability of processing. Citizens must actively assert their right to monitor how
their neural data is collected and used, and to defend their mental territory.

Second, we must develop the capacity to critically evaluate technology. When brain science and
technology combine, exaggerated marketing and pseudoscience often take over. To avoid being
misled by claims like "scan your brain to raise your grades" or "achieve everything just by thinking,"
scientific literacy that grasps both principles and limitations is essential. A paper published in
Frontiers in Human Neuroscience pointed out that inaccurate public perceptions of BCI technology
are linked to misleading hype from some researchers, manufacturers, regulators, and the media. We
must recognize that technology is not an all-purpose fix, and keep watch so that it remains a tool
assisting, not replacing, uniquely human abilities.

Third, we must prepare for a shift in the education model. Once BCI is commercialized, acquiring
knowledge may no longer be a competitive advantage for humans. If an era arrives when foreign
languages can be downloaded into the brain and math formulas computed instantly,
memorization-based education will lose its footing. Future civic literacy should focus not on
knowledge itself, but on the ability to integrate knowledge, make ethical judgments, and form creative
connections. Wisdom, empathy, and the ability to ask questions, things machines cannot provide, will
remain uniquely human values.

Fourth, we must build civic capacity to participate in public debate. BCI and brain data policy carry too
great an impact on citizens' freedom and dignity to be left solely to experts and politicians. Citizens
need to speak up on concrete questions: "Should schools mandate focus-measuring headbands?
Should workplaces allow fatigue-monitoring BCIs? How far should the military and police be
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permitted to use BCI?" Science communication that translates technical jargon into civic language,
the role of journalism, and citizen education programs are all essential for this.

Fifth, we need philosophical reflection to preserve our humanity amid connected solitude. When the
era of Conceptual Telepathy and the Hive Mind arrives, where brains connect directly to other brains,
individual privacy and solitude may vanish. In a world where others' emotions and thoughts flow in
unfiltered, what does it mean to maintain one's own self and to truly understand another person? As
technological connection deepens, we may, paradoxically, need to guard against human
disconnection and rediscover the human value of imperfect, slow communication.

Ultimately, citizens of the brain data age must become not passive technology consumers but active
agents who determine the direction of technology. We must not stand by and let the futures
envisioned by Elon Musk or Mark Zuckerberg automatically become our own. We must stay awake to
ensure that technology serves humanity, and that our brains do not become colonies of machines.

As you close this book, I ask you: when your brain is connected to the internet, what will you search
for? Or rather, is it you performing that search, or something that has logged into your brain?

The connected human race, the age of the posthuman. Standing before that immense doorway, we
have armed ourselves not with fear but with prepared intellect and ethical imagination, ready to meet
a new civilization. The journey that began with the trembling galvanometer needle of Hans Berger in
1924 has passed through the automated factory in Austin in 2026 and will continue into a future we
have not yet imagined. Whether that future expands or diminishes human freedom and dignity is not
for technology to decide. We decide.

Now, opening that door and stepping forward is a task that belongs to all of us.
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Epilogue: Between Reading and Writing
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In the 1999 film The Matrix, Trinity sits down in the cockpit of a helicopter.

She has never flown one before. She picks up a phone and says, "I need a pilot program." A few
seconds later, her eyes dart rapidly. A program is uploading into her brain. She opens her eyes and
grips the controls with practiced confidence.

Twenty-five years later, in 2024, Noland Arbaugh moves a computer cursor with his thoughts alone.
He plays chess, plays video games, sends emails.

Is it the same technology?

No. They are entirely different things.

Brain-computer interfaces have two directions: Reading and Writing.

Reading means pulling signals out of the brain. When the brain commands "go right," the chip picks
up that electrical signal and relays it to a computer. That is what Noland Arbaugh does. Brain to
computer. Inside to outside.

Writing is the reverse. Outside to inside. It means putting information from a computer into the brain.
The helicopter pilot download in The Matrix is exactly this.

As of 2025, Neuralink reads. It does not write.

To be precise, writing is possible only at a very primitive level. Stimulating the visual cortex with
electricity can produce the sensation of a flash of light. Stimulating the somatosensory cortex can
create a tingling feeling in the fingertips. The Blindsight project uses this principle. A camera captures
video, converts it into simple dots of light, and beams them directly into the visual cortex.

But injecting the knowledge that "pulling this lever makes the helicopter lift off" into a brain, that is a
problem of a completely different order.

Why?

Because of how knowledge is stored in our brains.

On a computer, a helicopter flight manual can exist as a single file called helicopter.exe. You can
copy and paste it. You can put it on a USB drive and transfer it to another machine. If every computer
runs the same operating system, the same file works the same way.

The brain is different.
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Knowing how to fly a helicopter is not stored in one place like a file. The visual cortex holds images of
the instrument panel. The motor cortex holds patterns of hand movement. The frontal lobe holds the
logic of situational judgment. The hippocampus holds memories from training sessions. The
cerebellum holds the sense of balance. All of these are tangled together like a net across hundreds of
millions of neurons.

There is a harder problem still. The pattern of that net differs from person to person. Even the same
helicopter piloting knowledge may be stored in entirely different ways in person A's brain and person
B's brain. Creating a universal knowledge file and pushing it into every human brain, that is, for now,
close to impossible.

Before that, we don't even fully understand how knowledge gets stored in the brain in the first place.

So what exactly is Neuralink reading right now?

Thoughts. But not all thoughts.

Neuralink's chip is implanted in the motor cortex, a region near the surface of the brain, just above the
crown of the head. This area controls body movement. Raise your hand. Turn your head. Blink your
eyes. Commands like these originate here.

When Noland Arbaugh thinks, "I want to move the cursor to the right," a signal fires in his motor
cortex. He cannot actually move his arm, but the intention to move it appears as an electrical signal.
The chip reads that signal and sends it to a computer. The computer moves the cursor.

This is a remarkable achievement. But it captures only a tiny fraction of thought. "What is the
meaning of life?" "I miss my mother." "Can I trust that person?" Thoughts like these do not come from
the motor cortex. They are produced deep inside the brain, across vast regions interacting in complex
ways. Reasoning in the frontal lobe, memory in the temporal lobe, emotion in the limbic system. All of
it fires at once.

Reading that complex symphony with 1,024 electrodes is like recording a stadium concert with a
single microphone. You hear something. But not everything.

As I finish this book, I stand between two feelings.

One is wonder.

A hundred years ago, when Hans Berger first recorded brain waves, it was nothing more than a faint
tremor of a needle. Today we read those tremors and let a paralyzed patient play chess. A person
with ALS gets a voice back. Someone who cannot see is shown dots of light.

By 2025, more than five patients had received Neuralink implants. In the United Kingdom, a patient
named Paul controlled a computer with his thoughts just hours after surgery. Clinical trials had begun
in Canada and the United Arab Emirates. Mass production is the target for 2026. That may be an
overstatement. But the direction is clear.
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The other is humility.

What we don't know far exceeds what we do. The brain contains roughly 86 billion neurons. 1,024
electrodes glimpse only a tiny fraction of them. How thoughts form, how memories are stored, what
consciousness is. We are still beginners before these questions.

The Matrix-style knowledge download remains a movie fantasy. It may stay that way forever. If the
brain is fundamentally different from a computer, then copy-and-paste as computers do it may be
impossible in the brain as a matter of principle. We simply don't know yet.

But not knowing is no reason to give up.

Elon Musk has said he wants, in the distant future, to connect the frontal lobe and the limbic system
as well. Treating depression, backing up memories, conveying complex intentions without speaking a
word. He calls this true telepathy.

Hans Berger also went looking for telepathy. After a riding accident in 1893, his sister somehow
sensed he was in danger. That incident gave him the question of a lifetime: Can thoughts be
transmitted? He never proved telepathy. But along the way, he invented the electroencephalogram.

Perhaps we will follow the same path. Heading toward the Matrix, we may discover something else
entirely. What that something is, no one can say right now.

This book's journey is nearing its end. I want to leave readers with a few questions.

Reading the brain and writing to the brain. Which frightens you more?

If someone could read your thoughts. Your private emotions, the memories you want to hide, the
judgments you never voiced. If all of that became data, stored and analyzed. What kind of world
would that be?

Now flip it. If someone could write something into your brain. Plant memories you never asked for,
manipulate your emotions, alter your judgment. What kind of world would that be?

Right now, Neuralink only reads. And even that, only in the very narrow domain of motor intention.
But technology advances. As reading grows more precise, writing will follow. Starting with showing
points of light, it will someday convey far more complex information.

Who will draw that line? Where does treatment end and control begin? Will that decision belong to
governments, corporations, or individuals?

I don't have the answers.

I do think this, though. Technology itself is neither good nor evil. A hammer can build a house; a
hammer can hurt a person. Brain-computer interfaces are no different. They can give freedom to a
paralyzed patient, and they can strip freedom from someone who is perfectly fine.
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What matters is how we choose to use this technology. And that choice doesn't belong to engineers
alone. It belongs to all of us.

That is why I wrote this book. We need to understand what BCI is. We need to know what it can do
and what it cannot. We need to see both the risks and the possibilities. Only then can we make wise
choices.

In January 2024, Noland Arbaugh moved a cursor for the first time after surgery. He said, "I couldn't
believe it. My thoughts were appearing on the screen."

His thoughts did appear on the screen. The intention to move became an electrical signal, the
electrical signal became data, and the data became the movement of a cursor.

But that was not the whole of his thoughts. The frustration, hope, fear, and resolve of a young man
who had lived paralyzed for eight years. Those things cannot be read by 1,024 electrodes. They may
never be readable by any technology.

There are regions of the human mind that machines cannot reach. At least for now. Whether it should
stay that way is a question we must decide.

Hans Berger spent his entire life searching for telepathy. He never forgot that moment in 1893 when
his terror somehow reached his sister. He found no scientific proof. He researched in isolation,
mocked by his peers. In his later years he was forced into retirement, and he eventually took his own
life.

But he left something behind. The tool called the electroencephalogram. A hundred years of research
built on top of that tool. Today's BCI stands on top of that research.

The telepathy Berger dreamed of. A world where thoughts pass directly from one mind to another.
We are standing at the entrance to that world. The door has not opened yet. We don't even know
what the key looks like. We don't know what lies on the other side.

But we have started knocking.

What we will face when the door opens. Whether it will be a blessing or a catastrophe. That depends
on what we prepare right now.

I hope this book serves as a small beginning of that preparation.

January 2026, Kyungjin Kim
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