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Preface

In January 2026, the U.S. Department of War issued several documents within the span
of a few days. One was a department-wide artificial intelligence strategy; another was a
memorandum, an official internal document of the Department of War, ordering that the
data platform called Advana be reorganized into the War Department Data Platform.
Alongside them came a sweeping reorganization that merged six innovation organizations
into one. Yet the sentence that appeared identically in all three documents was,
unexpectedly, not about weapons. It defined the practice of piling data up in one's own
warehouse and withholding it from the other services as a security threat, and it ordered
that every asset held be inventoried and submitted to a single office within 30 days.

That office is the Chief Digital and Artificial Intelligence Office (CDAO). This book
traces where that organization came from, what it changed, and what it has yet to achieve.
It looks in turn at how five previously scattered organizations were bound into one, where
the design meant to make data flow runs up against bureaucracy, and what artificial
intelligence on the battlefield is actually doing.

One caveat before we begin. The sources this book draws on are mostly documents the
U.S. government released itself and videos of public discussions. In materials like these,
successes inevitably get written large and failures small. Please read the numbers and
achievements here with that in mind. Nowhere does this book guarantee that the solutions
the United States chose are the right ones. What you will be able to see clearly is the shape
of what one enormous organization tried to do when confronted with the same problem of
data and artificial intelligence.

Kim Kyung-jin, Attorney at Law
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Part 1
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Was Moved
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Chapter 1. The Order to Hand Over the Data:
Who Is the CDAO?
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In January 2026, the U.S. Department of War put out two documents at around the
same time. One was an artificial intelligence strategy covering the entire department. Its
English title is Artificial Intelligence Strategy for the Department of War. The other was a
memorandum (an official internal document of the Department of War) ordering an
overhaul of a data platform called Advana. Both documents were signed on January 9,
2026, and released on the department's media server three days later.

Yet the sentence that appears in both documents was, unexpectedly, not about weapons.
Each component has a practice of clutching its own data like private property and refusing
to hand it over to the other services; this is called data hoarding. Both documents flatly
declared this practice a national security threat. Ordinarily it would be waved off as the
sort of inefficiency common to any bureaucracy, but the documents wrote it down in the
language of security.

Section 1. January 2026: Data Hoarding Defined as a Security
Threat

Each component must, within 30 days, submit to one office a list of the system access
points it holds, its data assets, and its Application Programming Interfaces (APIs). It is an
administrative order to write down, in full, what they have and how much of it, and to turn
that list in.

A component that balks at handing things over faces yet another deadline. To refuse
another component's request to share data, it must submit, within 7 days, a written
justification to the Office of the Under Secretary of Defense for Research and Engineering
(USD(R&E)) explaining why it cannot comply. If the justification is not accepted, the
matter goes straight up to the Deputy Secretary. A single instruction to produce a list thus
comes tightly wired with a refusal procedure and an approval line above it.

One misunderstanding about the Advana memorandum circulates widely. It is the claim
that Advana changed its name to the War Data Platform (WDP). Actually reading the
memorandum shows otherwise. The memorandum divided what had been one thing into
three and gave each part a different name. One is the newly established War Data
Platform; one is Advana, which remains in use for financial management and audit work;
and one is the application services layered on top of the platform. This was not a renaming
that merely swapped out the signboard; it split a single block into three.
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The distinction looks minor. Yet it keeps proving important later on. Lump the tool that
supported financial audits and the foundation that carries operational data under one
name, and the requirements of two entirely different worlds get mixed together. The audit
side needs records kept without fail, traceable after the fact. The operational side needs,
above all, speed and no interruptions midstream. The memorandum split the once-single
name into three, and precisely there the tension begins.

The office that receives those lists is the CDAO. The name is short for the Chief Digital
and Artificial Intelligence Office. It is the organization that calls data a matter of security,
orders asset inventories handed over within 30 days, and, when a component still resists,
stands it before the Deputy Secretary.

Section 2. Five Scattered Organizations into One: The Birth and
Moves of the CDAO

The CDAO was not one organization from the start. It was created by gathering into one
place organizations that had been scattered around the Pentagon, each tending its own
budget and its own turf.

Originally there were five such scattered organizations. There was the Joint Artificial
Intelligence Center (JAIC), which led artificial intelligence pilot projects, and there was the
Defense Digital Service (DDS), which brought in Silicon Valley-style development culture
to fix urgent system problems. There was also the office of the Chief Data Officer (CDO),
which managed the standards for handling data as a strategic asset, and the Advana
platform organization, which gathered accounting, personnel, and logistics data and drew
dashboards from it. Last came elements of Project Maven, the computer vision program
that picked targets out of surveillance footage.

The date these organizations were bound into one differs from record to record. Some
records list February 2022 as the founding point; others list June 1, 2022, as the official
start of operations. It is hard to say flatly which is correct.

Where the organization moved after it was created is recorded fairly clearly. In August
2025, under a Deputy Secretary directive, the CDAO came down from an independent
office directly under the Office of the Secretary of War to an organization under the Office
of the Under Secretary for Research and Engineering. Then, in the reorganization made
public in January 2026, six executing organizations including the CDAO were grouped
under a single reporting line. They are the CDAO, the Defense Advanced Research Projects
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Agency (DARPA), the Defense Innovation Unit (DIU), the Office of Strategic Capital
(OSC), the Strategic Capabilities Office (SCO), and the Test Resource Management Center
(TRMC).

So did this reorganization expand the office's authority or shrink it? It is still too early to
say. The amounts written in budget requests and the results actually executed are entirely
different stories, and what can be seen from outside right now is mostly the request-side
numbers. Moving one box down the organization chart is not, by itself, enough to conclude
that its authority shrank.

Who is in charge of what is also easy to get wrong. There is the Replicator program,
which aims to field unmanned systems in volume, and quickly at that, but the organization
running it is the Defense Innovation Unit, not the CDAO. The CDAO's part is to supply
Alpha-1 and the common foundation, that is, to underpin test and evaluation and the data
and model infrastructure. So accounts stating that the office leads all of Replicator are not
accurate.

Section 3. Why the Hurry, and Why Read This in Korean

Why is this organization in such a hurry? The answers coming from the American side
fall broadly into two. One is a question of how the threat is perceived; the other is the
problem of being pressed for time.

On May 8, 2025, the Subcommittee on Cyber, Information Technologies, and
Innovation of the U.S. House Armed Services Committee held a hearing. In his opening
statement, Subcommittee Chairman Don Bacon warned that if an adversary nation got
artificial intelligence and quantum computing first, the encryption of U.S. military
communications networks would be broken. He also worried about a situation in which
even the movements of aircraft and ships in and out of port are read in real time. At the
same hearing, Representative McCormick pressed a somewhat different point: in the rival
country, once one person makes a decision, the entire organization moves at once, while
the United States keeps falling behind on contracts and field deployments because
everything must pass through congressional negotiation and procurement review. Lay
these two statements over each other and how the U.S. Department of War diagnoses itself
comes into view. The diagnosis: not an organization short on technology, but an
organization slow to decide.
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On December 4, 2024, Randall Cole, the acting chief data and artificial intelligence
officer at the Navy's Office of the Chief Information Officer, raised yet another worry. The
United States, he said, agonizes over ethics and Responsible AI, while the adversary it will
actually face on the battlefield keeps no such rules. He added the warning that the
adversary is preparing data poisoning attacks, deliberately mixing bad data into friendly
artificial intelligence to cloud its judgment.

The second problem, being pressed for time, is pinned to an actual date. On January 29,
2025, Alicia Scott of the Department of the Navy's Office of the Chief Digital and Artificial
Intelligence Officer presented a roadmap and put a readiness deadline on the record. The
date by which they had been notified to reach a fully prepared state for a full-scale conflict
scenario, she said, was January 1, 2027. The count of remaining days Scott presented
alongside it varies slightly from one account to another, so it is better taken as Scott's
statement than as an established fact.

The American documents that cover this office say almost nothing about the Korean
Peninsula. How its technology might be joined to combined U.S.-South Korea operations,
or what the South Korean military ought to emulate - no such sentences appear in the
source material. I will not invent cooperation plans that are not there and use them to fill
the gap.

Even so, I believe it is well worth reading. The U.S. Department of War is an
organization that dutifully puts on paper the places where it creaks. Hearing transcripts
carry, word for word, lawmakers pressing the point that when service members' records
pass from the Department of War to the Department of Veterans Affairs, information
disappears because medical data standards and tags do not match. Budget documents fix
in plain numbers how one program's budget shrank to a fraction of itself in a single year.
Transcripts of technology events preserve a working-level official's admission that, even
leaving weapon systems aside, thousands of aging business systems have still not all been
connected.

Any organization that sets out to gather data and attach artificial intelligence to it runs,
in the end, into the same walls. The components holding the data will not give it up, old
systems cannot talk to new ones, and contracting procedures cannot keep up with the
speed at which technology changes. Yet it is rare for an organization that has struggled
before those walls to leave even its failures in official documents.
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Of course, there is no guarantee anywhere that the solutions the United States chose are
the right ones. What shows through here is not a well-made answer but the shape of the
problem. What has one enormous organization tried in the face of that problem, and where
has it not yet arrived? That shape is worth looking into together.
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Chapter 2. Before the CDAO, Five Scattered
Legacies
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In May 2021, a memorandum (an official internal document of the Department of War)
signed by Kathleen Hicks, Deputy Secretary of the U.S. Department of War, went out to the
military services and commands. Its title was "Creating Data Advantage." It was not a call
to buy weapons, nor a decision about where to station troops. Its substance was an
instruction that when one office asks for data another office holds, the data must be
handed over, and a designation of a data platform called Advana as the department's
authoritative platform.

Looking down on the Pentagon around the time this memorandum appeared, the digital
organizations were scattered across different floors and different budget lines. A team that
hunted for targets in surveillance video, a center that coordinated artificial intelligence
policy, and a small team that brought in civilian developers for short stints each ran on its
own. A separate office held data policy, and the data platform that supported financial
audits sat under the Comptroller's office. The Chief Digital and Artificial Intelligence Office
(CDAO), established in 2022, was built by pulling these five scattered pieces under one
roof.

Begin with the names of the five: Project Maven, the Joint Artificial Intelligence Center
(JAIC), the Defense Digital Service (DDS), the Office of the Chief Data Officer (CDO), and
Advana. Of these, the Joint Artificial Intelligence Center and the Defense Digital Service
are similar in character, so they are examined side by side.

Section 1. Project Maven in 2017: A Machine That Picks Targets
Out of Surveillance Video

In April 2017, the U.S. Department of War launched Project Maven. The organization
given the job was named the Algorithmic Warfare Cross-Functional Team, meaning a team
of people drawn from many offices and bound together for a limited time. The existing
office structure could not produce speed, so a team was created that cut sideways across
the organization chart.

The mission at launch was narrow and clear: use artificial intelligence to scan, much
faster, the video footage brought back by unmanned and manned reconnaissance aircraft.
The setting was counterterrorism and counterinsurgency operations. Integration with
command and control systems or links to fires was not a goal at the starting line.

Behind it lay a frustration told in numbers. A single drone poured out video by the
terabyte every day, yet the number of analysts watching that video with their eyes did not
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grow. Sitting in a dark room rewinding the footage, they could never keep pace with the
incoming volume. Those involved recall that video piled up, collected but discarded
without ever being opened.

Computer Vision is a technology that lets a machine read the pixels of photos and video
and identify what is in them, picking out people, vehicles, and equipment on the screen.
The tool the Maven team chose was a Computer Vision model built on a structure called a
convolutional neural network (CNN). It was an attempt to carry the results that civilian
academia and industry had achieved in image recognition over to military imagery.

The way the team worked is also worth noting. The Department of War judged that
writing every algorithm in-house would never meet the schedule. So it prepared labeled
reconnaissance data and opened it to multiple private companies. The companies each
built models on the same data, performance was measured at set intervals, and the
winning model was fielded for the next cycle. One recollection puts that cycle at 90 days.
This competitive structure later became the blueprint for procurement reform debates.

The start, however, was humble. The team picked a region where control was
comparatively manageable for its first live test, and that place was Somalia. Colonel Kukor
is named as the officer in field command at the time. And the report card from that test
was dismal.

One recollection holds that the early model's Precision and Recall fell short of 50
percent. Precision is the share of what the machine marked as targets that were actually
correct; Recall is the share of the targets actually present that the machine found. Both
values below half means, in effect, that flipping a coin would have done better. Field
commanders, it is said, often simply turned the system off.

The problem was not only the algorithm. When high-performance computing
equipment was brought into the desert field environment, components overheated and
shut down again and again. There was also no channel for moving data, so an analyst sat at
one system, then turned the chair to another system and copied files by hand. This is called
the Swivel chair process. It is worth remembering that the opening scene of military
artificial intelligence was overheating and file copying.

The figures written here are only what participants recall. When exactly the Somalia test
took place, which unit it involved, what the measurement conditions were, and on what
dataset and by what standard Precision and Recall were measured cannot be settled from
public sources. Take the numbers above only as recollections that were stated.
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Various statements say Maven later reached the stage of binding many kinds of sensors
together, recommending target candidates in volume, and connecting to firing systems. A
Palantir figure said targeting work that once occupied 2,000 people came to be done by 20.
Specific figures such as sensor counts or targets per hour are recorded here only as such
statements.

The lesson Maven passed to the CDAO is this: artificial intelligence used on the
battlefield is not a product deployed after it is finished, but a product deployed in poor
condition and then repaired. First-year scores fell below half, equipment overheated, and
users turned the system off. Yet the program was not stopped. The structure of swapping
in a new model every cycle allowed it to withstand that failure. Whether or not a structure
exists that can withstand failure — I believe that is where the road divided.

Section 2. The Joint Artificial Intelligence Center and the Defense
Digital Service in 2018: Two Laboratories

In 2018, the U.S. Department of War established the Joint Artificial Intelligence Center
along with an artificial intelligence strategy. The first director was Air Force Lieutenant
General Jack Shanahan, the same man who had led Maven. The task this center received
differed in kind from Maven's: not finding targets, but coordinating from above the
artificial intelligence investments scattered across the department.

Coordination was urgent because of how the money flowed. Even before the center
stood up, the Department of War was spending a considerable budget on artificial
intelligence research, but there was reportedly almost no coordination between offices.
The Army, the Navy, and the Air Force ran similar drone programs and similar
counter-drone programs separately. The same kind of project was developed again and
again with different vendors and different models.

The Joint Artificial Intelligence Center tried to build a common frame. The idea was to
place the entire process — developing an artificial intelligence model, running test and
evaluation (T&E), then deploying and sustaining it — on one standard. Test and evaluation
means the procedure of measuring how well a model performs under real conditions and
where it goes wrong. A proposal followed to move away from each service buying its own
equipment and to establish a common data platform and common infrastructure.

Pushback came at once. The services and budget officials called the attempt to unify
specifications from the center a Soviet-style planned economy. The logic was that each
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unit's mission and environment were unique and could not be fitted to a common
specification. The Joint Artificial Intelligence Center's draft standards were blocked at the
approval stage time after time.

One thing the Joint Artificial Intelligence Center did leave behind is the artificial
intelligence ethical principles. By a Secretary of War memorandum dated February 21,
2020, the department adopted five principles: Responsible, Equitable, Traceable, Reliable,
Governable. These five principles were later quoted word for word in the text of a
department directive.

Three documents surround these principles, and they differ in timing and in character.
The five principles of 2020 are ethical principles adopted by Secretary of War
memorandum. The Responsible AI Strategy and Implementation Pathway of 2022 is a
document that tries to convert those principles into working procedures. DoD Directive
3000.09 (DoDD 3000.09), dated January 25, 2023, is a separate directive governing
autonomous weapon systems. The three grew from the same root, but they differ in
character and in binding force.

The original text of DoD Directive 3000.09 is public. The directive states that it reissues
and cancels the directive of the same number dated November 21, 2012, and its approving
official is Deputy Secretary Kathleen Hicks. It writes that autonomous and
semi-autonomous weapon systems must be designed so that commanders and operators
can exercise appropriate levels of human judgment over the use of force. And it requires
that the artificial intelligence capabilities used in those systems conform to the
department's artificial intelligence ethical principles and the Responsible AI Strategy and
Implementation Pathway. The wording of the five principles is contained in this directive
as is.

What deserves attention in this directive is who is made responsible. The directive
assigns the CDAO the responsibility to monitor and assess the artificial intelligence
capabilities and cybersecurity of autonomous and semi-autonomous weapon systems, the
responsibility to work with the Under Secretary for Research and Engineering to turn the
ethical principles into testable requirements, and the responsibility to issue guidance on
test and evaluation practices for artificial intelligence capabilities. These provisions,
though, date from 2023 and come after the period covered here. What the Joint Artificial
Intelligence Center tried and failed to establish as a standard came back to life, a few years
later, as the text of a directive.
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The other laboratory had a very different character. The Defense Digital Service was an
organization that brought developers, data scientists, and product managers from the
civilian technology industry in for short tours of two to four years. Inside the Pentagon,
they were reportedly called the SWAT team of nerds. Their job was to build needed
software quickly, free of procurement procedures, and get it into the field.

The most widely known case the Defense Digital Service left behind is the Bug Bounty, a
program that opens systems to outside security researchers and ordinary hackers and pays
rewards for finding and reporting vulnerabilities. Beginning in 2016, the Defense Digital
Service designed and regularly ran this program for the first time in the department's
history. The idea of letting outsiders pound on Department of War networks was, in itself,
a cultural event.

The two laboratories each produced results, but they stopped before the same walls. The
first wall was data. However well they built software and trained neural networks, neither
organization had the authority to organize, from the center, the data that served as fuel.
Data from aging systems carried no standard labels, was mixed with noise and bias, and
came in every different format.

The second wall was procurement. However good a prototype was, no contracting path
existed to scale it up and deploy it force-wide. The department's acquisition system was
built around buying software bundled onto hardware weapon packages all at once. So good
prototypes failed to spread and faded away, over and over. American defense officials call
this stretch the Valley of Death.

The remaining wall was continuity. The Defense Digital Service's civilian experts
returned to industry after two to four years. The military had no standing operations
system to keep watching, fixing, and redeploying the apps they left behind. This way of
operating — building, deploying, monitoring, and updating artificial intelligence models —
is called MLOps (Machine Learning Operations). Without that system, the apps sat
neglected in the field.

This was what the scattering actually looked like. There was the Defense Digital Service,
there was the Joint Artificial Intelligence Center, and on the Comptroller's side there was
the Advana team. Each put forward the area it did well, but the Department of War as a
whole could not move on one beat. To borrow a phrase from the recollections, they were
pockets of excellence. It sounds like praise, but it is really the observation that they were
not connected to one another.
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The department's top leadership defined this fragmentation as a security problem. So
came the decision to move the scattered organizations under a single line of command.
One record states that the directive on the new organization was distributed in December
2021 and that the CDAO began operating on June 1, 2022. Another record puts the
founding at February 2022. The two dates have not yet been narrowed to one.

More important than the organization chart was the sequence. Gathering good people
and building good models was a necessary condition, not a sufficient one. Unless the
authority to organize data and a path to buy software quickly were attached as well, a
laboratory ended as a laboratory. That it took the United States several years to learn this
sequence is a fact I keep returning to.

Section 3. The May 2021 "Creating Data Advantage"
Memorandum and the Office of the Chief Data Officer

Back to May 2021. Deputy Secretary Hicks's memorandum (an official internal
document of the Department of War), "Creating Data Advantage," carried three
instructions: make data sharing the default, designate Advana as the department's
authoritative data platform, and build a federated data catalog.

The key sentence of the sharing instruction was the declaration that no office may claim
data as its own property. The administrative, logistics, financial, and operational data the
Department of War holds is a common asset, so when another office requests it, an access
path must be opened. The practice of stockpiling data and refusing to hand it over is called
Data Hoarding. The memorandum defined this practice as one to be eliminated.

A technical anchor point was needed for pulling together the financial, business, and
asset data scattered across many places, and Advana, which was already doing that work,
was named. With this designation, Advana's status changed from an audit-support tool to
the department's official platform.

The Federated Data Catalog needs some explanation. Physically hauling all source data
into a single warehouse is unaffordable in both bandwidth and cost. Instead, the design
has each office publish a listing of its data and how to reach it, so users in other offices can
search and take only what they need. The catalog was required to be maintained across
multiple networks of different classification levels.
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The memorandum's release did not open doors by itself. Cody Ferguson, who led the
data analytics organization at the time, recalls this period as some of the most pressured
days of his career. The services and the owners of aging systems refused requests to open
data, citing policy practices and culture.

So an enforcement device appeared. The working level built a list of about 200 key data
sources directly tied to decision-making, and tracked integration progress item by item. If
integration was delayed or refused, the matter went straight onto the blocker list the
Deputy Secretary personally reviewed every Monday.

By Ferguson's recollection, once the Deputy Secretary began holding that list each week
and calling out noncompliant offices by name, resistance shrank quickly. After roughly the
first 50 sources were integrated, the services read the direction and stopped holding out,
and that, he explains, was the inflection point of the Department of War's data culture.
This recollection came in a public conversation; the meeting minutes and the original list
have not been confirmed.

The Office of the Chief Data Officer gained its authority on this current. By statute, the
United States required the Department of War to house the duties of a Chief Data Officer
(CDO) and a Chief AI Officer (CAO), and later the head of the CDAO wears these hats
together. At the core is the policy authority to set the standards by which data is built and
how it is labeled.

What is often cited as the content of this authority is the seven letters VAULTIS, the
initials of the principle that data must be Visible, Accessible, Understandable, Linked,
Trustworthy, Interoperable, and Secure. The Chief Data Officer can demand that the
department's data assets be restructured to meet these seven conditions. Between the
wording of the principle and execution in the field, though, a distance still remains.

Stronger language appears in statements by former office holders. Dr. Craig Martell and
Dr. Radha Plumb said the position holds considerable authority to demand that other
organizations hand over their data. These are the two officials' statements, however, and
the legal basis for that authority has not been checked clause by clause.

Looking slightly ahead in time, this authority becomes a more distinct procedure in the
documents of January 2026. They mention a structure in which release of data to users
with an authorized purpose can be directed, and an office that refuses must justify its
reasons in writing within a set deadline.
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The 2026 artificial intelligence strategy document and the Advana-related
memorandum were signed on January 9 and posted to the web three days later.

What lasted from the memorandum was not its sentences but its enforcement device.
Instructions to share exist everywhere. What was different in the American case is that a
list was built, refusal reasons were recorded, and the department's second-in-command
read that record personally every week. What is placed between instruction and
enforcement — that is where the results diverged.

Section 4. Advana: Why a Platform That Supported Accounting
Audits Took Center Stage

Of the five, Advana has the most unexpected history. This platform was not born for the
battlefield. It was built under the Department of War's Comptroller to support accounting
audits. Its starting point was not combat but the ledger.

The background was a legal obligation imposed on federal agencies in the 1990s: prove
each item of the financial statements by linking it to actual transaction records. For the
Department of War, one of the largest organizations in the world, this was a nearly
impossible assignment.

The numbers show why. Inside the Department of War were more than 30 different
accounting systems, and more than 50 feeder systems pushing data into them. Each
system used its own formats and its own rules. One recollection from the Advana team is
that only in mid-development did they discover that entries in a commercial database they
were using were actually recorded in German.

The breakthrough Advana chose was to lay a Semantic Layer over the data — a design
that places translation rules on top so that data in different formats ends up pointing to the
same meaning. Scattered entries could now gather in the same cell of the financial
statements, and audit preparation began to run for the first time. The dull goal of audit
support left an unexpected asset.

Seeing the results, leadership's questions soon widened. The Deputy Secretary and the
Chairman of the Joint Chiefs of Staff reportedly asked: if financial data can be reconciled
to this degree, can you also tell us where our service members are right now? What is the
mission capable rate of our tanks and fighter aircraft? These questions pushed Advana up
from an accounting tool to the department's operating dashboard.



21  (Kim Kyung-jin, Attorney at Law)

Until then, the Pentagon's reporting had a familiar shape. An office builds a
spreadsheet, moves it into briefing slides, and the slides reach the leadership's desk. By
that point the information was usually already about 30 days old. If a question was raised,
the staff had to verify by hand again, and by the time the answer came up, it too had gone
stale.

Advana pulled data directly from source systems and built a dashboard that refreshed
automatically. That dashboard is named PULSE. The Deputy Secretary and senior
commanders gained a window for viewing the department's readiness and operating status
in near real time. One screen that replaced briefing slides changed the speed of the
organization's questions.

From then on, Advana was called in at every crisis. By the department's account, the
finance team machine-scanned transaction data to find improper payments and
announced that about $13 billion had been recovered over two years. During the
COVID-19 pandemic, it reportedly pulled troop movements, personal protective
equipment supply, supply chains, and personnel data together to track which regions
needed additional quarantine measures. In the withdrawal from Afghanistan, the
department explains, it organized the emails and documents streaming in from all
directions, linked them to rescue channels, and replaced the hand-written logging of
aircraft takeoffs and landings with a screen. During support to Ukraine, it scanned
warehouse and supply chain data to sort out how much materiel could be transferred, and
tallied replacement costs for reporting to Congress.

These figures come from public statements by Department of War officials and from
budget documents. No audit report separately verifying the recovered amounts or the scale
of support sits alongside them, so read the sentences above as quotations of
announcements and testimony.

The May 2021 memorandum designated Advana as the department's authoritative
platform. And in 2022, as the CDAO opened its doors, Advana left the Comptroller's office
and moved under the CDAO. A platform that had supported accounting audits became the
flooring of an artificial intelligence organization. Among the five, Advana was the vessel
that held the fuel.

Numbers about scale also appear in public statements. Officials have said that Advana
handles more than 500 data sets, has stitched together around 550 original data sources,
and has built more than 300 data products. On users, statements describe a start around
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40,000, passing 72,000, and reaching the 100,000 range. These user figures came as
statements, so hold them at that weight until they are checked against original documents.

The limits come from the same mouths. Cody Ferguson testified that, even excluding
weapon systems, the aging business systems remaining inside the Department of War
number in the thousands. On that scale the sources split: some write 3,000, others more
than 4,000. Here too, the two numbers are left side by side. Whichever one is chosen, the
fact remains that connecting 550 does not cover the whole picture.

This is also the period when the services began layering their own uses on top of
Advana. According to a Department of the Navy announcement, on an instance called
Jupiter built on the Advana foundation, more than 10,000 users have created and are
using more than 300 applications. These are the Navy Department's announced figures,
with no separate document verifying operational results attached.

Success soon became weight. Radha Plumb, a former head of the CDAO, said Advana
became a Victim of its own success. As users and data piled onto a structure designed for
audits and dashboards, processing speed and structural flexibility reached their limits —
that is her diagnosis. Criticism followed that a design built for accounting is too heavy for
running artificial intelligence agents that move in real time.

So a memorandum dated January 9, 2026 directed that Advana be rebuilt. The
document is stamped January 12, 2026 in its web posting path.

Let me pin down just the memorandum's frame precisely. This document is not a
renaming order that turns the name Advana into the War Data Platform (WDP). The
document distinguishes three things. One is the War Data Platform, which will serve as the
common data backbone. Another is Advana for Financial Management, dedicated to
financial management and audit response. The last is the War Data Platform Application
Services, through which existing applications migrate onto the new foundation.

Blur this distinction and the reader ends up with the wrong picture. Read it as Advana
being converted wholesale into the War Data Platform, and the design intent of keeping
the financial side separate to protect auditability disappears. The memorandum's very title
places accelerating artificial intelligence and protecting auditability side by side. Not
packing the two goals into one lump but dividing them into three — that is the heart of this
document.
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The flooring that held up the military's artificial intelligence was not a system born on
the battlefield but a system built to reconcile the accounting ledgers. The organization that
had quietly put the data in order ended up standing at the center.

What the Five Organizations Left Behind, and What They Did Not

Recall the five in turn. Maven brought the experience of finding targets at machine
speed on the battlefield. The Joint Artificial Intelligence Center left a method for testing
and evaluating models, and the five ethical principles. The Defense Digital Service left a
way of building fast and deploying fast, and a channel for bringing in outside talent. The
Office of the Chief Data Officer left the language of policy that can demand data be handed
over, and Advana left the vessel to hold that data.

There are also things they did not leave. The CDAO inherited these five, but it did not
inherit every artificial intelligence program inside the Department of War. Replicator, so
often discussed later, is the example. That program is led by the Defense Innovation Unit
(DIU); what the CDAO holds is the common foundation, including Alpha-1, and test and
evaluation support. Writing that the CDAO leads all of Replicator does not match the facts.

That they were bundled does not mean they worked, either. Each organization had a
different culture, a different budget line, and different opponents to face. How did a new
organization whose founding date differs from source to source actually handle those five?
That question is the starting point of the next chapter.
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Chapter 3. The Founding and the Heads of the
Office
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Section 1. When Was the Office Born in 2022: The Record
Between February and June 1

On April 13, 2023, the U.S. Department of War held an online briefing. Its title was
"Innovation Connect: The Department of War's Chief Digital and Artificial Intelligence
Office," and Air Force Captain Ashley Hollingsworth hosted the session. The office's
working-level staff on screen opened their presentation by giving their organization's age
in these words: "We started work last June." For someone speaking in April 2023, 'last
June' means June 2022.

This is a scene of an organization stating its own birthday. Few records are clearer than
that. Yet a different date has also been given for the same organization. It came up in a
public conversation hosted by the Center for Strategic and International Studies (CSIS), a
private American research institution. The event was titled "Acquisition for Decision
Advantage: The CDAO's Role in Software Proliferation," and the moderator was Cynthia
Cook, director of the Defense-Industrial Initiatives Group.

Introducing Margie Palmieri, deputy director of the Department of War's Chief Digital
and Artificial Intelligence Office (CDAO), she said: "The CDAO is a newly established
Department of War organization that launched in February 2022." That date should be
read not as an established fact but as an utterance — as the way the office happened to be
introduced in a public conversation. It was the moderator's introduction, not the
Department of War's official language.

One side says February 2022; the other says June 1, 2022. A four-month gap opened.
Work through why the two dates diverge, and the divergence itself tells you what kind of
organization this is.

The office is not a building newly raised on empty ground. It is the product of pushing
organizations already scattered across the Department of War under one roof. In went the
Joint Artificial Intelligence Center (JAIC), the Defense Digital Service (DDS), the Office of
the Chief Data Officer (CDO), the office that ran the Advana data platform, and the
organization in charge of Project Maven.

Merging organizations does not end with a single stamp in a conference room. People's
assignments must move, budget accounts must be realigned, the custodians of contracts
and systems must change, and someone must decide under whose name external
documents go out. In this process, the day of the announcement, the day operations begin,
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and the day the paperwork is administratively complete are all separate days. The gap
between February and June 1 means those dates never converged into one.

The sequence runs as follows. In December 2021, a plan to bind the scattered data and
digital organizations into one body was made public at the direction of Deputy Secretary
Kathleen Hicks. That step is the 'announcement.' February 2022 is the point the remark at
the private research institution calls the 'launch.' And June 1, 2022 is the day the
Department of War's official press release and the office's standard boilerplate record as its
'establishment' or 'start of operations.'

The press release the Department of War issued on the office's first anniversary was
titled "The Chief Digital and Artificial Intelligence Office Marks Its First Year." There the
department separates the stage of announcing the plan from the stage of the organization
actually standing up. The standard boilerplate the office attaches at the end of its public
statements points the same way. It states that the office entered operating status in June
2022.

Then what was February? I read February as the point when the consolidation entered
the approval stage inside the Deputy Secretary's office. The two documents identified as
the founding memorandums (official internal documents of the Department of War) have
not been released, so there is no basis for nailing down their approval dates, document
numbers, and signers. Still, given that the private research institution's moderator called
February the launch, it is quite likely that around that time the consolidation had begun
moving on paper.

Only two things are certain. A moderator at a private research institution introduced the
office in a public conversation as an organization launched in February 2022. And the
Department of War's official language records June 1, 2022 as the start of operations. The
two sentences do not contradict each other. They simply apply different criteria.

People watching the organization from the outside take as their yardstick the question
of when it became possible to talk with those people. The moment leadership was set, a
procurement agenda emerged, and meetings with industry began — that is the start for
them. People handling budgets and authorities inside the organization use a different
yardstick: from when could we spend money and issue directions in our own name? That
day is June 1, 2022. Here is where the two dates part in character.

One is the start as recognized by the outside world; the other is the start as
administratively completed. Ask which one is real and there is no answer. It is closer to the
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facts to write that the organization's birthday is February externally and June 1
administratively. When counting the office's age from now on, it is also right to keep both
dates side by side.

The four-month gap teaches one more fact: consolidating organizations takes months
from announcement to operation. From the announcement in December 2021 to the start
of operations on June 1, 2022 was about six months. During those six months, the
personnel, systems, and budget accounts of several organizations moved into a single
management structure. An announcement can be made with one microphone; getting up
and running cannot.

What happened within those six months, and whether there were turf fights or
pushback among the merged organizations, is not known. No document recording internal
friction from the consolidation, and no remarks from insiders looking back on that period,
have yet surfaced.

What a Korean reader should carry away here is not one memorized date. It is the habit,
when reading news of a reorganization, of reading the announcement, the start of
operations, and the legal establishment as separate things. In any country, the
announcement of a new organization makes the news, but the day that organization takes
budget and authority into its hands does not. Yet an organization's real power comes from
the later date. Miss this distinction and you end up reading announcements as
accomplishments.

Section 2. From Craig Martell to Radha Plumb: Between
Statistics and Procurement

The office's first head was Dr. Craig Martell. He was appointed the first Chief Digital and
Artificial Intelligence Officer shortly after the creation plan was made public. He came
from outside the Department of War. There is one line he repeated in public settings: "Get
the data properly in order, and the artificial intelligence follows for free."

The sentence sounds humble and provocative at the same time. It is a declaration by the
man who came to talk about artificial intelligence that he would not talk about artificial
intelligence. Martell's interest was not the models but the data laid underneath them.
Where the data sits, who owns it, and in what condition it is stored — that comes first, was
the point.
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He used no dazzling language when defining artificial intelligence either. He defined it
as statistics that predict the future from past data. That is the language of someone who
deals in probabilities. A machine that answers in probabilities can be wrong, and it must
not be sent to the battlefield without its probability of being wrong having been measured.

One of the risks Martell singled out is the false negative: the error of judging that
something present is absent. People usually worry about the opposite error, since
mistaking a friendly force for an enemy is the mistake that stands out. But to the eye of
someone who works in statistics, a machine that says a threat is absent when it is present is
just as dangerous.

Even in the period when large language models (LLMs) were shaking the world, his
posture stayed careful. He warned against hurriedly bringing unrefined large language
models into the military domain, likening them to a substance leaked from a laboratory.
Do not release something fresh out of the lab straight into the field, in other words. What
he wanted was not a ban. His position was to have the necessary verification procedures
come first.

Among the arrangements he established, the one that remains in practice is the Data
Product Manager: a position that treats data not merely as something to be managed but
as a product, and makes someone answerable for that product. He did not try to clean up
all of the Department of War's data at once. He chose to put his hands first on the small
number of data tables that form the core. The share he spoke of was around 15 to 20
percent of the whole.

The most candid of the remarks Martell left behind concerned not artificial intelligence
but dashboards. The dazzling artificial intelligence the Department of War wants, he said,
is in substance the wish 'to see on a screen, right now, where my tanks are.' It was a remark
that stripped the froth off technological triumphalism with his own hands. And it explains,
in one line, why a platform that had been helping with financial audits came to stand at the
center of the organization.

The second head is Dr. Radha Plumb. After Martell announced his plan to step down,
she arrived in April 2024 as the office's second chief. She had passed through Google and
Facebook, and immediately before this post she held a senior position in the Department
of War's acquisition and sustainment field. That career matters. If her predecessor was a
person of statistics and data hygiene, she is a person of contracts and procurement.
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The framework Plumb put forward was three words: Enable, Scale, Speed. Make the
technology usable, widen it from pilot projects to the scale of the whole force, and do that
work fast. Her reading of the problem also differed from her predecessor's. Where Martell
saw the bottleneck in a culture that hoards data and will not hand it over, Plumb saw the
bottleneck in a procurement system that tries to buy software the way it buys tanks or
ships.

The flagship initiative she drove is Open DAGIR. Under this structure, the government
owns the skeleton of the data layer, while the applications that sit on top of it are opened to
competition among multiple companies. The situation it targets is plain: a single large
defense contractor monopolizing the data and the systems together and keeping the
government tied down. The aim is to break that arrangement.

In Plumb's period the office ran experiments on a 90-day cycle. The purpose was to test
Combined Joint All-Domain Command and Control (CJADC2) under conditions close to
reality. The experiments' formal name is the Global Information Dominance Experiments
(GIDE).

Through these experiments the office declared that Combined Joint All-Domain
Command and Control had achieved minimum viable capability. Minimum viable
capability is different from a finished product. It means the system has taken on the
minimum form usable in the field. So I read this declaration not as a completion report but
as a midway marker. The phrase minimum viable capability itself points that way.

Plumb also created an organization called the AI Rapid Capability Cell: a channel for
pushing technology that lingers in the laboratory out into actual deployment. Her logic
runs like this: wait until everything is perfect, and an opponent who does not keep the
rules will deploy first and set the rules of the game. It is a line of thought that collides
head-on with her predecessor's caution.

The program that traveled most often with the office's name in this period is Replicator:
a concept for fielding inexpensive unmanned systems in large numbers within a short
time. Here a boundary is needed. The organization that leads Replicator is the Defense
Innovation Unit (DIU). What the office takes on is a supporting role, supplying common
foundations such as Alpha-1 and the test-and-evaluation infrastructure.

When this distinction blurs, the office reads like the agency directing the entire program
of mass drone deployment. In reality it is not. What the office supplies is the common floor
for handling data and models; the entity responsible for deploying the weapon systems is a
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different organization.

The contrast between the two heads displays this organization's character exactly.
Martell put the rigor of probabilistic models and independent test and evaluation (T&E) up
front. Plumb put up front the iterative cycle that corrects course on feedback from the
field. One works to cut the risk of being wrong; the other works to cut the risk of being late.
The two postures look less like a question of which is superior than a question of the stage
the organization was in.

As I see it, this changeover was less a change of individuals than a change in the
organization's stage. In the founding period it needed someone to firm up the data floor;
after that it needed someone to set things on that floor and run the contracts. The
appointing authority's reasoning was never left in writing, but set the two leaders' public
statements side by side and the weight settles on reading this changeover as a shift of stage
rather than a swap of personalities.

Section 3. Douglas Matty, and a Successor Who Has Only Been
Named

On May 8, 2025, a man took his seat in a hearing room of the U.S. House Armed
Services Committee. He was Dr. Douglas Matty, the office's third head, and the person who
stated that he holds together the authorities of the Department of War's Chief Data Officer
and Chief Artificial Intelligence Officer. It was the head of the office standing at the witness
table of the House Armed Services Committee.

Matty's testimony divides broadly into four parts. One is the progress of Combined
Joint All-Domain Command and Control and the 90-day-cycle experiments. The work is
moving, he said, in a mode where developers, technical leads, and the warfighters who
actually use the systems operate as one team. His account was that experiments linking
data from different services in real time have cut the time decisions take.

Another is the 'Triple Helix': the concept that basic research carried by universities,
applied research carried by federally funded research and development centers, and rapid
acquisition carried by private companies must mesh and turn together. Technological
superiority cannot be held by any one of those axes alone. The concept leads straight into
questions of people and budgets.
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The third is 'AI at echelon': the idea that each echelon, whether a division or a platoon,
needs artificial intelligence suited to its own conditions. In environments where
communications are blocked or severed, one cannot lean on a heavy cloud. He spoke of an
approach in which models run directly inside small, low-power devices.

The last is the moment he answered that he did not know. Asked about the old problem
of records disappearing when service members separate and pass to the Department of
Veterans Affairs, and about the electric power artificial intelligence devours, he answered
that he had only recently taken up the post. He said he would confirm the details and
submit them in writing. The scene of a freshly arrived agency head telling Congress he did
not know shows plainly that he was still at the stage of not yet having grasped the whole
organization.

A small discrepancy attaches to this answer. Some records give his time in office as '16
days,' and others as 'the past six weeks.' They transcribe remarks from the same hearing,
yet the numbers differ. Both numbers came out of the process of writing the hearing down,
so rather than choosing one, I hold as solid only the fact that he went before Congress less
than two months into the job.

A second story attaches here. The name is Cameron Stanley. There is word that he has
been named the office's new chief — that Secretary Pete Hegseth called out his name in a
speech given at a SpaceX facility. But no personnel document confirming the appointment
has yet appeared. What the summaries and the video carry is all there is.

So I stop here. One summary gives the appointment date as July 13, 2026, but I take
that date to be one wrongly attached in the course of later copying, not the actual
appointment date — closer to a trace of transcription than to the day an event occurred.
Stanley's appointment date will be filled in on the day the assignment document appears;
for now it stays blank.

Fix an appointment date while no underlying personnel document exists, and every
explanation that follows gets stacked on top of it. The moment reorganizations, budget
leverage, and program priorities are explained in the new head's name, a premise with
nothing under it spreads through the whole book. The same reason explains why the
phrase 'four heads' is not used here.

Even standing still, some things can be known: how Stanley is portrayed as a person.
According to a piece of a recommending nature written by retired Lieutenant General Jack
Shanahan, he appears as a hands-on operator who led Project Maven from its earliest days.
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He is drawn as someone with the field-level drive that put the early Maven on track. That is
a character sketch, not grounds for an appointment.

The same piece also carries content organized as his statements: that the Maven Smart
System has been deployed to several regional combatant commands and to NATO's allied
command; that data-driven management for raising the production volume of
precision-guided munitions is the office's work; and that whether it is commercial 5G
mobile communications or satellite laser communications, he will use whatever helps,
without discrimination. He is said to have rejected the idea that a single giant language
model resolves every demand.

These statements too are carried on video, so it is safer to accept the scope of
deployment and the size of the results only as announced figures and not yet count them as
verified ones. There is always a distance between announced results and verified results,
and the work of measuring that distance continues to the end.

The change of person occurred together with a move in the organization's place on the
chart. In August 2025, the office was moved from an independent organization directly
under the Office of the Secretary of War to a position under the Office of the Under
Secretary of Defense for Research and Engineering (USD(R&E)). Then in January 2026
came an artificial intelligence strategy document and a memorandum concerning Advana.
The signature date stamped on the two documents is January 9, 2026; the date they were
posted to the web is January 12.

The Advana memorandum is not a document that erases the name Advana and attaches
a new one. It defines, separately, the Warfighting Data Platform (WDP); Advana, which
remains for financial-management purposes; and the application services that ride on top
of the Warfighting Data Platform. A summary in the vein of 'Advana was changed to WDP'
leads readers the wrong way.

By what procedure Matty stepped down — whether it was a resignation or a move to
another post — is not known. The handover between the two men is also a blank. So is
whatever discussion lay behind the announcement being made at a SpaceX facility. Apart
from the fact that the place was that facility, no document speaks to the motives behind it.

When an organization's face changes, the press carries the new face's words as that
organization's policy. But reading a new head's statements as the institution's official
position without confirming the grounds of the appointment confuses an individual's
ambitions with an institution's authority. Until the grounds of the appointment are
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confirmed, it is safer not to carry Stanley's words as the office's policy.

Section 4. An Organization with a Wavering Name: The Four
Meanings of the Word CDAO

The four letters CDAO do not point to one thing. The same abbreviation slides from
sentence to sentence, pointing at different objects. Unless these meanings are kept apart,
half of what one reads becomes misunderstanding.

One meaning is an organization: the Chief Digital and Artificial Intelligence Office, the
administrative organization inside the Department of War itself. That is the office treated
above. It is the body that went into operation on June 1, 2022 out of the merger of
scattered legacy organizations, and the organization that handles data, analytics, and the
adoption of artificial intelligence at the level of the Department of War as a whole. The
English name ends in Office — the organization.

Another meaning is a person: the Chief Digital and Artificial Intelligence Officer, the job
title of the individual who heads that office. The English name ends in Officer — the person
in charge. Office and Officer differ by one letter, yet what they point to is entirely different.
Craig Martell, Radha Plumb, and Douglas Matty passed through this post.

What this post does is written more clearly in the text of a directive than in press
statements. That document is DoD Directive 3000.09, issued on January 25, 2023 — the
directive on autonomous weapon systems. The directive writes out responsibilities office
by office in numbered provisions, and allots paragraph 2.8 to the responsibilities of the
office.

The work paragraph 2.8 entrusts to the office reads in four directions: monitoring and
assessing the artificial intelligence capabilities and cybersecurity inside autonomous and
semi-autonomous weapon systems and advising the Secretary; working with the Office of
the Under Secretary for Research and Engineering to turn artificial intelligence ethical
principles into concrete, testable requirements; issuing policy and guidance on the
requirements and testability of systems that contain artificial intelligence; and building,
together with other offices, the common tools and infrastructure used for test, evaluation,
and verification.

This provision locates the office quite precisely. The office does not approve weapons.
The directive states that approval of autonomous weapons before development and before
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fielding rests with the Office of the Under Secretary for Policy, the Office of the Under
Secretary for Acquisition and Sustainment, the Office of the Under Secretary for Research
and Engineering, and the Vice Chairman of the Joint Chiefs of Staff. What the office takes
on is building the standards and tools for the testing that the approval process leans on. To
borrow the directive's phrasing, its work is turning principles into testable requirements.

The post also carries an overlap of authorities. At Congress's requirement, this post
holds together the authorities of the Chief Data Officer and the Chief Artificial Intelligence
Officer. The authority over data policy and the authority over the adoption of artificial
intelligence are gathered in one person. This structure is why Matty stated at the hearing
that he held both authorities.

The third meaning is the organizations of the individual services: data and artificial
intelligence organizations that stand separately, service by service, sharing the name of the
Department of War headquarters office but with separate budget accounts and separate
personnel chains. The Air Force's DAF CDAO runs a data platform named Vault. The DON
CDAO of the Department of the Navy, which oversees the Navy and the Marine Corps
together, is reported to have handled programs related to undersea autonomous systems
along with document-analysis tools.

This third meaning creates confusion in practice. See a news sentence saying 'the CDAO
has adopted a new platform,' and you cannot tell whether that means the Department of
War headquarters, the Air Force, or the Department of the Navy. The three use the same
name but stand in no relation of command over one another. Here lies the reason
headquarters policy is not carried out as-is in each service.

The fourth meaning lies outside the military: the Chief Data and Analytics Officer of a
private company. Here the A is not artificial intelligence but Analytics. The term was in
civilian use before the Department of War used it. The same four letters appear in the
name of a private executives' gathering that has continued for more than a decade.

So type CDAO into a search box and Department of War documents come out mixed
with corporate event notices. In Korean-language articles too, the two meanings
sometimes end up quoted together. From here on, CDAO refers to the Department of
War's office. Where the person is meant, I will write the director of the office or the chief
officer.

There is also a story behind the wavering of the name. According to the public remarks
of a senior working-level official of the office, the formal name headed for Congress at the



36  (Kim Kyung-jin, Attorney at Law)

planning stage in late 2021 was the 'Chief Data and Artificial Intelligence Office.' In the
course of preparing the paperwork, a typo carried it over into the form 'Chief Digital and
Artificial Intelligence Officer.' He described the episode as a slip of the fingers.

This account leans on one person's recollection, so it is not set down here as settled fact.
It should be understood as no more than this: an office official said so in a public setting.
True or not, the signs that the organization's name and the post's title were tangled
together from the beginning turn up in many places. There are multiple documents in
which Data and Digital appear swapped for each other.

Wavering names appear among program names as well. Open DAGIR, mentioned
above, is one case. In hearing transcripts and recordings there are instances of this name
rendered as 'Open Dagger' — an unsheathed blade, in other words. It is a misspelling
created when a speech-recognition program or a stenographer turned the American
pronunciation into letters. The fearsome name of a dagger has nothing to do with the
program. It is merely an error of transcription.

The name of the 90-day-cycle experiments wavers too. The formal notation is the Global
Information Dominance Experiments (GIDE), yet some summaries carry a version written
'GUIDE.' Personal names waver as well: there is the case of Matty rendered as 'Maddy.' In
such cases I follow the formal notation while also recording the fact that the divergent
notations existed.

Can this wavering be passed over as a trivial matter? As I see it, it cannot. A wavering
organizational name reads as a signal that agreement on what the organization is for was
never complete from the start. Whether it is an organization of data or of digital, whether it
is a place that makes policy or a place that buys things — that dispute is being fought inside
the name.

That dispute runs through the whole of the office's short history. When the statistician
held the seat, data hygiene was the organization's face; when the procurement specialist
held it, contract structure was the organization's face. And the work the directive's text
allotted to the office was neither of the two: building the standards for testing and
verification. Three faces overlap beneath one abbreviation.

Reading articles about foreign organizations, we take abbreviations as if they were
proper nouns. Yet depending on whether that abbreviation is the organization, the person,
a subordinate organization of an individual service, or a civilian job title, the meaning of a
sentence changes wholesale. Before debating policy over one line of a translated article, it
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is safer to first confirm what those four letters point to.
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Chapter 4. The Great Reorganization of 2026:
Under the Office of the Under Secretary for

Research and Engineering
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On August 20, 2025, a news release came out of Arlington, Virginia. Its title was "CDAO
Re-alignment to USD(R&E) Accelerates AI Transformation at DoD" — in plain terms,
realigning the CDAO under the research and engineering office would speed up the
department's artificial intelligence transformation. The Office of the Under Secretary of
Defense for Research and Engineering (USD(R&E)) is the under secretary-level
organization that oversees technology research and prototype development for the
Department of War. Yet the order itself had come down six days earlier, on August 14,
2025. The release was a belated announcement of a decision already made.

The order came from the Deputy Secretary of Defense. Its substance fits in a single
sentence: detach the Chief Digital and Artificial Intelligence Office (CDAO) from its place
as a staff organization directly under the Office of the Secretary of Defense, and move it at
once under the Office of the Under Secretary for Research and Engineering. The document
carried the words "effective immediately." There was no grace period, and no phased
implementation schedule in sight.

Standing up an organization takes a memorandum (the Department of War's formal
internal document), a table of organization, and budget accounts, and the traces are left
scattered across many documents. Moving one takes a single sentence. The reporting line
of an office created in 2022 was changed three years later by one sentence, and the world
learned of it through one news release. Measured against the weight of the action, the
paperwork is far too light.

The story that began with this one page leads to a follow-on reorganization in January
2026 and leaves behind one question that never receives an answer. Did this
reorganization increase the CDAO's authority, or reduce it? To say it up front: the answer
does not fall cleanly on either side. The evidence for growth and the evidence for loss sit
side by side in the same budget documents.

Section 1. August 2025: From an Independent Office to a
Subordinate Organization

Start with the word "realignment." Organizational change at the U.S. Department of
War comes in several forms. There is establishment, which stands up a new office;
consolidation, which merges two organizations; and realignment, which moves only the
reporting line. The August 2025 action was the third kind. The name, the program list, and
the budget accounts all stayed put; only the answer to "who do you report to" changed.
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From the outside, nothing appears to have changed. The CDAO is still the CDAO. The
website address is the same, and so are the program names. On the organization chart, one
line simply moved from a higher box to a lower one. Changes like this do not stay in the
news for long.

Inside the Department of War, however, "who do you report to" is no light matter. The
2022 founding memorandum designed the CDAO to report directly to the Deputy
Secretary of Defense. The Deputy Secretary is the department's second-in-command,
running its day-to-day affairs directly under the Secretary. Reporting straight to the
Deputy Secretary meant that whenever the office demanded something of the military
services or the under secretary offices, the Deputy Secretary's authority stood at its back.

The difference shows up in the conference room. The head of an organization reporting
directly to the Deputy Secretary sits at the Deputy Secretary's meetings in his or her own
right. The head of an organization under an under secretary enters that room through the
under secretary. When the office demands that the services hand over data, who stands
behind the person making the demand changes. After August 14, 2025, an under secretary
stood in between.

The news release gave three reasons for the decision. The first was to accelerate the
transformation into an "AI-first enterprise": bring in cutting-edge commercial artificial
intelligence quickly, work with data at scale, and seize the advantage first in operations.
The word "enterprise" catches the eye here. It says the Department of War will see itself
the way a company does — as one organization in which data flows between units without
obstruction.

The expression is worth chewing on. A military is not a company. A company weighs
profit and abolishes or creates divisions accordingly; a military is bound fast to statute and
to the traditions of each service. When the Department of War nonetheless calls itself an
"enterprise," the word takes aim at ownership. It is a declaration that data will be treated
not as a unit's property but as an asset of the entire department.

The second reason was to execute the White House AI Action Plan inside the
department. To turn top-level guidance from the presidential office into the Department of
War's institutions, the logic runs, the organization pushing artificial intelligence adoption
must sit in the mainstream of technology policy. Top-level guidance sets direction but
cannot execute. Execution happens only in the hands that hold budgets, contracts, and test
procedures.
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The last reason was to bind the CDAO into the research and development ecosystem.
The Office of the Under Secretary for Research and Engineering already kept technology
organizations such as the Defense Advanced Research Projects Agency (DARPA) and the
Defense Innovation Unit (DIU) at its side. Put the CDAO under the same umbrella, and
duplicate investments can be screened out and the chain of command drawn in a single
line. Artificial intelligence money scattered across organizations, each buying similar tools,
has not been rare in the Department of War, so this reason has a practical footing.

That is as far as the Department of War's own stated reasons go. It is a news release, so
the tone is naturally bright. A document that moves an organization downward while
putting "accelerates" in the title is not going to list, alongside that, what the move cost.
Publicity documents are not written to record losses. So one more document of a different
character has to be opened: the budget justification.

Budget documents differ in character from publicity documents. They ask Congress for
money, so they must state headcounts and amounts in numbers. Get a number wrong and
congressional staff ask about it, and the exchange stays on the record. Whether a
reorganization actually happened shows more clearly in the budget documents than in the
publicity. The item to examine here is the OP-5 exhibit covering the Office of the Secretary
of Defense in the Operation and Maintenance (O&M) budget justification.

Operation and maintenance money does not buy weapons; it keeps organizations
running. Salaries, office upkeep, contract administration — these belong here. Whether an
organization has grown or shrunk shows up in this account first. What is more, the
justification for this account must spell out in sentences why more money is needed, and
those sentences let slip the reorganization's inner workings.

In this document, the Office of the Under Secretary for Research and Engineering billed
separately for the cost of taking in the CDAO: $6,599 thousand, and an increase of 25
civilian Full-Time Equivalents (FTE). A full-time equivalent is a headcount converted on
the basis of weekly working hours. Think of it as counting two people who each work half
days as one person.

The stated reason was to equip the under secretary's office with capacity for data
analytics and for responding to audits of Planning, Programming, Budgeting and
Execution (PPBE). PPBE is the name of the four-stage process by which the U.S.
Department of War builds and executes its budget. Auditing and double-checking that
process takes dedicated staff.
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I read this request as follows. In taking the CDAO under its wing, the under secretary's
office told Congress it would hire 25 new people to supervise and double-check that
organization. Supervision requires supervisors. For something described as one line
moving on an organization chart, the number 25 fixed in the budget request is awfully
specific.

The same budget documents show numbers on the CDAO's side as well. The CDAO
requested $6,989 thousand and an increase of 30 civilian full-time equivalents. Its people
grew. The fact that the organization moved down while its personnel request went up
instead cuts against the intuition that demotion means shrinkage. Here is the first reason
the reorganization is hard to pin to a single direction.

Put the two numbers side by side and the picture turns a little strange. The supervising
side gets 25; the supervised side gets 30. Both swelled together. The reorganization, in
other words, did not move only toward trimming. What I do not hold, though, is any
document showing whether the two requests passed Congress and were actually executed.
A budget justification is a request, not a report of execution results. Blur that distinction
and requested amounts get misread as organizational size.

The same budget documents carry one more entry pointing the other way. The Chief
Technology Officer (CTO) position inside the CDAO was abolished, and the money
attached to it is recorded as having moved into the development budget account of the
Alpha-1 program. The account number is PE 0604133D8Z. PE stands for Program
Element, the unique number attached to each individual program in U.S. defense budget
documents.

In defense budget documents, the program element number is to a program what a
national identification number is to a person. Program names change; the number
remains. To trace which program was absorbed into which, or where the money moved,
you follow the number, not the name.

Alpha-1 is a Machine Learning Operations (MLOps) infrastructure program. Think of it
as a set of tools linking data labeling, model training, test and evaluation, and deployment
into a single line. An artificial intelligence model is not something built once and used
straightaway. There has to be a working process: organize the training data, test the
performance, send the model to the field, fix it, and send it out again. Alpha-1 is the
program meant to build that process once, at the department level.
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What deserves attention here is the direction the money flowed. A budget attached to
the person who oversees technology moved to the infrastructure that runs technology. Put
another way, money that went to a person went to equipment instead.

A position eliminated and its budget folded into an infrastructure program reads two
ways. It could be efficiency — a management layer stripped out, physical investment
increased. Or it could be a loss — the person who answered for the organization's technical
direction is gone. I put somewhat more weight on the latter. Equipment can be restocked
whenever budget attaches to it, but a position that spoke for the direction of technology,
once abolished, is hard to revive.

Which organizations pushed back during the realignment, and who lost which position,
is the kind of thing publicity documents never record. But the way it was driven through —
"effective immediately," with no grace period and no phased schedule — suggests the
action put speed of decision ahead of broad internal coordination. If there was resistance,
it was most likely buried under that speed. In administrative documents of the same
period, meanwhile, the department appears under two English names at once,
"Department of Defense" and "Department of War." The legal process by which the two
names divide lies outside the scope of this reorganization, so I note only that the
phenomenon exists.

Section 2. January 12, 2026: An Innovation Ecosystem Bound
into Six Executing Organizations

Start with the date in the section title. In January 2026, the Department of War put
three documents before the world: a department-wide artificial intelligence strategy, a
memorandum (the Department of War's formal internal document) in the Deputy
Secretary's name ordering an overhaul of Advana, and a reorganization directive binding
the innovation organizations together. The first two were signed on January 9, 2026, and
reached public channels three days later.

The artificial intelligence strategy is titled "Artificial Intelligence Strategy for the
Department of War." The memorandum is titled "Transforming Advana to Accelerate
Artificial Intelligence and Enhance Auditability." The titles alone show the two documents
aiming at different layers. The strategy wrote down where the department would go; the
memorandum wrote down how to rework a platform already running.
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The Advana memorandum is often summarized as "Advana renamed the War Data
Platform, nothing more." That summary leads readers astray. What the memorandum did
was not rename one thing but divide one thing into three.

The first is the War Data Platform (WDP), the name given to the data foundation layer
the entire department uses. The second is Advana, which stays on for financial
management. The audit-support function Advana first carried does not disappear; it
continues under that name. The third is the application services that sit on top of the War
Data Platform — the actual programs that take the data and use it.

Put the three together and the question the memorandum tries to answer comes into
view. Data used for audits and data used for operations carry different requirements.
Audits demand traceability and supporting evidence; operations demand speed. Beneath
the split lies a judgment that one platform grew heavy trying to carry both. That is also why
"accelerate" and "auditability" stand side by side in the memorandum's title.

Now the third document, the directive reorganizing the innovation ecosystem. Its core
runs as follows. Six executing organizations are lined up under the Under Secretary for
Research and Engineering, who serves as the Department of War's chief technology officer.
The six are the CDAO, DARPA, DIU, the Office of Strategic Capital (OSC), the Strategic
Capabilities Office (SCO), and the Test Resource Management Center (TRMC). The Under
Secretary at the time was Emil Michael.

Connect the August 2025 action to the January 2026 action and a sequence appears.
First the CDAO was moved under the under secretary's office; five months later, the
organizations under that office were arranged into one package. I read the two not as
separate judgments that happened to overlap but as two stages of one design. Had the
CDAO not been set under the office first, the January picture of six organizations in a
single line could not have been drawn at all, so the August action looks like the foundation
laid in advance for the January reorganization to stand on.

The CDAO handles artificial intelligence adoption for the whole department — making
data and models flow across the three domains of combat, intelligence, and
administration. Its written assignment is to run open procurement structures and iterative
experiments, and to set the actual data processing chain on top of the Alpha-1
infrastructure. Of the six, it is the only organization assigned the floor. Whatever the other
five build, the data their products handle must move on the layer the CDAO has laid.
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DARPA takes the front stretch: research with low odds of success that changes the game
when it succeeds. Failure there is treated as process, not cost. Try ten things and nine
collapse — if the one that remains changes the game, the venture still comes out ahead.

DIU takes the opposite end. It rapidly buys dual-use technology already available in the
private sector — technology that serves commercial and military purposes alike — to fill
the immediate gaps of the Combatant Commands. It does not run new research; it picks
from what the market already offers. Under the fiscal year 2026 National Defense
Authorization Act, DIU was elevated to a Principal Staff Assistant. The person leading it
was Doug Beck.

One point deserves to be made plain here. The lead organization for Replicator, the
program to deploy unmanned systems in volume and at speed, is DIU. The CDAO does not
run that program. The CDAO's job is to provide and support the common foundation,
Alpha-1 included. It lays the floor so that many programs share one process for building,
testing, and releasing models.

OSC handles the flow of money. Facing a defense industry concentrated in a handful of
large firms, it is the office that designs loans and co-investment to draw private venture
capital into defense. An organization that builds no weapons and instead pulls in capital
sits inside the innovation ecosystem — that stands out. Its reason for existing is the
judgment that just as buying technology costs money, keeping alive the companies that
make the technology costs money too.

SCO recombines the weapons already on hand. Instead of building new weapons from
scratch, it joins warehouse stock to near-term technology in unexpected ways and turns
out prototypes on short timelines. The calculation is that reusing what exists beats building
anew for speed. In the reorganization directive, SCO was designated a field activity and
aligned under the under secretary.

TRMC is the final gate. It oversees the Test and Evaluation (T&E) facilities, ranges, and
instrumentation that newly built systems must clear before going into combat, and it
reviews the services' related budgets. However fast an artificial intelligence model is built,
it cannot be fielded without a place to test it. A site that measures model performance
requires different equipment from a range where guns and artillery fire. TRMC is the
organization managing that bottleneck.

Line the six up and a single flow appears. DARPA opens the way, DIU pulls in
commercial technology, SCO reworks the inventory, OSC attaches capital, the CDAO lays
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the floor of data and models, and TRMC rules on what passes. The stretch from research to
testing has been divided into six cells and placed under one person. That, as I read it, is the
picture the reorganization directive was after.

Lining six organizations up does not make them move together on its own. So the
directive set out three devices to actually hold them fast.

The first is Term-Limited Appointments, which let organizations such as DIU and SCO
hire people for set periods. The measure keeps a channel open for private-sector
technologists to work in government for a few years and then return. Beneath it lies a
judgment: a system that hires only people who will stay in one department for life cannot
hold talent in a field where the technology turns over every three to four years.

The second is the CTO Action Group, a working-level council that screens out duplicate
investment among the six organizations and tears down data barriers. Binding
organizations together does not produce cooperation by itself, so the directive seats them
face to face on a regular schedule. Two bodies standing side by side on an organization
chart while knowing nothing of each other's programs is not a rare sight in the Department
of War.

The third is the obligation for each service to submit Service Innovation Plans. The
Army, the Navy, and the Air Force must report what their laboratories and offices are
doing along three axes: technology, products, and operational performance. The center
means to measure every service's innovation activity with the same ruler. When each
service writes up its results by its own standards, no one can compare which programs
already exist and which overlap. Then again, the services can hardly be expected to submit
meekly to having their results measured by someone else's ruler, so whether this obligation
worked properly from the start is open to doubt.

For the head of the CDAO in this period, one summary source pointed to a figure named
Cameron Stanley. But no official document backs that appointment, and the date listed as
the appointment date is identical to the date the material was compiled. I read the
attribution not as an actual personnel record but as an error that slipped in while the
material was being gathered. Matching dates look less like the trace of a person being
appointed than like the trace of a document being made. It is closer to the facts, then, to
leave the CDAO's leadership in this period blank rather than nail it to a particular name.

The budget numbers call for the same caution. The consolidated fiscal year 2026
amount for the Alpha-1 account is reported as $582.57 million, and DIU's research and
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development budget as $661 million. Both numbers are said to appear in the budget
justification, but I have not checked them against the original tables. So I carry them over
exactly as written, without adding them together or turning them into ratios.

Section 3. The Question the Reorganization Did Not Answer: Did
Authority Grow or Shrink?

On May 8, 2025, a subcommittee of the U.S. House Armed Services Committee held a
hearing — three months before the realignment. What was said there tells us things no
organization chart can. Congress already viewed the arrangement of the CDAO's
authorities with suspicion.

Hearing records differ in grain from the two kinds of documents above. Publicity
documents and budget documents are what the department writes about itself. At a
hearing, people outside the department question the department, and the questions and
answers survive in the transcript. If what the reorganization cost is hard to find in the
Department of War's own papers, the losses lie scattered through the questions asked at
hearings like this one.

Representative Don Bacon, the subcommittee chairman, brought up Joint All-Domain
Command and Control (JADC2), the concept of linking the sensors and weapons of
multiple services into a single command web. Congress, he said, was receiving a great deal
of mixed feedback on whether the program belonged inside the CDAO's portfolio. The
question followed whether it would be better moved to another office.

That remark is not a light one. JADC2 is one of the most visible pillars among the
programs the CDAO holds. When the chairman asks of that pillar, "is this the right place
for it?", it means the CDAO's mission scope itself had not been settled in Congress. Before
the question of where to attach the organization comes the question of what the
organization does — and that had not yet been agreed. An organization that can lose its
flagship program holds no stable authority, wherever its reporting line attaches.

At the same hearing, Representative McCormick pressed the problem from another
angle: more than 30 Chief Information Officers (CIO) are scattered across the Department
of War's component organizations, and they move in opposing directions. A chief
information officer is the position responsible for an organization's information systems
and networks. When more than thirty of them each hold their own rules and their own
contracts, whatever the center decides does not roll down below as decided.
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This criticism points to a problem no placement of the CDAO can solve. Data authority
in the Department of War is not gathered in one place; it is split across thirty. Moving the
parent organization from the Deputy Secretary's direct line to a spot under an under
secretary does not change that web. Redraw the upper lines as often as you like — the
thirty offices below remain. Here is one face of the question the reorganization did not
answer.

Remarks by Dr. Radha Plumb, the former head of the CDAO, take aim at the same
problem. She said the chief data and artificial intelligence officers of the services and
components should be pulled out from under the chief information officers — in her
words, "get the CDAOs out of the CIO." The analogy she used: when the role of the person
laying the pipes and the role of the person supplying the water get mixed, the work jams.

A chief information officer lays and manages the pipes — the networks and the servers.
A chief data and artificial intelligence officer decides what flows through those pipes and
who gets to drink the water. When the person laying the pipes also decides what the water
is for, the water flows only where pipes already reach. New demand gets pushed back on
the grounds that no pipe is there.

She also took issue with how the Combatant Commands are set up. The commands have
stacked their data responsibilities under the J6, the communications and information
systems staff directorate, and she called this a "missed opportunity." Treat data work as a
subtask of network management, and data gets no voice in the meetings where operations
are planned — that is how the remark reads. If the data officer cannot sit in the room
where the operation is drawn up, data ends up as something tidied after the operation is
over.

The person making this criticism, though, is the very one who led the CDAO. As a
statement that her organization lacked sufficient authority, it is at once a diagnosis of the
organization and a protest over her organization's position. I do not force the remark into
one bin or the other; I read it as both, with more weight on the diagnosis. Coming from an
interested party, it deserves some discounting — but the condition of information
authority split across thirty offices remained in place after she left the CDAO.

Outside the organization chart, too, there is a document that spells out the CDAO's
authority: the department's Directive 3000.09, dated January 25, 2023, the directive on
autonomous weapon systems. It replaced the 2012 edition and took effect with the
approval of Deputy Secretary Kathleen H. Hicks. One of the document's responsibility
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sections is assigned to the CDAO.

The directive gives the CDAO five tasks: monitoring and assessing the artificial
intelligence capabilities and cybersecurity built into autonomous and semi-autonomous
weapon systems and advising the Secretary; working with the Under Secretary for
Research and Engineering to translate the artificial intelligence ethical principles and the
Responsible AI strategy and implementation pathway into concrete, testable
requirements; issuing policy and guidance on the requirements and testability of
AI-enabled systems; issuing guidance on practices for testing and evaluating the artificial
intelligence capabilities inside autonomous weapons; and building common tools and
infrastructure for test and evaluation together with the Under Secretary for Research and
Engineering and the Director of Operational Test and Evaluation.

What deserves attention here is the layering of time. The artificial intelligence ethical
principles are five items adopted by a Secretary of Defense memorandum on February 21,
2020: responsible, equitable, traceable, reliable, and governable. The document meant to
carry those principles into practice is the Responsible AI strategy and implementation
pathway, and on top of that sits the 2023 autonomous weapons directive governing the use
of force. The principles, the implementation pathway, and the weapons directive are
different layers and cannot be lumped into one.

The 2023 document wrote the CDAO and the Under Secretary for Research and
Engineering in as collaborators standing side by side. The phrase "collaborates with the
USD(R&E)" appears in the two sides' sections, facing each other. After August 2025,
though, the two organizations are no longer side by side but superior and subordinate. Yet
there is no sign the directive's language has been revised to fit the new relationship. I read
the mismatch as the common lag of documents catching up to organizational change late.
The collaboration on paper and the hierarchy on the organization chart will stay out of
joint for a while.

Next comes the money. Authority shows itself, in the end, in the budget. What one can
demand in a meeting depends on whether an account stands behind the demand. At a
hearing, Under Secretary for Research and Engineering Emil Michael mentioned worries
about cuts in the fiscal year 2027 budget. Even as he asked for an increase to speed the
embedding of artificial intelligence, he acknowledged that the Science and Technology
budget line was in effect standing still.
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Here the reorganization's gains and losses part ways. Six organizations were bound
under one umbrella, but the money coming in under it did not grow. Merge organizations
and management costs rise at once while results come later; what carries an organization
through that interval is budget. If the budget line stays flat, the six organizations are not
dividing new money — they are re-splitting the same money.

One more entry in the budget documents catches the eye. The requested amount for the
account attached to the CDAO's demonstration and validation activities (PE 0604123D8Z)
is reported to have fallen from its previous level. Demonstration and validation means
showing and confirming in the field that a model, once built, actually works. The
transcribed figures are corrupted, however, so I do not record the amount here.

Clearer than the numbers are the voices from the field. At a Department of the Navy
forum, a working-level officer in charge of information systems put it this way: artificial
intelligence policy and strategy from above mandated adoption, but sustaining existing
services was already a strain, and no dedicated funds had been allocated to layer new
artificial intelligence on top. The administrative term is an "unfunded mandate" — told
from above to do it, and given no money to do it with.

Note the context in which that phrase appeared. Policy comes down through
documents; budgets come down through accounts. When the two paths split, only the
documents reach the field. The instruction to add a new tool arrives; the people, the time,
and the money to add it do not. The field then postpones the instruction, or shaves its
existing budget to imitate compliance.

Randall Cole, then acting chief data and artificial intelligence officer of the Department
of the Navy, was blunter. When trying to push artificial intelligence out to the tactical edge,
he said, he met this response between headquarters and the field: "leave us alone, and just
give us the money." If this is the answer the field returns even after a reorganization
straightens the chain, the reorganization's effect has to be asked about all over again.

That one sentence holds the reorganization's limit. What the field wanted was not
direction handed down by the center but resources. If direction is all the center can give
and the resources stay the same, redrawing the organization chart changes not one entry in
the field's arithmetic.

Now to answer the question in this section's title. Did authority grow, or shrink? Lay the
materials out in a row and both sides show.
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There are grounds for saying it grew. Moving under the Office of the Under Secretary for
Research and Engineering set the CDAO beside the Department of War's research and
development budgets and its prototyping organizations. It came under the same umbrella
as DARPA, DIU, and SCO, and gained a consultative channel in the CTO Action Group. In
the budget request, the CDAO's staffing claim rose by 30, and the budget of the abolished
chief technology officer position is recorded as having moved into the Alpha-1 account.
That the CDAO took charge of the data and model floor among the six organizations
belongs in the tally too. And the fact remains that the autonomous weapons directive
explicitly entrusts test and evaluation authority to this organization.

There are also grounds for saying it shrank. The CDAO lost its position directly under
the Deputy Secretary and became one of six organizations under an under secretary. The
under secretary's office billed separately for 25 people, citing data analytics and audits of
the budget process. The position that oversaw technical direction inside the organization
disappeared. Congress raised the option of moving JADC2, the CDAO's flagship program,
somewhere else. The Science and Technology budget line did not grow, and the requested
amount in the demonstration and validation account is reported to have fallen.

Neither list tips easily to one side. And the evidence in the two lists is not of the same
character. The personnel numbers, 25 and 30, and the transfer into the Alpha-1 account
are all figures written in a budget request. Requests pass through congressional review;
some get cut, some go through intact. Read requested amounts as executed results and you
write down things that have not yet happened as things that have. So I do not push these
numbers all the way to proof that authority grew. The numbers in a request point to a
direction; they are not yet results in hand.

The second consideration is time. That the CDAO's place on the organization chart went
down is a fact; that the resources and networks set beside it grew is also a fact. The final
balance will be settled by the execution record — whether the services actually submitted
their innovation plans, how many times the CTO Action Group met, what the money
moved to Alpha-1 built. Until that record accumulates, I read this reorganization as a
trade: position on the books lowered, network widened. Which side prevails depends on
whether resources follow, and with the Science and Technology budget line sitting flat, the
signs that resources will follow in abundance are not strong.

The problem that repeated throughout was placement, not technology. Where to attach
the artificial intelligence organization, whether to give it budget-programming authority,
how to coordinate with the services' information officers — these were the questions. The
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United States answered them with reorganization. Yet after the reorganization, the
unfunded mandates and the information authority split across thirty offices remained as
they were. Standing up a new organization and moving authority are different
undertakings, and this case shows that the latter is far harder.

An organization chart can be redrawn in a day. Budget accounts must wait for the fiscal
year, and the contracts and rules held by more than 30 information organizations outlast
even that. When reorganization goes first and resources fail to follow, what remains is a
single organization chart with new names on it.

I will not, however, carry this observation straight over into any policy for South Korea.
The documents I have examined belong to the U.S. Department of War and say nothing
about South Korea's organizational circumstances. The U.S. department's workforce, its
budget procedures, and the autonomy of its services differ from South Korea's. I leave only
the observation that building an organization and moving authority are different things;
where to hold that observation up for comparison, I leave to the reader.
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Part 2
Data — How to Make the Fuel Flow
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Chapter 5. Data Strategy, VAULTIS, and
'Share by Default'
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The bundle of Department of War documents signed on January 9, 2026 said almost
nothing about weapons. What bore that date were an artificial intelligence strategy
document and a memorandum (a formal internal document of the Department of War)
concerning Advana. Signed on January 9, they appeared on the department's public server
three days later.

What actually deserves attention in this bundle is one short line. Every component
organization must submit to a single office, within 30 days, a list of the information system
access points, data assets, and application programming interfaces (Application
Programming Interface, API — the channels through which programs exchange data) it
holds. That office is the Chief Digital and Artificial Intelligence Office (CDAO).

The order is one sentence, but what that sentence demands is far from simple. To build
the list, an organization first has to know what it has. Many offices inside the Department
of War have never had a reason to know. As long as their own mission ran well inside their
own systems, that was enough.

The dates of the adoption strategy tell a similar story. The Data, Analytics, and Artificial
Intelligence Adoption Strategy has no single announcement date. Three dates circulate
side by side: January 24, 2023, June 27, 2023, and November 2, 2023. The signing date,
the distribution date, and the release date have been mixed together.

Section 1. Why Stockpiling Data Came to Be Called a Threat

Over the past 20 years the U.S. military has accumulated surveillance video,
maintenance records, troop movements, accounting ledgers, and signals intelligence. The
Department of War calls this accumulation an 'asymmetric data advantage,' meaning an
asset no other country's military can copy in a short time. A caveat follows immediately:
much of that asset sits locked away, unused.

How it came to be locked is easy to guess once you see how the material piled up. Video
shot by reconnaissance aircraft accumulates on the reconnaissance unit's servers.
Maintenance records accumulate in the logistics unit's systems. Accounting entries stay in
the finance office's books. Different collectors mean different servers, and the only people
who know which server holds what are the people in that office.

Locked away means this. The data has not disappeared. It is a state in which the people
who need the data do not even know it exists. The Department of War calls this 'invisible'



59  (Kim Kyung-jin, Attorney at Law)

data. Neither the developer building a model nor the unit at the front knows which server
in which office holds it. Inside the office it is well managed and looks fine; seen from
outside, it might as well not exist.

The practice of gripping data inside one's own office and not releasing it is what the
Department of War calls 'data hoarding.' It is not the work of people with bad intentions. It
grows out of the wish to follow security rules, the wish to protect one's own mission, and
the fear of taking the blame if something goes out the wrong way. When every office builds
its wall, the walls together form a maze — compartments that do not connect with one
another, that is, silos (sealed off from each other like grain storage towers).

Silos did not appear overnight. Old security practices ran on for years, and the people
who kept them were rewarded. Few were ever disciplined for refusing to hand over data;
many were disciplined when data leaked. Organizations do less of what gets punished and
more of what gets tolerated. Silos are the result, hardened over many years.

The documents dated January 9, 2026 gave this practice a new name: not inefficiency
but a 'national security risk.' In a public speech, Secretary Pete Hegseth said, in essence,
that holding any amount of operational information means nothing if it cannot be pulled
out and used at machine speed.

Why a word as heavy as threat came out at all becomes clear from the way artificial
intelligence is made. Models grow on data, not on code alone. When data is trapped inside
an office, no AI outside it can learn anything from it. However many weapons are bought,
the textbooks those weapons need to learn from stay locked in a warehouse.

The same logic bears on the speed of judgment. For a commander to reach a decision,
information from many places has to come together on one screen. When each piece has a
different owner and each owner a different approval process, assembling that one screen
takes days. This delay is the bureaucratic bottleneck. In peacetime it is a mere
inconvenience; in a crisis it becomes the seed of misjudgment.

The targets aimed at here divide in two. One is people's attitudes; the other is the
language of contracts. On the attitude side, the documents attach administrative devices:
the 30-day catalog submission and a written justification upon refusal. On the contract
side, they require that the Modular Open Systems Approach (MOSA, a design method that
divides systems so parts can be swapped in and out like components) be written in as a
contract condition. For AI contracts, they direct that standard language be inserted within
180 days to the effect that the government may put the technology to any use serving a
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lawful military purpose.

The reason for aiming at contracts is explained by the term vendor lock-in — the state in
which systems and data are tied to a particular company and switching becomes
impossible. Only the company that built a system knows its data structures. To get the data
out, the government has to pay that company and ask. Making open design a contract
condition is a declaration that from the next contract on, it will not be asking.

This judgment did not come from a desk. Contractors running the services' aging
systems are in fact answering that their old contracts contain no written obligation to hand
data over to the government. Built into the move is the calculation that changing one line
of a contract comes before changing people's minds.

The CDAO is not an organization that popped up out of nowhere. Trace the lineage back
and the first step is the 'Creating Data Advantage' memorandum signed in May 2021 by
Deputy Secretary of Defense Kathleen Hicks. The CDAO was created in 2022, though
sources split its founding date between February 2022 and June 1, 2022. The adoption
strategy came in 2023, its announcement recorded under three parallel dates. The line
then runs to the artificial intelligence strategy and the Advana memorandum dated
January 9, 2026.

The direction of this lineage never wavers. It moves from recommendation to
obligation, and from obligation to deadlines and sanctions. The 2021 memorandum said to
share. The 2026 documents spell out what to submit within how many days, and to whom
the reasons must be given if it is not submitted. In five years, the kind of sentence being
written has changed.

There is one more thread here. The moment stockpiling data is called a threat, guarding
data turns from a virtue into a suspicion. Those who have kept the door shut in the name of
security must now explain their reasons. Whether this reversal is right or wrong can be set
aside; that the reversal is written into actual documents is beyond doubt.

Section 2. The Seven Letters of VAULTIS: Visible, Accessible, Understandable, Linked,
Trustworthy, Interoperable, Secure

VAULTIS is the acronym for the seven yardsticks by which the Department of War
measures the state of its data: Visible, Accessible, Understandable, Linked, Trustworthy,
Interoperable, Secure. Put plainly, data should be seen, reached, understood, connected,
trusted, meshed together, and kept safe. The question of what good data is has been
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broken into seven short sentences.

There is a reason for breaking it up this way. 'Manage your data well' cannot be
inspected. Whether this data can be found in the catalog can be. The seven letters are less a
slogan than a checklist, framed so that each letter can be assigned an office in charge and a
method of testing.

V is Visible: the principle that where data lives and how to find it must be registered at
the level of metadata (data about data — a descriptive label). The example given is the Air
Force's Vault data platform. When new data comes in, the whole original is not moved;
only a minimal descriptive label, enough to identify what it is, is attached to standard. This
minimal-label specification bears the name 'Min Cubed.'

The trick of this design lies in weight. Moving originals is heavy: volumes are large,
classification levels get in the way, and the office that has been using the data may have to
stop work during the move. Attaching a label is light. The data stays where it is, and only
the name tag goes up on the shared board.

A is Accessible: a qualified person should be able to reach data without waiting months
at the door. The example is the Department of the Navy's unclassified development
environment. Even a small company without a security clearance can start training models
first inside an isolated, simulated-data environment. Rather than throwing the door wide
open, it sets up a practice yard outside the door.

This development environment is also called Cosmos, though the name varies from
source to source and is hard to fix as one.

U is Understandable. Different offices use the same word with different meanings. One
office excludes maintenance wait time from its availability rate; another includes it. Put
those two numbers on one screen and the screen starts lying. The data is not wrong — the
meanings are misaligned — but the screen never says so.

Removing this misalignment takes a dictionary of meanings, that is, a semantic layer (a
layer of meaning that standardizes the definitions of terms and their formulas). The
Advana platform is said to have stitched Oracle databases, COBOL mainframes, and even
an SAP system that ran with its records in German into a single dictionary of meanings.

One misunderstanding surrounds Advana. The memorandum dated January 9, 2026
did not swap Advana out wholesale for a different name. Its intent is to transform Advana
so as to accelerate artificial intelligence and raise auditability. Within it, the War Data
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Platform (WDP), the Advana that remains for financial management, and the application
services running on top of the WDP are distinguished by different names. These three are
not one thing.

L is Linked: connecting fragmented data and threading it onto a single string. The
example given is a capability that cross-references reconnaissance video, satellite data, and
public postings to pair targets with weapons. The Maven Smart System is the case in point.

By its public billing, the system takes in 170 sensors and links in real time to HIMARS
and fire control systems. These figures and linkages are announced claims, though, and it
is too early to state them as fact.

T is Trustworthy: the principle that testing must confirm models and data have not been
corrupted or distorted, and that lineage (the record of where data came from and how it
was processed) must be kept. The example is the Joint AI Test Infrastructure Capability
(JATIC). It takes benchmark data labeled directly by experts as its measuring stick.

The testing method deserves attention. Test only with clear-day photographs and a
model always scores well. The tests reportedly add deliberately hard conditions — fog, an
adversary in camouflage — to check whether the model still avoids mistakes. The state
earned this way is called 'justified confidence.' It does not say simply trust; it says build the
grounds for trust.

Why this testing appears in a chapter on data becomes clear from the layering of the
rules. The Department of War's AI ethical principles are the five adopted in a
memorandum of the Secretary of Defense (a formal internal document of the department)
dated February 21, 2020: responsible, equitable, traceable, reliable, and governable. On
top of them sit the Responsible AI strategy and implementation pathway, and on top of
those sits the autonomous weapons directive (DoDD 3000.09) dated January 25, 2023.
The three are not the same document. They are three layers, different in period and in
character.

The autonomous weapons directive makes that layering plain. Section 1.2 of the
directive establishes the AI ethical principles and the Responsible AI strategy and
implementation pathway as the department's policy. Section 2.8 assigns the CDAO to
monitor and assess AI capabilities and cybersecurity inside autonomous and
semi-autonomous weapon systems. It has the CDAO work with the Under Secretary for
Research and Engineering to translate the AI ethical principles and the Responsible AI
strategy and implementation pathway into testable requirements, and to issue guidance on
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test and evaluation practices for AI capabilities. Another clause directs coordination with
the Under Secretary for Research and Engineering and the Director of Operational Test
and Evaluation on common tools and infrastructure for test, evaluation, and verification.
The traceability principle sits verbatim in the provisions demanding lineage records and
auditable methodologies. The requirement to keep data lineage is not a data officer's
personal taste; it is a condition this directive set in advance.

I is Interoperable: the property of different systems exchanging data through standard
interfaces without rewriting code. The Department of the Navy's Jupiter platform is the
example. By its public figures, it carries 182 organizations and 198 legacy data sources on
standard interfaces, with more than 900 applications moving across them.

S is Secure. Instead of building one rampart higher, it assumes the enemy is already
inside. This is called zero trust. Every person, device, and request is verified anew each
time, and Attribute-Based Access Control (ABAC, which grants access by weighing
attributes such as position, clearance, and purpose) divides permissions down to the level
of a single data record.

Three examples are given: Thunderdome, the Defense Information Systems Agency's
zero trust program; the Attribute-Based Access Control in the Air Force's Vault; and
inheritance of the Authority to Operate (ATO, the security approval to actually run a
system). Inheritance means a lower instance riding on a platform takes over the security
approval the platform has already earned. Not having to repeat the same review from
scratch saves time.

Here the character of the seven letters shows itself. The first six point toward opening
doors; the last one points toward locking them. Making data visible, reachable, and
connected all expands access. Making it secure narrows access. With the two forces side by
side on the same list, the field has to weigh one against the other every time.

And the burden of that decision usually falls on whoever holds the data. Open up and
have an incident, and the one who opened up takes the blame. Keep it closed and slow an
operation, and the blame scatters and lands on no one. The weight of risk tilts to one side.
This, I believe, is the background against which the 2026 documents created the written
justification and the disciplinary procedure.

Section 3. Sharing as the Default: The Catalog Mandate and the
30-Day Deadline
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The phrase 'data sharing by default' is clear in meaning. Where sharing once required
permission, now not sharing requires a reason. The burden of proof has moved to the
other side. The starting point of this reversal is the 'Creating Data Advantage'
memorandum signed in May 2021 by Deputy Secretary of Defense Kathleen Hicks.

The memorandum did three main things. First, it stated that no organization inside the
department may claim data as its own property. Second, it designated the Advana
platform, which had been supporting financial audits, as the department's single
authoritative data platform. Third, it selected first the roughly 200 key data sources that
feed directly into the department's business and readiness judgments, and directed that
access to them be claimed.

The design of that last item stands out. It did not order thousands of systems opened at
once. It first picked the 200 sources that feed directly into judgment. Demand everything
and nothing comes; demand 200 and a negotiation begins.

The memorandum's appearance did not open the doors. System owners in the military
services refused access requests, citing internal security guidance and standing practice. So
the team under Cody Ferguson, the CDAO's data lead, turned the blocked requests into a
list, one by one. It recorded why each was stuck — cultural resistance, policy conflict,
staffing shortages. The list went to a meeting the Deputy Secretary looked over in person
every Monday: the so-called 'weekly blocker list.'

What gives the list its force is the gaze upon it. The mere fact that the department's
number two checks names and items every week gives bureaucratic delay a cost. Delay is
normally free — postponing a decision requires no paperwork. The weekly list took that
free ride away.

Ferguson said resistance ebbed once the first 50 sources were successfully connected.
Offices that saw the value with their own eyes began joining on their own — minds
changed only after they watched their data land on another office's screen and prove
useful. This is Ferguson's recollection alone, though; no voice from the other side survives
beside it.

The documents dated January 9, 2026 hardened this practice into a rule. Each military
service and subordinate office must list every system access point, data asset, and program
interface it holds. This list is called a federated data catalog (a catalog scheme in which
each agency keeps its own list but makes it searchable under a common standard). It must
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be submitted to the CDAO within 30 days of the designated start date.

The catalog is not built on a single network. It must cover the unclassified network
(NIPR), the secret network (SIPR), and the intelligence community's higher-classification
network (JWICS) together. Each network at each classification level gets its own list.

Intelligence data is no exception. The Under Secretary for Intelligence and Security was
directed to handle intelligence data in the same flow as logistics or financial data, and to
stand up a pathway connecting to the CDAO within the same 30 days. The intelligence
world has traditionally built thick walls. What this clause touches is not the height of the
wall. It is the fact that a wall exists at all.

The CDAO was given the authority to order release. When a cleared user with a
legitimate purpose makes a request, the CDAO can direct the holding office to produce any
data, within the bounds of security guidance. Refusal now comes with a procedure. An
agency that owns the data and turns down a request must submit its reasons in writing to
the Under Secretary for Research and Engineering within 7 days. If the Under Secretary
judges the matter serious, it can go up to the Deputy Secretary and into disciplinary
proceedings.

The two numbers, 30 days and 7 days, are the heart of the order. The 30 days set the
deadline for disclosing what you hold; the 7 days set the deadline for stating why you said
no. Neither is an order to move data. It is an order not to hide that data exists, and not to
refuse by silence.

The side imposing the deadlines also opened a channel for loosening the rules. It recast
the CDAO as something closer to a wartime staff and set it to push cross-domain access
between networks of different classification levels and mutual recognition of security
approvals. A 'Barrier Removal Board' meets monthly, empowered to waive on the spot
obstacles that come from internal regulation rather than statute.

Set deadlines alone and the field answers that the rules will not allow it. Often that
answer is true. So a structure was built that holds pressure and waiver in one hand. If the
reason something cannot be done is a regulation, a board sits attached that can lift that
regulation at once.

Technical backing travels with it. Rather than forcing data into one place, the design
leaves it where it was and requires only that labels and access interfaces be published to
standard. This is called a data mesh (a distributed structure that keeps data beside its
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owner and publishes it like a product). Data is not handed over as raw material but
polished into a product, and other offices search, pick, and use it.

The reform's limits are just as plain. Advana was announced to have connected more
than 500 data sets and around 550 authoritative sources. Yet the count of business
information systems in the Department of War splits, depending on the source, between
3,000 and 4,000 — figures that exclude weapon systems. Take either number and the
connected systems are a small share of the whole. The integrated proportion was
announced at around 13 percent.

Sharing with allies also remains unresolved. Working-level officials have acknowledged
delays in supporting Ukraine and in cooperating with partners outside treaty frameworks,
caused by disputes over data ownership, the cost of getting data out, and the habitual
overuse of the NOFORN marking that bars sharing with allied nations. Multilateral data
governance is still an area being wrestled with.

Some facts remain unconfirmed. Whether any office actually missed the 30-day
deadline, which agencies filed 7-day justifications, and whether any case led to discipline
have not been made public. What can be confirmed today is the existence of the procedure,
not a record of the procedure running. That a procedure exists and that it works are
different questions.

Section 4. Between Principle and Reality: Why the Services' Chief
Data Officers Hold Out

The principle is one sentence; the field is not. The reasons the services' Chief Data
Officers (CDO, the post overseeing data for a department or military service) hold out fall
into five broad groups: psychology, technology, resources, culture, and contracts. Not one
of them is explained by laziness.

Start with the psychology. Until now, a manager in each service trimmed the data, built
the slides, and reported. Along the way the manager could choose what to highlight and
what to push down into a footnote. Turn on a real-time dashboard and that choice
disappears. One manager said the state felt like being stripped naked in front of their own
data.

Reading this as mere turf protection catches only half of it. Raw, untrimmed records are
often messy. There are blank fields, stale values, and standards that differ office by office.
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Exposed in that state, flaws in the data read as flaws in the office. The same structure
repeats here: the one who opens the door carries the risk alone.

Overlapping chains of command add another problem. Each service's data office takes
direction from headquarters while remaining bound to its own service's chain of
command. The old saying fits: the mountains are high and the emperor is far away. Orders
from headquarters arrive on paper; the service's own circumstances stand before your eyes
every day.

Second is technology. Counts of business systems inside the Department of War split
between 3,000 and 4,000. Among them are Oracle databases, COBOL mainframes, and an
SAP system running with its records in German. Layering new meaning-translation logic
onto each of these systems is long, tedious work.

How slow the aligning of meanings can be shows in the effort to connect personnel data.
That work first requires agreement on how to define and represent a person. It must be
decided whether active duty and reserve, civilian employees and contractors, are grouped
under one word or kept apart. The Navy, the Marine Corps, and the headquarters offices
reportedly took a year to agree on this single specification. That is the time it took not to
build a weapon but to settle one word.

Third is money and people. Headquarters orders sharing, but the order does not always
come with a budget. This is called an 'unfunded mandate.' Field offices already strain to
keep existing services running, and the new work of cleaning data and building interfaces
lands on top.

The smaller the program, the worse the picture. Small programs in the personnel,
logistics, and business lines sit shackled to the Risk Management Framework (RMF, the
process that reviews and approves the security risks of information systems) and to the
cost of cloud migration. The money and time needed to pass the review can rival what the
program spends in an entire year.

People are short too. The pay the defense sector can offer a top-tier civilian engineer is
said to run about half of what the big technology companies pay. Setting data standards is
work that needs people of that caliber, and the price of bringing them in cannot be paid.

The cultural side can be likened to agoraphobia. Step outside the room and an accident
might happen, so the door stays bolted. Leak risks and wasted budgets arise only by going
outside. Stay in the room and those risks never appear. Instead, a different risk grows
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inside the room: falling slowly behind.

That risk is hard to see. A leak makes the news; an opportunity missed by not opening
leaves no record at all. One private company tried to hand the Department of War a
cancer-analysis AI at no cost, spent 18 months in talks alone, and gave up. The company's
name is Zephyr AI. No one did anything wrong, and nothing happened.

Resistance also comes from the service members doing the hands-on work in the field. A
new system means more work entering data properly and organizing it to standard. The
labor is mine today; the fruit belongs to someone else's office next year. So artificial
intelligence reads not as a tool that lightens the load but as extra work dropped from
above. Leave this mismatch unsolved and the catalog fills up while its insides stay empty.

An empty catalog can be worse than a filled one. With names on the list, those above
assume the door is open. Go and look, and the labels are stale or the values blank. Turning
in the homework by the 30-day deadline and filling that homework with substance are
different matters.

The contractual barrier is different in kind. The private companies that have run the
services' aging systems answer that their old contracts contain no obligation to hand data
to the government, so not a single byte goes out without additional payment. This is less
resistance than performance of a contract. And this one barrier cannot be crossed by
directive or persuasion.

That, I believe, is why the 2026 documents put the standard contract language and the
open-design mandate in together. Culture can be changed by meetings, budgets by
appropriations, but a contract can be changed only by a contract. The new language,
though, attaches only to contracts yet to be signed. The contracts already concluded, and
the thousands of systems running on them, remain as they are.

One point must be made here in fairness. The testimony above came mostly from public
panels and hearings, from the mouths of those pushing the reform. Records in which the
holdouts lay out their own reasons in their own words are hard to find. The reasons for
resistance gathered here were therefore relayed not by the parties themselves but by the
other side. That tilt is stated plainly.

What breaks data reform is not technology. It is contracts, budget documents, and
personnel rules. The 2026 documents touched all three at once. Even so, most systems still
sit behind closed doors. What the 30-day deadline changed will come to light only years
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from now.
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Chapter 6. From Advana to the War Data
Platform
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In January 2026, the U.S. Department of War put out a document. Its one-line title
carries two purposes of entirely different character, side by side: "Transforming Advana to
Accelerate Artificial Intelligence and Enhance Auditability." The front half is the language
of speed and combat. The back half is the language of ledgers and accounting. Inside a
single-page memorandum (an official internal Department of War document), two
demands running on different clocks sit next to each other.

The target this memorandum reaches for is a data platform called Advana. It started as
a tool to support the Department of War's financial audit, somewhere along the way
became the leadership's situation board, and is now being converted into a runway for
artificial intelligence.

The document date stamped at the top of the memorandum is January 9, 2026. The
Artificial Intelligence Strategy for the Department of War, issued in the same period, also
carries a document date of January 9. Both documents were posted to the Department of
War's media server three days later, on January 12.

Section 1. The Dashboard That Replaced PowerPoint: What
Advana Did First

Picture a conference room in the days before Advana. The readiness reports that
reached the desk of the Deputy Secretary of War were mostly stacks of slides. A staffer in
the field worked a spreadsheet by hand, moved the table into PowerPoint, and the
PowerPoint rode the approval chain upward. By the time the slides reached the Deputy
Secretary's desk, the information was already about a month old.

Up to this point, it is a scene you might find in any large organization. The real problem
comes next. When the Deputy Secretary asks about a single number on a slide — why does
this metric look like this — the entire working level moves again to answer that one
follow-up question. Dan Folliard, who served as chief digital and artificial intelligence
officer of U.S. Special Operations Command (USSOCOM), said that a single question of
that kind took up to 1,000 hours of manual research and coordination across offices. And
by the time the answer was finished and sent up, he added, even that answer was already a
number frozen in the past.

Folliard's diagnosis is quite sharp: the Department of War's way of making decisions
remains stuck in the mold of the McNamara era of the 1960s and 1970s. The Department,
he jabbed, was managing millions of personnel and hundreds of billions of dollars in
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budget with PowerPoint. This is, of course, the public statement of a former senior
practitioner, not an official diagnosis from the Department of War.

Yet Advana was not originally built to solve this conference room problem. Its starting
point was the Department of War Comptroller's office. The Department had long failed to
pass its financial statement audit. Dozens of different accounting systems, and even more
feeder systems, were each putting out different numbers. Bringing those numbers into one
place and reconciling them against one another — supporting audit remediation, in other
words — was Advana's first face.

What Advana did early on was tedious but decisive: stacking up a semantic layer, the
layer that translates the line items of different accounting systems into a single shared
meaning. The work even included mapping SAP ledger entries recorded in German to
English accounting line items. For a machine to carry out the one-to-one reconciliation an
audit requires, there first had to be a dictionary that identifies which fields carry the same
meaning.

The name itself tells of that origin. Advana comes from the English phrase for moving
analysis forward — Advancing Analytics. It was never a name coined with combat in view.

The turning point arrived in May 2021. Deputy Secretary Kathleen Hicks issued the
"Creating Data Advantage" memorandum. With that directive at its back, Advana swung
hard in a new direction: pulling data straight from the source systems instead of slides
made by hand. The idea was to plug API pipelines — automated connection channels
between applications — into the source systems and build a near-real-time situation board.

The screen that came out of it is the PULSE dashboard, a common operating picture
that gathers business metrics and readiness metrics from across the force onto one screen.
Instead of arriving as slides after a 1,000-hour staff investigation, the metric the Deputy
Secretary wondered about now refreshes right on the screen. The Chief Digital and
Artificial Intelligence Office (CDAO) called this change "Decision Advantage."

The real change PULSE set off came from culture more than technology. For years, each
Service had sent numbers upward only after they were filtered and polished. When the
real-time dashboard stripped that polishing process away, the gaps between units that had
been hiding behind the processing appeared on screen as they were. To offices protesting
that the numbers looked wrong, CDAO leadership replied: if it embarrasses you, log into
your own systems and fix them. Responsibility for data hygiene was placed on the owners
of the source systems, not on the keepers of the screen.
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The implication of that reply is anything but small. If a central platform tidies up data
quality on their behalf, the source systems simply stay dirty. Refuse to tidy, expose the
mess as it is, and the fixing falls back to the owners. Those who drove the overhaul call this
an inflection point in the Department of War's data culture. Then again, that is also a grade
the overhaul's own champions gave themselves.

Three scenes are commonly told as proof that Advana earned its keep: tracking the
status of the entire force during the COVID-19 crisis; following aircraft positions in real
time and cross-checking manifests during the Noncombatant Evacuation Operation in the
withdrawal from Afghanistan; and tracing the weapons sent to Ukraine along with the
budget required to replace them. These are the moments a platform born as an accounting
tool served as a crisis response tool.

Alongside the achievement, a gap remains. The number of authoritative data sources
connected to PULSE was announced as 550. It looks large, but measured against all the
aging business systems that actually exist in the Department of War, it is still not much. On
that total, one tally says 3,000; another says more than 4,000. The two numbers remain at
odds.

What is more, the 3,000 or 4,000 figure does not include weapon platforms at all. It
counts only the office-side systems — accounting, personnel, logistics — and still comes to
that. Set the 550 connected sources against the whole, and the share is around 10 percent.
Advana was not yet at the point where it could claim to have gathered all of the
Department of War's data.

The user numbers diverge as well. By one account, working-level users grew from
72,000 to 100,000; by another, the count passed 100,000. Neither figure states its
reference date, so the two sit side by side. Either way, one thing is certain: usage had
exceeded the design limits.

My reading is that Deputy Secretary Hicks turned the wheel at that point in 2021
because she had concluded the old slide-driven way could no longer hold. With a structure
in place where one follow-up question cost 1,000 hours, a real-time situation board would
have been out of the question.

Section 2. The January 2026 Memorandum: A Platform Split in
Three
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Now let us return to the memorandum that opened this chapter. Its document date is
January 9, 2026, and its web posting date is January 12. The signer is the Deputy Secretary
of War, and the addressees run from the Department of War's most senior officials to the
Services and the heads of the defense agencies.

The memorandum's diagnosis of Advana was not failure. The phrase it used was "victim
of its own success." As users grew and connected sources grew, the architecture — the
system structure — that a single platform had to carry became too heavy to hold. Business
applications from across the force had piled onto a structure built to support the financial
audit, and on top of that, artificial intelligence demands had been added.

The core order of the memorandum (an official internal Department of War document)
fits in one sentence: split Advana into three distinct program components of differing
character. Let me head off one misunderstanding here. The War Data Platform (WDP) is
not a new name for Advana. This is not a renaming that swaps the signboard; it is a
division that cuts what was one program into three.

First, the War Data Platform program team takes on widening the core data integration
layer Advana held to the scale of the whole Department. The integration layer here is closer
to plumbing, joining the data of scattered systems into one standard. The memorandum
ordered a standardized API backbone — a central conduit — placed on top of this
plumbing. And it directed that agentic AI models, artificial intelligence agents that judge
and act on their own, run fast above it.

The Advana for Financial Management program team gives close support to the audit
remediation teams under the Comptroller's office. Its mission includes both optimizing the
legacy application environment — the one already in use — and drawing on the War Data
Platform's functions when needed. This is not an order to move the audit work wholesale
onto the new platform. It is a design that has the audit work keep its own footing while
using the shared plumbing.

The WDP Application Services program team takes the remaining application
environment, the part unrelated to the audit. Its work is to review and sort out the
business applications that had each been running on their own inside Advana, and to help
each office move itself onto the new platform through self-service migration. The verbs the
memorandum used are "transition and/or divest."

Set the three teams' missions side by side and the memorandum's logic shows: widen
the plumbing into one, carve the audit out and protect it, and shrink or move the
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applications. I read this structure as an overhaul of authority more than a technical
overhaul. It is a redrawn picture of who controls what and who answers for what.

The memorandum is studded with deadlines. Within 30 days, the CDAO must reassign
existing Advana personnel to Advana for Financial Management. It must also build the
Comptroller's office a control plane of its own — the layer that manages and controls a
system — so the office holds independence and control on par with a military Service. On
the data platform, the accounting organization is to hold the keys to its own precinct
directly.

Within 60 days, the CDAO and the Comptroller's office must jointly review and sort out
applications that do not help the audit or that overlap one another. Within 120 days, in
concert with the Office of the Under Secretary for Acquisition and Sustainment, they must
complete the War Data Platform's requirements documentation. And progress on the
overhaul's implementation and on Full Operational Capability must be reported in writing
to the Deputy Secretary's office every 45 days.

The 45-day reporting cycle is worth a close look. Compared with the practice of running
the Department of War's large programs on annual reporting, the interval is strikingly
short. As I see it, this clause is a device for forcing the pace, and also a signal that the signer
already knew the overhaul might fizzle. The signer's intent is not written into the
document, of course, so this interpretation stays a conjecture.

The overseer, too, is more accurately read as a position than a person. What the
memorandum (an official internal Department of War document) writes down is the new
CDAO leadership team taking charge from January 2026; no individual's name appears.
Stories float around the internet that a particular figure has taken the CDAO's top seat, but
what the memorandum points to is strictly a post and a team, so it is safer not to lean on
such appointment talk. What the memorandum speaks of is a post and a team, not a
person.

The memorandum also carries a sentence that plows under earlier guidance: it amends
and updates the directive of June 16, 2025, "Achieving a 2028 Unmodified Financial
Statement Audit Opinion." The target dates remain. Earning opinions with no findings in
the fiscal year 2027 audit of the Defense Working Capital Fund and the fiscal year 2028
department-wide audit — that is the report card the memorandum sets for itself. It is also
an opinion the U.S. Department of War has never once received.
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That said, the detailed wording of the June 2025 guidance, the budget levels of that
time, and the list of applications marked for disposal were not released along with it. Even
so, with the 60-day cleanup order nailed into the document like this, some tools may have
been folded up in front of that deadline.

Section 3. The Unopened Audit Reports and the Issue of Access
Control

They blur together easily when carried into Korean, but the U.S. Department of War has
two organizations of very different character. One is the Comptroller's office, the
housekeeping organization inside the Department, responsible for the budget and the
financial statements. The other is the Office of the Inspector General, an independent
watchdog that looks into the Department from outside and points out problems. Mix the
two up, and the map of interests behind this overhaul falls apart.

One Inspector General audit report is known down to its title, number, and date: the
Audit of Interface Controls Over the DoW Advancing Analytics Platform, carrying a report
number and the date of May 11, 2026. Yet access to the original is blocked by a 403 error,
and there was no way to open it. One other audit report known alongside it is in exactly the
same state.

Still, with a title aimed at interface controls, it is not far wrong to take it that the
controls at the junctions where systems pass data to each other were on the table. What
recommendations the auditors issued, and whether the agency accepted or resisted them,
stays locked inside the original behind the 403.

The words Inspector General also pop up in stray contexts — such as an Inspector
General line item attached to a budget listing of the U.S. Office of Personnel Management.
That is an administrative entry of another agency, with no bearing on the Department of
War's data platform. An overlapping name is no basis for evidence.

So what can be leaned on here is not the auditors' verdict but public statements from
inside the organization. These statements cannot stand in for the audit reports. The
speakers are, without exception, people on the side pushing the overhaul. They point out
flaws, but they stand where the pointing doubles as justification for their own overhaul —
that has to be kept in mind while reading.
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Dr. William Streilein, who served as the CDAO's chief technology officer, named as the
problem the very fact that Advana chose centralization, pulling data into one place. The
concept he brought in is Zero Trust, a security model that trusts no one by default. Instead
of letting things through merely for being inside the fence, it rechecks credentials each
time a request is made.

Streilein's point goes like this: once past the authorization at the outer boundary,
Advana's structure allows broad movement on the inside. The phrase he used was a state
where "once you're inside you can sort of do anything you want." The mechanisms that
should tightly block side-stepping on the inside — lateral movement — are weak.

The name of that mechanism is Attribute-Based Access Control. It combines attributes
— a user's organization and mission, clearance level, the nature of the data being reached
for — and rules on permission case by case. A central repository where that ruling is not
applied tightly becomes a dangerous vat, data from many domains kept in one container:
that was his diagnosis. He therefore argued for abandoning the centralized repository and
reorganizing into a distributed catalog.

The thing Advana first did well — gathering scattered data into one place and putting it
on the leadership's desk in real time — becomes, from a security standpoint, a weakness
unchanged. To gather metrics onto one screen, the data must be gathered; gather the data,
and one breach opens a great deal. The success story of Section 1 and the defect testimony
of Section 3 are the same design turned front to back.

Deputy Chief Data Officer Garrett Berntsen's point runs the opposite way. It is we
ourselves, he said, who make it hard for new capabilities to reach the government's
operating environments and data. The cybersecurity standards and the procedure for
obtaining an Authority to Operate — the authorization to run a system in the live
environment — are so rigid that good technology from outside cannot make it into the
military. He called the result the Valley of Death: the stretch where a prototype gets built,
then disappears without crossing into the real operating environment.

The two statements look contradictory at first glance, but they are not. In a structure
where the boundary is thick and the interior is loose, the complaint that the inside is too
open and the complaint that entry from outside is too hard can be true at the same time.
The question in access control is not how many doors there are, but which doors carry the
locks.
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For Randall Cole, who served as acting chief digital and artificial intelligence officer of
the Department of the Navy, the hardship lay with allies. Whenever he tried to share data
with mission partners formed in a hurry outside formal procedures — NATO members, or
the support for Ukraine — he had to wrestle with people who held data back with security
guidance as their shield. He called such people data hoarders, and he described that
coordination as painful.

Overlay the three men's words and three faces of access control come into view. On the
inside, too open; at the entry road, too closed; and toward allies, human judgment blocks
the door. Technical design, authorization procedure, and organizational culture hold the
same data from different directions.

These three faces meet the memorandum (an official internal Department of War
document) of Section 2 head-on. The 30-day clause ordering a separate control plane for
the Comptroller's office is a command to place the keys to the audit data directly in the
audit organization's hands. For an audit to be independent, the organization under audit
must not manage the locks on the audit data. The very fact that the Comptroller's office
demanded control on par with a military Service is proof that the tension is real.

The Inspector General's findings remain locked behind the 403, but seeing the insiders
above press on the same weakness one after another — a thick boundary and a loose
interior — that audit too most likely aimed somewhere around interfaces and internal
access control. An insider's public statement, of course, does not weigh the same as the
verdict of an independent audit body.

Section 4. Can Auditability and Combat Speed Share One
Platform?

Can the two words set side by side in the memorandum's title, auditability and artificial
intelligence acceleration, live together on one platform? Weigh what each demands, and
the two point in different directions. An audit wants things slow, exact, and traced. Combat
support wants things fast, flexible, and changed on the spot.

Start with the audit's demands. Data that counts in a financial audit must have a clear
origin. It must be possible to trace which transaction came in from which system, when,
and how; and when a number changes, who changed it and why must stay on record. This
is exactly why early Advana mapped even German-language ledger entries into the
semantic layer. Auditors do not accept numbers that are roughly right.
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The demands of combat support are quite different. New models must be loaded, new
data attached, and what does not fit must be torn up and redone. The agentic AI the
memorandum names works by reaching data on its own and handling tasks, so it only
stands up when data access is open and connections are fast. And that openness uses the
very door the previous section marked as a defect.

The collision of the two demands was already showing inside the organization. Margie
Palmieri, principal deputy of the CDAO, said that we sometimes tend to split the business
side from the warfighting side, and then one has to ask where logistics belongs. Partition
accounting data from operational data, and logistics and readiness, which straddle the line,
belong to neither.

That point leads straight back to the three-way split of the memorandum (an official
internal Department of War document). The memorandum set Advana for Financial
Management and the War Data Platform apart. Then whose charge, exactly, is logistics
data — ammunition stocks, parts supply, days awaiting maintenance? As a record of
budget execution, this data is subject to audit; as a statement of whether a unit can fight
right now, it is operational data. The memorandum gave no answer to this question.

The memorandum's design slips past the question by separating plumbing from
applications. The War Data Platform lays the integration layer wide as one, and on top of
it, the audit applications and the operational applications each run on their own — the
same water flowing, with faucets attached separately. For this picture to hold, the
Attribute-Based Access Control that the previous section marked as a problem must be
fastened tightly over the plumbing. If it is not, the three-way split ends as line-drawing on
an organization chart.

The demand for auditability does not belong to the accounting organization alone.
Among the Department of War's artificial intelligence ethical principles, adopted by a
Secretary of War memorandum on February 21, 2020, is Traceable. The autonomous
weapons directive of January 25, 2023 (DoD Directive 3000.09) cites the principle again,
writing that transparent and auditable methodologies, data sources, and design
procedures and documentation must be in place so that relevant personnel can understand
the technology and the development process. The same directive has the CDAO issue
guidance on test and evaluation practices for artificial intelligence capabilities, and tasks it
with turning the ethical principles into testable requirements together with the Office of
the Under Secretary for Research and Engineering.
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In the end, the financial audit and the review of weapon systems are using the same
word. The demand that data's origin be traceable falls on the financial statements and falls
just the same on the model that picks targets. So the memorandum's joining of auditability
and artificial intelligence acceleration in one title can be read not as two opposing goals
forced together, but as one condition — traceable data — demanded from two directions.
This is not to say the memorandum explains it that way. No such explanation appears
anywhere in the document.

Judging whether this overhaul worked calls for a yardstick. The audit side has one:
whether the fiscal year 2027 Defense Working Capital Fund audit and the fiscal year 2028
department-wide audit come back with opinions with no findings. The report card is
nailed down with dates, and the grader sits outside the Department.

The problem is the other side. On the combat speed side, no passing line that clear is in
view. How fast agentic AI must be fielded to count as success, what Full Operational
Capability must include to count as achieved — the memorandum leaves that passing line
empty to the end. It drove in the clause requiring progress reports every 45 days, yet never
itself fixed what is to be measured and reported.

Something follows when the standard exists on one side only. The audit grade will be
judged in numbers in 2028, but the results on combat speed may survive only as adjectives
in announcements. I take this asymmetry to be the trap that will linger longest in judging
this overhaul. Support the overhaul or doubt it, the questions to ask are which number was
measured under which conditions, and who can prove that number wrong.

What keeps being confirmed is not a victory of technology. It is a redistribution of
authority. What Advana changed was not only the speed of data processing; the answer to
who must fix a wrong number changed with it. What the memorandum changes is not only
the shape of the repository; it is who holds the keys to the audit data. In any debate over
bringing in a new platform, the question that truly needs asking is closer to who locks what
and who fixes what than to what to buy.

In the Advana story, the work that took the longest was not drawing the dashboard. It
was aligning the line items of dozens of accounting systems to the same meaning. The
screen always comes last. For any organization, the price that must be paid before laying
artificial intelligence on top is exactly that tedious work of aligning meanings.

The memorandum's original PDF, the two Inspector General audit reports, the list of
applications slated for cleanup, and the text of the June 2025 guidance never reached my
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hands. The user counts and the counts of aging systems still disagree from source to
source. Even so, the blueprint reads clearly enough. The inner substance of this overhaul
is, in the end, a re-dealing of who holds which authority — and whether it worked will
show first, and plainly, in the 2028 audit report card.
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Chapter 7. Centralized or Distributed? Data
Mesh and Data Fabric
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The presentation was titled "Weaving the Data Mesh in the Department of Defense." A
practitioner from the Chief Digital and Artificial Intelligence Office (CDAO) of the U.S.
Department of War took the stage together with Booz Allen staff and laid out, in front of
the audience, a problem they had been wrestling with for years. The date of the talk and
the name of the event do not survive clearly. These are words spoken from a conference
stage.

The presenter did not open with technology. What the audience was shown first was
how large an organization the Department of War is. About 3 million people work in the
Department; it has 27 defense agencies, and five military services, including the Space
Force, are interlaced with seven geographic combatant commands around the world. The
Department has more aircraft than Southwest Airlines and more ground vehicles than
FedEx, and its supply chain is three times the size of Walmart's, the presenter said. To
keep this mass turning, more than 3,000 old business computing systems, so-called legacy
business systems, are still running today.

The count of these business systems wobbles, though. One statement puts it at more
than 3,000; another puts it at around 4,000. The number appears to shift depending on
what is counted in and what is left out. That the figure swings by a thousand at a time
comes close to meaning that even the Department of War does not hold an exact
headcount of its own systems.

The question narrows to one. Should data of this bulk be gathered into one place, or left
where it already sits and stitched together? The answer the U.S. Department of War has
given over the past several years is carried in two words: data mesh and data fabric. They
sound like technical terms, but they are really words about authority, contracts, and
organization.

The central platform is named Advana. A January 2026 memorandum (an official
internal document of the Department of War) divides that platform into three parts: the
War Department Data Platform (WDP), Advana for financial management, and the
application services that run on top of the WDP. That does not mean the name Advana was
swapped out wholesale for WDP.

Section 1. A Design That Keeps Data with Its Owners: The Idea of
the Data Mesh
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On the opposite side of the data mesh stands the approach we all know: gather
everything. Raw data scattered across many places is carried into one giant server or cloud,
and the analysis happens inside it. The presenter called this migration work forklifting, in
the sense of hauling everything over with a forklift. Picture moving one warehouse into
another, whole.

The forklift approach collapses as the scale grows. The move takes time, and once it is
finished, the data and the people who created it end up separated. The unit that produced
the data does not know where its data went, and the center that received it does not know
what the numbers mean. In an organization where 27 agencies and five services each run
hundreds of systems, the moving itself never ends.

The Data Mesh starts from the other side. Rendered plainly, the name means something
like a structure of data woven together as a net. The core fits in one short sentence: data
stays where it is. Instead of moving the originals, the domain — the line of business that
gave birth to the data — keeps holding its own data, and in exchange takes on the duty to
offer it in a form others can find and use.

The CDAO presenter said four pillars hold up the data mesh. The first is Domain
Ownership. Beneath it lies a judgment: the people who best know the data's context and
mission structure are not the data scientists at headquarters but the Subject Matter
Experts (SMEs) in the field. So the authority to build data products and the responsibility
for managing them are sent down to the field together. That is different from the common
arrangement in which only the authority goes down while the center keeps hold of the
responsibility.

The second pillar is Data as a Product. Dumping a heap of unrefined files into a shared
folder and telling people to help themselves is not sharing. Data must be put out as a
finished product: as easy to read at a glance as goods a shopper picks in a store, with
guaranteed quality, quick to reach, and fitted with an Application Programming Interface
(API) that machines can call. The side that makes the data becomes the supplier, and other
units become the customers.

The third pillar is Self-Serve Data Infrastructure as a Platform. Order every domain to
build data products while telling each to buy its own servers and tools, and 27 agencies will
buy 27 sets of platforms. So the CDAO lays secure sandboxes and automated data pipelines
on top of the central platform Advana and offers them for common use. The presenter
called this role the Platform Factory. The center builds the factory; each domain makes the
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products.

The fourth pillar is Federated Computational Governance. The phrase is heavy, but the
meaning is plain: the center does not try to unify every format; it fixes only the minimum
needed for things to interlock. Ten baseline mandatory items of metadata (data that
describes data) and API standards are mentioned as that minimum. The rest is left to the
domains.

Bound into one sentence, the four pillars say this: the center supplies the rules and the
factory, and the field keeps the data and makes the products. Instead of hauling by forklift,
you weave a net.

How far along is the picture in practice? There is only one tangible indicator: Advana
has connected 550 source data systems. The presenter offered this as proof that the data
mesh works. But a denominator follows right behind. Take the full set of business systems
as roughly 4,000, and 550 is around 13.7%; take it as 3,000, and the ratio changes again.
Whichever way you calculate, one fact does not change: the systems not yet connected far
outnumber the ones that are.

The walls standing in the road bear three names: the wall of words, the wall of language,
and the wall of contracts.

First, the wall of words. This is the problem of every office defining the same word
differently. Agreeing on the metadata standard for the single word "Person" alone took a
year, the presenter said. If offices count people in different ways, the personnel dashboards
give a different answer in every office. However dazzling the screen, when the answers
split, commanders do not trust the screen.

The wall of language was, literally, a foreign-language problem. Among the legacy
enterprise resource planning (SAP) systems the Department had been using, several were
running with their business logic written in German. The developers took real pains to lay
a translation layer on top. On the ground, the fine-sounding phrase data integration means
labor of this kind.

The third is the wall of contracts — a paperwork problem. The defense contractors that
have long operated the aging systems do not hand over the data. It is not that the
technology falls short. The contracts contain no clause requiring the data to be turned over
to the government free of charge. For the government to pull that data out, the contract
must be amended, and amending it costs more money. This is called Vendor Lock-in:
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captivity to a particular company.

The data mesh sounds like a theory of technology, but inside the Department of War it is
a theory of organization and a theory of contracts. To say the data will stay where it is, is to
recognize the hand that holds it. And once the hand is recognized, a separate way is needed
to make that hand bring the goods out.

Section 2. The Army's Unified Data Reference Architecture and
the 'Data Product'

Each service copied the picture the CDAO drew into documents of its own. The Army's
answer is the Unified Data Reference Architecture (UDRA). The organization that made it
is the Data, Engineering, and Software office (DADES) under the Office of the Assistant
Secretary of the Army for Acquisition, Logistics, and Technology (ASA(ALT)). A
data-design organization sits inside the organization that buys weapons. The UDRA 0.3
specification has been completed — and a version number of 0.3 also means the document
has not yet reached 1.0.

The target UDRA aims at is data hoarding, the practice of piling data up and sitting on
it. For a long time, each Army weapon system and Program of Record (POR) locked its
data inside its own system, because data was treated as an accessory of the system. UDRA
flips that relationship. In the presenter's words, it pulls data away from networks and
systems to focus on the data itself, and lays the vertical barriers down flat.

The heart of UDRA is the concept of the Data Product. Spelled out, it means this: unlike
untouched raw material, a data product is an asset in which the actual body of data and the
metadata tags describing it are bound into one bundle, packaged to the data mesh
specification, and exposed in a form ready for immediate use. This is called off-the-shelf,
meaning ready-made — an item you pick straight from the shelf.

The DADES presenter compares it to a library. A data product is a single book. A data
domain is the library building where the books are arranged by genre. The metadata
catalog is the register that tells you which book is where. Without the register, however
many books there are, the building is not a library but a warehouse.

The Army did not stop at the ten baseline metadata items required by the Department's
top-level guidance. It added, as mandatory fields, the items that divide life from death in
ground operations. Time-to-Live (TTL) records how long the data remains valid.
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Classification records who may see the information. Provenance records where the data
came from, and Lineage Traceability records whose hands it passed through to reach its
present form.

On the battlefield, each of these fields answers a different question. Time-to-Live
answers, "Is this targeting information still alive?" Classification answers, "May this screen
be shown to an allied officer?" Provenance and lineage answer, "Can this number be
trusted?" For a person to review a judgment a machine has produced, it must be possible
to trace back which data the judgment came from, and those four metadata fields are
where that tracing begins.

The specification that leaves lineage in metadata also lines up with guidance on the
weapon-system side. Department of Defense Directive 3000.09, dated January 25, 2023,
writes that when the hardware and software of autonomous and semi-autonomous weapon
systems are designed, they must use technologies and data sources that relevant personnel
can examine, audit, and explain. Recording lineage is the work that supports that demand
at the data layer. The directive's clauses and the Army's metadata specification do not
point at each other by name, but it is clear that the two face the same direction.

What UDRA really tries to change is bandwidth. Battlefield communications bandwidth
is narrow and often cut. Yet the raw files that drones and radars pour out are large. Send
the originals whole to headquarters in the rear, and the line clogs. The presenter compared
this to mailing an entire book.

So UDRA sends a paragraph instead of the book. In the presenter's words, it refines and
sends only the third paragraph of page 15. Only the data tied directly to the commander's
decision is picked out and pushed onto the tactical display. This capability is called Data
Maneuverability — the idea that data, too, is something that maneuvers.

The questions the selected data must answer are fixed as well. Where are my forces right
now? Where are my partners and allies? What assets can I bring against the enemy at this
moment? These are the questions a commander keeps asking in front of the situation
display. UDRA's goal is for machines to fill in the answers within seconds, instead of
people answering them by building tables.

DADES has produced three deliverables. The first is a digital engineering model. The
entire UDRA specification was modeled in Cameo Magic Draw, a systems design tool, and
distributed. A defense contractor can mount that model in its own design environment and
check interoperability before delivery. Instead of sending the specification written out in
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prose, they sent a drawing that machines can read.

The second is the Decision-Driven Data CONOPS. It was designed together with the
Army's Mission Command Center of Excellence. It is the document by which the doctrine
side laid the ground so that the data standards mesh with the commander's
decision-making doctrine instead of working against it. Make technical specifications and
doctrine separately, and the two are bound to diverge.

The third is the sharpest: a specification for compliance-enforcement clauses in
procurement contracts. A requirements document was written so that every Army
Contract Vehicle carries an obligation to prove that the UDRA data product specification
was met. It is an attempt to pull down, from the contract side, the shield seen in the
previous section — vendor lock-in, the claim that the data cannot be given because the
contract says nothing about it. In it sits the recognition that opening data is, in the end, a
matter of fixing contracts.

Still, no figures yet show how many field units this specification has actually reached, or
how many data products have been registered. The blueprint is complete but the
operational record is empty, so UDRA looks closer to a specification on paper than to a
fielded reality — a stage still short of ripe.

Section 3. The Department of the Navy's Jupiter and Flank Speed,
and the Air Force's Fabric Layer

The Army was not the only one moving. The Department of the Navy and the
Department of the Air Force also laid groundwork under names of their own. Their
records, though, are not as thick as the Army's, so only the broad frame is traced here.

Three things can actually be grasped. The Department of the Navy has a data platform
called Jupiter. The Department of the Navy also has a program named Flank Speed, which
is discussed together with its Zero Trust results. The Air Force keeps a Data Fabric layer
and, inside it, runs a data refinement pipeline broken into stages — five of them.

Start with the terms. Jupiter is the name of the data analytics platform the Department
of the Navy uses. Jupiter replicates data from the Department's enterprise resource
planning (ERP) systems at close to real time. That is, it keeps streaming the contents of the
backbone systems that hold accounting, personnel, and logistics data over to the analytics
side. Unlike an approach that moves the original away, this leaves the original in place and
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lets a copy flow — the same grain as the principle in the previous section.

Flank Speed is somewhat different in character. It is a program that takes its name from
the naval term for full speed ahead, and it is linked to achieving Zero Trust. Zero Trust is a
security design principle: no one is trusted by default. Being inside the fence earns no pass;
every access rechecks the user, the device, and the permission. It is the floor an
organization must lay if it means to share data widely.

The Air Force's data fabric deserves to be set beside the mesh, starting with the name.
Fabric means woven cloth; mesh means a net. Both words carry the image of tying together
what is scattered. What can be pinned down about the Air Force is that a layered pipeline
exists, refining data from the raw original through multiple stages into usable form, and
that the pipeline is divided into five stages. Cutting the process into five appears to mean
the original is not used straight; the data is graded and managed by level of refinement.
The names and boundaries of the individual stages are not in the sources.

The numbers to fill in the middle are still thin, of course. The Navy's infrastructure
grades (cloud security levels such as IL4 or IL5), its encryption methods, how far Zero
Trust has been achieved, and the names of each stage of the Air Force fabric only brush
past as names, so it is too early to put the three services in one table and match their scales.

The Department of the Navy and the Department of the Air Force came in not through
documents they issued themselves but as side branches of other presentations. That the
Army registers at the level of clauses while the Navy and the Air Force register only at the
level of names most likely reflects a difference in the sources available now, not a
difference in actual progress inside the U.S. Department of War.

Even so, setting the three services' names side by side means something. The Army's
UDRA, the Navy's Jupiter and Flank Speed, and the Air Force's fabric layer are evidence
that different organizations are working the same problem under different names. Where
does data live, who owns it, and how is it handed to others? The three answers are not
exactly alike, and where the names differ, the specifications differ a little too.

That very fact — specifications differing a little — gives birth to a new problem. For the
Army's data products, the Navy's Jupiter outputs, and the refined results of the Air Force
fabric to interlock, someone has to fix a common minimum specification. The organization
that stepped up for that job is the CDAO. But the hand that sets the specification and the
hand that holds the data are not always the same hand.
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Section 4. Where the Central Platform and Distributed
Ownership Collide

Advana is a central platform. The data mesh speaks of distributed ownership. There is
no way the two do not collide.

Yet the first answer is unexpected: they do not collide. The CDAO presenter nails it
down — Advana and the data mesh are not opposing concepts. Among the four pillars of
the data mesh, Advana takes on the self-serve infrastructure platform. To stop each service
from buying data science servers and software separately and wastefully, the center lays
down common tools such as Databricks and data pipelines in one stroke. On top of that,
each domain builds its own data products for itself.

The memorandum dated January 9, 2026 divides this center further. While raising the
new name War Department Data Platform (WDP), it writes Advana for financial
management purposes and the application services running on top of the WDP as distinct
things. It is not that the name Advana disappeared and WDP was bolted in its place. Closer
to it: the functions that upheld audit and accounting, the base that handles operational
data, and the applications above them each came to carry a different name and a different
responsibility. Leave this distinction blurred, and the duplication problem and the access
control problem that come later get mashed into a single lump.

The words are tidy. But within the same presentation and the same hearing records,
several marks of collision remain. The marks are scattered across five fronts: the security
architecture, the meaning of words, people's feelings, the contracts, and duplication.

First, the security architecture. The way Advana chose at first was to gather data to the
center, and with that, the inside of the fence went slack. Once past the perimeter firewall,
one could do almost anything inside. So each time new software was brought in, the
Authority to Operate (ATO) process stretched longer. Guard with a single fence, and the
threshold for crossing that fence can only keep rising. Here it becomes plain why the Zero
Trust of the previous section keeps following along.

Second, the meaning of words. The "Person" story already seen comes back. The same
object is defined in a different format and called by a different name in every domain.
Squaring this semantic mismatch — a mismatch at the layer of meaning — took more than
a year. And behind it, 3,000 to 4,000 aging systems stand their ground, each holding
definitions of its own. When one line of standard meets thousands of systems, the standard
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does win. It just wins very slowly.

Third, people's feelings. This one is called Rice Bowls. The moment your data goes up on
a real-time dashboard, the actual state that had been hidden behind reports comes into
view. The presenter quotes one practitioner: feeling "naked with respect to my data." So
people grip their authority and try to go back to the polished PowerPoint report. It is not
the technology that frightens them; it is the culture that holds out.

Fourth, the contracts. Vendor lock-in, which has appeared twice before, appears here a
third time. The companies operating the aging systems lock the data away, saying their
contracts impose no duty to transfer it to the government free of charge. The data mesh is a
structure in which the domain owns its data. But sometimes the hand actually holding the
domain's data is not the government's. It is the contractor's. Ownership theory and
contract reality part ways here.

Fifth, duplication. Before a common data mesh was turning, the same source data was
taken separately by Vault, Envision, and Advana, each processing it in its own way. Three
platforms cooked slightly different dishes from the same ingredients. The money goes out
three times, and three answers come back. That the central platform was never a single
platform to begin with shows that gathering to the center does not, by itself, mean
integration.

The CDAO met these five fronts with four mechanisms.

The first mechanism is the turn toward the Platform Factory. Headquarters used to
build dashboards itself and press them into each unit's hands. Now it provides only the
secured processing pipelines and the API gateway specification, and passes the actual
development and deployment authority to the federated developers below. The center
steps back from playing cook and moves toward building the kitchen. It is the third pillar
of the data mesh carried over into administrative reorganization.

The second mechanism is contract separation through Open DAGIR. The government
owns the data platform infrastructure, and the applications running on it are supplied by
private companies that compete and are swapped in and out at any time. The two contracts
are physically cut apart. Alongside runs the picture of commercial technology replaced on
a 90-day cycle. Split the contracts, and the places where lock-in can catch are split as well.

The third mechanism is data patterns and the minimum metadata mandate. Instead of
forcing formats to be unified, it prescribes only the minimum attributes needed for
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interlocking and has them kept posted at all times in the Federated Data Catalog. This
minimum specification carries the notation 'Min Cubed'. The name reads as a minimum
folded three times over, though the presentation did not unpack what the shorthand
stands for. Data not posted in the catalog is data that does not exist, even when it does.

The fourth mechanism is the most blunt: the Deputy Secretary's Weekly Blocker List.
The names of offices that refuse to open their data and shut it inside silos — sealed
compartments — are collected into a list. That list goes before a meeting the Deputy
Secretary of War chairs in person every Monday. It is a way of solving, by rank, the
resistance that technical standards cannot solve.

This fourth mechanism draws the most attention. The first three are all design; the last
alone is pressure. It is a trace of the Department of War itself admitting that data sharing
does not come from design alone. If the structure moves only when the Deputy Secretary
calls out names every week, that structure has not yet learned to stand on its own feet.

The boundary between what the center holds and what the domains hold also shows in
which programs belong to whom. The CDAO's work is the common foundation, the
minimum specifications, and shared programs such as Alpha-1, which ties together
everything from labeling to test and evaluation. Replicator, which pushes uncrewed
systems out in volume, is run by the Defense Innovation Unit (DIU); the CDAO does not
lead that program as a whole but stops at supplying the data and the test-and-evaluation
foundation. Even the organization that owns the central platform does not become the
master of every program.

To the question of centralized or distributed, the answer is closer to both. The center
holds the infrastructure and the minimum specifications; the domains hold the data and
the products. But that boundary line is drawn sharply only in documents; in the field it is
being redrawn every week. The ratio — 550 against 3,000 to 4,000 — says as much.

In the end it is a matter of sequence. The contracts must be fixed before deciding where
the data will sit, and the meaning of the word "Person" must be agreed before the
standards are set — and that agreement alone takes a year. An organization that rushes to
buy artificial intelligence tools first will pay, later, the price of skipping this sequence.
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Part 3
Procurement and Scaffolding — The Fight

with Bureaucracy
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Chapter 8. Open DAGIR and Tradewinds: The
Idea That the Government Owns the

Backbone
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On December 20, 2024, Dr. Radha Plumb, the head of the Chief Digital and Artificial
Intelligence Office (CDAO), sat down for a public conversation. One might have expected
talk of weapons, but what she brought up was a mobile phone. If someone tried to sell an
iPhone that took 30 years to design, came with only 5 apps installed, and required you to
keep using those same 5 apps for the next 30 years, she said, nobody would buy it.

It sounds like a joke, but she meant it. The way the Department of War buys software
really does look like that. And the person saying it was not a critic outside the office but the
very person leading it. There is the system this analogy targets, and there are two
mechanisms the Department of War built to get around it. One is a contract structure
called Open DAGIR, and the other is a procurement marketplace called Tradewinds.

Section 1. An Organization That Takes 30 Years to Buy an Outdated Phone: The
Bottlenecks of Traditional Acquisition

The word 'acquisition' covers procurement and program management together. It refers
to the entire process in which the military defines a need, receives a budget, selects a
vendor, and takes delivery of the product to hand over to its units. That procedure was
originally refined for buying ships, tanks, and ammunition. Yet the Department of War
pushed software and data products through the same procedure. This is where the
problem begins.

Buying a ship and buying software run on different timetables from the start. A ship
takes years to design, more years to build, and once commissioned, serves for decades. Its
character does not change much over that time. A procedure that deliberates at length up
front and then uses the product for a long time afterward suits a ship well.

Software is the exact opposite. It needs fixing the day after deployment, and within a
few weeks it has become a different product altogether. Yet the Department of War's
paperwork treats it like a ship. It nails down 30 years' worth of requirements up front and
tells you to use them unchanged for all 30 years. This mismatch is exactly what Dr.
Plumb's iPhone analogy was aiming at.

To be sure, this remark came from the head of the CDAO in a public conversation; it is
not language from official Department of War regulations, nor a diagnosis issued by an
audit agency. Even so, when the head of an organization disparages her own organization
this sharply in front of an audience, it is closer to the truth to read it not as rhetoric meant
to entertain but as a frustration that had festered inside for a long time. Nobody invents
flaws in their own organization just to broadcast them.
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One person has testified to the same problem through a concrete incident: Margie
Palmieri, Principal Deputy of the CDAO. In 2014, she tried to rebuild the Distributed
Common Ground System-Navy (DCGS-N) around software. It was a time when
intelligence, surveillance, and reconnaissance (ISR) data was exploding. ISR refers to the
imagery and signals intelligence collected by reconnaissance aircraft, satellites, and
drones. The volume was crossing the line of what humans could handle, and her judgment
was that the system had to shift toward software.

But the office in charge of budget review, Cost Assessment and Program Evaluation
(CAPE), refused to approve the funding, she recalls. CAPE is the organization within the
Department of War that reviews program cost estimates and weighs budget allocations. A
program blocked here never starts at all.

The reason for the refusal is telling. A Research, Development, Test and Evaluation
(RDT&E) budget, the argument went, must trace a shape that surges early and then
declines permanently once the program moves into production. This is the so-called ramp
up and ramp down. The graph must climb like a mountain and come back down; that is
what counts as normal.

But the plan Deputy Palmieri submitted had no such downward curve. Software must
keep being fixed after deployment, so the investment never ends. Since there is no moment
when development finishes, there is no place for the graph to come down. The answer that
came back, she reports, was that "programs do not work that way."

When the nature of the technology collided with the shape of the budget chart, the
budget chart won. The explanation of why software keeps consuming money was not
accepted in the meeting room. What was accepted was only the fact that the graph differed
from the prescribed shape. The form defeated the technology.

The bottleneck exists in the requirements process too. Requirements are the documents
in which the military writes down "we need a product with this level of performance." Only
with this document does a budget attach and a program open. Dr. Yisroel Brumer points
out that the Department of War's requirements forms are built to hold only incremental
improvements.

He uses the expression 'horseless carriage.' Just as people called the automobile a
horseless carriage when it first appeared, new technology can be written down only in the
vocabulary of old categories. And if you can write only in old categories, technology that
breaks those categories never gets written into the paperwork at all. In the era of video
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rental stores, no one could put DVDs by mail into a requirement; in the era of DVDs by
mail, no one could put streaming into one.

Dr. Brumer's point is not that bureaucrats are lazy. It is that the form itself sets the
boundaries of imagination. A technology that does not yet exist in the world has no box to
be written into on the military's requirements documents. Without a box, no budget
attaches; without a budget, no program opens. The more disruptive the technology, the
more likely it is to be caught at this threshold.

Dr. Brumer adds a calculation about time. The cycle from a Department of War decision
to actual execution runs two to three times longer than the average period an AI startup
can survive on its funding. The industry calls this survival period the runway: the number
of months a company can last on the money left in its account.

The arithmetic is brutally simple. If a company has an 18-month runway and the
Department of War's decision cycle is 36 months, that company closes its doors before it
ever receives a contract. The stretch where a prototype has been built but cannot make the
jump into a program is called the 'Valley of Death.' The contract sits on the far side of the
valley, and the bridge across is longer than the company's lifespan.

This two-to-three-times figure is Dr. Brumer's own statement, not a value backed by
statistics. So the multiplier itself should be read loosely. But the direction — that the
Department of War's decision cycle is longer than a startup's runway — is very likely close
to the truth. The very fact that 'Valley of Death' has settled into a fixed expression in the
industry is evidence that companies closing their doors before receiving a contract are not
rare.

Bottlenecks hide inside the contracts as well. According to practitioners such as Andrew
Brooks, Glenn Parham, and Dan Folliard, existing long-term contracts often contained no
clause at all obligating the vendor to open its data to the government free of charge. This is
where the term API (Application Programming Interface, the standard by which
applications exchange data with one another) comes in.

Think of an API as a door. For a system to send its data outside, there must be a door
built to standard. If the contract has no clause requiring that door, the vendor breaches
nothing by not building it. Without the door, the data stays locked inside the vendor's
product — even though it is data the government paid to collect.
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This state — where a vendor, once inside the procurement network, privatizes the data
and shuts the door on other vendors — is called vendor lock-in. What makes lock-in
frightening is the switching cost. When the data exists only inside one vendor's product,
the moment you switch to another vendor you lose everything accumulated so far. So
renewing the contract always looks cheaper, and that appearance of cheapness lasts 10
years.

The bottleneck is also inside the budget review room. This is the last one. Dan Folliard
gives the example of the DMAG, the Department of War's senior budget review forum. Put
up a budget for fighter jets and missiles, and the generals in the room understand
immediately; put up an invisible common data layer or the payroll for AI engineers, and
their eyes glaze over. He goes as far as to use the expression 'crossed eyes.'

This testimony shows a visual bias in budget review. Things that can be parked in a
hangar get budgets; things that exist only inside servers struggle to get them. A data layer,
even when fully built, cannot be photographed. The salaries of AI engineers do not march
in a parade. In the end, the level of understanding in the meeting room sets the priority of
the technology.

This account, too, is a practitioner's recollection, not something checked against the
original minutes. Still, it points in exactly the same direction as the CAPE case and the
requirements-form case before it. When people who sat in different seats all testify to the
same bias, it is closer to the truth to regard the visual bias in budget review as real. Since
the DMAG's official full name is unclear, the acronym is left as it is; what stands firm is its
character as the Department of War's senior budget review forum.

In the end, the problem is not a lack of money. The money is there, but the vessel that
holds it was made for entirely different goods. The shape of the budget graph, the boxes on
the requirements form, the data clauses in the contract, and the level of understanding in
the budget room set the speed of the technology. Unless the vessel changes, pouring in
more money only leaks from the same places. Whether the procedures of Korea's Defense
Acquisition Program Administration carry the same problems as CAPE, and whether
Korea's requirements documents fall into the 'horseless carriage' trap, are questions not
taken up here.

Section 2. Open DAGIR: The Government Owns the Data Layer,
Applications Compete
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Open DAGIR is an acronym. Spelled out, it is 'Open Data and Applications
Government-owned Interoperable Repositories.' In plain language, that means open
repositories for data and applications that the government owns and that interlock with
one another. The name is long and unfamiliar, but the idea inside it fits in one sentence:
the government keeps the floor that holds the data, and the programs running on top of it
are left for vendors to compete over.

Why did this design emerge? For exactly the reasons seen above. In the past, the
Department of War bought software as one vertically integrated block, the way it bought
tanks or warships. Vertical integration means data storage, processing, display, and
application functions all bundled inside a single vendor's product. It is buying a product
built by one company, from floor to ceiling, in one piece.

Buy the block, and vendor lock-in comes with it. The data exists only in that product's
format and can be seen only on that product's screens. Worse, tactical data gets trapped
inside the block, hardening into information silos (closed storage, like sealed granaries)
that cannot be shared with the other services. The Air Force ends up unable to see the data
inside a product the Army bought.

Open DAGIR cuts this block horizontally. The lower floor — the data backbone and
standard APIs — is controlled and owned by the government. The upper floor — the
applications — is left open so multiple vendors can be swapped in and out. A backbone is
the frame that many systems lean on in common. If the government holds the skeleton, the
muscle attached on top can be replaced at any time.

Then the data is not locked to any particular vendor, and the door for new vendors stays
open. The Valley of Death narrows too. For a small company to get into the Department of
War, it used to have to ride on a major defense contractor's product or build the entire
system on its own. With the backbone already standing, it can walk in carrying just one
app.

When the Department of War's data infrastructure comes up, two names appear
together: Advana and the War Data Platform (WDP). A memorandum dated January 9,
2026 (an official internal document of the Department of War) does not treat the two as
new names for the same thing. What the memorandum separates is three things: the WDP,
which serves as the department-wide foundation for data and AI; Advana for financial
management, which continues to support audit and financial management work; and the
application services that run on top of the WDP. Writing that "Advana was merely
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renamed the WDP" lumps these three into one. The 'government-owned floor' that Open
DAGIR speaks of corresponds to the foundation layer here, and the 'upper floor' where
vendors compete corresponds to the application services. The date stamped on the
memorandum is January 9, and the web path where it is posted carries January 12.

Open DAGIR's design also contains a safeguard aimed at the vendor side. Deputy
Palmieri explains the mechanism. The data platform and the applications, she says, are
procured under separate contracts. What used to be bound in a single contract is split in
two.

And by having the government hold the data through government-owned DevSecOps (a
software delivery pipeline that binds development, security, and operations into one), she
explains, the intellectual property of small and mid-sized vendors who do not want to
share their technology with other platform vendors can be protected. DevSecOps refers to
bundling the process of writing code, running security checks, and deploying to the live
environment into a single automated channel.

Let's unpack what this means. When a small company puts its program on a big
vendor's platform, that big vendor gets to watch from up close how the small company's
technology runs. It amounts to showing your design to a competitor. That is why the more
capable a company is, the more it shies away from defense work. When the government
holds the channel directly, this worry shrinks. The small company loads its program
straight onto the government's pipeline and never has to pass through the big vendor. The
mechanism built to break lock-in becomes, unchanged, a mechanism that protects
intellectual property.

The contract structure divides into three blocks — a breakdown Dr. Plumb explained
herself in the conversation. One block is department-wide data infrastructure. This is the
back-end stack that gathers, refines, and controls data at scale, and it takes large,
long-duration funding. Examples include strategic procurement in the
command-and-control domain and competitive bidding in the department-wide analytics
domain. A particular company's name sometimes circulates in connection with the
command-and-control procurement, but since the evidence behind that name could not be
confirmed, only the domain name, not the company name, is written here.

Another block is department-wide licensing. Buying word processors or spreadsheet
programs separately in every office leaks money steadily. If ten offices buy the same
program ten times, there are ten negotiations and ten different unit prices. So the
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department headquarters buys in one stroke and distributes to the services and combatant
commands, lowering the unit price. This block is less an innovation in procurement than
housekeeping that stops waste. But this housekeeping props up the other two blocks. Only
by plugging the money that leaks through duplicate purchases does room open up to spend
on data infrastructure and prototype experiments.

The remaining block is the path that handles prototypes and flexible requirements.
Through the Global Information Dominance Experiments (GIDE), which run on a 90-day
cycle, and through prototype challenges, small commercial programs that prove useful are
absorbed quickly via the Tradewinds marketplace or a prototype Other Transaction
Authority (OTA). An Other Transaction Authority is a legal channel that permits
contracting without going through the ordinary federal procurement process. Think of it as
a side path cut outside the regular procedure. Only with this side path does a 90-day
experiment cycle lead to contracts. If experiments are fast but contracts are slow, the speed
of the experiments means nothing.

Set the three blocks side by side and the designers' intent shows through: buy what lasts
on long terms, buy what everyone uses in one stroke, and buy what changes fast on short
terms. The old practice of forcing everything into a single hardware-style form is undone
by splitting the form itself into three.

This also contains an answer to the budget-graph problem from the previous section. A
software program rejected for lacking a ramp down can simply step out of the form that
demands a downward curve. Data infrastructure that needs continuous investment goes to
the infrastructure block; apps bought short and discarded short go to the prototype block.
Not demanding the same graph from two goods of different character — that is the heart of
this design.

The target metrics are public as well. Deputy Chief Data Officer Garrett Berntsen laid
out four challenges to be met by 2027: growing the platform user base of the Open DAGIR
ecosystem to around one million; broadening the digital software catalog so that
commercial software competes against commercial software; cutting the time it takes to
field or update software on site by 90 percent; and mandating, for every scaled capability
the CDAO manages, the same level of access as the Department of War's federated data
catalog. A federated data catalog is an index that lets you find, in one place, the listings of
data scattered across many organizations.
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The four metrics differ in character. User counts and catalog size are numbers that are
easy to count. The 90 percent cut in deployment time is a number that can be verified only
against a baseline, and that baseline was not published with it. The access mandate is a
goal about rules rather than a number. These four are not reports of achievement but
targets Deputy Chief Data Officer Berntsen has staked out through 2027. Still, the mere
shape of the metrics reveals what the designers count as success: volume is to be measured
by users and catalog size, speed by deployment time, and openness by the access mandate.
The shape of the targets looks like the scorecard this system has assigned to itself.

Open DAGIR's core claim is not that new technology should be bought. It is that the
government should hold ownership of the data layer. When ownership sits on the lower
floor, the upper floor can be swapped at any time. When ownership sits with a vendor,
switching costs balloon beyond what anyone can bear. Buying one vendor's finished
product whole makes the beginning easy; holding the floor yourself makes the beginning
hard. In exchange for bearing that hardship, the options of the next 10 years open up.

Section 3. The Tradewinds Marketplace: Verifying the Claims of
the 5-Minute Video and the 6-Day Contract

The Tradewinds Solutions Marketplace is an online procurement market run by the
CDAO. It is a window built so that once a vendor registers its technology, purchasing
officials in the Department of War can search for it and contract on the spot. The prototype
block described above — the path for buying what changes fast on short terms — is laid
right here.

Two numbers circulate widely around this marketplace. One is the '5-minute video' and
the other is the '6-day contract.' In Korean-language introductions to the program, the two
always travel side by side. Examined closely, though, the two numbers hold very different
standing.

First, the 5-minute video. This claim is confirmed across multiple overlapping
statements. Instead of a proposal running tens or hundreds of pages, a vendor submits a
video no longer than 5 minutes. The video must show which of the Department of War's
mission needs and which gaps its technology fills, and how.

Why does this format matter? Writing a proposal of hundreds of pages requires hiring
proposal specialists. Major defense contractors keep whole departments that do nothing
else. A ten-person startup has none. The thickness of a proposal is a ruler that measures
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not the quality of the technology but the size of the company. The 5-minute video is a
device that takes that ruler away.

Let's attach names to who said this. Deputy Palmieri stated that the marketplace was
designed for nontraditional companies — firms that are not major defense contractors —
and that a company can be listed after making a 5-minute video and passing through
competition. Bonnie Evangelista, the CDAO's head of rapid acquisition, stated that the
only thing the proposal process requires is a 5-minute video. Dr. Plumb likewise described
it as a procurement vehicle in which companies submit a video about their technical
solution and pass through competitive selection under a shortened procedure. Since the
three accounts do not contradict one another, the 5-minute video can be treated as a
confirmed fact.

Note, though, that these 5 minutes refer to the cap on what a vendor submits at the
registration stage — not to how long review takes, nor to the time until a contract is signed.
Given that all three speakers pinned it down as a '5-minute video,' the 5 minutes appears
to be a cap fixed as a specification, not a loose recommendation.

Next, the 6-day contract. This number has no roots. No statement and no record that a
contract through Tradewinds takes '6 days' appears anywhere in the primary sources. It
looks like an expression that lodged itself among the real statements of 3 days and 10 days,
which we will see below, and hardened as it traveled around stripped of its source. So it is
closer to the truth to file the 6-day contract as a floating number, not an evidenced result.

There is a different number instead. Dr. William Streilein, the CDAO's Chief Technology
Officer, said in a public presentation that if you find an appropriate solution by searching
the portal, then — as he had heard it — you can sign a contract and obtain the capability in
as little as 3 days. The original phrase is 'as little as three days.' In the same session, Greg
Beam, a questioner and technology founder, reacted that hearing prototype funding could
come in 3 days was surprising. The reaction itself tells you the nature of the number: it is a
speed unusual enough to surprise someone from the industry.

But this remark must be read with care. Dr. Streilein's words carry the qualifier 'as I
have heard it.' The speaker himself is signaling that the story came to him secondhand. He
is not the person who executed the contract; he heard that such a case existed. The words
'as little as' cannot be passed over either. 'As little as' points to the best case, not the
average. Even if one contract out of a hundred took 3 days, that one case is 'as little as 3
days.' No data tells us what the average is.
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So the precise formulation is this: the CDAO's Chief Technology Officer stated that he
had heard of a case in which a contract was concluded in 3 days. That sentence and the
sentence 'Tradewinds gets you a contract in 3 days' are entirely different sentences. The
first has evidence behind it; the second does not.

There is a third number as well. Charles, a speaker who took part in a Department of the
Navy working-level discussion, mentioned that when bringing new commercial engineers
into a tactical data experiment, onboarding was completed in about 10 days through
Tradewinds and rapid contracting. Onboarding means the process of bringing new people
or new technology into a system and getting them actually working.

This also appears to be why the numbers 3 days, 6 days, and 10 days circulate in a
jumble. Different people spoke of different durations in different situations; the
statements drifted around stripped of their sources; and at some point someone wrote
down 6 days — a number that looks like a midpoint — and it stuck. There is not enough
evidence to nail this down, but when the origins of the three numbers are laid side by side,
this explanation is the most plausible of the lot.

On the size of the marketplace, firmer statements survive. Deputy Chief Data Officer
Berntsen announced that the Tradewinds marketplace is in active use, with 395 digital and
AI technology solutions registered as immediately awardable since last September. He also
disclosed that 32 organizations within the Department of War have picked from those
solutions and signed actual procurement contracts.

These two numbers differ in kind. 395 is a number about registration; 32 is a number
about actual contracts. Registering is something vendors do; contracting is something the
Department of War does. That goods are stacked in a market and that those goods have
actually sold are different facts. Only by reading the two numbers together can you take the
market's temperature, and with 395 registrations against 32 contracting organizations,
this market looks fully stocked on the shelves but still at the early stage where trading is
warming up. As for which year 'last September' falls in, the timing of the statement is not
disclosed, so the year is left unspecified here.

The character of the participating vendors is changing too. Evangelista announced that
not only startups but also major defense companies are now submitting videos of their
technology to Tradewinds. Mentions of the marketplace in congressional hearings are
increasing as well, she adds. Traditional companies are walking in through a door built for
nontraditional ones. The change cuts both ways. On one hand, it is a signal that this
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channel produces real contracts — enough to draw in even the big companies. On the other
hand, if companies with ample proposal-writing staff take over the fast channel too, the
ground for small companies narrows. Still, since the 5-minute video has already taken
away the ruler of proposal thickness, the advantage the big companies used to press
through sheer scale should not be what it once was, even with them inside. It is less that
the door is narrowing than that the standard of competition is shifting from thickness to
substance.

For comparison, there are the numbers offered by Doug Beck, Director of the Defense
Innovation Unit (DIU). He announced that 132 companies took part in the autonomy
portion of the Replicator program, and 39 companies in a Special Operations Command
solicitation for multilingual intelligence collection. Let's be clear about jurisdiction here.
The organization in charge of Replicator is the Defense Innovation Unit. The CDAO does
not lead the program; it participates as a supporter supplying Alpha-1 and the common
data and test-and-evaluation foundation. Beck's numbers are brought in only because
Tradewinds' figure of 395, standing alone, is hard to size up — not to suggest that
Replicator should be read as a CDAO program.

Tradewinds was not created by passing a new law; it was built by layering authorities
that already existed. It stacks the Commercial Solutions Opening (CSO) authority together
with the relevant provisions of the Federal Acquisition Regulation (FAR). This is called
'stacking authorities.'

Why is this clever? Creating a new system means amending the law; amending the law
means persuading Congress; and that process takes years. But stack existing authorities on
top of one another, and a new channel appears without touching the law. It is the art of
bypassing the bureaucracy from inside the bureaucracy — a trait Open DAGIR and
Tradewinds share side by side.

It works like this. Once a solution is registered as 'awardable,' a buyer can pick from the
already-screened solutions by search alone and contract without issuing a new solicitation.
The logic is that competition was already held at the registration stage, so there is no
reason to hold it again at the purchase stage. Here lies the structural basis on which a
number like 3 days could arise: with competition run once up front, a faster back end looks
like the natural consequence of the design. Specific FAR clause numbers are sometimes
cited, but a procurement-law clause number even one character off points to an entirely
different provision, so only numbers that have been opened and checked directly are
quoted.
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What remains, in the end, is the attitude taken toward numbers. The 5-minute video is a
specification three people confirmed in unison; the 6-day contract is a phantom number
whose roots cannot be found; and 3 days is a secondhand report hedged with conditions.
The three sentences carry different weights. When writing that introduces a foreign system
erases those differences in weight, results that never existed harden into fact. Hardened
facts get printed in policy documents, and policy documents get cited in turn. By then,
nobody goes looking for the original source. That is why, whenever a statement is quoted
here, the name of the person who said it is written alongside. If the speaker is known, those
who come later can put the statement back on the scale.

Section 4. Correcting the Spelling: Where Did 'Open Dagger'
Come From?

The official spelling of this program is Open DAGIR. Yet meeting minutes, interview
transcripts, and hearing records are dotted with the spellings 'Open Dagger' or 'Open
Dagier' — dagger, the English word for a short blade. It sounds like a military term and
therefore looks plausible, but this is not the name of a separate program; it is a
transcription error. 'Open Dagger' does not qualify as an independent term, so it is treated
here strictly as a misspelling.

The cause lies in sound. In American pronunciation, DAGIR reads close to 'dagger.' The
two overlap in sound. So when CDAO officials say the word aloud in a meeting, the
machine or person converting speech to text writes down the familiar word, dagger. A
speech recognizer hears a sound and picks the word that plausibly matches it, and the
criterion for picking is whether the word is common in the world. Dagger is a common
word; DAGIR is an acronym used by a handful of people in the Department of War. The
machine always tilts toward the common one.

The evidence sits intact inside the transcripts. In one conversation transcript, the
transcriber wrote the word in lowercase as dagger, and immediately afterward Dr. Plumb
explains that this is a 'long acronym' having to do with government-owned repositories. If
the word were dagger, the blade, it could not be a long acronym. One line writes a blade
and the next line speaks of a long acronym: the document carries its own contradiction. A
human reader would catch it in seconds; the machine did not.

People get confused too. In a Stanford conversation, Deputy Chief Data Officer Berntsen
says something to the effect of "you announced Open Dagger in June." Yet the definition
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he then unpacks in his own words follows the letter order of DAGIR exactly:
government-owned, interoperable, open data and application repositories, in that order.
He adds that someone other than himself coined the acronym. That means the name does
not roll along comfortably even inside the organization. The remark also carries a piece of
timing information — that the program was publicly introduced in June. Since which
year's June is not disclosed, the year is left blank.

The same kind of accident happened with the portal address. In the live transcript of
one webinar, the portal address a presenter gave aloud is printed as the absurd
'prettywindai.com.' The actual address is 'tradewindai.com.' The speech-to-text machine
misheard the pronunciation. Anyone who follows this error as written cannot enter the
marketplace: they end up knocking at an address that does not exist. A single spelling
shuts the door between a program and a person.

The distribution of the misspellings shows a clear pattern. The 'Open Dagger' family of
spellings clusters in verbatim records of speech and interview transcripts — documents
like the CDAO conversation record of December 20, House hearing transcripts, and the
record of Dr. Plumb's think-tank conversation. The official spelling Open DAGIR, by
contrast, appears in documents composed in writing: the headers of introductory texts, the
explanatory passages of official press releases. Documents written by hand get it right;
documents where a machine took down spoken words get it wrong. The error did not arise
from anyone's ignorance. It arose in that single square where sound crosses over into
letters.

Why this distinction matters comes down to three things. The first is search. Finding
contract specifications and program solicitations requires the exact spelling. Search for
'Open Dagger' and you get nothing, or the wrong documents. Spellings like this are the first
reason researchers and practitioners miss material. You must know the name to find the
document, and when the name is wrong, the door does not open. An error in the name
leads to a gap in the sources, and a gap in the sources leads to a gap in the substance.

The second is meaning. Write 'Dagger' and the program reads like a weapons program.
The word dagger calls up blades and special operations. But what DAGIR actually means is
open repositories that the government owns and that interlock with one another. It is a
name about contract structure and data ownership, not about a weapon. Get the spelling
wrong and the character of the program is misunderstood wholesale. The moment it reads
as a weapons program, the question this system poses — who will own the floor beneath
the data — disappears. The three contract blocks, the 5-minute video, and the stacking of
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authorities are all answers attached to that question. When the question disappears, the
answers lose their reason.

The third is the problem of handling AI-generated summaries. The spelling 'Open
Dagger' turns up with some regularity in summaries produced by conversational AI. AI
inherits the misspellings in its source material as they are. The inherited misspellings ride
into new documents and spread again. The path the error travels runs like this: there is a
voice in a meeting room; there is a machine that took it down; there is an AI that read the
transcript and summarized it; and there is a text that translated the summary into Korean.
At each square, the error is not erased but passed to the next. And with each pass, the error
is polished into a more confident sentence.

A person trying to read the U.S. Department of War's data programs in Korean stands in
the last square of that chain. Without checking what happened in the squares before, they
end up calling something a dagger that is not one — and stacking policy recommendations
on top of the misunderstanding. The process by which a wrong spelling circulates among
sources and multiplies is contained, whole, in the cases seen so far. The lesson that lasts
may lie less in the contract structure than in this path of contamination. Contract
structures grow old when the system changes; the path of contamination repeats for as
long as people handle sources.

So it is better to write this program in its original form, Open DAGIR, and not force it
into Korean script. Only when 'Open Dagger' appears inside a quoted statement should it
be quoted, with a note that it is a mistranscription. If every Korean-language text on this
program keeps this rule, the searching and cross-checking of readers who come after
becomes far easier.

One question is left standing at the end. Open DAGIR is a declaration that the
government will own the data layer; Tradewinds is the window for swapping out the floor
above it quickly. The two mechanisms need each other. Without the backbone, apps
bought quickly have nowhere to sit; without the fast window, the top of the backbone
stands empty. Yet no outside source has examined whether the two mechanisms have
actually reduced vendor lock-in. The number of registered solutions and the number of
contracting organizations have been announced, but no figure has emerged that says what
results those contracts produced in the units. The material that speaks of results is
concentrated in the Department of War's own announcements, and material that speaks of
failure is nearly absent. This tilt itself looks like a signal. If the system were truly running,
voices judging success and failure would already be flowing out from the units and from
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the vendors; for now, what exists is mostly the explanations of the people who built it. That
does not mean those words are false. But for now, this system is a well-designed promise,
and whether the promise has been kept is a question best left for the units' usage records to
answer.
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Chapter 9. Scaffolding: SUNet, Alpha-1,
JATIC, and Support for Replicator
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Open the U.S. Department of War's fiscal year 2026 Research, Development, Test and
Evaluation (RDT&E) budget justification and you find table after table of entries tagged
with Program Element (PE) numbers. Next to one of them, PE 0604133D8Z, appears the
name 'Alpha-1 Development Activities'. The amounts on that line are $441,821 thousand in
discretionary funding and $140,749 thousand in mandatory reconciliation funding, for a
combined $582,570 thousand. Few pieces of evidence show as plainly as this single line
what the Chief Digital and Artificial Intelligence Office (CDAO) intends to buy in the year
ahead.

Yet this line is not a request to buy weapons. It is a request to buy the work of putting
name tags on data, the computing resources to train models, the test tools that measure
how often models get things wrong, and the development environment on which all of this
sits. When you put up a building, what goes up before the bricks is the scaffolding. It lets
people climb up and lay the bricks, and it disappears once the building is finished. The U.S.
Department of War has erected four pieces of scaffolding for the building called artificial
intelligence: SUNet, Alpha-1, JATIC, and support for Replicator.

The fourth of these, the Replicator program, is not run by the CDAO. The Defense
Innovation Unit (DIU) is in charge of it. What the CDAO does is play the enabler,
supplying the Alpha-1 budget and common foundational support — that is, data and test
infrastructure. The CDAO's involvement ends exactly there; Replicator's sourcing and
rapid contracting belong to another organization. Miss this boundary and the credit for the
results lands on the wrong owner.

The numbers in this chapter mostly sit at the level of 'requests' in budget justifications
and 'announcements' in public talks and hearings, a different layer from execution results.

Section 1. SUNet: An Unclassified Development Environment
Open Even to Those Without Credentials

SUNet is short for Secure Unclassified Network. The name already tells you what it is.
'Secure' means it is not an internet service open to anyone anywhere, and 'unclassified'
means it does not handle documents designated as classified. A development environment
that is also a standalone National Security System carrying no classification level — that is
SUNet.

Records of spoken remarks by War Department officials contain cases where the name
appears in stray forms such as 'Sunset' or 'Sunette.' An acronym passed along by voice
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hardened into different words as it went through speech recognition and translation. The
standard spelling is SUNet, exactly as in the original documents. The department has not
corrected each misprint one by one, but set the various records side by side and it is clear
this spelling is the right one.

Why SUNet was needed becomes clear once you look at a particular deadlock. For a
commercial company to sell an artificial intelligence model to the Department of War, it
must prove the model's performance on real defense data. But touching that data requires
a security approval called an Authority to Operate (ATO), plus a Sensitive Compartmented
Information Facility (SCIF) for handling sensitive compartmented information. Getting
the approval and the facility takes capital and time. Startups that cannot carry that burden
run out of money before they ever reach a contract. The industry calls this stretch the
'Valley of Death.'

The CDAO's answer was to lay out, in advance, a separate yard with a lower threshold.
SUNet's technical features come in four bundles. First, a government-owned, open
architecture tied to no particular vendor. Second, an exception to the access restrictions of
the Global Information Grid (GIG), so that users can come in over the ordinary internet
without special hardware. The remaining two are an alternative multi-factor
authentication path for people who hold no U.S. military Common Access Card (CAC), and
acceptance of a hybrid environment that mixes multiple clouds.

The third of these — alternative authentication for people without the access card —
shows SUNet's character most plainly. The U.S. military's access card is, as a rule, issued
only to U.S. citizens and assigned personnel. Anyone without the card had no way into the
Department of War's development networks. SUNet cut a different door for such people. It
covers commercial companies and nontraditional startups, foreign allies and mission
partners who cannot hold the card, and universities, federally funded research and
development centers (FFRDC), and university-affiliated research centers (UARC).

So what happens in this yard? One thing is model validation. Models built by the private
sector are brought in, measured against real defense data, and hooked up to the
Responsible AI Toolkit (RAI Toolkit) for separate testing on whether they pass ethics and
security standards. Another is multinational collaboration. Partners without cards come in
through a standard web browser and share unclassified tactical information and decision
metrics with one another.
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There are also numbers offered up as results. By the CDAO's account, more than 250
artificial intelligence models have been deployed through the SUNet enterprise, more than
208 million objects have been labeled, and more than 1,000 models have been built by
more than 30 commercial vendors. International partners are put at more than 25. These
figures were announced by the Department of War itself, with no measurement date and
no counting rules attached, so they look less like audited performance than like
promotional numbers conveying the scale of participation.

Two concrete operational examples come up. One is an unclassified tactical enclave
called 'Sky Blue.' Running at the international donor coordination center of the Security
Assistance Group-Ukraine (SAG-U), it was reportedly used to pull aid shipments and
resupply schedules onto a single screen and line them up among U.S. European Command,
NATO, and the EU. The other is the joint development environment of AUKUS, the
three-country partnership of the United States, the United Kingdom, and Australia. It
supports the three countries as they build machine learning models for undersea acoustic
data inside the same sandbox. Both examples rest on Department of War announcements
and officials' remarks. With no separate third-party verification on record, the reading
closer to the facts puts the weight less on individual operational results than on the fact
that SUNet actually served as a stage for this kind of multinational collaboration.

There was movement on the budget side as well. In fiscal year 2025, SUNet ran on seed
money under the 'Foundational Enablers' line, whose requested amount was $198 million.
From fiscal year 2026, on Congress's recommendation, it moved to the BA08 software
pilot program account (PE 0608140D8Z), a budget line for rapid acquisition. A pilot in a
corner of the laboratory now gets treated as permanent infrastructure. The request
documents show an intent to transfer, not proof that execution is complete. Even so, the
mere fact that Congress recommended moving it to a permanent budget line makes it right
to conclude that SUNet has already left the pilot stage.

The crux of SUNet was which way to move the threshold. Security protects by raising
thresholds; artificial intelligence development speeds up only when thresholds come
down. SUNet was an attempt to reconcile these two demands inside one system, and its
method was for the government to own outright a separate space that handles nothing
classified and to hold it open in advance. The published figures speak only to the scale of
participation. What the models built on it have accomplished in actual operations is not yet
in the books — but the worth of scaffolding is only ever set after someone shows up to
climb it.
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Section 2. Alpha-1: A Budget Program That Gathers Everything
from Labeling to Test and Evaluation

Alpha-1 is not the name of an organization but the name of a budget program. Its exact
designation is 'Alpha-1 Development Activities,' and its program element number is PE
0604133D8Z. Within the budget structure, the program sits in BA 5, the System
Development and Demonstration stage. That means it is well past the opening of research,
at the stage just before fielding.

The fiscal year 2026 request totals $582,570 thousand: $441,821 thousand in
discretionary funding plus $140,749 thousand in mandatory reconciliation funding. Of
this, the $140,749 thousand in mandatory funding goes to building integrated enablers to
support multi-domain attritable autonomous systems such as the Replicator program. In
other words, roughly a quarter of the Alpha-1 request is money aimed from the start at
autonomous unmanned systems.

Alpha-1 exists because of duplication. When each service and each agency collects its
own data, attaches its own labels, and builds its own test tools, money goes out several
times for the same work — and the results do not even interlock. So headquarters would
invest centrally in common enablers and digital infrastructure: that is Alpha-1's design
principle.

Alpha-1's budget is a gathering of items once scattered across the books. Previously, a
subdivision called 'Project 081: AI/ML Scaffolding' under a different program element (PE
0604123D8Z) carried the artificial intelligence support base, with a fiscal year 2025
amount of $143.060 million. That subdivision's funds were absorbed into Alpha-1. And the
detailed project codes inside Alpha-1 were merged, on Congress's recommendation, into a
single 'Project 773: AI & Autonomy Enterprise Enablers.' The move pulled scattered
budget lines into one row so that Congress could follow where the money went and how
much.

The word 'Scaffolding' sits right there in the old subdivision's name. The Department of
War itself defined this budget item as scaffolding, not the building. The services build the
models; other programs buy the weapons. What Alpha-1 supplies is the shared footing
needed for the stage before all that.

That footing holds several pieces that connect to one another. At the front is collecting
data and attaching labels. For a machine to learn, every object in a photograph needs a
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name tag saying 'this is such-and-such,' and headquarters performs and supports that
labor so each service does not do it separately. Next is the development pipeline: supplying
DevSecOps standards for safely moving commercial algorithms into the military across
multiple clouds, then training and running them.

Then come Test and Evaluation (T&E) tools and procedures: building and distributing
test standards that measure a model's predictive performance and confirm it does not
misjudge under bad conditions such as fog or heavy rain. This test and evaluation function
takes physical form as JATIC. Alongside it sits Responsible AI (RAI) capability — building
the tools and criteria for checking, in numbers, whether a model's judgments conform to
the military's legal and ethical principles.

The rest is modeling and simulation, access paths to vetted emerging models, and
computing costs and workforce training. Autonomous flight or reconnaissance cannot be
flown on real equipment every time, so scenarios run over and over in a digital
environment and get refined there. Standard channels open the way to use commercial
large generative models and the military's own image recognition models safely across the
unclassified network (NIPR), the secret network (SIPR), and the higher-tier intelligence
network (JWICS). For small companies and internal military development teams that
cannot shoulder large-scale computation, headquarters covers the cloud costs and
provides training as well.

If SUNet is the shell, Alpha-1 is what goes inside it. Radha Plumb, the former head of
the CDAO, described the relationship between the two programs that way in a public
conversation. Build the empty room first — the unclassified development environment —
then move labeling, computing, and end-to-end test and evaluation resources into that
room so the work can run: that, she said, is Alpha-1.

A philosophy underlies this flow of money. Plumb called the Alpha-1 funds 'seed money
that shows the real value of what we can build,' and she summed up the approach as 'Build
it and they will come.' The CDAO pays first, providing labeling and machine learning
operations (MLOps) services; once the value is proven, the Army, Navy, and Air Force
bring their own budgets, and the arrangement widens into a cost sharing structure in
which users split the fees.

One issue trails this cost sharing plan. Most of the Department of War's research and
development budget is held by the services; the headquarters office's budget is small by
comparison. The lever available to the CDAO is therefore inducement, not command.
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Laying down the shared footing first and having users share the cost as their numbers
grow is a realistic move for an organization with weak authority. But a weakness trails it
too: if the services do not come, the seed money simply becomes a sunk cost.

How much the services have actually contributed, and how many units are using
Alpha-1 services and settling the bill, does not appear in public materials. Yet the design
itself — pulling scattered budget lines into one row and having headquarters burn the seed
money first — looks like indirect evidence that the services' wallets have not yet opened
wide. Needing inducement rather than command means they will not come if left alone.

Alpha-1 stands on the Department of War's data foundation. The department's artificial
intelligence strategy document and the memorandum concerning Advana (an official
internal Department of War document) came out in January 2026.

One common misunderstanding surrounds the memorandum's structure. The
memorandum separates into distinct layers the War Department Data Platform (WDP),
the Advana that remains for financial management, and the application services that run
on top of the WDP. Explanations to the effect that the name Advana was simply swapped
out for WDP erase this distinction. The function that has underpinned financial audits, the
new platform that handles operational data, and the application services layered on top
cannot be bundled under one name. The labeling and machine learning operations
resources that Alpha-1 supplies sit on the data platform and application service layers
among these.

Section 3. JATIC: Shared Infrastructure for Testing Models and
'Justified Confidence'

JATIC is short for Joint AI Test Infrastructure Capability. As the name says, it is shared
equipment for testing models. Among the various footings Alpha-1 supplies, JATIC is the
test and evaluation side realized as actual tools.

The CDAO divides test and evaluation into four areas: measuring the model itself,
measuring the model as it meshes with other systems, measuring humans and machines
working together, and measuring in actual operations. JATIC's assignment is model-level
test and evaluation. Problems not filtered out at this stage surface in the three later areas
only after exacting a far higher price.
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The main test subjects are computer vision models that find and classify objects in
imagery. The targets are automatic target recognition (ATR), intelligence, surveillance,
and reconnaissance (ISR), and unmanned aerial vehicle (UAV) footage — models in the
lineage of Project Maven. JATIC measures them against a battery of metrics.

The first measurements are performance, reliability, and throughput — how often the
model is right and how fast it processes. Next to these sits confidence calibration, a metric
that checks mathematically whether a model saying it is '90 percent confident' really gets
nine out of ten right or is simply self-assured without grounds. Explainability is added on
top: whether a human analyst can read out the basis for the model's judgment.

Robustness deserves its own look. It tests whether the model holds up under bad
weather such as heavy rain and fog, and under camouflage and deception the enemy has
deliberately laid — that is, adversarial transformations. The remaining metrics are dataset
distribution and bias analysis, label hygiene, and automatic generation of test and
evaluation reports in a standard format. Label hygiene means running the model's
inference results in reverse to find and fix errors in the ground truth that people labeled
incorrectly.

When the tests run is part of the design too. A model is not built once and finished; it is
retrained as new data comes in, and its character changes each time. JATIC is wired into
workflow management tools so that test and evaluation starts on its own whenever
retraining occurs. Even if a person forgets, the tests still run.

The distribution model is unusual as well. JATIC does not ship as a heavy dedicated
system but as lightweight Python libraries that mesh directly with widely used tools such
as PyTorch, Hugging Face, and TensorFlow. Because it stands up its infrastructure as code
on cloud and high-performance computing assets (Infrastructure as Code), it can
reportedly be set up in a matter of hours. Rather than forcing a heavy government
standard, the choice was to ride on the tools the private sector already uses.

This shared test infrastructure also has an anchoring clause in regulation. The directive
on autonomy in weapon systems (DoD Directive 3000.09, effective January 25, 2023) sets
out the CDAO's responsibilities as a separate item. That item directs the CDAO to issue
guidance on the practice of test and evaluation for artificial intelligence capabilities, and to
coordinate, together with the Office of the Under Secretary for Research and Engineering
(USD(R&E)) and the Director of Operational Test and Evaluation (DOT&E), the
development and use of common tools and infrastructure for test and evaluation and for
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verification and validation. JATIC is the physical embodiment of those 'common tools and
infrastructure.'

What actually carries the weight in JATIC is a concept more than the tools. The CDAO's
technical staff have argued that the word 'trust' should be dropped from military
administration, for three reasons. Trust is a state that rises and falls with a person's fatigue
and emotions; more than 300 definitions circulate in academia alone, so it cannot be
written into a contract or an operational requirements document; and it leads people to
treat machines like people, inviting overtrust. Overtrust keeps a person from noticing
when a machine is quietly getting things wrong.

The term that takes its place is 'Justified Confidence.' It means evaluating an algorithm
in numbers and stacking up enough evidence to enter operations knowing how often the
machine is right under which conditions and where it breaks down. A question of belief
has been converted into a question of evidence.

Justified Confidence comes into focus through two comparisons. One is the early
experience of Project Maven. According to Lieutenant General Jack Shanahan, the first
director of the Joint Artificial Intelligence Center, not one service member trusted the
system on the day Maven was introduced. But over 60 days of test and evaluation, as data
piled up on where and how the errors occurred, the troops finally accepted the machine as
a partner in the work. Belief did not come first; the evidence piled up first and belief
followed.

The other is the spec-sheet comparison from conventional weapons. When the military
fields a missile, it hands over figures such as the probability of kill (P sub K) along with it.
Using an 80 percent weapon knowing it is 80 percent is a very different thing from using it
believing it is 100 percent. The practical demand of Justified Confidence is that artificial
intelligence models be specified the same way. Write into the data catalog that this
detection model runs at 80 percent on a clear day and drops to 30 percent in fog, and
people can adjust how far they lean on the machine.

Here an issue arises, though. Write the limits down honestly and the model looks less
impressive. The moment 30 percent in fog appears on the spec sheet, the unit that was
going to buy the model starts to hesitate. Laying down shared test infrastructure is one
decision; publishing the results exactly as they are is another. The first is a matter of
budget, the second a matter of organizational culture.
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The ledger of which models JATIC has actually tested, how many, and how many of
those failed is not public. Still, given a design that embeds automatic testing into the
workflow at every retraining and anchors itself even in the directive, the reading closer to
the facts is that Justified Confidence was built to work as an actual gate, not to end as a
slogan. The question that remains is not whether the gate exists, but whether the
organization will publish what the gate filters out, exactly as it is.

Section 4. Whose Program Is Replicator: The Boundary Between
the Defense Innovation Unit and the CDAO

Replicator's owner is the Defense Innovation Unit. The DIU directs Replicator's
sourcing and rapid contracting. With flexible procurement instruments such as the
Commercial Solutions Opening (CSO) and Other Transaction Authority (OTA), the DIU
pulls commercial autonomy technology quickly toward the military. The CDAO is not the
contracting party for this program.

What Replicator 1 aimed at was offsetting China's numerical advantage in the
Indo-Pacific, and the domain chosen as its means was autonomy. A total of 132 private
companies took part in the program, and the goal was collaborative autonomy —
unmanned systems of different types moving together. The number 132 is a value recorded
in U.S. government materials. The target often circulated with it, 'thousands of units
within 18 to 24 months,' cannot be traced to a primary source, so the reading closer to the
facts treats it as a round number revealing the program's ambition rather than a confirmed
plan.

So what did the CDAO do? What it supplied is bundled under the phrase digital
enablers. One of them is the data sprint. If each service builds its own dataset to train
unmanned system models, the same money goes out several times. The CDAO stepped in,
took on the work of gathering autonomy-related data into one common dataset, and
released it to the participating companies first.

Another is the Alpha-1 budget from the previous section. Recall that its $140,749
thousand in mandatory funding is allocated to integrated enablers for autonomous
systems. This money supplies Replicator participants with the labeling services a drone
needs to recognize targets, the machine learning operations stack, and the SUNet
unclassified environment. The money that buys the weapons and the money that makes
the weapons smart are written under different program numbers, and the CDAO holds the
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latter.

The last is the matter of standards. So that vendors cannot use technical monopoly as a
pretext to lock tactical data inside their own systems, contracts include compliance with
Open DAGIR's interoperability standard application programming interfaces (API) as a
requirement. The principle that the government owns the data layer applies to unmanned
system procurement just the same. It binds not after an accident, but in advance, as a
clause at the time of purchase.

The boundary between the two organizations can be likened to an inverted triangle. The
sharp bottom tip is the DIU. Standing at the point where the battlefield meets commercial
technology, it finds commercial solutions fast and turns them into prototypes. The broad
top is the CDAO. It takes those prototypes through enterprise-level architecture review,
security standards, and license consolidation, and widens them to a scale the whole
Department of War can use at all times. The former is speed; the latter is scale.

In the chain of command too, the two organizations were gathered into a single line.
Both keep the status of a Principal Staff Assistant (PSA) while being aligned under the
Department of War's Chief Technology Officer (CTO). This alignment rides the current of
the reorganization that ran through 2025 and 2026 — a move to collect the innovation
organizations under one line of command rather than leave them scattered.

There is a reason the boundary was drawn this way. Rapid procurement alone leaves a
prototype a prototype. However fast the contract, if the thing does not mesh with other
units' systems, it remains one unit's toy. Put scaling first instead and nothing gets started,
because saying buy only after every standard is in place is not much different from saying
do not buy at all. I read the division of the two organizations as a design that hands each of
these two failures to a different person.

Dealing with autonomous unmanned systems, one cannot pass over the regulations.
The directive on autonomy in weapon systems requires that autonomous and
semi-autonomous weapon systems be designed to allow commanders and operators to
exercise appropriate levels of human judgment over the use of force. The same directive
states that the design, development, deployment, and use of artificial intelligence
capabilities in weapon systems must be consistent with the five artificial intelligence
ethical principles adopted by the Secretary of Defense memorandum of February 21, 2020,
and with the Responsible AI Strategy and Implementation Pathway. The five principles
are: responsible, equitable, traceable, reliable, and governable. The 2020 principles, the
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implementation pathway that carried those principles into practice, and the directive on
autonomy in weapon systems effective January 25, 2023 are three layers different in both
timing and character, and they must not be lumped together.

The detailed ledger remains veiled. The amount the DIU billed on its own for
Replicator, the detailed plans for the next phase, the number of data sprints the CDAO says
it ran and the number of datasets, and how many of the 132 companies actually reached
contracts do not appear in public materials. Even so, on the single fact that 132 companies
gathered for this program, I take the view that the approach worked at the entry stage of
drawing in the private sector. The remaining problem is scaling after the gathering, and
that share, as we saw above, rests on the CDAO's footing.

Where there is a boundary, friction follows. An organization charged with the speed of
procurement and an organization charged with the consistency of standards cannot always
share the same interests. It is structurally inevitable that a vendor the DIU hurried to bring
in will sometimes stop short before the CDAO's standard API clause. Such friction rarely
makes it into the documents the Department of War publishes itself or into public
conversations. Read with that tilt in mind.

Lay the four pieces of scaffolding on top of one another and the character of the CDAO
comes into sharp relief. This office builds no weapons and commands no battles. It puts
name tags on data, opens a yard for development, supplies the yardstick for testing, and
lends its footing to other organizations' programs. The work is not conspicuous, so its
results are hard to boast of — and its budget is therefore hard to defend. Here, precisely, is
the structural bind of an organization that erects scaffolding.
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Chapter 10. People and Money: What Is
Written in the Budget Books and What Is Not
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Open a fiscal-year Budget Justification Book from the U.S. Department of War for the
first time, and most people close the window within seconds. Tables run on for hundreds
of pages, and the first cell of each table holds not a person's name or an organization's
name but a code of about ten characters — something like PE 0604123D8Z. The PE stands
for Program Element. Think of it as the label on a small drawer where the Department of
War keeps its money.

Next to each drawer label usually sit two numbers side by side: the amount that went
into the drawer in the past fiscal year, and the amount requested for the coming one. The
difference between the two numbers usually comes with a few lines of justification — why
it grew, why it shrank, and where the missing money went.

Before looking at the numbers, one promise. Every budget figure here is copied exactly
as it appears in the FY2026 President's Budget request and its accompanying justification
books. Nothing has been converted into Korean won or adjusted for inflation. Nor have
numbers from different drawers been added up at will to invent a line such as a "total
CDAO budget." Summing across accounts is itself an act of interpretation, and it is risky
unless you lay the original documents side by side and compare them.

Section 1. How to Find the CDAO in the FY2026 Budget Books

One scene. Find the drawer labeled PE 0604123D8Z in the FY2026 budget justification
books, and the prior-year column reads 382.96M while the current request column reads
9.19M. The M means millions of dollars. From the 380-million-dollar range to the
9-million-dollar range — one drawer has been all but emptied. This account had long been
the demonstration account of the CDAO, the Chief Digital and Artificial Intelligence Office.

Skim the budget books alone and the easy reading is: the office has collapsed. That
reading is wrong. When a drawer sits empty, the first question is whether its contents were
thrown away or moved to another drawer. This account shrank so sharply not because the
work failed, but because the budget lines were redrawn.

Redrawn how? The subprograms inside the account were scattered across several
accounts. The item tied to the Chief Technology Officer position disappeared, while the
scaffolding item supporting artificial intelligence and machine learning and the talent
management item each moved to different program elements. It is not that one drawer was
emptied; the whole chest of drawers was rebuilt. Miss this, and the budget books will
always read as a story of decline.
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The U.S. defense budget has one piece of basic grammar: the Department of War's
money comes in colors. The main ones are Research, Development, Test and Evaluation
funds, Procurement funds, and Operation and Maintenance funds. What is bought with
research and development money is used only for research and development; what is
bought with operation and maintenance money, only for operation and maintenance.
Mixing money of different colors is an accounting violation.

The rule was written in the era of buying and maintaining ships, tanks, and fighter jets,
and it survives intact today. The next piece of grammar is the category called Budget
Activity. Even within research and development funds, the number changes depending on
whether the work is basic research, applied research, or demonstration. The number is a
marker that tells Congress what kind of work the money is for.

One number is worth watching when looking for the office in the FY2026 budget books:
BA-08. It is a Budget Activity created specifically for software and digital technology, and it
does not follow the traditional research and development phase categories. It is a pilot
account built to fund software development and operations continuously within a single
account.

In the FY2026 request, a new BA-08 account appeared on the office's side: PE
0608140D8Z, at $402,783,000. The account takes on two things: the Advana platform,
and an unclassified development environment called SUNet. SUNet is a space designed so
that people without security clearances can come in and take part in development.

There is one more move. The $385,576,000 in Advana operating costs, long tied up in
the operation and maintenance budget, came out in its entirety and crossed over to the
research and development BA-08 account. A platform moved house from an operation and
maintenance account to a research and development account. What that move means
picks up shortly in the next section's story of institutional reform.

One term is easy to confuse. The Advana memorandum signed on January 9, 2026 — a
memorandum being an official internal document of the Department of War — is not a
document that merely renamed Advana the War Data Platform. The memorandum divides
the War Data Platform, Advana for financial management, and the application services
that run on top of the War Data Platform into separate layers. Just because a budget line
says "Advana" does not automatically settle which of the three layers the money goes into,
or how much goes to each.
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The artificial intelligence strategy document and the Advana memorandum were signed
on January 9, 2026, and released three days later.

The third drawer is Alpha-1. It is a program that gathers the back-office work of artificial
intelligence development — from labeling to test and evaluation — into one place. Its
program element number is PE 0604133D8Z, and its FY2026 request is $582,570,000.
While the demonstration account above fell from the 380-million-dollar range to the
9-million-dollar range, Alpha-1 swelled into the 580-million-dollar range. Put the two
numbers side by side, and the money did not vanish; it reappeared in another drawer.

Inside Alpha-1 sits one more item worth noting: $140,749,000 assigned to building a
common data labeling pipeline for Replicator. Replicator is the initiative to field
autonomous systems in large numbers, and it is run by the Defense Innovation Unit. The
office does not own this program.

So what does this budget line show? A relationship in which the office lays the common
plumbing that goes into Replicator — the foundation for organizing data and attaching
labels — on the program's behalf. The Defense Innovation Unit holds the program's
direction, quantities, and schedule, while the office helps from the Alpha-1 and
common-infrastructure side. Budget books often reveal this kind of division of labor more
accurately than organization charts do.

The fourth drawer is people. The personnel cost lines of the operation and maintenance
budget show the office's authorized staff growing by 12 on a Full-Time Equivalent basis,
from 215 to 227. The net personnel cost increase attached is $3,000,000. The justification
language states that these positions go to warfighter applications and the staff supporting
them.

The operation and maintenance totals are worth a look as well. The office's operation
and maintenance funding stands at $39.852 million for FY2024, $45.015 million for
FY2025, and $47.453 million in the FY2026 request. It is worth keeping in the back of
your mind that this is the household budget of an organization said to be redesigning the
military's brain.

Leafing through the procurement exhibits turns up unexpected lines too. Under the
Office of the Secretary of War's major equipment procurement items sits an entry named
"Ukraine Advana support," carrying $3.676 million as of the prior fiscal year. The story of
a data platform that began by supporting financial audits following decision-making all the
way into an actual theater of operations is written not as a publicity phrase but as a line in
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a budget exhibit. The performance metrics annex also records the scale of what is being
watched: the list of Chinese military-related companies managed under Section 1260H of
the National Defense Authorization Act grows from 73 companies in FY2024 to 134 in
FY2025 and 190 in the FY2026 request.

So the way to find the office in the budget books is not to search for the name "CDAO."
The name is scattered across many accounts, and the account numbers change from year
to year. Instead, trace where the money that left the old demonstration account went,
check what the new software account called BA-08 holds, examine what the common
account called Alpha-1 absorbed, and count how many positions were added in the
operation and maintenance personnel lines. Only when these four are overlaid does the
office's real weight dimly come into view.

Then what is not written in the budget books? How the software license costs on the
audit side are split between the Chief Financial Officer's organization and the office, and
how the joint fires network budget handled by the Defense Information Systems Agency is
settled against the office's accounts, do not appear as lines in the budget justification
books. The justification books record, account by account, the money each organization
requests to spend in the coming year, so money settled back and forth between
organizations never enters these tables' cells in the first place. These items are therefore
better read not as missing money, but as money settled outside the tables.

There is one more thing the budget books do not say: the size of the contractor
workforce. The 227 on the staffing table counts people the Department of War employs
directly; the number of contractor employees working alongside them, supplying much of
the actual labor, appears nowhere in these tables. Recalling how common it is in U.S.
defense organizations for contractors to far outnumber the authorized staff, the figure of
227 is best read as the floor of the office's actual workforce, not the whole of it.

Some duties exist plainly on paper while never showing up as a budget line. The
autonomous weapons directive DoDD 3000.09, dated January 25, 2023, assigns the office
specific missions: monitoring and assessing the artificial intelligence capabilities and
cybersecurity built into autonomous and semi-autonomous weapon systems, translating
ethical principles into testable requirements together with the Under Secretary for
Research and Engineering, and issuing guidance on test and evaluation practices for
artificial intelligence capabilities.
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The natural reading is that the money supporting these duties is largely folded into the
Alpha-1 account. Alpha-1 is the account that gathers the back-office work of artificial
intelligence development from labeling through test and evaluation, and test and
evaluation is precisely the core of what the directive assigns to the office. Still, no dedicated
budget line stands in one-to-one correspondence with the directive as a whole. An
organization's duties are written in directives and its strength is written in budget books,
and the two were never designed to line up row by row — the reader has to overlay them by
hand.

The reason this story matters to Korean readers is not that the American system is
admirable. It is that the structure of the chest of drawers can be read from the outside.
Program element numbers are attached, last year's and this year's figures sit side by side,
and reductions are justified in sentences. So even an outsider can weigh whether this
organization collapsed or simply moved. Whether the materials to ask the same questions
about Korea's own defense digital programs are publicly available is another matter.

Section 2. PPBE Reform: What Happens When You Buy Software
Like Tanks

This time, open not the budget books but a reform proposal. There is a budget flexibility
proposal document submitted alongside the FY2026 budget request. What the document
says comes down to one thing: the current budget system was built for buying tanks, and it
does not fit buying software.

Start with the system's name. PPBE stands for Planning, Programming, Budgeting and
Execution — the four-step process by which the Department of War decides what to do,
shapes it into programs, attaches money, and spends it. Created in the 1960s, the
framework is more than 60 years old.

The framework rests on one premise: the thing being bought has its design fixed first, is
built over several years, and once finished is used for a long time. Ships, tanks, and fighter
jets are like that. Software satisfies none of it. Its design changes with use, there is no such
state as finished, and using it for a long time means fixing it continuously.

The proposal offers one concrete contrast. The Department of War runs its
command-and-control experiments (the Global Information Dominance Experiment,
GIDE) on a 90-day cycle, it notes, and tactical software on the Ukrainian front changes
every two weeks. Yet budgets are drawn up years in advance, and once set, they are hard to
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redirect within a fiscal year. The gap in speed is not a matter of multiples but of orders of
magnitude.

The first bottleneck is the "Colors of Money." Take a single piece of software: building
new features is research and development, fielding it to units at scale is procurement, and
running and fixing it daily is operation and maintenance. But these three are things the
same team does together in the same week. The rule that money of different colors cannot
be mixed cuts one continuous piece of work into three.

The second bottleneck is Below Threshold Reprogramming — the margin that lets funds
be shifted without prior congressional approval as long as the amount stays under a set
ceiling. The problem is that the ceiling is stuck at amounts set long ago. Prices have risen
and programs have grown, but the freely movable amount has stayed the same, so even
shifting small sums to match circumstances means going through the long prior-approval
process, and the moment passes in the meantime.

The third bottleneck is the fragmentation of Budget Line Items. Slicing money into
small pieces makes control easy but leaves no room to maneuver. Layer one-year fund
availability on top, and a familiar scene appears: the year-end scramble to spend whatever
remains before the fiscal year closes. Leave money unspent and next year's budget gets cut,
so it gets spent whether needed or not.

The fourth bottleneck is the budget system itself. The Department of War's financial
data is scattered across thousands of different data sets and legacy financial systems,
which makes it hard to see on a single screen how much remains in which account at this
very moment. That condition connects directly to the risk of failed financial audits. The
fact that Advana began as a platform supporting audits takes on meaning again here.

So what are the proposed remedies? They run in four directions. The first is flexibility in
software funding, which the proposal packages as draft legislative language SEC. 8055 and
Recommendation 11A. The idea is to dissolve the division among research and
development, procurement, and operation and maintenance for software alone, and to
fund the full life cycle from development through operations on a single software budget
line.

The BA-08 account seen in the previous section is this idea made real. The proposal did
not remain a recommendation on paper; it surfaced as an account number in the budget
books. This is also why the Advana operating funds moved from an operation and
maintenance account to the research and development BA-08 account: gather a platform
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into one account, and the wall dividing development from operations gets lower.

The second is raising the reprogramming thresholds. Recommendation 8A calls for
lifting the ceilings to reflect nominal growth. The figures given are $25 million for research
and development, $40 million for procurement, $30 million for operation and
maintenance, and $15 million for military personnel. On top of that, it proposes allowing
discretionary changes of up to $100 million for funds in Budget Activities 1 through 3,
which cover science and technology. The intent is to widen the margin that can be moved
without going back to Congress when circumstances change.

The third is extending how long funds remain available. It proposes stretching the
period of availability for military Permanent Change of Station costs and operation and
maintenance funds from one year to two — a direct prescription for easing the year-end
spending pressure. Recommendation 10 attaches here: run Budget Line Items on
long-term portfolio cycles of five to ten years while consolidating the finely sliced items.

The fourth, unexpectedly, is training. Recommendation 27A calls for dedicated training
for the financial management and acquisition workforce who write the budget justification
books — that is, making people better at writing the documents Congress reads.
Underneath lies the recognition that asking for flexibility requires being able to write
persuasively about where the money goes and why. That half of budget reform turns out to
be writing skill has the strong smell of actual practice about it.

Advana reappears as a tool of the reform. The proposal describes developing
Consolidated Budget Execution Applications: a plan to connect budget data from
next-generation resource management systems to Advana and stand up an initial
operating capability for viewing budget execution in a single window. This is also why the
January 9, 2026 memorandum set Advana for financial management apart as its own
layer. The data platform for combat and the data platform for the books are different
branches grown from the same root.

Money was also attached to the people who will carry out the reform. Through
adjustments in the base operation and maintenance budget, $3 million went to the office,
$1.24 million to the Cost Assessment and Program Evaluation organization, and $6.2
million to the Office of the Chief Financial Officer, all earmarked for the reform. The
differences among the three amounts are themselves worth reading: the center of gravity
of budget reform sits with the financial organizations, and the office assists from the data
side.



136  (Kim Kyung-jin, Attorney at Law)

It is too early, of course, to say these proposals have hardened into law. A proposal is
only a proposal, and the document does not record how the military services responded.
But the fact that the BA-08 account has already appeared in the budget books in physical
form shows that this reform has not stayed a paper recommendation — at least one
account has crossed over into the ledger. Whatever the fate of the proposal as a whole, the
fair reading is that its direction has already begun riding the budget lines.

The issue that remains is the trade between flexibility and control. The walls between
colors of money and the low reprogramming thresholds cause inefficiency, but they are
also the handles by which Congress watches executive spending. Tear down the walls and
speed picks up while oversight thins out. When development, operations, and deployment
mix inside a single software account, outside observers learn what the money was spent on
only after the fact. Even so, the proposal clearly puts its weight on the flexibility side. It is a
choice to gain speed and defer oversight until afterward — and given the timetable of
frontline software that changes every two weeks, it looks like a trade the Department of
War could hardly avoid.

Section 3. Where to Find Talent: The On-Demand Learning
Platform and 'War Force' Hiring

This time, look at a job posting. Postings on the U.S. federal government's hiring portal
are usually packed with impenetrable abbreviations and grade codes. But one software
engineer posting from the defense side read differently. You will design and build real
technology products, and you will sit next to real tactical users and hammer at their
problems — sentences in that vein. The tone was not that of a bureaucratic document but
of a hiring notice from a private technology company. It was announced that more than
14,433 applications poured in for this posting.

Behind this posting lies a gap that shows up in numbers. Citing the annual report of the
executive search firm Heidrick & Struggles, the annual pay of experienced artificial
intelligence specialists is put at $600,000 to $1.3 million. The accompanying observation
is that the government's salary cap sits at about half that. This is not a gap the Department
of War can close by fixing its own pay tables. So two paths remain: change the process for
bringing people in from outside, or teach the people already inside.

Start with teaching the people inside. There is a learning platform called "Digital
On-Demand," which opens the MIT Horizon learning library to Department of War
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personnel free of charge. Access runs through the Digital University portal operated jointly
by the Air Force and Space Force, with login by official email addresses ending in .mil. It is
open to all service members and civilian employees.

The topics covered run to generative artificial intelligence, the Internet of Things, 5G
mobile communications, edge computing, cybersecurity, and big data analytics. The
courses are built as short learning assets cut into bite-sized pieces — unlike weeks-long
formal training, a format for picking one off during a spare moment at work. If hiring
people who handle technology is hard, the idea goes, then make the people who do not
know technology a little less unknowing, bit by bit.

One launch date should be read with a filter. Some summaries record a formal launch
on July 13, 2026, but the same date also carries a leadership change at the office, and no
separate record backs that appointment up. When two events cling to a single date like
this, the date has usually been fitted on afterward. So here both questions — who took over
as head, and exactly when the launch happened — are set aside, and only one fact is
accepted: the platform has been built and is already running.

On effectiveness, there are published figures. In a pilot course for 1,200 people, 91
percent answered that their understanding had broadened, and 97 percent answered that
the content fit their roles. But these two numbers are the results of a satisfaction survey,
nothing more. They say the courses felt substantial, not that units fight better, so it is safer
to set the training's real value well below these figures.

The learning programs come in several kinds. One is a course aimed at acquisition
officials, teaching them to recognize artificial intelligence programs and to write contracts
already understanding what machine learning operations (MLOps) means. It teaches the
people who buy artificial intelligence, not the people who build it. When contracting
officers do not know the technology, contracts cannot keep up with it.

Another is the Defense Ventures Fellowship, a program that sends selected personnel to
work for a period inside venture capital firms and technology startups, led by the Office of
Strategic Capital. The third is the SMART scholarship program, which pays for bachelor's,
master's, and doctoral study in 24 science, technology, engineering, and mathematics
fields and requires service as a Department of War civilian employee for a period equal to
the support received. The documents state that 450 to 500 new recipients are to be
selected in FY2026.
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Now for bringing people in from outside. There is a hiring initiative named "War Force,"
a new branch created exclusively for defense organizations under "Tech Force," the
technology talent hiring system run by the Office of Personnel Management. The goal is to
bring in hundreds of experienced software engineers quickly. Two destinations are named
for them: teams supporting frontline tactical missions, and the audit remediation team in
the Chief Financial Officer's organization.

That the two destinations sit side by side in one posting is worth noting: battlefield
software and bookkeeping software are being hired for through the same initiative.
Auditability and combat speed, two demands that pull against each other, are bound
together on the personnel side by a single person's skills — an engineer who can handle
data is needed in both places. The office is less an organization that builds weapons than
one that makes the weapon-building organizations and the money-counting organizations
share the same plumbing.

There are also devices for speeding up hiring. The artificial intelligence strategy
document dated January 9, 2026 uses the phrase "Wartime CDAO" and mentions,
alongside it, special hiring and compensation authorities that bypass the ordinary
open-competition process — authorities that can go around the long procedures and pay
tables of regular civil service hiring. The document became readable outside through a
release channel dated January 12. It does not disclose how many people these authorities
have covered or at what salaries, but the very act of attaching the word "wartime" and
opening a separate route around the standard pay tables reads as the Department of War's
own admission that it cannot land the people it wants through ordinary procedures.

Money follows the talent policy. The base operation and maintenance budget records a
net increase of $6,989,000 and 30 Full-Time Equivalents for the office's personnel
management unit. And the item seen in the earlier section returns: the $3,000,000 and 12
added positions for securing engineers to build warfighter applications, the item assigned
under Sub-Activity Group 06 of the budget books.

The arithmetic here calls for care. The 12 positions and $3 million that appeared earlier
and the 12 positions and $3 million just seen look like the same item. Both are the same
amount attached to warfighter applications, and the natural reading is that one line was
cited twice as the budget books were summarized from different angles. The 30 positions
added for the personnel management unit belong to a different organizational unit and are
most likely separate from those 12. So adding all these numbers up and declaring that the
office's workforce grew by that much walks into the common mistake of counting the same
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money and the same people twice.

Some numbers, of course, escape the budget books altogether. The number of people
actually assigned to the audit remediation team, the annual license cost of the learning
library and who shares it, and the scale of rotational service or public-private talent
exchanges are not captured as lines in these documents. But these are operating details
rather than the backbone of the talent policy — closer to footnotes that can be skipped
without losing the big picture.

Finally, consider one sentence the Department of War has put forward: it announced
that it would establish a common language so that its roughly 3 million members can
handle artificial intelligence and emerging technologies safely and responsibly. The 3
million is a target describing the entire Department of War workforce, not the number who
have actually taken courses. The goal of a common language ties directly into the effort to
open generative artificial intelligence to the whole department.

People and money are the layer that organization charts do not show. In any country, a
new organization gets its missions and authorities written first. But what the organization
can actually do is written in the account numbers of budget books and the figures of
staffing tables. To change the way it bought software like tanks, the U.S. Department of
War created a new account number, proposed lowering the walls between colors of money,
and pulled out hiring authorities that bypass the pay tables. It is still too early to say these
three steps have led to final victory. Yet since all three have already appeared not as
slogans on paper but in physical form — an account number, staffing lines, and job
postings — the direction, at least, seems to have reached a point that would be hard to
reverse.

What to take away from all this is less a success story than a list of questions. Which
drawers hold the money for Korea's defense software programs? Are development and
operations split across money of different colors? What happens to leftover funds when the
fiscal year ends? How many months does it take to hire someone who knows the
technology? In which document are their positions recorded? Whether the materials to
answer these questions are publicly available is itself the starting point.
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Part 4
The Battlefield — What AI Is Actually Doing
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Chapter 11. From Project Maven to CJADC2:
How Target Recognition Became Command

and Control
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Section 1. What Started with Computer Vision: Maven's Original
Task

In April 2017, the Algorithmic Warfare Cross-Functional Team (AWCFT) was created
inside the U.S. Department of War. People soon came to call the organization by its
nickname, Project Maven. Its first assignment was not to build a new weapon. It was to
make machines, instead of people, read the video that reconnaissance aircraft and drones
brought back.

At the time, a single intelligence, surveillance, and reconnaissance (ISR) asset out on the
front lines poured out several terabytes of video a day. People had to sit and play back all
that footage, one piece at a time, to read out targets. Analysts wore down in front of their
screens, and there were never enough hands.

The genuinely heavy problem came next. Since what humans can handle is fixed, most
of the collected video piled up in storage with no one ever opening it. Material that costly
assets had labored to gather was simply forgotten. Data on hand, but no one looking at it.
This was the visible face of the phenomenon the Department of War called the data silo.

Maven's first task came from here. The job was to put a computer vision algorithm
called a convolutional neural network (CNN) onto video interpretation. Computer vision is
the technology that lets machines recognize what is in pictures and video. The task divided
into three parts: detection, finding the people, vehicles, and ground equipment in the
footage on its own; identification, sorting out what each object is; and geotagging,
attaching the coordinates on the map where it sits.

One thing should be made clear. Maven was not designed from the outset as a command
and control system. It started from the narrow problem of automating video
interpretation. Let us follow, one step at a time, the route by which this narrowly begun
tool grew into a broad command and control system.

So how did the first report card look? Dr. Jane Pinellis recalled that Maven's first
combat test and deployment took place in Somalia. She testified that the accuracy of the
early computer vision models was "less than 50%." That is worse than flipping a coin.

Two metric names are worth learning here: precision and recall. Precision is the share
of the machine's "this is a target" calls that were actually correct. Recall is the share of
actual targets the machine found without missing them. The two are hard to raise together;
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pushing one up often drags the other down. This hints at why an announcement that puts
forward a single accuracy figure is dangerous.

Why was a tool whose accuracy fell short of even one half sent out to the field? Here
Colonel Drew Cukor's method comes in. He rejected the traditional procurement approach
of holding back deployment until a finished model was ready. He pushed a cycle of putting
imperfect software onto the actual tactical network first, taking field feedback and real data
back in, retraining the model, and redeploying it. That cycle is called field-to-learn.

What that cycle actually changed is well captured in Dr. Pinellis's admission. She said
that for the first year, budget and energy went entirely into raising detection and
classification performance. But when she sat beside service members in the field and
looked into the actual workflow, the situation was completely different. What the
warfighters urgently wanted was not detection that picks out a single object. It was
tracking: following, without losing it, the path that object travels across the map. The
algorithm's very specification had to be rewritten.

A lesson sits inside this change of direction like a seed. The metric the technical team
believed was right and the metric the field actually needed were misaligned. And that
misalignment showed itself only by sitting in the field, not in a conference room. A tool can
be entirely useless even while its performance curve keeps climbing. This program learned
that fact by spending its own budget.

The trust problem was also solved in the same field. Lieutenant General Jack Shanahan
testified that on the first day Maven was deployed, not a single service member trusted the
system. But after engineers and warfighters sat side by side for about 60 days,
continuously fixing the code and opening up to the troops, unfiltered, the distribution of
prediction failures showing where the machine got things wrong, the mood changed.
Service members came to gauge from data when this machine errs and when it gets it right.
Shanahan called the state built that way 'Justified Confidence.'

Hold on to the phrase 'Justified Confidence' for a moment. It is not a demand to trust
the machine unconditionally. It means that only when the machine's error distribution is
laid out without concealment can a person decide for themselves how far to trust that
machine. In talking about human intervention rules, what is needed even before the text of
the rules is this disclosure of the error distribution.

People's names often get mangled when retrospective remarks are transcribed from
speech to text. Colonel Cukor's surname is written variously as 'Kukor,' 'Cuckor,' and even



146  (Kim Kyung-jin, Attorney at Law)

'Cougar.' The company name Palantir appears in places as 'Palunteer.' These look like
minor misspellings, but they wreck search and cross-verification wholesale. When the
name is wrong, the remark no longer connects to other documents.

Blank spaces remain in the public materials. Which organization was targeted during
the Somalia deployment, and by what metrics the tactical advantage of that time was
measured, did not appear in the white papers. Concealing the targets of ongoing
operations is a long military practice, so this silence looks less like thin documentation
than like operational security. The internal corporate decision-making surrounding the
2018 protest by Google engineers also never came out, and considering the convention that
companies do not disclose sensitive contract discussions, this too is not unusual.

Maven, CJADC2, GIDE. These three names are often cited as one lump, but their
natures are entirely different.

Name Nature What it does Lead
----------------------------------------------------------------------------------------- Maven Target
analysis Detects, identifies, and tracks objects in system sensor imagery and lays them on
the map A CDAO-line program (program/product) with coordinates attached inside the
Department of War CJADC2 Command and control Links the sensors, command posts,
and firing concept assets of the services and allies into The Department of War
(concept/framework) a single data flow as a whole GIDE Experiment Tests the concept
above with real data Run jointly by the combatant (event/procedure) every 90 days,
together with warfighters commands and the CDAO

Replicator is also often cited mixed in with these three names, but it belongs to a
different office. The program is led by the Defense Innovation Unit (DIU). The CDAO's
role is written down as support on the common foundation, including Alpha-1, and on the
test and evaluation side. The CDAO does not lead Replicator as a whole.

'Minimum Viable Capability' (MVC) and 'Minimum Viable Product' (MVP) are different
terms. Here it is written as MVC, that is, minimum viable capability. Why the two
notations became mixed is taken up separately in Section 3.

Section 2. The Maven Smart System: Clicks from Sensor to
Shooter
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Picture a single screen. A map is up on the command post's large monitor, with dots and
lines layered over it. Coordinates sent by satellites, video sent by drones, and signals
caught by ground radar are stacked into a single picture. This is the screen today's Maven
Smart System (MSS) shows the commander.

How many sensors are there? In early development, the system handled data from more
than 150 sensors, combining ground sensors and satellites. After further integration, the
development and operations side said, it fuses more than 170 different sensors in real time.
That figure comes from the development and operations side's own account, so it is carried
here as announced.

The variety of sensors is also very wide. Satellites in orbit, reconnaissance drones in the
air, ground radar, and signals intelligence (SIGINT) sensors come one after another.
Civilian unstructured information such as social media posts is also among the inputs to be
combined. The work of overlaying data of different formats onto one map is called fusion.

The procedure this system supports is named the kill chain. In Korean it comes out
roughly as 'strike cycle.' It is written as six steps in all, in this order: Find, Fix, Track,
Target, Engage, and Assess — find the object, fix its position, follow it, make it a target,
engage, and assess the result. The Maven Smart System was introduced as assisting the
entire span of these six steps.

Here is what the machine does at each step. Computer vision automatically picks up the
people, vehicles, and equipment in the video and attaches geographic coordinates to their
positions. It then marks friendly forces, enemy forces, and civilians apart. Up to this point,
it is the original task from Section 1, only somewhat enlarged.

The genuinely new territory starts after that. The system is described as automatically
recommending up to 1,000 strike candidates per hour. It goes further, pairing them with
which munition is appropriate, which aircraft will carry that munition, and which base it
should take off from. At the same time, the developers explained, it checks the positions of
nearby friendly and partner units and screens out the possibility of collateral damage.

Records of links to actual weapon systems also remain. It is recorded that in 2020, at
Fort Liberty, the system succeeded in sending a fire order to the High Mobility Artillery
Rocket System (HIMARS). In 2023 it was linked directly with AFATDS, the artillery fire
control system, and committed to operations. In June 2025 a function was added that
moves data from the Army's Aviation Mission Planning System (AMPS) into the Common
Operational Picture (COP). In December 2025, real-time news and social media
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monitoring tools were joined in, laying even the flow of public opinion onto the map.

Run down this timeline and the picture becomes this. The video reader became a
channel for sending fire orders, and then became a command and control screen that pulls
in even flight planning and open information. The route by which target recognition grew
into command and control is right here.

The mode of operation is also worth a look. The user never has to face the complicated
internal computation of the data infrastructure. Instead, the account goes, the user looks
down at a map and handles the battlefield as if playing a civilian real-time strategy (RTS)
game. It once took hundreds of analysts taking turns at screens, working the phones, and
building briefing materials. Now a few mouse clicks approve a munitions pairing and
electronically send a fire mission to an artillery unit.

There is a manpower story as well. Chad Walist, introduced as the development
partner's chief architect, said in an interview that closing the targeting cycle the old
manual way normally took intelligence analysts on the order of 2,000, while 20 people
now handle an operation of the same scale. The contrast is striking. But under what
conditions each of those two numbers was measured is not stated. It is right to read them
as his testimony.

Now for a somewhat heavy sentence: even when artificial intelligence recommends a
target, final strike approval rests with a human. The materials carry alongside it the
expressions human in the loop and human on the loop — a person inside the cycle, or a
person supervising above it. The former is a structure in which things move to the next
step only with human approval; the latter is one in which the machine proceeds on its own
while a human watches and can stop it.

This sentence is not merely promotional copy. It is also the language of a directive. The
Department of War directive DoDD 3000.09, 'Autonomy in Weapon Systems,' took effect
on January 25, 2023, replacing the 2012 edition. The approving official was Deputy
Secretary of War Kathleen Hicks. Section 1.2.a of the directive states that autonomous and
semi-autonomous weapon systems must be designed so that commanders and operators
can exercise 'appropriate levels of human judgment' over the use of force. The root of the
human intervention rules is here.

What the directive demands is not a fine-sounding declaration but procedures to be
walked through one by one. Section 1.2.a says to pass rigorous hardware and software
verification and validation (V&V) and realistic developmental and operational test and
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evaluation (T&E), and to have doctrine and tactics, techniques, and procedures (TTP) in
place. It also pinpoints what the 'sufficient confidence' those measures must secure
consists of: that the system will work as expected even under combat conditions in which
the enemy employs countermeasures; that it will complete engagements within a time
frame and geographic scope matching the commander's and operator's intent; and that, if
it cannot, it will terminate the engagement or take additional operator input.

Requirements for the screen the human sees are in the text as well. Section 1.2.a states
that the interface between human and machine must be readily understandable to trained
operators. The screen must make plain what the operator is to do and how far the machine
will act on its own. Also written in: give transparent feedback on system status, and clearly
present the procedures for activating and deactivating functions. The sentence that the
technology and data sources must be transparent, auditable, and explainable to relevant
personnel is in the same provision.

The approval procedure is heavier still. Section 1.2.c provides that before an
autonomous weapon system enters formal development, the Under Secretary for Policy
(USD(P)), the Under Secretary for Research and Engineering (USD(R&E)), and the Vice
Chairman of the Joint Chiefs of Staff (VCJCS) must approve it. Before fielding, approval
must be obtained again from the Under Secretary for Policy, the Under Secretary for
Acquisition and Sustainment (USD(A&S)), and the Vice Chairman. It is written that even
an already approved system must undergo a new review if its algorithm, mission set,
operating environment, target set, or anticipated enemy countermeasures change
substantially.

Exceptions are in the text too. Section 1.2.d exempts from the senior review, among
others, semi-autonomous weapon systems, and autonomous systems that engage materiel
targets under operator supervision for the local defense of installations or manned
platforms. Some items fall outside the scope of application altogether. Section 1.1.b places
cyber capabilities, unarmed platforms, unguided munitions, mines, and autonomous
systems that are not weapon systems outside this directive's application.

Where, then, does Maven sit under this directive? The Maven Smart System is not a
weapon; it is software that assists target analysis and command and control. Within what
has been disclosed, this system only presents candidates to a person, and the firing
decision is made by a person. So the public materials give no basis for concluding that
DoDD 3000.09's senior review provisions bear directly on Maven. That does not make the
directive irrelevant to Maven either. Section 1.2.b directs that when artificial intelligence
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capabilities are used in autonomous or semi-autonomous weapon systems, the
Department of War's artificial intelligence ethical principles be followed, and Section 1.2.f
specifies those principles as the five adopted in the February 21, 2020 Secretary of War
memorandum (an official internal document of the Department of War): Responsible,
Equitable, Traceable, Reliable, and Governable.

The CDAO's role is also written into this directive. Section 2.8 states that the CDAO
monitors and assesses the artificial intelligence capabilities and cybersecurity of
autonomous and semi-autonomous weapon systems and advises the Secretary of War.
Turning the artificial intelligence ethical principles and the Responsible AI strategy and
implementation pathway into concrete, testable requirements, together with the Under
Secretary for Research and Engineering, is also the CDAO's job. Issuing guidance on test
and evaluation practices for artificial intelligence capabilities, and developing and using
the common tools and infrastructure for test, evaluation, and verification together with the
Under Secretary for Research and Engineering and the Director of Operational Test and
Evaluation (DOT&E), are in the same provision. The basis on which the CDAO repeatedly
takes on the shared test and evaluation infrastructure is thus lodged at the level of the
directive's text.

There is one tension here. The sentence that approval authority rests with a person and
the sentence that approval ends with a few mouse clicks sit side by side in the same
material. The two sentences do not contradict each other, but they stand in taut tension. In
front of a screen where up to 1,000 candidates come up every hour, whether a person's
approval is a genuine judgment or a formal confirmation step is decided by screen design
and time pressure.

Put into the directive's language, it reads like this. The clause on 'appropriate levels of
human judgment' does not ask only whether an approval button exists. It is a sentence that
also asks what the person pressing that button knows as they press it. What actually needs
verifying, then, is not who holds the approval authority but the substance of that approval.
How many seconds a person actually spends on one approval, and what share of machine
recommendations were rejected, are the metrics that gauge that substance. And those
figures are not in the public materials.

The specific strike targets over Iran, engagement performance figures, and the
parameters of Maven's internal algorithms are not in the materials either. Section 4 takes
up that gap head-on.
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Section 3. CJADC2, the 90-Day Cycle Experiments (GIDE), and
the Minimum Viable Capability Declaration

In December 2023, Deputy Secretary of War Kathleen Hicks put out a declaration: the
command and control modernization effort had reached a minimum viable level. In one
conversation she looked back on this declaration with the phrases 'last December' and 'the
month that marks twelve months.' The name of the program the declaration covered is
CJADC2.

CJADC2 is short for Combined Joint All-Domain Command and Control. The idea is to
connect sensors, command posts, and firing assets into a single data flow across the land,
sea, air, space, and cyber domains, with allied forces included. The 'Combined' at the front
points to allied participation; 'Joint' points to integration across the U.S. services. Two
layers of integration are already in the name.

What Deputy Secretary Hicks declared can be condensed this way: a minimum
specification had been secured on which a commander can complete, from start to finish,
on top of real-time data fusion, the judgments needed for force flow, unit positioning, and
the execution of a real-time strike cycle. It was not a declaration that everything was
finished, but that the barely usable minimum had been reached. This distinction is the core
of the terminology problem coming up.

The method that produced this minimum is GIDE. GIDE is the Global Information
Dominance Experiments. The heart of it is the cycle. Discarding the approach of spending
years the way hardware weapons are bought, it tests the technology once every 90 days
with actual operational data, sitting side by side with warfighters.

Why does the number 90 days matter? This cycle writes failure into the plan itself. With
the promise of meeting again in 90 days, there is less reason to hide the function that does
not work this time. GIDE can be seen as the field-to-learn cycle from Section 1,
institutionalized at the level of a program.

The change in participating commands is also on record. The early GIDE I through IV
were led by the North American Aerospace Defense Command (NORAD) and Northern
Command (USNORTHCOM), which designed the rapid innovation path. With GIDE V
through VIII, relaunched from 2023 onward, the direction changes. In step with the
National Defense Strategy's designation of China as the 'pacing challenge' — the rival
whose pace must be matched — the experiments are recorded as coordinating closely with
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Indo-Pacific Command (INDOPACOM).

For a Korean reader, this move is not something to pass over. It means the experiments'
center of gravity shifted from homeland defense to the Indo-Pacific. How concretely those
experiments take in the Korean Peninsula is not yet clear. Even so, once the center of
gravity has moved to the Indo-Pacific, it is hard to see the Korean Peninsula as sitting
outside that field of view.

GIDE also combined, horizontally, data inputs from Northern Command, Strategic
Command (STRATCOM), European Command (EUCOM), and Africa Command
(AFRICOM). The services' existing programs attach to it as well: the Army's Project
Convergence, the Navy's Project Overmatch, and the Air Force's C3BM. It is the work of
binding into one the digital connecting lines of the command and control platforms each
service built separately.

Now one terminology problem has to be solved. Hicks's declaration was at one point
rendered as a 'minimum viable product declaration,' and that notation is itself a trace of
the confusion.

Two abbreviations are mixed together. One is MVP, Minimum Viable Product. The
other is MVC, Minimum Viable Capability. Outside analysts and interview hosts often mix
in the commercial term MVP. On top of that, some Korean-language translations, in
rendering 'Minimum Viable Capability,' attached to it the Korean term for minimum viable
product. The concept slipped a notch at the translation stage.

Director Radha Plumb drew the line between the two terms this way. A minimum viable
product is the Silicon Valley standard: it only has to show that the bundle of technology
and software works. A minimum viable capability goes one step further. It means the state
in which service members have sat at actual tactical screens and confirmed that with the
tool they can run the strike cycle from beginning to end and project fires.

If the difference sounds abstract, reread it this way. A product says, "It runs." A
capability says, "With this, we carried the mission through to the end." Director Plumb's
explanation is that Deputy Secretary Hicks's December 2023 declaration pointed to the
latter. This distinction changes where budgets and responsibility sit inside the
bureaucracy.

So the notation here is unified as 'minimum viable capability' (MVC). 'Minimum viable
product' is a term in which the source materials' mixed usage carried straight over into
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translation.

The budget side is still hazy. How much has gone into GIDE cumulatively, and how the
scenario schedule for the next series is laid out, are not written separately in public budget
documents. But since GIDE is an experiment that runs on top of the larger command and
control modernization effort, its costs are more likely buried in the parent program's
budget than broken out and published as a separate line.

Section 4. How to Read Reporting from the Middle East Theater:
The Handling of a Single Source

It begins with a single screen. A video posted on the YouTube channel Sandboxx bears
this title: "America's MAVEN AI is running combat ops in IRAN." It means America's
Maven artificial intelligence is running combat operations in Iran. The sentence is
powerful, easy to quote, and for that reason it spread widely.

Yet the evidence that says outright that the U.S. military is running the Maven Smart
System in combat operations over Iran and taking target recommendations from it is this
one video alone. No other document backs the claim. So it is not written here as fact, but
only as 'there is such a report.'

The character of the outlet must be looked at together. This video is neither a
Department of War white paper nor a congressional report. It is commercial media
content, hosted by the military-affairs YouTuber Alex Hollings, with advertising inserted
midway. This is not to say he is wrong. It is to say the grade of the evidence is different.

Then how far did official confirmation reach? On March 11, Admiral Brad Cooper,
introduced as the U.S. naval commander for the central region, confirmed three things to
the press: that the U.S. military has artificial intelligence technology in operation to
directly support combat operations over Iran; that service members are using 'a variety of
artificial intelligence tools' to sort material within seconds, to help their judgment amid the
flood of data; and that final approval on whether to open a strike is held by a human. The
year of these remarks is not recorded, so the date is carried here only as March 11.

Read those three again. One thing is not here. Neither the name 'Project Maven' nor the
name 'Maven Smart System' came out of Admiral Cooper's mouth. He said only that
artificial intelligence tools were in use. That gap is precisely the heart of the problem.
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Hollings knew about that gap too. He himself acknowledged that the admiral had not
given a specific name. Even so, on the circumstantial ground that Maven had already risen
to be the command and control backbone of several combatant commands and the Joint
Staff, he laid on the conclusion that the unnamed artificial intelligence was "all but certain"
to be the Maven Smart System. And that conclusion became the video's title.

Compressed into one sentence, the path runs like this. The official's confirmation
stopped at the category 'artificial intelligence tools'; the media's inference filled that
category with a proper noun; and the title turned that inference into an assertion. And
when that title is quoted in turn, the marker that it was originally an inference quietly falls
off.

Remarks from the CDAO side must be read the same way. Director Radha Plumb and
Margie Palmieri mentioned in an official conversation that rapidly procured applications
the CDAO had acquired were running in real time in response to tactical activity in the
Middle East and the Red Sea. That remark itself is a confirmed fact. But what the remark
confirms are administrative facts: software standards and budget flexibility. The
weapon-system-level identification — that Maven is carrying out fire control
recommendations over Iran — is not in it.

The distance between these two sentences has to be measured. "Tools the CDAO
procured are being used in that theater" and "Maven is recommending targets in that
theater" are not the same sentence. The former is a confirmed remark; the latter is an
inference stitched together from circumstance. Set side by side, they look plausible. But the
party who stitched them together is the media, not the government.

So when a single source turns up, it helps to check it like this. First, count whether the
document making the claim really is the only one. Look at what kind of document that one
is: an official directive, a hearing transcript, a budget document, or a video with ads
attached each carries a different weight. Within it, separate the scope of what the official
actually said from the conclusion the outlet laid on top. Leave the result of that separation
in the wording of the sentences: do not mix 'there is a report' with 'it has been confirmed.'

The evidence carried here is mostly U.S. hearing and event remarks rendered into
Korean, so it contains neither primary materials with independent Korean research or
policy perspectives nor primary documents from the Chinese side. The limitation to weigh,
then, is that it moves only within the picture drawn by public American statements and
public American documents.
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Maven started from less than 50% accuracy and earned trust in the field by disclosing
its error distribution. Yet now that the system has risen to be the backbone of command
and control, we no longer see that error distribution. The screen has grown smooth, the
clicks have grown short, and the verifiable figures have disappeared into the
announcements. The larger the tool grows, the thinner the transparency that once held up
'Justified Confidence' becomes. This paradox is a stark tension.

The human intervention rules hang on the same point. The principle that final approval
belongs to a human is repeated in source after source; sentences to the same effect appear
in Admiral Cooper's remarks, in the developers' explanations, and in the text of DoDD
3000.09. The directive demands test, evaluation, and verification; transparent and
auditable data sources; and even explicit procedures for turning functions on and off. But
there is no document showing what those demands actually prevented, or how many cases
there are of a person rejecting a machine recommendation. That the principle is on paper
is clear. Whether the principle actually stepped on the brakes in front of a screen where
1,000 candidates flow by every hour — that evidence has not yet come out. On the visible
picture alone, the honest position is that human intervention is institutionally dense, while
its practical effect remains a question not yet brought to the test.
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Chapter 12. The Tactical Edge: Artificial
Intelligence Where Communications Are Cut

Off
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An unmanned underwater vehicle that has been hunting mines beneath the sea returns
to its home port. A maintenance technician opens the hull and pulls out the hard drive
inside by hand. The drive is packed in a box and shipped to a laboratory on the other side
of the world. There a new algorithm is loaded onto it and it is mailed back, and by the time
it is plugged into the original vehicle, six months have passed. Changing the software once
took exactly as long as swapping out a physical part.

The story comes from Lionfish, a mine countermeasures unmanned underwater vehicle
program that the U.S. Navy and the Defense Innovation Unit (DIU) launched together in
2019. DIU Director Doug Beck told the anecdote in a public conversation. By his account,
Lionfish's hardware specifications were not the obstacle. The sensors were serviceable and
the vehicle ran well. What tripped things up was the procedure for changing the software
that rode on top of it.

The six-month figure is not a precise measurement that states under what conditions
and across how many vehicles it was taken; it is closer to a recollection offered in
conversation. Even so, the shape of the problem the recollection points to is clear. Advana,
which gathers data and puts it on a screen, and the Maven Smart System, which picks
candidate targets out of imagery, both stood on the premise that the network is alive.

The screen opens, a query reaches the server, and an answer comes back. That was the
premise. But there are places where the premise collapses — places called the tactical edge.
Not the server room at a command post, but the forward line where soldiers and
equipment actually stand. There is no stable communications link there, no ample power,
no air-conditioned data center.

The Navy's AMMO project went straight at this problem. It set out to load a
mine-identifying algorithm onto unmanned underwater vehicles at sea and to shorten the
cycle for putting a revised algorithm back in. What a machine comes to decide alone where
communications are cut, and in what documents the Department of War has drawn that
boundary, also come into view around the edges of this program.

Section 1. DDIL: An Environment Denied, Degraded,
Intermittent, and Latent

Four letters recur in the documents and briefings of the U.S. Department of War: DDIL
(Denied, Degraded, Intermittent, Latent — an environment where communications are
denied, degraded, intermittently cut, and delayed). The four words point to four different
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failures. Denied means communications are blocked outright; degraded means bandwidth
has shrunk; intermittent means the connection comes and goes; latent means signals
arrive late.

There is a reason for naming the four separately: if the character of the failure differs,
the response must differ too. In a fully severed environment there is nowhere to ask, so the
answer has to come from inside the device. In a bandwidth-starved environment, what to
send first has to be put in order.

In an environment where the link comes and goes, the design has to aim for the brief
windows when the connection opens and push data through them. When latency is severe,
the question becomes how to handle information that arrives late. Judge today's target by
yesterday's position data and people get hurt. Not a single condition but four failures
arriving mixed together — that is what the acronym is trying to say.

These conditions do not arise only from natural disasters or equipment failures. An
adversary creates them deliberately. Jamming satellite signals, interfering with
electromagnetic waves, and physically destroying communications relay nodes all belong
here. The communications environment at the tactical edge is therefore not seen merely as
a condition that worsens on its own. It is treated as a condition the enemy makes bad on
purpose.

Design with the loss of communications set aside as an exception, and at the front that
exception soon becomes the standard. One more problem overlaps here: the act of
transmitting is itself dangerous. Whether from a satellite internet terminal or a tactical
radio, the moment a signal goes out, that signal becomes a beacon announcing its own
position.

Commercial satellite communications terminals such as Starlink show the risk plainly.
The better the connection, the greater the exposure. Units therefore sometimes have to
operate under EMCON (Emission Control), that is, in a state of emitting no signals. This is
where the requirement arises that artificial intelligence keep running even in radio silence.

It means going beyond holding out when the connection breaks: the system must work
even while the connection has been cut by its own side. There are moments when
communications are alive and a unit decides not to use them, and judgment must continue
through those moments too. One might then ask why the servers cannot simply be brought
forward. A remark answers that question: you cannot send a Marine out with a server the
size of a data center loaded on his back.
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Computing devices usable at the front are boxed in by limits of weight, power, and heat.
Batteries are finite, and there is no good way to shed heat. The path of simply moving the
rear's large models forward is closed from the start. Edge AI sounds like a slogan about
carrying good technology forward, but it is really a design problem that starts from the fact
that it cannot be carried.

Try to run artificial intelligence under these conditions and four frictions appear. The
first is that architectures built on the premise of a cloud stall in the field. Most commercial
AI services are designed with an internet connection as the default. When the network
drops, they do not merely fail to produce answers; even login fails, so the screen never
opens at all. This is why a product that ran flawlessly at the demonstration site stops at its
first screen in the field.

Next is saturation of the backhaul (the communications segment that carries data from
the front back to the rear). As drones and sensors multiply, the raw data they capture
swells quickly. Yet to reach the analysis center, that data must pass through narrow tactical
networks. Ocean imagery is a good example.

Most of what an unmanned underwater vehicle films is blue water and flat bottom —
scenes in which nothing happens. The moment such footage is sent to the rear wholesale,
the network clogs, and the path for genuinely urgent target information disappears.
Adding sensors seems as if it should brighten the eyes; instead the throat chokes. What not
to send becomes a design question as important as what to see.

The third friction is data drift (a divergence between the distributions of training data
and field data). Take a computer vision model trained on imagery gathered in the desert,
or under controlled laboratory conditions, into a jungle or the smoke of a city, and the
world the model sees differs from the one it learned. Accuracy can then fall below half, and
misidentifications can follow, such as mistaking a civilian school bus for a tank.

That number and that example look less like performance measurements from any
particular test than like an explanation meant to make the size of the risk felt. The
direction of the risk, at least, is clear. When the environment changes, the model quietly
begins to be wrong, and in the field that fact is hard to notice. The model does not say it is
wrong. It simply keeps producing answers.

The last friction is the disconnect between security classification levels. The U.S.
Department of War's networks are divided by level: the unclassified network (NIPR), the
secret network (SIPR), and the highly classified network (JWICS). To reach a decision at
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the front, information of different levels sometimes has to be put in one place — situations
where high-grade intelligence caught by satellite must be overlaid with the footage a drone
is filming before one's eyes.

Yet the very path for downgrading information and sending it down leans on the
network. When communications are cut, that path is cut with them. This is not a purely
technical problem. Regulations and plumbing are tangled together, which makes it that
much harder to undo. Improving communications equipment alone does not resolve this
friction.

The Department of War has also put forward responses to these four frictions. One is to
plant a small language model (SLM) whole on a device and run it offline — compressing in
only military doctrine, procedures, and the knowledge needed for judgment, so that it
produces answers without the internet. The model rides on tactical devices. That means it
has to run by itself inside equipment a soldier carries in hand or mounts on a vehicle.

Another is the data mesh. Instead of sucking raw data into a center, the design leaves
data where it was created and exchanges only processed answers and catalog information,
matched to the state of communications. It is closer to handing over only the third
paragraph of page 15 than to sending the whole document — the idea being that what is
actually needed is one line of answer. The thought of leaving data in place and stitching it
together, instead of building a central warehouse, has come down from organizational
design in the rear to communications design at the front.

Yet another approach pushes the analysis into the user's own screen. The method of the
AI company AI Squared is an example. On a device in an offline state, an algorithm
installed in the form of a browser extension reads and analyzes the data inside the device,
then inserts the results directly into the screens of the business software the user is already
using. Where there are no communications, the user cannot be brought to the server, so
the answer is moved to the user.

The remaining one is edge operation centered on anomaly detection. The great majority
of data classified as normal is deleted at the edge, and only the outlier data that confused
the model is selected and sent to the rear the moment communications open. The selection
ratio is written as 99% to 1%. It is closer to the facts to read that as an example showing the
design philosophy than as a measurement taken on a specific mission. The retraining flow
of the AMMO project, covered below, follows exactly this idea.
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At this point, control and authority have to enter the story. To say that artificial
intelligence judges on its own where communications are cut is also to say that the channel
for obtaining human confirmation is cut at the same time. Unlike target recognition in
which an analyst in the rear watched the screen and pressed the button, at the edge that
person may not be nearby. Edge autonomy is therefore a question of authority before it is a
question of performance.

Where the Department of War has drawn this boundary can be confirmed in its
directive on autonomous weapons: DoD Directive 3000.09, dated January 25, 2023
(DoDD 3000.09, Autonomy in Weapon Systems). The directive replaces the version of
November 21, 2012, and took effect with the approval of Deputy Secretary of War Kathleen
Hicks. The original text is open for anyone to read.

To understand the directive, one has to see that the norms are stacked in three layers.
The bottom layer is the five artificial intelligence ethical principles adopted by a Secretary
of War memorandum (an official internal document of the Department of War) on
February 21, 2020: Responsible, Equitable, Traceable, Reliable, Governable — those five
words. The middle layer is the Responsible AI Strategy and Implementation Pathway, the
document that carries the principles into working procedures. The top layer is the 2023
autonomous weapons directive, and it explicitly draws the two layers below into its own
provisions.

The directive's policy clause writes that autonomous and semi-autonomous weapon
systems must be designed so that commanders and operators can exercise appropriate
levels of human judgment over the use of force. It also says that engagements must be
completed within a time frame and geographic scope consistent with the commander's
intent, and that if they cannot be, the system must terminate the engagement or seek
additional operator input. It stipulates that the interface between human and machine
must be readily understandable to trained operators, and that the procedures for
activating and deactivating functions must be clear. The demand that humans remain in
the loop of judgment does not stop at declaration; it is written into the provisions as a
design requirement.

What the Chief Digital and Artificial Intelligence Office (CDAO) is responsible for is also
written into the directive: monitoring and assessing the artificial intelligence capabilities
built into autonomous and semi-autonomous weapon systems, along with their
cybersecurity, and advising the Secretary of War; turning the five principles and the
Responsible AI Implementation Pathway into testable requirements together with the
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Office of the Under Secretary for Research and Engineering; and issuing guidance on test
and evaluation practices for artificial intelligence capabilities. Building the common tools
and infrastructure used for test, evaluation, and verification together with the Office of the
Under Secretary for Research and Engineering and the Office of Operational Test and
Evaluation belongs here as well. The authority to approve weapons rests with the Under
Secretary for Policy, the Under Secretary for Acquisition and Sustainment, the Under
Secretary for Research and Engineering, and the Vice Chairman of the Joint Chiefs of
Staff; the CDAO handles testing and standards.

The directive, however, also contains clauses that cut down its scope. It does not apply
to unarmed platforms, to mines, or to autonomous systems that are not weapon systems.
An unmanned underwater vehicle that hunts mines touches all three: it is unarmed, what
it handles is mines, and it is not itself a weapon system.

The unmanned underwater vehicles that AMMO deals with therefore run where the
autonomous weapons directive does not attach. A machine's decision to delete or keep
imagery looks far removed from the trigger. But in deciding what arrives before human
eyes, that decision sits at the very front of judgment. Data the machine has deleted can
never be seen by a person again. Outside the norms for weapons, the entrance to judgment
is quietly narrowing.

Section 2. The Navy's AMMO Project: How Underwater Drones
Come to Pick Out Mines

The AMMO project began from the hard drive shipping problem seen above. The
problem was that the hardware maintenance cycle and the software update cycle of the
unmanned underwater vehicle (UUV) were bound into one. Since the algorithm could be
changed only by opening the vehicle, the algorithm was dragged along by the vehicle's
schedule. When maintenance slipped, the software slipped with it, and even when newly
learned characteristics of mines were ready to go into the model, everyone had to wait until
the vehicle came into port.

AMMO set as its goal pulling the two apart — the decoupling of hardware and software.
Maintain the heavy metal on its own terms, and quickly revise and reload the
mine-recognizing algorithm on its own terms. This is less a great technical invention than
a matter of dividing procedures. It is untying the knot that had bound two clocks into one.
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The task the project took on is narrow and clear: load an automatic target recognition
(ATR) model onto UUVs at sea so that they find and pick out mines by themselves. Mine
hunting is work that combs the seabed closely and checks a great many objects. Rock,
discarded drum, or mine — people have made that call one object at a time, watching a
screen.

Most of the screen is bottom with nothing on it. The hardship of the work lies in having
to watch that tedious footage to the end without missing anything. Human concentration
runs out in a few hours. Let the machine take the front end of that judging and narrow the
candidates — that is what this program set out to do.

The undersea is a textbook case of the DDIL described in the previous section. Radio
waves do not travel well through water. For a submersible to send a signal, it must rise
near the surface or float a buoy, and at that moment it reveals its position. The beacon
problem seen earlier appears even more sharply underwater.

The model aboard the submersible therefore has to run alone in a fully disconnected
state. Asking the cloud is not an option at all. AMMO's structure for machine learning
operations (MLOps, the series of tasks by which artificial intelligence models are built,
deployed, and managed) was framed on this premise. Laying new plumbing that carries
training results while the connection stays severed — that was the core of the program.

Here commercial technology and military requirements collide. The machine learning
operations tools on the market assume an environment always attached to the cloud.
Training the model, watching its performance, shipping a new version — every step is
taken to run on the network. Products dedicated to disconnected environments are not
common in the market. A product with nowhere to be sold gave no one a reason to build it.

To fill this gap, the Navy placed its requirements directly on the development roadmaps
of commercial software companies. Instead of buying products that already existed, it
pushed the military's conditions into the design direction of products still being made. It
moved from the consumer who picks goods to the buyer who sets their specifications. The
Open DAGIR way of thinking — the government holds the data layer and the contract
terms, and vendors compete on top — repeats itself here.

Multiple organizations took part in the program. Administrative and working-level
oversight fell to Randall Cole, acting Chief Data and Artificial Intelligence Officer in the
Department of the Navy's Office of the Chief Information Officer (OCIO), and to Captain
Hassey of the program management office. For prototype procurement and contract
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acceleration, DIU Director Doug Beck built the bridge. On the commercial side, the
platform of Domino Data Lab (CEO Nick Elprin) went in, and five small artificial
intelligence companies joined.

Overlapping with this are the discussions that Charles Webman, artificial intelligence
lead for the Navy's Project Overmatch, carried on over machine learning operations in
harsh tactical environments. This was not a program that ran on the strength of one office
alone. The procurement organization, the program office, and the commercial vendors
each had to hold their positions. One caution: this list of people and companies comes
from public conversations and testimony, so titles and the scope of participation are safest
read as of the time of the remarks.

Nor did the program stay inside the Navy. AMMO was aligned alongside the CDAO's
common foundations for all the services: SUNet, the unclassified development
environment that even people who have cleared fewer authorization steps can enter, and
Alpha-1, the budget program that bundles everything from labeling to test and evaluation.
When one service builds its own tools separately, the tools end with that service. Set them
on a common foundation and the other services can come in through the same plumbing.

One easy confusion is worth pinning down here. Replicator, which deals with the mass
fielding of unmanned systems, and these common foundations are not the same program.
Replicator is run by the Defense Innovation Unit, while the CDAO plays a supporting role,
supplying Alpha-1 and the common data and test foundations. Seeing the CDAO as leading
all unmanned systems work misses the mark. Reading AMMO and Replicator as one lump
misreads the two organizations' authorities.

Now look at how the data actually flows. The submersible travels the undersea,
producing imagery with sonar and cameras. Most of that imagery is bottom with nothing
on it. The model aboard the submersible sorts the imagery right there. The majority
classified as normal is deleted, and only the scenes that confused the model — scenes
where confidence dropped sharply — are kept.

The selection criterion is interesting. What the machine keeps is not only the scenes it is
confident are mines. Scenes it cannot identify are kept as well. What the model already
knows well does not help training; it is the scenes where the model wandered that become
the material for the next round of learning.

When a moment of open communications comes, only those remaining scenes are sent
to the rear. Sending when the chance appears is the fitting description. Unlike sending
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regularly at fixed times, the method pushes data through at the moment sending becomes
possible. Scenes that cross to the rear pass through human hands in the unclassified
development environment.

A label is attached — mine or not — the data is added, and the model is trained again.
The new model passes testing and goes back down to the submersible. How fast this loop
could be turned was where AMMO stood or fell. The loop once turned on hard drive
shipments, and so it took six months. The shape of the wheel is unchanged; the force that
turns it has changed from logistics to communications.

Where does the data that comes up to the rear accumulate? In a memorandum dated
January 9, 2026, the Department of War listed its data platforms by type: the War
Department Data Platform (WDP), Advana, which remains for financial management
work, and the application services layered on top of the War Department Data Platform,
each written as a separate item. Accounts to the effect that the Advana name was erased
and replaced with the War Department Data Platform do not match this memorandum.
The artificial intelligence strategy document of the same date is also dated January 9, and
the two documents were released on January 12.

Two numbers were announced as results. One is the update cycle. DIU Director Doug
Beck announced that software deployment that had taken six months was reduced to
under a week, on the order of days. The other is a reduction rate. Domino Data Lab CEO
Nick Elprin and the Navy's acting chief data and artificial intelligence officer, Randall Cole,
stated in a conversation that the mission time and the number of people required for mine
detection had been cut by 50%.

Both numbers are the speakers' words, and the measurement reports behind them were
not released alongside. It is more accurate, then, to handle these figures not as "was
reduced" but as "was announced as reduced."

What the figures mean deserves a little more scrutiny. Cutting mission time in half can
mean several things. It could mean the submersible's time at sea became half, or that the
time people spend looking at screens became half. The same goes for cutting the number of
people in half: the meaning changes depending on whether analysts were reduced or the
crew handling the submersible was.

Hidden inside the word half is a point of comparison. Since nothing is attached saying
against what, and measured over how many missions, this reduction rate is best seen as a
statement pointing to the direction of the result. Read it upward into a verified
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performance figure and you get ahead of the announcement.

Here too the human role is the problem. In AMMO's structure, the machine decides
what to delete and what to keep. A scene judged normal and deleted does not arrive before
a person in the rear. If the model misclassified a new type of mine it had not learned as
normal seabed, that scene is deleted and passes with no one the wiser.

If the adversary changes the shape of its mines or buries them in the bottom as
camouflage, the danger grows. The data drift seen in the previous section becomes a
danger exactly here. The risk is acknowledged, and there is still a line of defense: the
practice of keeping the low-confidence scenes. If the model was confused, the scene
survives and arrives before a person.

Safety, then, leans on the model's ability to notice that it does not know. The case of a
model confidently wrong crosses this line of defense. How to catch that case is still an open
problem. Because the human-judgment provisions the autonomous weapons directive
requires do not apply to this submersible, who approves the deletion criteria and who can
look back over them remains a matter of the program's internal design.

What the program has shown so far is not a combat record of mines found but a
capability: how quickly the way of finding them can be revised and reloaded. That
detection counts from actual operations, false-positive counts, and operating waters have
not been released alongside appears to be because the program is still at the stage of laying
plumbing, not the stage of boasting of results. Attaching AMMO to a particular force or a
particular operation therefore runs ahead of the evidence.

Section 3. From Six Months to One Week: The Meaning and
Limits of Model Redeployment Speed as a Metric

From six months to a week. The sentence is short and strong. Heard at a briefing, it
gives the impression that the problem has been solved. The number shrank greatly, so
things must have improved just as greatly — that is how it reads. So this sentence deserves
to be pulled apart slowly. Doubting a metric and denying a metric are different things.

First, what this number measures is the deployment cycle: the time from a new model
being ready until it is loaded onto forward equipment. In this stretch, a hard drive once
had to be pulled and mailed — a physical movement — and now the file goes down
wirelessly. Logistics turned into communications, so the shorter time follows as a
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consequence. The metric shows how far the organization's plumbing has been opened. And
that is all it shows.

What the number does not measure is just as clear. Whether the model became more
accurate is not in this metric. There is no guarantee anywhere that a model sent down
quickly hits the mark better. A bad model also goes down in a week. Deployment speed is
an axis independent of quality, and the picture is complete only when the two axes are seen
together.

What sits on that quality axis is test and evaluation. Each time the model is retrained, it
passes through the CDAO's joint artificial intelligence test infrastructure (JATIC). What is
measured there is not accuracy alone. It measures quantitatively how well the model holds
up under adverse conditions like rain and fog, and under the camouflage and deception an
adversary creates on purpose — adversarial transformation.

It also measures how well the model rates its own confidence. That means checking
separately whether a model that says it gets nine out of ten right actually gets nine out of
ten right, or is confident without grounds. The requirement the autonomous weapons
directive wrote down for the CDAO — issue guidance on test and evaluation of artificial
intelligence capabilities and build the common tools and foundations together — meshes
exactly here. Weapon approval authority lies with other offices; the CDAO decides what to
measure and how.

Changing models fast also means testing them just as often. In the days of sending one
down every six months, testing once every six months was enough. If one goes down every
week, testing has to finish every week too. To boast of deployment speed, test speed has to
keep up. The moment testing becomes the bottleneck, the organization feels the
temptation to skip testing — and how that temptation is managed is hard to know.

How test results are expressed is also worth watching. In place of the word trust, the
expression justified confidence is used. It means not vague belief, but writing down in
numbers the range of where the model is right and from where it goes wrong. An example
runs like this: a mine detection model shows accuracy around the 80% level on a mud
bottom but falls to 30% where seaweed grows thick.

Those two numbers are better read not as actual test results but as an example put
forward to show how the boundary of error is written down. That is also why no particular
model or test value is attached to them. The name of this style of notation is the error
envelope. Just as a weapon's hit probability is recorded, the idea is that a model's
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performance too is recorded condition by condition and left in a list.

These values are entered in the data catalog. Performance, in other words, does not stay
in people's memories or on briefing slides; it remains as an item written in a list. Written
down this way, it gives a commander in the field something to judge with. In waters heavy
with seaweed, the commander can trust this model's calls less and attach more human
confirmation.

This is the practical way of holding people in the loop of judgment at the edge. It is
different from the choice of switching the machine on or off. It is the choice of adjusting
human involvement according to conditions. The question of whether to trust artificial
intelligence or not is hard to answer, but the question of how much to trust this model in
these waters can be answered. The appropriate levels of human judgment that the
autonomous weapons directive requires are, in practice, translated into
condition-by-condition gradations like these.

Human hands enter elsewhere as well. There is a screen on which a soldier accepts
(Affirm) or rejects (Reject) the detection candidates artificial intelligence presents. Each
press becomes a label and returns to the next round of training. A structure in which
human feedback feeds back into learning has been planted in the forward screen. The
design is a device that protects data hygiene, and at the same time a device that keeps
people inside the loop of judgment.

But if soldiers begin pressing past the screen's recommendations out of habit, the device
becomes a husk. As experience piles up that the candidates on the screen were mostly
right, human confirmation becomes a formality and the press becomes a reflex. At that
moment the feedback loop turns into a loop in which the model confirms its own answers.
The human judgment the directive requires does not turn on whether there is a button on
the screen. It turns on whether that button actually carries judgment. This danger is not
well handled in any announcement.

Now for the limits the program carries. One is the problem of data definitions. It took
about a year for the Navy and the Marine Corps just to align the attributes and meaning of
the single word Person. Two services of the same country were using the same word
differently. Which fields go in and which are left out, and how far the word reaches,
differed from organization to organization.

When the standards do not match, whether deployment takes a week or a day, the two
organizations' data will not merge. The deployment speed metric gains meaning only after



170  (Kim Kyung-jin, Attorney at Law)

data standards are in place. However fast the channel is dug, it is no use if the waters do
not mix. What looked like a speed problem at the front returns as a standards problem in
the rear.

Another limit is the refusal behavior of commercial artificial intelligence models. The
large models on the market sometimes will not produce answers to military questions. Ask
for the explosives calculation for bringing down a bridge, or the painkiller dosage
calculation for a soldier with a gunshot wound, and safety rules block the answer. The first
question concerns destruction and the second concerns saving a person, but the safety
rules of commercial models treat the two much alike.

From there the logic leads to military-only small models trained separately on military
data. Yet planting a model with the commercial safeguards stripped out on forward devices
creates a new danger of its own. Where the boundary lies between rules to strip out and
rules to keep, and who sets that boundary, remain as problems. Which rules to remove and
which to leave has no settled answer yet.

The remaining limit is organizational. Add new artificial intelligence without removing
old procedures and the field falls into confusion. When the number produced by the
existing logistics forecasting system and the number produced by a model newly deployed
within a week diverge, the field does not know which to follow. A state with two answers
can be worse than a state with none, because who bears responsibility grows blurry.

Putting in the new therefore has to come with clearing out old requirements and old
procedures together. This clearing out is sometimes called surgery on organizational
culture. Bringing in a new tool can be done with budget; removing an old procedure
cannot. Raising deployment speed is a technical task, and making that speed worth
something is an organizational task.

What a Korean reader can take from this case is not so much a conclusion as the shape
of a question. When buying unmanned systems: are the hardware and software update
cycles tied together, does revising the algorithm require opening up the equipment, and is
the data used for training held by the vendor or by the government? These three questions
are answered not in the technical specification sheet but in the contract. Even with good
sensors fitted and a good model loaded, if the right to revise that model and the right to
reuse that data are tied up with the vendor, the six-month cliff remains where it was. What
AMMO fought was not technology but these three contract terms.
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One thing bears adding. The material supporting this case is mostly announcements put
out by the U.S. Department of War itself, plus public conversations. Records of failed
deployments or of models sent down wrongly are seldom to be seen. The sentence that six
months became a week survives, but no one has written down whether, in any of those
weeks, a wrong model went down. When speed rises, mistakes also spread fast.

The six-month cliff had one unexpected virtue: sending down a wrong model also took
six months. What will fill the place of that buffer, now gone, is not yet distinct. The ledger
of speed has been opened, but its opposite page — the ledger of wrong deployments — has
not yet been opened.
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Chapter 13. Generative AI: From Task Force
Lima to GenAI.mil
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In August 2023, a signature went onto a document at the U.S. Department of War. The
signer was Deputy Secretary of Defense Kathleen Hicks. It was not an order to buy a new
weapon. It directed the department to gather in one place the scattered efforts involving
generative AI — artificial intelligence that takes a person's request and produces text,
images, and code — and to confirm through experiments whether the technology was fit
for military work. The temporary organization was named Task Force Lima, and command
went to the Chief Digital and Artificial Intelligence Office (CDAO).

The current that began with that signature leads to a scene in which an AI window
appears by default on the browser start screen of Department of War personnel. In
between are wedged a great many hard objects: contract clauses, security classification
tables, model sizes. At some point those hard objects climbed to the center of the story,
ahead of the technology itself.

The records relied on here are mainly the Department of War's own announcements,
hearing transcripts, and videos of public conversations. As a result, achievements are
written down sharply while failures and costs are written down faintly. External audits and
independent verification reports rarely came to hand. So most of the numbers that follow
are announced values, not settled facts.

Even the department's name wavers with the period. The original designation appears
sometimes as Department of Defense and sometimes as Department of War. The name is
standardized here as the Department of War, but the fact that the issuing bodies' own
designations differed in this way is kept on record. That the name itself wavered is
information a reader needs in order to read the records of this period.

Section 1. August 2023: The Department of War's First Response
to the Large Language Model

The trigger of this story was pulled outside the military. In November 2022, a service
called ChatGPT was released to the public. The technology underneath it is called a Large
Language Model (LLM) — artificial intelligence that learns from vast amounts of text and
predicts the next word by probability. It was not built by a defense contractor, and it was
not born of a Department of War requirement. The military had to begin its response with
a technology it had not ordered already spread across the world.

Project Maven and Advana were cases in which the military defined the problem itself
and called the technology in. Generative AI ran in the opposite direction. The commercial
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market put the product out first, and the product was already inside service members'
personal phones. Use begins whether or not the department decides anything. The longer
it went without settling whether to ban, whether to allow, and if allowed how far, the more
uncontrolled use would grow.

Dr. Craig Martell, the first head of the CDAO, saw two things here at once. One was the
practical advantage. In reading and summarizing documents and in weaving scattered
reports together, the technology could save people a great deal of time. The other was the
vulnerability. The ability to compose plausible sentences shares a root with the ability to
compose false information. Martell said at every opportunity that this technology is close
to statistics at scale, and statistics always carries a probability of being wrong.

So the establishing directive of August 2023 chose to set the debate aside. Instead of an
abstract argument over whether generative AI belongs in the military, the policy was to
experiment with real data and measure the value in numbers. Lima's motto came to this:
experiment with substantive data, and establish the value in numbers. It meant laying the
technology onto actual work and measuring the results, rather than trading words in
conference rooms.

How the organization was assembled is also interesting. The record says the CDAO led,
while representatives of the military services, the combatant commands, and the defense
agencies, together with technical staff from the Office of the Under Secretary for Research
and Engineering and the Office of the Chief Information Officer, met regularly to align
progress. Rather than creating a new committee, it bound together people who were
already there, like a lattice. Putting up a new building and hiring new people would have
taken a year just to get the organization in place. Lima was a temporary organization, and
it tried to spend that temporariness as speed.

Lima received three missions. The first was asset indexing. When each service buys its
own generative AI tools separately, budgets overlap and leak away. Gathering every related
effort in the department into a single list came first. The next was preparing safety
guidance: before large language models went out into daily work, drawing in advance the
left and right limits — how far to allow and where to block. The last was the question of
scalability: finding a way to bear the computing costs, and clearing a cloud deployment
path so that small companies would not wither in front of the military's security approval
process.
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The term security approval may sound a little unfamiliar. The formal name is Authority
to Operate (ATO), the procedure that officially permits a piece of software onto military
networks. It is long and expensive. A large corporation assigns dedicated staff and endures
it; a company of 10 employees runs out of money in the meantime. If a company selected
for its technology closes its doors while the paperwork grinds on, the military never gets
that technology at all. Among the problems Lima handled, this one looked bureaucratic on
the outside and was urgent on the inside.

The scale of the experiment was this. The Department of War announced that it had
collected more than 800 use cases from across the force and compressed them into 14 use
areas. It selected two urgent warfighting areas and two enterprise management areas from
among them, invested a total of $35 million, and stated that one of the enterprise
management efforts was technology aimed at the financial audit. That 800 cases shrank to
14 areas also means that different units were in fact living with the same problems. These
numbers were not checked against contracts or budget execution records; they rest on the
department's announcements.

The demonstration cases were grouped into three large buckets. The first bucket was
administration and back-office work: filling in forms and condensing reports. With the
Defense Civilian Personnel Advisory Service (DCPAS), the personnel organization, the task
force tested a method in which AI wrote the first draft of job descriptions for the federal
hiring site and people revised them. The announced result was that several rounds of the
AI tossing out a draft and a person polishing it raised writing speed.

The middle bucket was intelligence analysis: reading probabilistic statements out of
piles of documents with no fixed format. With Air Force headquarters, the task force
reportedly loaded thousands of pages of planning and doctrine documents onto a model
and demonstrated that a single question could locate the number and position of
remaining fighter aircraft along with the supporting sentences. The method used here is
Retrieval-Augmented Generation (RAG), a technique that has the model find and read
designated documents before it composes an answer. What matters is that the answers
came out with their source sentences attached. Only when a person can open and check
those sentences does a machine's answer become a verifiable answer.

The last bucket was information technology and the sorting of unstructured data. With
the security operations team of an irregular warfare support organization, the task force
reportedly ran an experiment that caught anomalous login attempts hopping between
distant cities within seconds and even drafted a response plan. It takes time for a person to
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comb through logs by eye looking for warning signs, and in that time the intruder is
already inside. Set the three buckets side by side and one common trait stands out:
nowhere is there a decision that kills or spares a person. The experiments ran only in work
that reads, condenses, and retrieves documents — work where a person keeps the final
judgment to the end.

The risks were written into a list as well. At the front stood hallucination, the
phenomenon of a model fabricating unsupported content as if it were fact. The list
specified that in the so-called kill chain, where targets are chosen and strikes are decided,
and in situations where drone swarms engage on their own, hallucination must be held at
effectively zero. Next came the risk of persuasion. Service members might believe a
model's content simply because its sentences flow well, and the model could become a
channel for spreading false information. There was one more unexpected item: the friction
of commercial AI products refusing to answer the military's lawful questions.

This friction leads straight into a contract problem. By the Department of War's
account, commercial models sometimes bounced back questions such as calculating the
amount of explosive needed to bring down a bridge, or calculating the painkiller dose for a
gunshot patient. Under a company's safety rules these are dangerous questions; as military
work, they are routine calculations written in the manual. For a demolitions sergeant and a
combat medic, they are numbers you find by opening the book. Lima recommended that
future contracts include a clause guaranteeing any lawful use. A task force that set out on a
technology problem had crossed over to a problem of contract language.

What Lima left behind was not a weapon but lists and sentences: the use-case inventory,
the classification table of 14 areas, the guidance recording the left and right limits, and the
one line it recommended putting into contracts. The organization built no weapon and
launched no product. It left paper stating what to buy and what to prohibit in the next
phase.

Section 2. Frontier Models Inside the Classified Networks:
Contracts and Security Classification Levels

If Lima was the laboratory, the next phase was plumbing. To pull commercial models
inside the military's actual networks, the wall of security classification has to be cleared.
The U.S. Department of War divides the sensitivity of information that can go onto a cloud
into grades called Impact Levels (IL). Two grades will keep coming back here: IL6 and IL7.
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IL6 is the band that handles Secret-level information. Materials used for operational
planning and tactical control sit here. IL7 is the Top Secret band, and it requires an
air-gapped environment — a network physically separated from the internet, with outside
connections severed altogether. This is why a commercial AI service attached to the
internet cannot simply be moved across: the model's weights and the computing hardware
must be brought inside the fence whole.

The reason this difference becomes a burden lies in how models are updated. The AI
services we use send a question to the company's data center and bring back an answer.
When the company fixes the model, we use the fixed model the next day. An air-gapped
environment has no such channel. Putting in a new model means a person physically
carries it in, and once inside it must be verified again. The structure gives up convenience
as the price of keeping secrets.

The U.S. government announced classified-network deployment agreements with eight
technology companies. The list: SpaceX, OpenAI, Google, NVIDIA, Reflection, Microsoft,
Amazon Web Services, and Oracle. The announcement wrote that the goal of the
agreements was to establish the U.S. military as an AI-first organization. What stands out
is that the eight do not fit one mold: companies that build models, a company that makes
computing chips, companies that run clouds, and a company that handles launch vehicles
and communications are mixed on a single list. It signals something different from buying
one model and being done.

Separately, the CDAO announced procurement contracts with four firms — Anthropic,
Google, OpenAI, and xAI — each with a ceiling of $200 million. The subject of the
contracts is the joint development of agentic AI workflows, work processes arranged so
that a model carries multiple steps through on its own. The point is not to stop at
answering questions but to have the model chain steps together. Contracting four firms
side by side also reads as a refusal to be tied to one company. The $200 million written in
the contracts is a ceiling; how much was actually spent has not been disclosed.

The date on record for the announcement of the agreements is July 13, 2026. It is closer
to the truth, though, to leave that date provisional. The same announcement carries, under
the same date, an item saying Cameron Stanley had taken charge of the office, and no
document supporting that appointment could be found. So the existence of the agreements
is recorded here on the strength of the announcement, but the announcement date is not
fixed and Stanley is not listed as the head of the office.
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Step inside the contracts and three clauses stand out. One is the any lawful use clause
foreshadowed in the previous section. Its purpose is to stop commercial models from
refusing the military's lawful queries on the grounds of company ethics policies. The
Department of War announced that it had made this clause mandatory in AI procurement
contracts. A single line of contract language became the device that changes the range of
what a model will answer. When the norms a company sets for itself collide with the scope
of work the department demands, the department tried to win not with technology but
with the contract.

Another is a policy summed up in the phrase hard-nosed realism. The Department of
War declared that model adjustment on grounds of social norms has no place in its
procurement. Instead, it said it would create within 90 days a model objectivity standard
that makes models give only objectively true answers, and adopt it as a procurement
criterion. This policy is closer to a political declaration than a technical specification. Its
vital point is what will be judged objectively true, and who grips the handle of that
judgment. Once the objectivity standard is made the yardstick of procurement, that handle
will most likely end up in the grip of the buyer, the Department of War. Whether the
standard promised within 90 days ever emerged as an actual document has not been
disclosed either, so the political declaration appears to have run ahead of the technical
work. This policy is bound to draw dispute.

The remaining one is the 30-day deployment clause: when a new version of the latest
models is released on the commercial market, the same version must be placed into the
IL6 and IL7 environments within 30 days at the latest. It is a device to keep the military
from being tied to aging models. The clause lays a considerable burden on companies.
Because classified networks are cut off from the internet, every transfer of a new model
means a person physically carries it in and verification starts again. An update that ends in
a few days in the commercial world becomes, inside the fence, a construction job that
consumes the full month.

The cost problem stacks on top. Computing on classified networks costs far more than
in unclassified environments. So the Department of War reversed the order: first prove a
model's value with inexpensive data on SUNet, the unclassified development network, and
raise to the higher networks only what passes. SUNet is a development environment where
even people without security clearances can come in and work. For the move to the higher
networks, a fast track pushes models quickly through security approval. The order is to
take all the failures where things are cheap, and lift only the survivors to where things are
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expensive.

The boundary of exactly what the CDAO does in this flow is distinct. The office stands
on the side of development environments like SUNet, the Alpha-1 program that bundles
labeling with test and evaluation, and the shared infrastructure for testing models.
Replicator, the program that fields uncrewed systems in large numbers, is run by the
Defense Innovation Unit (DIU), and the office is recorded in a supporting role, supplying
Alpha-1 and the common foundation. In generative AI the office's work is the same. It does
not build models itself; it builds the floor the models ride on and the ruler that measures
them.

Data principles were attached to the contract terms as well: comply with the
Department of War's data principles known as VAULTIS. The seven letters say data must
be visible, accessible, understandable, linked, trustworthy, interoperable, and secure. This
reads as a way to keep companies from delivering only the model while hiding the data
inventory inside themselves. A principle that remains only a principle grows old inside a
document. The moment it becomes a procurement condition, it turns into a rule under
which noncompliance means not getting paid.

In the end the issues gather into one. The Department of War brought technology it did
not build inside its own fence and tried to secure control through contract language.
Because it does not build the models itself, it cannot control them with technology; it
would control them in the language of procurement instead. Whether this approach
actually works, the 30-day clause looks set to reach the test bench first. As long as updates
inside the fence stretch the commercial world's few days into a month, this deadline is a
promise easier to break than to keep. No record has yet been published showing whether
the 30 days were actually kept, or what happened when they were not.

Section 3. GenAI.mil and the Figure of 3 Million

The department-level AI strategy document and the Advana-related memorandum (an
official internal document of the Department of War) were signed on January 9, 2026, and
made public three days later.

The contents of this memorandum are easy to misread. It is not a document renaming
Advana as the War Department Data Platform (WDP). The memorandum separates three
things. The WDP, the newly established data platform, is one; Advana for financial
management, which continues to support the financial audit and financial management, is
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another; and the application services that run on top of the WDP are the third. One name
did not switch to another; what had been a single mass was split into three. Miss this
distinction and it reads as if the audit function had disappeared.

Appearing together with the strategy document was GenAI.mil, a website built so that
anyone in the Department of War can log in and use generative AI. Secretary Pete Hegseth
stated that the site was opened so members could immediately use Google's Gemini for
Government. xAI's Grok was attached next. Tools from specific companies had been made
the department's default gateway.

The deployment method is the crucial scene. The service was set as the first screen that
appears when a browser opens on a government computer — that is, as the default. On the
home screen of Government Furnished Equipment (GFE), the work devices the
department issues, it was installed as an app icon. It is not a system that people who want
it go find; it is in front of them the moment the machine turns on. Winning users is always
the hard step in AI adoption, and the Department of War tried to leap over that step by
setting a default.

A default is a stronger device than it looks. What an organization commonly goes
through when bringing in a new tool is this: the tool has been bought, and no one uses it.
Training runs and official notices circulate, but people comfortable with the old way keep
the old way. The decision to change the browser start screen goes around that resistance.
Not using the tool now requires an action — closing the window — so the direction of
resistance has been flipped.

The Department of War announced the covered population as 3 million: uniformed
service members, civilian employees, and contractor personnel all combined. This 3
million comes from the department's official announcement. The number of people
entitled to log in and the number of people who actually sat down before that screen are
separate matters.

On usage metrics, the sources conflict. Hearing testimony put actual users at 1.4 million,
while the official press release wrote more than 1.3 million. Which of the two numbers is
right cannot be settled from the public record, so both are set down side by side. The gap is
100,000, so the counting standards very likely differed. The number changes freely
depending on whether it counts everyone who logged in even once or those who used the
service within the past month.
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Other metrics were announced too. Within five months of launch, cumulative prompts
— the questions users threw at the models — were said to have passed 69 million. AI
agents that working-level staff built and ran themselves were said to stand at around
100,000. A comparison also appears alongside: before this, only 80,000 people in the
department used AI tools. All of these are announced values, and they must not be read
blended with the figures in the January 9 strategy document. They may come from
different points in time and different ways of counting.

A caution belongs here. User counts and prompt counts are adoption metrics, not
performance metrics. The fact that people logged into a screen floated in front of them by
default does not say how accurate that screen made their work. Of the 69 million
questions, how many received useful answers, and how many received wrong answers that
went into documents anyway, is not known. Reading adoption metrics as if they were
performance metrics is dangerous.

The 100,000 agents working-level staff are said to have built deserve the same eye. That
100,000 are running can be read two ways. One is a good sign: the field has begun solving
its own problems. The other is a sign that 100,000 pieces of automation no one has
inspected have spread on their own. Both are probably true in part, but recalling that this
is an organization that pushed diffusion first by laying the window down as a default,
inspection quite likely failed to keep pace with diffusion.

The cost stays blank to the end. User counts and prompt counts were announced item
by item in detail, but the amount paid each year to the hosting provider and the model
suppliers to run GenAI.mil was not announced. The numbers worth boasting seem to have
been pushed to the front while the numbers that reveal the burden were pulled to the back.
Which numbers are chosen and which are hidden is itself a message.

The ladder of security classification hangs on GenAI.mil as well. It opened first as a
service running on the unclassified network. As the next step, the department designed for
the same grade of AI backbone to be laid inside IL6, the Secret network, and IL7, the Top
Secret network, and set the contracts moving. The corporate agreements and the 30-day
deployment clause of the previous section interlock here. The idea is to keep the tool used
in the office and the tool used in the operations room in the same generation. Only when
the hand skills learned in the office also work in the operations room does the training cost
avoid being paid twice.



183  (Kim Kyung-jin, Attorney at Law)

The question to ask here is this: how does an organization that put an AI window before
3 million people manage the quality of what those 3 million produce? Along the path
where an AI-written draft rises into a report and the report rises into decision material,
there must be verification devices.

Section 4. The Path to Reducing Hallucination: Military Data and
Small Models (SLM)

Back to the hallucination problem. To borrow Craig Martell's phrasing once more, a
large language model is statistics at scale. Statistics answers in probabilities, so it can hand
over a wrong answer in a sentence full of conviction. In an office this is a mistake fixed by
rewriting. At the moment a target is being chosen, it becomes an accident that cannot be
undone. This is why the Department of War set the hallucination tolerance in the strike
cycle at effectively zero.

The real reason hallucination is dangerous is not that it errs. People err too. The danger
is that wrong answers and right answers come out in the same style. When a person does
not know, the ends of their sentences blur, and a quick-eyed superior reads that blur. A
model's sentences carry no such blur. So the Department of War drew three layers of
defense: change the data, shrink the model, and measure the remaining error with testing
— in that order.

The forward line of defense is data. Commercial models learned from sentences scraped
together off the internet, and documents like military doctrine, maintenance procedures,
and unit organization barely exist there. So the military chose the path of fine-tuning
models with non-public military data — additionally training an already-trained model on
data from a specific field to fit it to that field. Martell repeated at every opportunity that
once clean, accessible data is in hand, AI follows on its own. Data first, model second: the
earlier chapters confirmed this principle again and again.

The problem is who makes that data. When each unit gathers its own training data
separately, the same work repeats several times over. Ten units clean up the same manual
ten times and store it in ten different formats. So the CDAO stepped into the gap with an
approach called the Data Sprint: the office builds a high-quality, commonly usable dataset
once and sends it down to the services. The data principle of sharing as the default and the
labeling program connect here.
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The second line of defense is the Small Language Model (SLM), a language model whose
parameter count is cut so it can run on small equipment. Large models demand expensive
graphics processors and stable communications. A small model, its parameters reduced,
runs alone inside a personal workstation or a tactical device a service member carries. It
answers inside the machine without asking the cloud.

Why this becomes a problem on the battlefield shows in the communications
environment. DDIL means communications that are Denied, Degraded, Intermittent, and
Limited. In such places, keeping a satellite terminal switched on carries a different risk.
The moment it emits, that signal can become a marker giving away friendly positions.
Sending a question to the cloud becomes, in itself, sending coordinates to the enemy. To
get answers with communications off, the knowledge must live inside the device.

So the small model gives up a little performance and gains two things: it runs when
communications are cut, and it does not need to emit. Add fine-tuning on military data,
and instead of a large model that knows broadly but hazily, you get a small model that
knows narrowly but clearly. Here sits the idea that the path to reducing hallucination runs
not only through growing the model but also through shrinking it. No report card has yet
appeared showing how accurate small models were on real missions, but the direction of
the design is clear: hallucination is to be caught by shrinking, not by growing.

The third line of defense is Test and Evaluation (T&E), the procedure that confirms
whether what was built meets the requirements. The CDAO divides testing into four faces:
one that looks at the model itself, one that looks at the model joined to other systems, one
that looks at the interface where human and machine work together, and one that looks at
the actual operating environment. It is not enough for the model alone to answer well; how
people receive its answers is under test too. Even with a model that is 95 percent correct, if
people copy its answers down uncritically, the remaining 5 percent lands in the documents
as written.

The statement that the office is in charge of testing has a basis in documents. DoD
Directive 3000.09 (Autonomy in Weapon Systems), dated January 25, 2023, spells out the
CDAO's role in its provisions. The office monitors and assesses the AI capabilities and
cybersecurity going into autonomous and semi-autonomous weapon systems, develops
testable requirements together with the Office of the Under Secretary for Research and
Engineering, and issues guidance on test and evaluation practices for AI capabilities. The
directive also assigns the office to coordinate the common tools and infrastructure used for
testing and verification with the Office of the Under Secretary for Research and
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Engineering and the Operational Test and Evaluation office.

When reading this directive, it is important not to mix three layers. On the bottom layer
are the five AI ethical principles adopted by a Secretary of War memorandum of February
21, 2020: Responsible, Equitable, Traceable, Reliable, and Governable. On the middle
layer are the Responsible AI strategy and implementation pathway that move those
principles into practice. On the top layer is the 2023 Directive 3000.09, which deals with
autonomous functions in weapon systems and requires that the AI inside them conform to
the five principles and the implementation pathway. The principles, the implementation
pathway, and the weapons directive are different documents from different points in time.

The scope Directive 3000.09 aims at must also be read narrowly. The document applies
to the design, development, acquisition, testing, fielding, and operation of autonomous
and semi-autonomous weapon systems, and it sets aside unarmed platforms, cyber
capabilities, mines, and unguided munitions from its coverage. Its policy clause writes that
systems are to be designed so that commanders and operators can exercise appropriate
levels of human judgment over the use of force. GenAI.mil and Lima's experiments,
meanwhile, sat on document work and analysis rather than weapon systems, so they are
not direct subjects of this directive. The accurate reading is that the same department is
running two different channels at once.

The shared infrastructure holding the testing up is JATIC, the Joint AI Test
Infrastructure Capability. JATIC automatically evaluates whether a model holds up under
degraded conditions such as fog and foul weather, and under Adversarial Transformation,
where an enemy deliberately scrambles the imagery. A model that scores well at the test
range on a clear day and a model that scores well in blowing dust are different models. The
scaffolding programs the office has built are being used as they are in the generative AI era.

On the governance side there is the Maturity Model for large language models. It is a
frame that defines in plain sentences which level of model may be used for which purpose,
and attaches evaluation datasets and quantitative metrics to match. It also includes having
experts in the field prepare answer keys in advance and checking the model's answers
against them. The Department of War calls this approach Justified Confidence. It does not
mean trusting the model whole. It means writing down the margin of error and trusting
only within that range.

These words are heavier than they sound, because they declare that trust will move from
feeling to document. This model errs this much under these conditions, so it is entrusted
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only up to this work. When the sentences are written that way, what went wrong can be
examined when an accident later happens. A model without a test report card leaves
nowhere to place responsibility even when an accident happens.

There was an actual penetration test as well. The Defense Health Agency announced
that, together with an outside organization, it gathered some 200 military physicians and
medical analysts and ran red-team testing against three commercial large language
models. Shaking the models over the use case of summarizing clinical records, the effort
reportedly found more than 800 potential vulnerabilities and biased wrong answers and
preserved them as a dataset. The value of this test does not lie in the number 800. It lies in
leaving those 800 items as a dataset, so that the next model to come in can be struck with
the same problems again. This result, too, leans on an announcement; the original text of
the test conditions and measurement criteria could not be confirmed.

The Department of War's attitude toward hallucination is clear: hallucination is less a
defect that can be eliminated than a property that must be managed. Hence three layers.
Change the data to the military's own, shrink the model to the size of the mission, and
measure the remaining error with tests and leave it in the documents. Measurements
showing how tightly woven this three-layer net actually is have not yet been laid on the
table, but the attitude of treating hallucination not as a defect to eliminate but as a
property to manage stays consistent from start to finish.

For Korean readers, the meaning lies less in the technology itself than in the order. The
U.S. Department of War first built an experimental organization and gathered use cases,
then hung control devices on contract language, and only then opened the window to its
entire workforce. It was not the order of buying the tool first and making the rules later.
And many of those rules were not technical specifications; they were sentences in
procurement contracts. The order of failing first where things are cheap and lifting only the
survivors to where things are expensive is of the same character.

To copy this course straight into an adoption plan for South Korea, however, the
evidence leans too far to one side. The Korean-language documents behind it are mostly
translations or digests of statements from U.S. hearings and public events, and
independent analyses from South Korean research institutes or policy offices are not yet
among them. So the lesson of the order can be carried over, but what South Korea should
do, and how rival states view this course, are left as the next tasks.
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Part 5
Trust, Allies, and Critics
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Chapter 14. The Five Principles and
Responsible AI
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On February 21, 2020, a memorandum (an official internal document of the
Department of War) was signed in the name of the U.S. Secretary of War. The document
nailed down, in five adjectives, the norms to be observed when artificial intelligence is used
for military purposes: Responsible, Equitable, Traceable, Reliable, and Governable. Let us
follow these five words one by one — where they came from, what they were translated
into, and how far they hold up in front of weapon systems.

These five principles remain the root of the regulations that followed. The autonomous
weapons directive DoDD 3000.09, which appears later, quotes the language of the five
principles verbatim and even cites the memorandum that adopted them.

The norms are stacked in three layers. The bottom layer is the five principles of 2020, a
norm declaring what is to be upheld. The middle layer is the 2022 Responsible AI Strategy
and Implementation Pathway document and its tools, the machinery that moved the
declaration into working procedures and contract requirements. The top layer is the
autonomous weapons directive that took effect on January 25, 2023, a regulation that
attaches review and approval procedures specifically to machines that use force. Each layer
has a different document, and the nature of its binding force differs as well.

Section 1. The Five Principles of 2020: Responsible, Equitable,
Traceable, Reliable, Governable

The language of the five words is quoted in the text of the autonomous weapons
directive, and the people who created and enforced the principles explained the same
content repeatedly in public.

First comes Responsible. This principle designates where people must stand. The
directive states that Department of War personnel must exercise appropriate levels of
judgment and care, and that responsibility for developing, deploying, and using AI
capabilities remains with those personnel. The excuse that the machine got it wrong does
not work. The person who designed the system, the person who managed the program,
and the commander who sent the machine onto the battlefield remain the bearers of
responsibility to the end.

Next is Equitable. It is a commitment to take deliberate steps to reduce unintended bias,
but a circumstance peculiar to the military intervenes here. Military missions are, by
nature, about separating friend from foe. There are cases where intended bias is the
mission itself. So the principle does not demand that all bias be eliminated. It only requires
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finding and reducing unwanted bias. Stating which distinctions were built in and why — in
practice, that is the core.

Traceable is closer to an engineering requirement. The directive states that AI
capabilities must be developed and deployed so that relevant personnel can appropriately
understand the technology, the development process, and the operational methods, and it
also requires transparent and auditable methodologies, data sources, and design
procedures and documentation. If a red box on a screen cannot be traced back to the data
and the training process that produced it, such a system does not pass this requirement.

Reliable is a word that easily invites misunderstanding. What the directive demands is
not that the machine be flawless. It requires that uses be explicit and well defined, and that
within those defined uses, safety, security, and effectiveness be tested and assured across
the entire life cycle. Read it as a demand to state, in numbers, the conditions under which
performance breaks down, and the meaning comes through.

Practitioners call this limit the Error Envelope. It means measuring in advance how far
performance drops when fog rolls in or the weather turns bad, or when the enemy runs
deception that blurs the screen — that is, under Adversarial Transformations. Only by
knowing that range can a commander decide how far to trust the machine. They call this
Calibrated Trust.

Last is Governable, the principle that demands the ability to switch the machine off. The
directive states that systems must perform their intended functions while being able to
detect and avoid unintended consequences, and that deployed systems showing
unintended behavior must be capable of being disengaged or deactivated. Understand it as
a demand for automatic stop mechanisms and human-led control procedures. This
principle becomes the foundation for the review procedures and the prohibited lines that
appear later.

The story of how the five words were made goes back to 2019. A study on ethical
principles was commissioned to an advisory body called the Defense Innovation Board
(DIB). The Defense Innovation Board is a body composed of civilian academics and
technology industry figures from outside the Pentagon. It means the Department of War
did not write the norms by its own hand alone but brought outsiders to the table; experts
from industry, civil society, and academia participated together.

One result of that study survives as contract language. According to the recollection of
Lieutenant General Jack Shanahan, the Department of War began inserting clauses into
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new contracts with private companies requiring them to prove they had tracking tools to
implement the five principles. The norm was moved from exhortation into a procurement
requirement. This method of planting norms at the procurement gate is repeated later as
well.

In 2021, one term was changed. The Joint Artificial Intelligence Center noticed that the
word Ethics was being received inside the organization like a compliance checklist. Once it
becomes a passive procedure of signing and passing along, the principles only eat away at
speed while changing nothing. So the center turned toward producing something and
changed the name to Responsible AI (RAI).

Ask why the principles are kept, and the answer the Department of War gives is not a
moral argument. They do not deny that authoritarian states unbound by rules are pushing
autonomous weapons forward. Even so, the analogy they offer for carrying the five
principles through is the brake. A train can run faster only when its brakes are good.

The logic runs like this. Only an organization that has pushed a model through harsh
testing and knows when it breaks down can send that machine into real combat. Deploy it
without knowing its limits and an accident happens, and once an accident happens, that
machine can never be used again. So the claim is that norms do not block speed but rather
hold it up. Whether this claim is actually right cannot yet be settled. What is clear is that
this is their logic.

Section 2. From Principles to Tools: The Responsible AI Toolkit
and Test and Evaluation

Principles are, in the end, words. Words do not turn into code by themselves on a
program manager's desk. What emerged to fill that gap is the 2022 Responsible AI
Strategy and Implementation Pathway document. Deputy Secretary of War Kathleen Hicks
signed it.

That this document carries real force also appears in the autonomous weapons
directive. The directive states that the design, development, deployment, and use of
autonomous and semi-autonomous weapon systems incorporating AI must be consistent
with the five principles and with this implementation pathway document. The
implementation pathway was announced as being organized into 64 lines of effort.
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The Responsible AI Toolkit (RAI Toolkit) puts this implementation pathway directly
into the hands of those running programs. The Chief Digital and Artificial Intelligence
Office (CDAO) announced that it formally launched the toolkit in November 2023. The
interesting part is that this tool went in the direction of handing out questions rather than
adding inspectors.

The toolkit divides the life cycle of an AI program into four boxes: the stage of
conceiving what to build, the stage of developing and testing it, the stage of deploying,
operating, and watching it, and the stage of retiring and deactivating it. Each box carries a
list of questions to be asked. The last box stands out. It means that when and how to switch
the system off and take it down was built into the life cycle itself, and the Governable
principle comes down to a working procedure here.

The toolkit lays out different paths depending on the user's role. Developers, program
managers, procurement officials, and commanders each receive their own questions to
answer. A procurement official is not asked about loss functions, and a developer is not
asked about contract clauses. Instead of throwing the principles out as one lump, the
toolkit breaks them into small pieces by job — that is this tool's strength.

It also matters that the toolkit does not stop at asking questions. It does not ask what
biases sit in the training data and then leave the user stranded. Alongside each question it
attaches a list of open-source software and commercial and government off-the-shelf tools
that can test for bias. The question and the tools come as one bundle.

There is also a mechanism that forces record-keeping: forms called data cards and
model cards. They require writing down what the data was originally collected to do, what
the labeling taxonomy is, who holds the intellectual property rights, and under what
conditions performance can break down. The Traceable principle has changed shape into a
single form.

Those forms are registered on the data platform. A memorandum dated January 9,
2026 distinguishes the War Department Data Platform (WDP), Advana for financial
management, and WDP application services as three different kinds. The name Advana
was not changed wholesale to WDP.

The toolkit's job roles are said to have been aligned to correspond with the AI Risk
Management Framework of the National Institute of Standards and Technology (NIST).
Rather than erecting a separate norm for the Department of War alone, it was geared into
the U.S. government standard. To serve as a procurement specification, it must not conflict
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with the standard.

The toolkit sits inside the Tradewinds Marketplace, the rapid procurement channel.
Before signing a contract, a private company must pass through the toolkit's question
stages and prove the openness of its data access. The norm check moved from
after-the-fact audit to a contract gate.

There is one case that shows what the principles actually catch: a red team experiment
in military medicine. It is a test the CDAO announced it ran together with Humane
Intelligence and the Defense Health Agency. The announcement said more than 200
military clinicians and medical analysts took part, working on two use cases: automatic
summarization of clinical records and a medical advice chatbot.

A red team is a team that deliberately tries to break a system. In this experiment, three
commercially available large language models were set side by side and pounded on, and
the announcement said more than 800 vulnerabilities and biased responses were found.
Exactly how a vulnerability was defined and by what method they were counted is not
known.

The key point is that the errors found were not discarded but turned into a benchmark
dataset. From now on, when any company brings in a medical model, the Department of
War throws those same traps at it again. A single test became a standing verification asset.
This is what moving principles into tools actually means.

Smaller cases of the same kind have also been reported: a test with Air Force
headquarters that tied together piles of unstructured documents such as meeting minutes
using retrieval-augmented generation (RAG) to answer questions like how many aircraft
remain, and a work-efficiency test with the civilian personnel management office in which
machine and human took turns revising job descriptions. What is interesting is that this
started not with dazzling weapons but with piles of paperwork and personnel documents.

The common foundation for testing the models themselves is JATIC, short for Joint AI
Test Infrastructure Capability. Against computer vision models and transformer-family
models, it runs data bias analysis and label hygiene checks, and it measures robustness
under adverse conditions such as fog and smoke and under deliberate enemy deception.
The tests are said to run automatically every time a model is retrained.

The test foundation should not be confused with the unmanned systems program here.
Replicator, the program to field large numbers of low-cost autonomous unmanned
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systems quickly, is led by the Defense Innovation Unit (DIU). The CDAO's share is a
budget program called Alpha-1 and support for the common foundation — that is, the data
and test infrastructure side. Reading the CDAO as leading all of Replicator tangles up the
jurisdictions.

The CDAO quietly pushed aside the word Trust. Trust is subjective and varies from
person to person, and when the machine has a run of good days, a person slips into
overtrusting it without noticing. The term put in its place is Justified Confidence.

Justified Confidence means trusting only as far as the tests have been passed. Here is an
example. If a target detection model performs at 80 percent on a clear day and collapses to
30 percent in fog, that very fact is written into the data documentation and handed to the
commander. The two numbers are only an example to explain the concept, not
measurements of an actual model.

The idea is clear. It does not ask how smart the machine is; it asks where the machine
breaks down. Writing that answer in numbers and placing it in the commander's hands —
that far is the job of test and evaluation. The Reliable principle and the Traceable principle
meet as one in this case.

Section 3. The Autonomous Weapons Directive (DoDD 3000.09)
and the Place of Humans

Now we move to the weapons side. The Department of War has a directive that deals
separately with weapon systems possessing autonomy. The document number is DoDD
3000.09, and the title is Autonomy in Weapon Systems. It took effect on January 25, 2023,
reissued while canceling the old directive dated November 21, 2012. The proponent is the
Office of the Under Secretary for Policy, and the approving official is Deputy Secretary
Kathleen Hicks.

The directive states three purposes of its own: establishing the policy and
responsibilities needed to develop and use autonomous and semi-autonomous functions in
weapon systems, setting guidelines that reduce the probability and consequences of
failures that could lead to unintended engagements, and establishing the Autonomous
Weapon Systems Working Group. It is notable that the directive did not stop at declaring
norms but created and attached a standing body.
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The central demand compresses into one sentence: autonomous and semi-autonomous
weapon systems must be designed so that commanders and operators can exercise
appropriate levels of human judgment over the use of force. The phrase appropriate levels
becomes the seed of a long debate. The directive does not say a human must pull every
trigger. It only requires that channels for human judgment be laid in advance at the design
stage.

The conditions backing that demand are also written into the text. Systems must
undergo rigorous hardware and software verification and validation (V&V), go through
realistic developmental and operational test and evaluation (T&E), and doctrine and
tactics, techniques, and procedures must be established. In this way, the system must
function as anticipated in realistic environments against an adaptive adversary and
complete engagements within a timeframe and geographic area consistent with the
commander's intent. If it cannot, the directive states, it must terminate the engagement or
obtain additional operator input.

Provisions also cover the point of contact between machine and human. The
human-machine interface must be readily understandable to trained operators and must
clearly convey what the operator needs to do and what the system will do. It must give
transparent feedback on system status, and the procedures for activating and deactivating
functions must be clear. Data sources and the technology, the text states, must be
transparent, auditable, and explainable to relevant personnel.

The weight of the procedure shows in the senior-level review. Before entering formal
development, an autonomous weapon system must be approved by the Under Secretary
for Policy, the Under Secretary for Research and Engineering, and the Vice Chairman of
the Joint Chiefs of Staff; before fielding, it must again be approved by the Under Secretary
for Policy, the Under Secretary for Acquisition and Sustainment, and the Vice Chairman of
the Joint Chiefs of Staff. One person's sign-off is not enough. The consent of three pillars is
required, and required twice. Even a system already approved must undergo the review
from the beginning if its algorithms, mission scope, operating environment, or target sets
change substantially.

Exceptions are also written into the text: semi-autonomous weapon systems not
intended to function in an autonomous mode; autonomous systems that, under operator
supervision, provide local defense of manned installations or platforms against
time-critical or saturation attacks; autonomous systems defending deployed unmanned
aircraft or unmanned vessels; and autonomous systems applying non-lethal, non-kinetic
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force against materiel targets. These follow the ordinary acquisition process without
senior-level review. Automated devices confined to defense, such as close-in defense
weapons, fall here.

There is also a list the directive nails down as entirely outside its application:
autonomous capabilities in cyberspace, unarmed platforms, unguided munitions,
munitions manually guided by an operator, mines, unexploded ordnance, and autonomous
or semi-autonomous systems that are not weapon systems. This last item carries large
implications.

Picture a target analysis system like the Maven Smart System. It ties together data
coming in from multiple sensors, picks out candidate targets, ranks them, and puts them
on a screen. No one denies that the results can lead to lethal strikes. Yet because this
system does not fire on its own, it is not a weapon system, and so it falls outside the
directive's application. The regulation aims at the firing device, while the thing actually
tilting the judgment is the list on the screen. That mismatch arises exactly here.

What, then, is the Department of War using to fill this gap? The answer is not a new
regulation but old norms. It lays the doctrine on the use of force and the law of war,
accumulated since long before artificial intelligence appeared, directly on top of the new
tools: procedures such as responsibility for target identification, proportionality
judgments, and collateral damage assessment.

Whether that answer is sufficient is another question. How far the ordering of a
candidate target list pushes human judgment, how many seconds a person takes to
confirm a box on the screen, and what kind of confirmation that really is when thousands
of items come up in a day — these questions have no answers yet.

The CDAO's share within the directive is also spelled out clearly in the text: monitoring
and assessing the AI capabilities and cybersecurity built into autonomous and
semi-autonomous weapon systems and advising the Secretary of War; creating, together
with the Under Secretary for Research and Engineering, concrete and testable
requirements to implement the five principles and the implementation pathway; and
issuing policy and guidance on defining requirements and on testability for AI-enabled
systems. Issuing working-level guidance on test and evaluation of AI capabilities and
building common test tools and infrastructure with the Under Secretary for Research and
Engineering and the Director of Operational Test and Evaluation also belong here.
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The meaning of this provision is clear. The phrase testable requirements serves as the
bridge linking norms to weapons acquisition. Even with the five principles quoted in the
text, without a yardstick to judge pass or fail, the review drifts into formality. Making that
yardstick is assigned to the CDAO, and that yardstick is precisely the toolkit and test
infrastructure seen in the previous section.

The line protecting human judgment has three layers. First, responsibility cannot be
transferred. Even when the machine misjudges, responsibility does not go to the machine;
it remains with the human who sent the machine out. Saying the AI made the judgment is
no ground for exemption.

Second is the demand to plant intervention channels into the design in advance. A
commander in the loop intervenes directly at each decision step; a commander on the loop
watches the machine run and cuts it off when needed. The state the rules do not tolerate is
a commander outside the loop. AI must stand only as a tool that shortens the commander's
decision cycle.

Third is the working group. The directive established the Autonomous Weapon Systems
Working Group to keep policy interpretation and review preparation running on a
standing basis. Underneath lies the judgment that whether a norm endures depends not
on the document itself but on the body that holds and works the document.

These three layers seem to speak of human primacy, but in fact they lean on measuring
the machine's limits. For a commander to intervene, the commander must first know what
to look at before intervening, and for that, the Error Envelope from the previous section
must be in hand. In the end, human judgment is not protected by declaration alone. It is
protected by gauging and measuring.

Section 4. Prohibited Use Cases: What They Decided Not to
Entrust to Machines

The three layers so far were about what to do and how. This section deals with the
opposite: what they decided not to do. The U.S. government, the Department of War, and
the services under it have drawn up lists of items where artificial intelligence is explicitly
not to be used at all. They are called Prohibited AI Use Cases.

First, to be clear about where this list came from: the prohibition list is not a provision
of the autonomous weapons directive. The autonomous weapons directive contains no
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such list at all. The documents the list rests on are M-24-10, the government-wide
guidance issued by the Office of Management and Budget (OMB); the National Institute of
Standards and Technology's generative AI risk management document; and the Marine
Corps's AI implementation plan document and its risk management annex. It is a
government-wide rule handed down into a military implementation document, a lineage
different from the weapons review regulation.

Nuclear weapons stand at the very front of the list. Relying solely on machine output in
the process of deciding the activation, initiation, or termination of nuclear weapons is
prohibited, and it is nailed down that a human must be involved at every critical step. This
item sits first in the annex of the Marine Corps document. It was placed ahead of any other
efficiency.

Singling out individuals for having exercised basic rights also lies inside the prohibited
line. AI is restricted from classifying an individual's leanings, targeting the individual, or
chasing the individual in real time on the basis of records of exercising freedom of
expression, freedom of association, and freedom of assembly. The point is to keep the fact
of having attended a protest from being converted into a machine's risk score.

Suppressing criticism and discriminating by identity are blocked as well. AI may not be
used to monitor and pressure legitimate criticism of or dissent toward the military and the
government. Using machines in decisions that impose disadvantages on the basis of race,
color, religion, sex, or national origin is also a prohibited item.

Letting machines carry entry and asylum determinations through to the end is also
prohibited. The target is the method of finalizing approval or denial by machine alone,
with human correction procedures removed entirely. Note that the prohibition aims not at
the use of AI itself but at full automation. If a channel remains through which a human can
overturn the result, it can be used as a tool.

Unsupervised emotion inference is also restricted. Analyzing or inferring an individual's
emotional state from machine output alone, without human supervision, is barred. An
attached explanation notes, however, that cases such as medical health support for
consenting government personnel are excepted under controls. The method leaves
exceptions but fastens conditions to them tightly.

Circulating reports made by a machine alone, without warnings, also lies inside the
prohibited line. Documents built solely from machine output may not be sent through
official channels without a warning notice, command approval, or notification to the



201  (Kim Kyung-jin, Attorney at Law)

agencies concerned. This is a rule newly created as generative AI entered the department.
The point is to stop sentences written by a machine from quietly circulating while passing
as sentences reviewed by a human.

Next to this prohibited line stands another category: safety-impacting and
rights-impacting AI (Covered AI). It is a zone that stops short of prohibition but comes
under special controls.

Rights-impacting AI is a system that serves as the principal basis for decisions with
legally or materially binding effect on the opportunities and liberties of individuals or
groups. Safety-impacting AI is a system whose failure could deal a major blow to human
life and health, the natural environment, national infrastructure such as the power grid or
election systems, or national strategic assets. Systems involving physical action fall here.

Four controls attach to this zone. The first is approval by the Chief AI Officer (CAIO).
The official designated by each agency approves programs one by one and must attest that
the minimum risk management procedures set by government guidance have been
followed. This is a way of stamping the name of responsibility directly onto the
organization chart.

The second is the measure that split the Risk Management Framework (RMF) in two.
The existing security authorization process was designed for the hardware era and fits
poorly with models that are retrained again and again. So the underlying infrastructure
and container environments follow the existing process, while verification of the model's
own bias and data leakage is said to have been split off into a separate review path.

This split in two is a solution born where norms and speed collide. If every fix to a model
requires a full security authorization from the beginning, in the end no one fixes the model.
A model that is not fixed grows old, and an old model gets things wrong. It is a design
meant to avoid the paradox of a safety procedure enlarging the risk.

The third is Data Security Posture Management (DSPM). Against attacks in which an
adversary poisons the training data or takes the model apart in reverse, tools that monitor
data integrity are to be placed inside the training pipeline. Names of commercial tools are
mentioned as examples, but which units have actually adopted what is not yet known.

Fourth and last are red teams and benchmarks. The military medicine experiment from
the previous section reappears as a case of this control. The announcement said more than
200 people pounded on three commercial models, found more than 800 flaws, and left the
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results as a yardstick for vetting suppliers. If the prohibition list draws lines not to be
crossed, this control keeps measuring, without rest, inside those lines.

Set the two tiers side by side and an attitude shows through. On one side is a line not to
be crossed no matter how good the performance: nuclear weapons decisions, surveillance
of basic rights, identity-based discrimination. On the other side is a zone that may be
crossed, but only while measuring. Approvers, procedures, and test tools have been
attached at close intervals.

Most of the account so far comes from the rule-makers themselves. No outside party has
yet independently confirmed how well the rules were kept in the field, whether any
approval was refused in review, or whether any crossing of the prohibited line was ever
caught. What can be said now reaches only as far as what they decided to do; whether it
actually turned out that way awaits later verification.

Something remains nonetheless. In any country, discussion of adopting AI easily begins
with performance and ends with procurement. Yet over these six years, the question the
U.S. Department of War kept holding onto was the limits rather than the performance:
where does this machine break down, and who measures that fact and hands it to whom.
That this question was not left as mere exhortation but moved into contracts, review
procedures, and test tools — there lies the weight of the past six years.
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Chapter 15. Alliance and Competition: Five
Eyes, and the Rival Across the Table
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On May 11, 2026, the U.S. Department of War posted a single press release on the web.
The title opened with words about forging the digital battlespace, followed by a sentence
saying that the Five Eyes allies were accelerating Project Arcadia. This was not news that a
new weapon had been handed over or a unit relocated. It was the story of five nations'
digital and data chiefs gathering in one room and finishing a meeting.

The meeting is called the Combined Digital Leadership Summit (CDLS), and this was
session 26.1. The first number marks the year; the second marks which session of that year
it is. Folded into that notation is the fact that the summit convenes once every half year.

When the subject turns to alliance and competition, the material the United States has
made public suddenly thins. While the founding and the budget were being covered,
memorandums (official internal documents of the Department of War), budget
justification documents, and hearing records lay stacked in layers. Here, all that comes to
hand is one press release, a few pages of budget justification documents, and one
retrospective interview. So the picture this chapter draws is a picture seen through the
window the United States has left open. Drawing that boundary line first is the honest way
to begin.

One date needs straightening out first. The date stamped on the Arcadia announcement
is May 11. For a while the date July 13 trailed along with it, but that is not the release date.
The January 2026 artificial intelligence strategy and the Advana memorandum are in a
similar position: the documents were signed on January 9, while the day they went up on
the Department of War media server splits off to January 12.

Section 1. Project Arcadia: How Five Nations Connect Their Data

Five Eyes (FVEY) is the name of a long-standing agreement under which five
nations—the United States, the United Kingdom, Canada, Australia, and New
Zealand—share intelligence. The announcement wrote that all five nations take part in this
summit. It is not a structure in which one country sits as an observer or stays out. A
meeting where the digital chiefs of the five nations sit down together on a regular
schedule—that is the Combined Digital Leadership Summit.

Of what actually happened at this session, what remains on the record is the
consolidation of consultative bodies. Three bodies that had been running separately were
bound under a single summit: the Defense Chief Information Officer Forum (DCIOF), the
Defense Chief Data Officer Forum (DCDOF), and the Combined Communications
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Electronics Board (CCEB). The first two are councils of senior officials in charge of
information and data; the last is an old working-level organ that has aligned the five
nations' communications and electronics standards.

Why does this consolidation stand out? Because the three bodies had been handling
different things all along. Information officers talk about networks and security
accreditation, data officers talk about standards and catalogs, and the
communications-electronics board talks about radios and specification sheets. When the
three move separately, meetings multiply while decisions slow down. Gathering those
three under one summit comes close to a declaration that standards, data, and
accreditation will be decided together at one table.

The goal written into the announcement is the common operating picture: the state in
which commanders look at the same screen and understand the same situation. If the five
nations' militaries each watch their own screens on their own systems, a combined
operation is combined in name only. Building the same screen requires that the way data is
written, the reference for time, the coordinate system, and the rules of access authority all
fall into place together.

Project Arcadia appears in the announcement as the name of the effort to build that
screen. The word the announcement used is operationalization: turning a prototype that
runs in the laboratory into a thing that works in actual tactical and operational settings. As
the meeting closed, the announcement noted, Department of War Chief Information
Officer Davis delivered closing remarks reconfirming this direction.

The meeting ended by handing the next session's host role to Australia. The next
gathering is in Sydney in November. That the host rotates and the next date is already
fixed means this body is not a one-off event. It has become regular—that is one axis of fact
this announcement confirms.

Those are the facts the announcement stated; beyond them, the announcement goes
silent. The standard the five nations would use to exchange data—a specification for the
API (Application Programming Interface), the agreed convention by which programs talk
to each other—appears nowhere. No budget line item stands under the name Arcadia.
There is no target date for Full Operational Capability (FOC), the point at which a system is
declared complete, and nothing says which companies supply what under which contracts.

A name has been attached and a goal hung up, yet there is no specification, no budget,
no deadline, and no contractor. So what we know for now ends here: the five nations put
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data interoperability on their standing agenda, and they bound three separate consultative
bodies into one. Reading this as a combined system already running goes past what the
announcement said. The announcement said the work would be accelerated; it did not say
the work was finished.

If Arcadia's insides cannot be examined, the structures standing beside it can. The
CDAO's budget justification documents record, with names and budget lines, the
environments actually opened toward allies and partners. These are far more concrete
than the press release.

One is the environment on the AUKUS side. AUKUS is the security cooperation
framework of three nations: the United States, the United Kingdom, and Australia. The
formal name written in the budget documents is the Multi-Classification Level
Collaborative Computing Environment. The design—handling materials of different
security classifications in separate layers within one computing environment—sits right in
the name.

What stands out about this environment is not the technology. It is that the budget line
moved. The documents state that the program shifts from the research and development
budget line PE 0603945D8Z to the Defense Information Systems Agency (DISA) budget
line PE 0303170K. A budget line is the number tag under which a program hangs in the
Department of War's budget books. That the tag passed from the research side to the
agency that operates information systems means an administrative judgment was made to
move this environment from the experimental stage to the operational stage.

A reduction came attached to the transfer. The documents record a decrease of $10
million, and the funding plan runs from fiscal year 2026 through fiscal year 2031. One
thing calls for caution here. The figures written in a budget request are requests, not
execution. Reading a smaller request straight off as a shrunken program means missing
the portion programmed after the move to the other agency.

The other is Sky Blue. It appears in the budget justification documents as an enclave, a
compartment built to run the working-level effort supporting Ukraine. An enclave is a
workspace walled off inside a larger network. It is a structure that opened a compartment
at a lowered classification so that partners other than traditional defense contractors,
along with commercial companies, could come in.

Labeling also makes its appearance here: the work of attaching name tags to objects
inside imagery or signals to turn them into training material. How many models were
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deployed or how many targets were labeled in Sky Blue—no basis for confirming that scale
exists in the public record. Set the scale aside and the fact that remains is this: the United
States has actually operated a separate, lowered-classification compartment in order to
work with allies and partners.

The third structure is SUNet. It is an unclassified development environment built so
that even people without clearances can come in and work, and the budget justification
documents write that more than 25 international partners are attached to it. What matters
is not that the number is large, but that it is far larger than the five of Five Eyes. It means
there is a room only five nations enter, and a separate room that more than twenty-five
enter.

Set these three structures side by side and it becomes visible that the United States
connects allied data in more than one way. There is a path that keeps classifications in
place and computes together in divided layers, and a path that opens a
lowered-classification compartment and lets many people in. The first path handles deep
material but admits few people; the second admits many people but handles shallow
material. Project Arcadia hung the same operational screen as its goal at a summit where
only five nations sit down, so it looks closer to the first path—keeping classifications and
working deep material in layers—than to the second, which admits people broadly.

When allies link their data, the truly hard part is not the algorithms but the plumbing.
Each nation writes its data differently, runs a different security classification scheme, and
has different laws about what may be shown to others. This meeting's decision to bind
three consultative bodies into one reads as a commitment to handle exactly that plumbing
at a single table.

Section 2. The U.S.-China Track 2 Dialogue: The Premise of an
Adversary That Does Not Follow the Rules

Now we turn to the side seated across the table. Lieutenant General Jack Shanahan was
the first director of the Joint Artificial Intelligence Center (JAIC) at the U.S. Department of
War. In a podcast interview, he spoke at length about the informal dialogue between the
United States and China.

Start with the term Track 2. When government representatives sit down under their
official titles, that is called Track 1. Track 2 is a setting where scholars, former officials, and
think-tank figures meet in capacities that do not represent their governments. The
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responsibility is lighter, so the speech is freer. It serves as a laboratory where subjects too
difficult to raise in formal negotiations are given a first run.

The U.S.-China artificial intelligence Track 2 dialogue was led by the Brookings
Institution on the American side and Tsinghua University on the Chinese side, Shanahan
said. The dialogue ran for more than four years. Two nations that had defined each other
as competitors sat across from each other that long over the subject of artificial
intelligence.

There were four agenda items. Confidence-Building Measures (CBMs) mean not so
much steps that make the two sides trust each other as procedures that reduce accidents
born of misunderstanding. Next came the dangers that arise when artificial intelligence
meets Nuclear Command, Control, and Communications (NC3). The rest were the
problems of aligning standards for Test and Evaluation (T&E) and the Risk Management
Framework (RMF).

Of the four, the one that carries a different weight is nuclear command, control, and
communications. What happens when machine judgment enters the channel through
which the decision to use nuclear weapons flows—that stood at the center of the
discussion. The threat Shanahan placed in the front row was not armed drones. It was the
point where artificial intelligence and biotechnology interlock, and the case in which
cyberattacks accelerated by artificial intelligence disrupt the nuclear command
communications network.

There were gains as well. Discussions long worked over in the informal dialogue moved
onto the official stage, he said. The result was the mutual affirmation between U.S.
President Joe Biden and Chinese President Xi Jinping that the authority to decide on the
use and launch of nuclear weapons must rest with human commanders. A single sentence
polished over several years rose, in this case, to an affirmation by the two heads of state.

The limits came from the same mouth. A sweeping Grand Bargain like the arms control
treaties of the Cold War era is hard to bring off for artificial intelligence. Artificial
intelligence is not an object that can be counted or inspected the way missiles can. It is
hard to conclude a treaty over something that cannot be verified, so the only path left is
stacking small agreements one by one.

The dialogue itself was not sturdy either. When U.S. House Speaker Nancy Pelosi visited
Taiwan in 2022, the Track 2 dialogue froze by one side's decision. A single political event
with no direct tie to artificial intelligence brought the whole channel to a stop. An informal
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channel is as easily severed as it is flexible.

Shanahan did not paint the two nations' relationship as a friendly accommodation.
Beneath the dialogue lies the recognition that if an actual war broke out, each side would
set out to break the other's military artificial intelligence systems. The very counterpart
discussing rules across the table is the counterpart that, in wartime, would try to make our
models fail. Track 2 did not sit down having forgotten that. It sat down knowing it, to cut
down on accidents at the very least.

The language inside the Department of War is more blunt. The leadership, including
Randall Cole, serving as acting head of the CDAO, defines the opponent in front of them as
a hostile state with no interest in ethics or responsible rules, one that does not follow the
rules. This premise collides head-on with the five principles adopted by the Secretary of
War memorandum of February 21, 2020. If we keep the rules and the other side does not,
doesn't the side that keeps them take the loss? That question arises here.

Before taking that question up, we should see how many layers of rules stand stacked.
The five principles of 2020 consist of five words: responsible, equitable, traceable, reliable,
and governable. On top of them sits the Responsible AI Strategy and Implementation
Pathway of 2022, which moved the principles into procedure. The autonomous weapons
directive of January 25, 2023 (DoD Directive 3000.09) goes one layer further and
prescribes the approval procedures applied to weapon systems.

Section 2.8 of the autonomous weapons directive assigns the CDAO its own missions:
monitoring and assessing the artificial intelligence capabilities built into autonomous and
semi-autonomous weapon systems, along with their cybersecurity, and advising the
Secretary of War; working with the Office of the Under Secretary for Research and
Engineering to convert the five principles and the Responsible AI implementation pathway
into concrete, testable requirements; and issuing guidance on test and evaluation practices
for artificial intelligence capabilities. The heart of the provision is this: the mission of
turning principles into testable sentences hangs on the CDAO.

The tools Shanahan put forward look in the same direction as that provision. He called
artificial intelligence statistics at scale. Being statistics, it is bound to be wrong at times. So
in place of Trust, a word that wavers easily, he proposes Justified Confidence: measure in
numbers how much, and under what conditions, this machine gets things wrong.

The vessel that holds those numbers is the Error Envelope. This model errs this much
under this lighting and that much in that weather—the approach hands that distribution to
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the commander along with the screen. Only then can commanders judge for themselves
how far to trust the screen. This envelope is exactly what JATIC, the joint test and
evaluation infrastructure, is setting out to build.

He was equally clear about where responsibility sits. Whatever advanced technology
runs the targeting process, legal responsibility for a lethal decision goes to neither the
machine nor the engineer. That responsibility belongs to a commander somewhere in the
field, and it cannot be handed to anyone else. It is the same point the autonomous weapons
directive makes when it requires appropriate levels of human judgment by commanders
and operators over the use of force.

The third tool is design that holds up at the tactical edge. It presumes the adversary will
mount attacks that poison the training data. So forward terminals must keep running on
their own even while cut off from the central network, and when communications open,
they must send out only the signals whose distribution has shifted rather than pushing all
the data upward. It is a choice made to keep retraining fast.

Thread the three onto one line and it reads like this. The adversary's breaking the rules
does not make our machines any less wrong. On the contrary, precisely because the
adversary breaks the rules, we must know all the more exactly when and by how much our
machines err. It is an argument that moves rule-keeping from a question of morality to a
question of survival. This is, of course, the argument of one man, Shanahan.

Shanahan did not bind the competitor states into a single mass. This point, too,
deserves attention. On Russia his words are harsh: it takes no responsibility for errant
strikes or civilian harm, and it sends unverified technology straight onto the battlefield.
Applied to Russia, the phrase about not following the rules carries its literal meaning.

On China the grain differs. Citing the research of Matt Sheehan, Shanahan said that
China runs an artificial intelligence control web that is, if anything, denser and more
closed than America's. The reason is not ethics but control—to protect the command
authority of the party center. The explanation that follows: China seeks to block the
situation in which a junior soldier on the front line holds control of an artificial intelligence
system and opens fire without the party's instruction.

This contrast overturns the picture we usually draw: the loosely regulated authoritarian
state against the democracy tied down by regulation. The China drawn here is not a
country without regulation but a country that lays down stronger regulation for a different
reason. The character splits over whether the regulation's purpose is protecting citizens or
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preserving power, but the result—a bridle on machine autonomy—is the same. Miss this
reversal and you misread the other side.

Everything said about China so far has arrived through American statements and
American research. There is not a single primary document in Chinese; no document from
China's defense authorities and no original text by a Chinese researcher has come in. So it
is closer to the facts to keep the China drawn here not as China's own face but as the profile
of the China that America looked at across the table.

How many times the dialogue convened, who attended, and which agenda papers each
session debated do not show up in the public record. Even the mutual affirmation between
Biden and Xi Jinping survives only as Lieutenant General Shanahan's account, not as
original language. So it is accurate to say that this section's U.S.-China dialogue stands
leaning on one man's testimony.

Section 3. To the Korean Reader: What the American Record
Does Not Say About the Korean Peninsula

Nowhere in the material the United States has released does the data architecture of the
ROK-U.S. Combined Forces Command appear. There is no case of artificial intelligence
adoption by U.S. Forces Korea. There is no named CDAO program aimed at the Korean
Peninsula theater, no plan for data interoperability between the Korean and U.S.
militaries, and no contract in which a Korean company takes part.

Call back the structures from Section 1. The summit on which Project Arcadia hangs has
five participating nations. Korea is not among the five. Nor is it among the three AUKUS
nations where the Multi-Classification Level Collaborative Computing Environment sits.
The allied data structures handled by name are these two, and Korea appears in neither.

One window does remain. It is the budget justification documents' notation that more
than 25 international partners are attached to SUNet. The number far exceeds the five of
Five Eyes, so there is room for allies outside the five to be inside. But the roster of those
partners is not in the documents. The chance that Korea stands among the twenty-five
stays open, but with the roster missing, for now it remains only a possibility.

There is one more term: Mission Partner, the word for whoever works alongside you in
a given operation. When the Sky Blue enclave opened its doors to non-traditional partners
and commercial companies, this word was actually used. Which countries came through
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that door is not written down.

Korean-language materials do not change the situation. Such Korean-language
materials as exist are translations and digests of American hearings and events. They are
not analyses independently produced by Korean research institutes or policy authorities.
Rendering the same American statements into Korean does not make them a Korean
perspective. The count of documents grows; the count of viewpoints does not.

Missing this distinction is dangerous. Nothing in this material supports a sentence
claiming that America's techniques for linking allied data will serve as a guide that speeds
up Korea's defense policy and combined command and control architecture. Not one
American document so much as mentions the name of a Korean policy.

An application theory built on absent evidence pleases the reader, but as a basis for
policy judgment it is dangerous. The sentence that says America does it this way, so Korea
can do the same, holds only when the two nations' budget structures, statutes, alliance
classification levels, and data sovereignty conditions match. This material offers nothing
with which to lay those conditions side by side and compare them. A plan for applying this
in Korea cannot be built on this material alone.

What can be done instead is this: set the American structure down accurately. Korean
readers can then hold that structure up against their own conditions and frame their own
questions.

Five nations bound the three consultative bodies that handled information, data, and
communications standards into a single summit. An environment that keeps classification
levels and divides the work into layers, and an environment that lowers the classification
to lower the threshold, run separately on different budget lines. The room that admits
many partners and the room that works deep material are not the same room. And what
hangs as the goal of combined operations is not a weapon but the same screen.

Why is the Korean Peninsula absent from this material? The relevant documents may be
classified; they may lie outside the scope of the sources gathered here; or Korean Peninsula
programs may hold a small share of the CDAO's public activity. All three are plausible, but
given that the more sensitive a domain—the ROK-U.S. Combined Forces Command's
command and control, for instance—the less it surfaces in open records, leaning toward
classification is the natural reading. Still, the absence of records and the absence of
programs are different facts. The two must not be mixed.
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Taken as a whole, this picture stands on light evidence: one press release, a few pages of
budget justification documents, one retrospective interview. The judgments reached here
should be counted as solid only to the size of the window the United States left open.

Five nations gather for a summit every half year; two nations sat across from each other
informally for more than four years; and about us, this material says nothing. All three
sentences are confirmed facts. That the third sentence stands empty—that, too, is a piece of
information.
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Chapter 16. Criticism: Inspectors General,
Skeptics, and Overheating
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The U.S. Department of War's artificial intelligence programs are not all success stories.
There are gaps that audits and inspections have flagged, and there is skepticism from
within. Yet while documents announcing what went well pour out in abundance, the
original audit texts pointing to failures and gaps are rarely made public. The criticism
gathered here therefore extends, for the most part, only as far as the Department of War
has admitted on its own.

In the United States, two institutions chiefly examine the defense budget and its
accounting from the outside. One is the Office of Inspector General (OIG), which sits
inside the Department of War yet is not subordinate to the department's chain of
command; the other is the Government Accountability Office (GAO), which belongs to
Congress. The OIG audits the department from within, and the GAO audits the executive
branch on behalf of Congress. The two institutions' findings usually reach the outside
world only as quotations in the department's budget documents and reform proposals. In
other words, the party that received the findings summarized them and copied them over.

Section 1. Unopened Audit Reports, and the Findings the Audited
Agency Copied Down

The full text of the assessment report the OIG produced does not appear in the public
materials. What remains is only the summary the audited party transcribed into its own
budget documents. How many recommendations the report made, how many of them the
Department of War accepted, and on which items it pushed back are conveyed only within
the frame of a summary the audited agency selected and trimmed.

That document is the Department of War's proposal on Planning, Programming,
Budgeting, and Execution (PPBE) reform and budget flexibility, submitted in connection
with the fiscal year 2026 budget. The findings of the two audit institutions are quoted in it.
So the criticism quoted here is less something that has passed verification than something
the audited agency chose to take down.

The core finding runs as follows. For the defense business systems that weigh heavily on
financial reporting, there is no governance control mechanism to enforce auditability
guidance. The phrase defense business systems tends to bring weapon systems to mind,
but that is not what it means. It refers to the administrative information systems that keep
the department running: payroll, procurement, inventory, accounting. Auditability means
a state in which data is traced and reconciled well enough to pass a financial audit. The
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guidance exists, but the authority to make anyone follow it is attached nowhere — that is
the gist.

The scale becomes vivid in numbers. Even leaving weapon platforms aside, the
Department of War holds a very large number of business systems. Depending on the
source, the count swings between 3,000 and 4,000. It is hard to say flatly which is right, so
both numbers stand here side by side. The counting standard itself wobbles, and that is the
root of the problem. How is anyone to audit a population whose very count keeps shifting?

Of those, the materials state, only 550 data sources are actually connected to Advana,
the common data platform. Whether the total is 3,000 or 4,000, what is connected is only
a fraction. The rest run in different places, each in a different format. Standing before this
number, one feels anew why the mere warehousing of data came to be spoken of as a
security problem.

Turn to compatibility and the picture grows more concrete. According to the
documents, the Department of War has more than 30 accounting systems, and roughly 50
feeder systems that push data into them. They were built on different foundations: Oracle
databases, COBOL mainframes, SAP. COBOL is a programming language for business
processing that appeared in the late 1950s, and it still survives in the aging computer
systems of banks and governments.

In systems built on SAP, the underlying logic is written in German, which creates an
administrative barrier when accounts must be matched in a financial audit. The
Department of War disclosed this itself; no one embellished it. The account reconciliation
of the department that handles the world's largest defense budget snags on a language
barrier.

Where did the governance seam split open? The legal duty to prepare for the financial
audit rests with the Under Secretary of Defense (Comptroller) (USD(C)). Yet the
comptroller's office held no authority to buy and manage the individual business systems
that generate the source accounting data. Responsibility sat on one side while authority lay
scattered on the other, and the Department of War called this misalignment a seam.

The prescription offered was therefore to change the law. The proposal would amend
Section 135 of Title 10 of the U.S. Code to gather oversight of the procurement and
portfolio management of defense business systems that affect the financial audit under the
comptroller's office. The proposal interlocks with the PPBE reform commission's
recommendation on approving financial system standards and policy. Pull authority to
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where the responsibility sits — a solution straight out of an organizational theory textbook.

Administrative prescriptions came alongside. One is to build, on top of Advana, an
integrated budget execution application linked to general ledger data. The plan was to
build a Minimum Viable Product (MVP) and stand up initial operating capability in four
areas: operation and maintenance; procurement; research, development, test and
evaluation; and military construction. The other is to create a PPBE common data model,
and the department reported that, aligned to the Standard Financial Information Structure
(SFIS), the model had been ported into 12 domains out of the 20 available sources.

The Advana memorandum (an official internal document of the Department of War),
signed on January 9, 2026, was posted on the Department of War media server three days
later. The memorandum's title carries the intent of transforming Advana to accelerate
artificial intelligence and strengthen auditability. This memorandum did not, however,
erase the name Advana and attach the new name War Data Platform (WDP). It
distinguishes, under separate names, the WDP as a common data layer, Advana as what
remains for financial management, and the WDP application services that run on top.
Advana, in other words, was not converted wholesale into the WDP.

There is a reason to press this distinction. Passing the financial audit is the task of
Advana on the financial management side; combat-speed analytics and artificial
intelligence are the tasks of the WDP and its application services. Two lines split from the
same platform lineage now carry different clocks and different inspection standards. Can
auditability and combat speed live under one roof? The question raises its head again here.

There are measurement indicators as well. One is the annual closure rate of the Notice
of Findings and Recommendations (NFR), the accounting deficiency notices the OIG
issues. In fiscal year 2024, the closure rate was 90 out of 2,848 cases — 3.2 percent. The
Department of War set a goal of regaining and surpassing the 27.7 percent level it had
recorded in the past. Measured against the speed at which findings pile up, 3.2 percent
depicts a state in which almost nothing gets resolved.

The remaining indicators should also be read as goals the Department of War set for
itself. It said it would reach 100 percent in fiscal year 2026 on moving Fund Balance with
Treasury (FBWT) data into Advana. It said it would hold the share of favorable opinions in
service provider audits at the 93 percent line. It said the number of component
organizations passing the financial audit would grow from 13 in fiscal year 2024 to 15 in
fiscal year 2025 and to 20 in fiscal year 2026, adding the Air Force General Fund and the
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National Security Agency. And it stated it would eliminate 45 Material Weaknesses in fiscal
year 2026.

These numbers are not results confirmed by the audit institutions; they are goals and
self-reported tallies the Department of War wrote into its budget documents. That is why
they are written as will achieve, not achieved. That the goals were set is clear, but whether
they were kept can only be judged once the following year's audit report appears. They
should be read as announced values — targets that have not yet passed independent
verification.

In the end, we see what the audit institutions found only through the audited agency's
summary. The original text of the findings, the number of recommendations, the
Department of War's rebuttals, and the exchange of questions and answers between the
inspectors general and the department all remain outside that summary. In the world of
auditing, the moments where judgments diverge usually sit inside that exchange — and the
department's documents left exactly that space blank.

For Korean readers, the grain runs a little differently. Nothing in the public materials
touches on the Korean military or the Korea-U.S. combined systems, so please read what
follows as inference, not as sourced material. The structure in which building a data
platform and passing a financial audit are two faces of the same problem can appear in any
military, whatever the size of its budget. When an organization that cannot even count how
many systems it owns sets out to automate judgment with those systems' data, one is
forced to ask again what must come first.

Section 2. Electronic Warfare and Data Poisoning: When
Machine-Speed Command and Control Is Paralyzed

The second axis is different in character. The subject here is not holes in the ledger but
the ways machines are deceived. The grounding comes from the U.S. Marine Corps'
artificial intelligence implementation plan and from videos of public panel discussions
joined by executives of defense technology companies. The same tilt is present here too:
the documents that paint the threat are the very documents that request the budget to
meet it.

Electronic Warfare is a fight over the electromagnetic spectrum — the radio bands. It
covers jamming that knocks out an opponent's communications and radar, and, in the
other direction, keeping one's own communications alive through the opponent's
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jamming. In a public discussion, an Anduril figure said the electronic warfare environment
changes constantly, and a Palantir figure said that because the weapon systems'
frequency-requirement data models are not integrated, mutual interference and saturation
arise between forward sensors and strike assets. Both remarks came from the side selling
the business.

This point shares its root with the data integration problem. If which frequencies each
weapon system uses, and how heavily, is not gathered in one place, friendly units end up
devouring one another's signals. Friendly forces jam friendly forces before the enemy even
tries. Data silos, in other words, show up not only as an accounting problem but as a radio
problem.

One expression from the discussion lingers. A forward unit that keeps trying to connect
to commercial satellite internet, the speaker said, is walking around with a bright signal
light on its head announcing its position to the enemy. The moment it transmits, its
location shows. So a configuration that runs even under Emission Control (EMCON) —
operating on the device itself, with no internet connection — was put forward as the
condition for forward command and control.

Next comes Data Poisoning. As the Marine Corps document defines it, data poisoning is
an attack that plants false information, hard for a human to notice, inside the data used to
train an artificial intelligence model. When the model is retrained on the poisoned data, it
produces fatal misjudgments in the field. The Marine Corps document holds that relatively
small alterations can make a model misclassify an enemy tank as a civilian vehicle. What
an error in the opposite direction would produce needs no spelling out.

The second technique is Perturbation. It dresses an object in minute surface alterations
or patterns, nearly invisible to the human eye, that collapse a computer vision model's
pixel arithmetic. A human still sees the tank as a tank; the machine sees something else
entirely. Because this attack occurs at the recognition stage rather than the training stage,
it works even after a well-built model has been deployed.

The third technique works on the information environment. The enemy scatters
fabricated instructions or forged information in advance across sources a friendly large
language model is likely to read in — a method called indirect prompt injection. Instead of
doing what its human operator ordered, the model does what a sentence hidden in the
material orders. When the situation display draws the wrong picture, the entire decision
cycle running on top of it goes wrong with it.
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What deserves attention is not the technology but what happens on the human side.
When enemy deception makes false alarms surge, commanders and operators stop
trusting the machine and discard the tool altogether. The attack does not aim to break the
machine. It aims to eat away human trust. Once trust collapses, the data advantage built at
great expense sits unused. It is an attack that puts a weapon out of use without destroying
it.

The American documents hold that these attacks arrive not scattered but bound to a
single timetable. Weaving electromagnetic jamming, cyber intrusion, data poisoning, and
the physical strike of suicide drones aimed at forward nodes into one whole to break the
cohesion of the command and control network is called Systems Destruction Warfare. The
name and the doctrine, though, are not something the rival power declared for itself;
American documents defined them as the rival's doctrine.

Cross over to the defensive side and one of the few pieces of evidence plainly
confirmable in an original text appears: the autonomous weapons directive of January 25,
2023 (DoDD 3000.09). It is a 24-page document approved by Deputy Secretary of War
Kathleen Hicks, and it replaces the directive of the same number dated November 21,
2012. The directive requires that autonomous and semi-autonomous weapon systems be
designed so that commanders and operators can exercise appropriate levels of human
judgment over the use of force. And for that judgment to be possible, it requires rigorous
verification and validation (V&V) and realistic developmental and operational test and
evaluation (T&E). Inside it sits the language that systems must work as expected even in
environments where an adapting adversary employs realistic countermeasures.

The directive also governs the screen between human and machine. The
human-machine interface must be readily understandable to trained operators; what the
human does and what the machine does must be clearly marked; and the system must
provide transparent feedback on its status and clear procedures for activating and
deactivating functions. There is also a clause that the data and technology must be
auditable and explainable by relevant personnel. And when an engagement drifts into a
time and area at odds with the commander's intent, the directive requires the system to
terminate the engagement or seek additional operator input.

The directive assigns work to the Chief Digital and Artificial Intelligence Office (CDAO)
as well. The CDAO monitors and assesses the artificial intelligence capabilities that go into
autonomous and semi-autonomous weapon systems, along with their cybersecurity, and
advises the Secretary of War; together with the Office of the Under Secretary for Research
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and Engineering, it translates the ethical principles into concrete, testable requirements.
The CDAO also issues guidance on test and evaluation practices for artificial intelligence
capabilities and, with the Office of the Under Secretary for Research and Engineering and
the Office of the Director, Operational Test and Evaluation, builds common tools and
infrastructure for test and evaluation and for verification and validation. These provisions
appear word for word in the published text of the directive.

Let us keep three layers apart. The first layer is the five artificial intelligence ethical
principles adopted by a Secretary of War memorandum on February 21, 2020. The five
words are responsible, equitable, traceable, reliable, and governable, and their definitions
are quoted unchanged in the autonomous weapons directive. Above that sits the
Responsible AI Strategy and Implementation Pathway, and next comes the 2023
autonomous weapons directive. The principles, the implementation pathway, and the
weapons directive are separate documents; none replaced another.

There is also test infrastructure the CDAO actually uses. Through the Joint AI Test and
Evaluation Capability (JATIC), it tests a model's margin of error under punishing
conditions such as artificial adversarial transformations and severe weather. The
expression used here is the Error Envelope: chart in statistics the boundary of how far a
model holds up and where it begins to break, and deploy only within that boundary.
Another term that appears here is Justified Confidence.

There are research programs as well. The Defense Advanced Research Projects Agency's
GUARD program, which seeks to guarantee model safety and robustness against
adversarial machine learning, and the information assurance program at Carnegie Mellon
University's Software Engineering Institute, which counters information forgery attacks,
are listed along with budget line items. The line item numbers are written in the
documents, but no dollar amounts are attached to those numbers.

The operational remedy put forward is selective offload. In an environment where
communications drop and bandwidth is narrow, trying to send all data rearward clogs the
line. So only the anomalous data on which the edge model showed errors is picked out and
trickled to the rear when a window opens; the model is retrained on a short cycle on an
unclassified development network, and the updated version is pushed back down over the
air. A remark in the discussion says the retraining cycle was cut to under a week, but no
measurement conditions are attached, so it should be read less as a verified result than as a
boast from the side selling the business.
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What the public materials do not contain is an actual case in which a U.S. military
model, hit by a data poisoning attack, misjudged — a record showing how the incident was
investigated and what changed. The threat is drawn in abundance; the incident record is
empty. Recalling that the documents painting the threat are the very documents
requesting the budget to meet it, this asymmetry between threat narrative and incident
record looks less like coincidence than a product of what the documents are for.

Section 3. Surveillance and Privacy: The Issue of Commercially
Available Information Oversight

The third axis is surveillance. Here too, start with what is absent. The public materials
contain no document for a concrete acquisition program bearing a name like a mass
open-source collection and filtering effort. Numbers of the
so-many-items-processed-a-day sort circulate outside the materials, but they are rumors
with no original text to check them against. The picture of the Department of War scraping
up open-source information this way should be treated as a story that drifted in from
outside these materials.

What actually shows is the opposite side: the mechanisms the Department of War has
built to control the purchase of commercial information. Commercially Available
Information (CAI) means information that can be bought for money on the data brokerage
market. Data originally produced in civilian life belongs here: location histories, purchase
histories, social media posts. That it can be bought without a warrant is this data's legal
issue.

The Department of War has an Office of the Assistant to the Secretary of War for
Privacy, Civil Liberties, and Transparency (ATSD(PCLT)). The organization operates
under a legal obligation: even while performing its security missions, the department must
respect the privacy and civil liberties of its own citizens and partners. The budget
documents state that this organization holds department-wide governance and oversight
of the acquisition and use of commercial information. It also handles remediation when
Personally Identifiable Information (PII) is leaked or compromised.

The numbers are exactly as the budget documents give them. The fiscal year 2026
budget request carries, under the mission support account, a budget line related to
commercial information oversight, and an increase of $1 million was requested. The fiscal
year 2025 baseline is $8.614 million. That this line item exists tells us two things: that the
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buying of commercial information is actually happening, and that it runs at a scale large
enough for money to be set aside separately to oversee it.

Compare the scales. In the world of the defense budget, $8.61 million is an amount that
vanishes in rounding. The artificial intelligence programs covered so far have moved in
units of hundreds of millions of dollars. The documents themselves make no issue of this
distance between the overseer's budget and the budgets of the programs it oversees. I read
that distance as a problem.

The Marine Corps' artificial intelligence implementation plan carries one concept that
connects directly: Rights-Impacting AI. The idea is to classify separately, and to control,
the uses of artificial intelligence that could disadvantage citizens' rights. The document
names, as one of the areas artificial intelligence could infringe, the right to protection from
unlawful surveillance. That a military's internal document placed protection from
surveillance on its list of rights is worth noting.

The public discussion materials also carry a story of a different grain. The point raised is
that when genetic data citizens handed to genetics companies of their own accord flows out
into the market, that data comes back around as a security threat. It could be used to trace
a senior figure's genetic information backward and select targets. Data an individual
surrendered for convenience returns as a national security problem. The remark came
from a panel discussion; no record of an actual incident appears in the materials.

The same discussion produced criticism aimed at the technology giants. As the scale of
large deals came up — an intelligence community cloud contract, an Army headset
contract — the industry's posture of holding security supremacy out front while
sidestepping privacy bills and artificial intelligence regulation bills came under fire.
Contract amounts appear in the remarks, but since the contract texts could not be checked,
the amounts remain here as panel statements only.

At the tail end of the discussion comes a remark of a different grain: that America's
security officials reject the logic that, to win, they may trample their own country's values.
The alternative offered is control of data provenance. Data provenance means a
management practice that makes it possible to trace where a piece of data came from and
whose hands it passed through. If you do not know where data came from, you cannot
know whether using it is even legal.

One asymmetry hides in this logic. Citizens' data flowing into a rival power's apps is
painted as a threat to be blocked, while one's own agencies buying data on the commercial
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market is painted as a matter for oversight. Threat and oversight are words of different
weight. The materials do not question this asymmetry themselves; I regard it as a problem.

Here the gap in the materials runs deeper than in the first two axes, because the only
materials treating surveillance are the budget documents and internal guidance of the side
doing the surveilling. Not a single civil society report, court ruling, investigative news
story, or congressional dissent is included. Measuring surveillance with the documents of
the surveillers alone resembles measuring satisfaction with school lunches with surveys
conducted by the cafeteria alone.

Section 4. The Distance Between Announced Results and Verified
Results

The final axis is overheating. One thing is fortunate. This criticism did not come from
outside; it came from inside the Department of War. At a software summit and public
forums where department people gathered, remarks surfaced in which they needled one
another over the announced numbers. At last, voices that deserve to be called critics.

Start with the results that come with some measurement procedure attached. The
Navy's AMMO program mounts computer vision models on uncrewed underwater drones
to pick out sea mines. Officials announced that the time and manpower needed for mine
detection had been cut in half, and that the cycle of retraining and deploying the model
had been shortened from six months to under a week. These numbers are relayed here
only as announced, because the materials do not say half against what baseline, or six
months measured under what conditions.

The shipyard case takes a similar shape. Officials said that attaching internet-of-things
sensors at bottleneck workstations raised equipment reliability by 52 percent, and that
converting more than 8,000 crane operations a month from manual work to digital
procedures lifted efficiency by 25 percent. This is easier ground to measure than the
previous case: how many times a crane moved can be counted, and so can how many times
equipment stopped. Factory results are easier to measure than combat results — and that
difference is the heart of the problem.

From the Advana side came an announcement that in two years its users and analytic
areas had grown 100-fold. Connected feeder data sources were put at 550. Recalling the
denominator of 3,000 or 4,000 seen in Section 2, one must also ask where this 100-fold
started from. Growth rates run larger the lower the starting point.
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The Project Maven case has a different grain. It takes computer vision algorithms from
multiple commercial vendors, automatically measures their error distributions and their
robustness under punishing transformation conditions, compares them in evaluations at
90-day intervals, and sends only the winning model forward over the air. This is not a
performance number; it is a procedure for measuring performance. That such a procedure
exists is, I believe, a more trustworthy signal than any individual number. Anyone can
produce a number; a structure in which the losing side is replaced every 90 days is hard to
build.

Announcements that confuse who owns a program are another form of overheating.
Replicator is a program led by the Defense Innovation Unit (DIU), and nowhere in the
materials does it say the CDAO leads that program as a whole. What the CDAO holds is the
Alpha-1 budget program and common-foundation support — supplying the infrastructure
from labeling through test and evaluation. The impression that the CDAO does everything
with artificial intelligence attached is a creation of the briefing materials, not something
grounded in the documents.

Now for the criticism from inside. Over numbers some in the Navy had held up as
artificial intelligence adoption wins — 17,000-fold performance, $100 million saved — a
senior Department of War official attending a 2026 defense software summit said, in
effect, that the practice of carrying such numbers around and boasting of them must stop.
The reason is plain: there is no procedure for measuring how much those numbers actually
raised combat readiness, the department's core business. Take away the answer to 17,000
times compared with what, and the number has size but no meaning.

The second target of criticism is the 80-20 hypothesis advanced by the Department of
the Navy CDAO: the claim that 80 percent of the artificial intelligence use cases in the
Navy can be solved with one common tool, and only the remaining 20 percent need
tailored solutions. But this ratio is not a value obtained by surveying all the use cases. It is
closer to an administrative hypothesis meant to suppress duplicate investment across the
services and pool the budget in one place, and the registration system that would verify it
was still under development. A case of a number used less as evidence than as a persuasion
tool.

The third target is the deadline declaration. The Navy announced it would have artificial
intelligence readiness in place by January 1, 2027. Yet the document relates that when a
forum asked whether any unit could be ready as soon as tomorrow, not one hand went up
in the audience. At the same gathering, an official from a front-line information technology
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office confessed to agreeing entirely on the need for adoption, but said that with no budget
allocated to implement artificial intelligence, the office had its hands full just keeping the
existing systems running.

I think that scene is the honest one. The top declares a deadline; the bottom has no
money to keep it. What fills the distance between them is the briefing material. Briefing
documents splice deadlines to performance numbers until the whole looks like progress.
And those briefing materials go back up as the basis for the next year's budget request.

There is structural friction as well. The cost models used by the department's Cost
Assessment and Program Evaluation (CAPE) office presuppose a program whose budget
peaks, declines, and disappears. The model fits a program that ends once a weapon is
developed, produced, and delivered. But software and artificial intelligence models must
keep being fixed and retrained after delivery. The friction comes from buying a program
that never ends on the form of a program that does.

One more thing was flagged: the inertia of discovering cases where the artificial
intelligence judged wrongly and still failing to cut the procedure boldly away. New tools
keep being added while failed procedures stay in place. In an organization that only adds
and never subtracts, the number of tools adopted gets announced as the number of
achievements. How serious this inertia is — that weight I assign on my own.

The criticisms quoted here are mostly remarks from public forums. Who spoke, at
which meeting, about what — all of that is in the videos, but none of it has been fixed in
document form. No court ruling from a vendor lawsuit, no program cancellation record, no
post-mortem of a failed pilot is in hand. So what has come to light is not the full extent of
the overheating but the fact that insiders worried about the overheating exist.

Still, there is one thing worth keeping: a method for reading announced numbers. I
want to propose three yardsticks. First, look at who said it. A savings rate spoken by the
side selling the program and one spoken by the side auditing it carry different weight.
Next, look at what the value is compared against. A multiple with no stated baseline has
size but no meaning. Last, look at how the claim could be shown to be wrong. A claim with
no way to be wrong is less an achievement than a slogan.

Hold these three yardsticks back up to the four axes above and the result is
uncomfortable. Most of the performance numbers quoted were spoken by the side running
the programs, no baseline for comparison is written down, and no document that could
confirm them wrong sits anywhere public. So what we hold in hand right now is not the
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failure of the U.S. Department of War's artificial intelligence programs, but the
circumstance that the materials for judging their success or failure still tilt toward the
selling side.

When one sets out to evaluate any country's defense artificial intelligence programs, the
scale will not balance on that government's own announcements alone. It balances only
when audit reports, post-mortems, and failure records sit on it together. In the American
case such documents do get produced, but for now their originals remain out of reach. The
case where they are never produced and the case where they are produced but never
opened are different problems. That distinction is the observation that remains at the end.
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Chapter 17. Closing: The Questions That
Remain
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After writing sixteen chapters, I am not left holding a tidy conclusion. Three things
remain instead: facts confirmed across multiple sources, records that stayed at odds with
one another to the end, and documents behind locked doors that I never got to read. I will
take up those three one by one.

The sources reach their end at two documents. One is the Fiscal Year 2026 President's
Budget request; the other is the bundle of documents from January 2026. Past that point,
the budget tables go empty. Six questions also remain that I never managed to answer. The
sources did not choose these six; I did, so they are my questions and my judgments.

Section 1. What Was Confirmed and What Remains at Odds

What multiple sources overlap to confirm is thinner than one might expect.

First on that thin list is the organization's lineage. The Chief Digital and Artificial
Intelligence Office (CDAO) was created in 2022. Before it, five organizations were running
separately: Project Maven, the Joint Artificial Intelligence Center, the Defense Digital
Service, the Office of the Chief Data Officer, and Advana. The five had each been born for a
different reason, the decision to bind them into one came late, and the CDAO was the
product. On this point, multiple sources speak in agreement.

The bundle of documents from January 2026 also belongs here. The Department of
War's artificial intelligence strategy and the Advana reorganization memorandum (an
official internal document of the Department of War) were signed on January 9, 2026, and
released three days later.

The contents of the Advana reorganization memorandum can also be placed on the
confirmed side. A misunderstanding often arises here, though. The memorandum does not
say to erase the name Advana and hang up a new sign reading the War Department Data
Platform (WDP). What the memorandum did was divide what had been a single mass into
three parts and give each its own job.

The three are these: the WDP, which is to become the data foundation for the entire
department; Advana, which stays on for financial audit and financial management; and the
application services that run on top of the WDP. Write simply that Advana was renamed
the WDP, and the sentence loses track of where the function that upheld auditability went.
This division is written out plainly in the text of the memorandum itself.
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The autonomous weapons directive is also on the confirmed side. The document's name
is DoD Directive 3000.09, "Autonomy in Weapon Systems"; its effective date is January
25, 2023; and it replaces the directive of the same number dated November 21, 2012. The
approving official is recorded as Deputy Secretary of Defense Kathleen Hicks.

Inside the autonomous weapons directive, a relationship of three layers comes through
clearly. The bottom layer is the five principles adopted by a Secretary of Defense
memorandum of February 21, 2020: responsible, equitable, traceable, reliable, governable.
Those are the five words, and the 2023 directive cites that memorandum directly and
repeats the definitions of the five principles.

The middle layer is the route for carrying those principles into the department's way of
working. The directive points repeatedly to a document called the Responsible AI Strategy
and Implementation Pathway and requires that when artificial intelligence goes into a
weapon system, the design must not conflict with that document. The pathway document
itself is not in this collection of sources, so I have not seen the provisions it contains. Still,
since the directive keeps pointing to it and requires it as the standard for design, I take this
document to serve as the working link that carries the five principles into actual weapon
design. Even without seeing its provisions, its standing is unmistakable.

The top layer is the 2023 directive. Its key sentence is that weapon systems must be
designed to allow commanders and operators to exercise appropriate levels of human
judgment over the use of force. It also specifies that certain categories of autonomous
weapon systems must receive senior-level review before entering formal development and
again before fielding. The pre-development review falls to the Under Secretary for Policy,
the Under Secretary for Research and Engineering, and the Vice Chairman of the Joint
Chiefs of Staff; the pre-fielding review falls to the Under Secretary for Policy, the Under
Secretary for Acquisition and Sustainment, and the Vice Chairman of the Joint Chiefs of
Staff.

Where the CDAO sits in this directive is written in section 2.8. The CDAO monitors and
assesses the artificial intelligence capabilities and cybersecurity built into autonomous and
semi-autonomous weapon systems, advises the Secretary of Defense on them, and shares
with the Under Secretary for Research and Engineering the task of turning the five
principles into testable requirements. It is also assigned to issue guidance on test and
evaluation practices for artificial intelligence capabilities, and to handle, together with the
Under Secretary for Research and Engineering and the Director of Operational Test and
Evaluation, the common tools and infrastructure used for test, evaluation, and verification.
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The CDAO does not approve weapons. Its assignment is to test the models the weapons
carry.

Who owns Replicator also belongs here. The organization leading that effort is the
Defense Innovation Unit (DIU). The CDAO does not direct Replicator as a whole; it
contributes to the effort through a budget program called Alpha-1 and through common
infrastructure support. Blur that boundary, and the entire picture of fielding autonomous
drones in large numbers gets misread as the CDAO's report card.

On the generative artificial intelligence side, little can be confirmed. Task Force Lima
was established in August 2023 to handle Large Language Models (LLMs), and GenAI.mil
then opened as the doorway through which department members access generative tools.
The numbers that ride along with this — the count of eligible users, the number of use
cases, the volume of prompts exchanged — exist only in the Department of War's own
announcements. What those numbers actually counted is not written in the source texts.
Given that the Department of War is the only party that has announced them, I read these
figures less as verified results than as promotional numbers meant to publicize adoption.

The Navy's AMMO project receives the same treatment. The story is that it sharply cut
the time needed to send new models back out to the Unmanned Underwater Vehicles
(UUVs) that pick out mines underwater, and two sentences ride along with it: six months
shrank to one week, and the workforce fell by half. Neither sentence says in the original
what baseline the value was measured against. So they remain announced claims, not
results.

Fill out the confirmed list and one slope comes into view. That an organization was
created, that a document was signed, that a program was launched — such facts are easy to
confirm. What that program changed, and by how much, is hard to confirm. This slope ran
from beginning to end, and I never managed to remove it.

The discrepancies did not arise because whoever gathered the sources made mistakes.
They are a property these sources carry by nature. When a press release, hearing
testimony, and a retrospective interview each record the same event differently, the person
who comes after has no authority to pick one of the three.

The CDAO's founding date is one such case. A record saying February 2022 sits
alongside a record saying June 1, 2022. One can read the earlier date as the moment the
decision to establish the organization was made, and the later date as the moment the
office actually began running. I found no document that says to read them that way. So I
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set the two dates side by side and stopped.

For the launch date of the Department of War's data organization, there are two
records: February 1, 2021, and July 2021. For the date of the Data, Analytics, and Artificial
Intelligence Adoption Strategy, three dates — January 24, 2023, June 27, 2023, and
November 2, 2023 — appear, written differently from source to source. The guess that a
signing date, an approval date, and a release date can differ is natural, but a guess is not
evidence. When dates multiply, the question to ask is not which one is correct. It is which
moment in the document's life each date points to.

For the count of the Department of War's business systems, a record of 3,000 and a
record of 4,000 stand together. Several hundred of them are said to have been connected
to common standards, but when the denominator wobbles, the ratio wobbles too — the
share shifts between roughly half and roughly one in eight. All that could be done in this
case was to write the two numbers side by side and stop.

There is also a discrepancy of a different character: the gap between the schedule
declared from above and the reality endured below. At a conference in January 2025, the
Department of the Navy's data official stated plainly that artificial intelligence readiness
must be in place by January 1, 2027. At the same conference, however, an information
technology practitioner from the field said that the need was fully understood, but that no
budget had been allocated to build it, leaving the office hard-pressed just to keep existing
systems running. The two statements sit within the same stream of the same event.

Cases also remain where words are measured against different standards. The side that
says it built a product that runs and the side that holds nothing is a capability until a
soldier can complete an actual mission are using different yardsticks. The first yardstick is
called the Minimum Viable Product (MVP); the second is called the Minimum Viable
Capability (MVC). A screen coming up at a demonstration and a mission getting finished
on a frontline situation board are not the same thing. It has also been pointed out that
these two yardsticks are being used side by side without ever being reconciled.

Section 2. After 2027: The Stretch Where the Roadmap Is Blank

The U.S. Department of War's Research, Development, Test and Evaluation (RDT&E)
budget justification books attach a table to every program. Fiscal years run across the
table; amounts run down it. A Fiscal Year (FY) is one budget year of the U.S. federal
government, and it begins in October of the previous calendar year.
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The budget document in hand is the Fiscal Year 2026 President's Budget request,
released in June 2025. Open a table and the cells for 2024, 2025, and 2026 hold numbers.
Move your eyes to the right, to the cells for 2027 through 2030, and the scenery changes.

Those cells carry short dashes instead of amounts. The cost-to-complete and
total-program-cost cells hold a single word, "Continuing," instead of a number. It means
the program goes on. Among the programs marked this way is Alpha-1 (PE 0604133D8Z),
the CDAO's artificial intelligence development infrastructure program, the one that
gathers everything from labeling to test and evaluation in one place.

A caution is needed here. Empty future-year cells do not mean there is no money after
2027. American budget documents follow a practice of handling future years through
separate procedures. So I read these blanks not as a signal that the money has been cut off,
but as a signal that the money has not yet been fixed on paper. Not yet fixed and
nonexistent are different things.

Nor should the numbers written in a request be equated with the amounts actually
executed. A request is the hope the executive branch holds out to Congress; execution is
what remains of that hope after it has passed through law and politics. So I consider it
premature to look at the request's budget lines alone and conclude that the CDAO's
authority grew after the reorganization of summer 2025. Judge the size of an authority
from a single budget line, and you end up writing what has not yet happened as if it already
had.

Some programs have empty amounts but written schedules. A program called CICERO
is described as automatically organizing and stockpiling enemy order of battle and
intelligence, and the budget document states the goal of reaching Initial Operational
Capability (IOC) at Indo-Pacific Command or European Command in Fiscal Year 2027.
Initial Operational Capability means the state past the demonstration stage, when some
units actually begin to use the system.

A Korean reader's eyes stop at this entry. Indo-Pacific Command is the command whose
area of operations includes the Korean Peninsula. Yet on what this program does on the
peninsula, or what connection it has to the South Korean military, the sources say not a
single sentence. That the command's name appears is a fact; that the program connects to
Korea is a claim; and only the former is confirmed here.

The mine countermeasures program also has a written schedule. It extends the line of
work that makes unmanned underwater vehicles pick out mines at sea, and by the budget
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document the full sensor suite is to be formally demonstrated in Fiscal Year 2027 and the
Military Utility Assessment (MUA) completed in Fiscal Year 2028. A Military Utility
Assessment is the procedure by which units judge whether the equipment is fit for actual
missions.

The rapid acquisition programs run by the Defense Innovation Unit also carry end
dates. Several programs share an end quarter stamped as the third quarter of 2027, while
the joint intelligence and capability modernization program and the common unmanned
systems development program are written down for the third quarter of 2028. It is
programs like Cyber Command's data management program, the strategic capital-related
program, and the nuclear infrastructure verification program that carry the more distant
date of the fourth quarter of 2030.

Lay this list out and a shape emerges. The schedules of the programs tied directly to
artificial intelligence and data break off between 2027 and 2028. The entries carrying
more distant dates belong not to artificial intelligence but to cyber, capital, and nuclear
infrastructure. Within these sources, the horizon of the Department of War's artificial
intelligence planning is roughly three years.

A three-year horizon is not, by itself, surprising. Software is the kind of thing whose
shape three years out is hard to write down in advance. That was exactly the problem the
debate over reforming the budgeting and planning system took aim at. Buy software the
way you buy a tank, and no one can stay honest in front of a cell that demands a dollar
figure five years out.

The problem comes next. Holding a plan with a three-year horizon, the organization
speaks of a readiness deadline of January 1, 2027. The deadline exists, but the cells for the
money to meet it are empty, and the record of a field practitioner saying no budget had
been allocated looks like the other face of those empty cells.

An even shorter clock is running here as well. The January 2026 Advana reorganization
memorandum (an official internal document of the Department of War) attaches a
deadline requiring asset inventories to be submitted within a set period. A clock of a few
dozen days, a clock set to January 1, 2027, and a clock set to the fourth quarter of 2030 all
run at the same time inside one organization. Strap clocks of different speeds onto one
body, and which clock stops first becomes the organization's real report card.

The sources reach their end at two documents. One is the Fiscal Year 2026 President's
Budget request, released in June 2025; the other is the artificial intelligence strategy and
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the Advana reorganization memorandum dated January 9, 2026. It is now July 2026, so
between that end point and today lies a gap of a little over half a year.

What happened during that half year, this collection of sources does not say. Word of
personnel moves or newly signed contracts may circulate outside, but items not backed by
documents were not admitted here. That is why the successor appointment, too, was left
blank. An honest blank is better than an invented line, in my view.

Korean readers should be especially careful here. When we take American artificial
intelligence program schedules as reference material, we usually look at the announced
target years. We see a sentence saying something will be done in 2027 and set our own
schedule beside it. But if the budget cells behind that target year are empty, the target is
closer to an intention than a promise.

Mistake an intention for a promise and two kinds of damage follow. One is straining to
keep a schedule the other side will not keep. The other is reading it as betrayal when the
other side's schedule slips. A person who can read the blanks in a budget table avoids both.

The program names and end quarters recorded here were compiled from materials in
the budget justification book family; the individual amounts and scopes have not been
fully checked against the original texts.

Section 3. Six Questions This Book Could Not Answer

These six questions were not handed over by the sources; they are the thirst that writing
sixteen chapters did not quench. For each question, I will note why the answer was blocked
and what would have to open for an answer to become possible.

What are the classified programs doing, the ones whose names remain in the budget
documents while their contents have been erased?

The special access program entries seen in the previous section fall here. Each has a
program number and a name, and its description cell holds one word: classified. One
compilation holds that the amounts attached to those lines are not small, but I could not
check those amounts against the original texts, so I did not treat them as settled. Even so,
the direction is clear. Adding up only the public programs, I believe, falls short of the real
size of the Department of War's artificial intelligence budget.
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This question stings because of proportion. Discussing the whole while seeing only what
is public is like drawing a house from a single window. Answering it would require the line
of classified program reports submitted to Congress, and such documents do not open
however often one knocks. This question will most likely remain closed in the next edition
as well.

In an environment where communications are cut and electromagnetic jamming is in
effect, how do multiple autonomous drones coordinate with one another?

The sources do supply the name of the environment that is denied, degraded, cut off,
and delayed. They also cover the problem of sending models back out in that environment.
There are statements, too, that research on protecting and sharing frequency bands
matters. But the question after that stands empty.

How it is guaranteed, as a matter of engineering, that multiple drones severed from the
center can still align their signals and divide up a mission — on this, no sources are in
hand. There are announcements that Replicator, led by the Defense Innovation Unit,
speaks of unmanned systems at scale. But an explanation of how that scale cooperates
without communications appears nowhere.

How much money will be allocated to artificial intelligence after Fiscal Year 2027?

The blank future-year cells are at once the answer and the failure of an answer. Across
several budget lines, Alpha-1 among them, the future-year cells are filled with dashes and
the notation "Continuing." That no amount is written on paper is itself the only answer this
question can be given right now.

This question weighs heavily because it links to the one before it. Not knowing the scale
of the classified programs and not knowing the scale of future-year budgets, we do not
know the size of the Department of War's artificial intelligence enterprise. Not knowing the
size, we do not know the speed either. Here, once again, is the reason for separating what
the budget documents record from what they do not.

If a mistaken engagement occurs with target-recommending artificial intelligence
involved, where does the responsibility go?

The Maven Smart System is described as a system that organizes what sensors gather
and hands candidates to a human. Unlike a weapon that pulls a trigger, it is a tool that
speeds up the human's decision. Yet read the autonomous weapons directive's scope of
application, and it says the directive applies to weapon systems and to guided munitions
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with automatic target selection functions, while autonomous and semi-autonomous
systems that are not weapon systems fall outside its coverage.

A gap opens here: a tool that actually influences decisions can sit outside autonomous
weapons review for the reason that it is not a weapon. The directive demands appropriate
levels of human judgment over the use of force, but that demand is aimed at the design and
review of weapon systems. How responsibility is divided when an analytical tool that
hands target candidates to a human puts up a wrong candidate — I found no document
that sets out that procedure.

This question stays heavy because of the distance between principle and incident.
Principles exist as sentences; responsibility exists as incidents. If incidents are not
disclosed, there is no way to verify the rules of responsibility. Gather more sources, and
still, I believe, this question will yield no answer until an incident comes to light.

Which document sets the list of decisions not to be entrusted to machines, and how far
does it reach?

The autonomous weapons directive lays down which weapons must pass senior-level
review and in which cases that review is waived. Cyber capabilities, unarmed platforms,
unguided munitions, munitions guided directly by a human, mines, unexploded ordnance,
and autonomous systems that are not weapon systems are written out of its coverage. This
is less a list of prohibitions than a map of applicability.

Yet the sources speak of other directives that enumerate use cases not to be entrusted to
artificial intelligence. Whether that list comes from government-wide guidance in the
Office of Management and Budget line, from guidance the individual services issued on
their own, or from the autonomous weapons directive, I could not sort out. When the layer
of origin differs, the weight of binding force differs too. Sorting the origins out would
require the original texts of those directives, and I could not obtain them.

When a commercial artificial intelligence model's use policy collides with the military's
demands, how is that resolved?

The sources contain a statement that commercial models sometimes refuse to answer
certain military queries, citing their use policies. The examples the speaker mentioned
include calculating explosive charges and calculating emergency dosages in the field. This
should be read not as a fact confirmed across multiple sources, but only as a statement in
the sources that such friction exists.
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That statement is followed by the argument that contracts must include clauses
guaranteeing lawful use. But on how such clauses were actually written into contracts, on
what terms the companies agreed, and on what changed hands in return, there are no
sources at all — because the original contracts with the frontier model suppliers are not in
this collection.

I see this question as a matter of boundaries, not of technology. When the military uses
a tool built by a private company, the norms of the side that built the tool and the missions
of the side that uses it never overlap completely. Whether that mismatch can be covered by
one line in a contract, or whether a separate tool must be built, is the real question. The
move to build small models on military data is that question's other face.

Where do allies outside Five Eyes fit into this structure?

Project Arcadia shows how five countries link their data. The official announcement
stands dated May 11, 2026, and documents exist on the connections among the five
countries. On how allies outside them attach to this connection, whether they can attach at
all, and what accreditation procedures they would have to pass to do so, there are no
documents.

Nowhere in these sources did I find the name Korea appearing in the context of artificial
intelligence data integration. So I did not invent, without evidence, cooperation plans that
do not exist. A blueprint showing how the South Korean military could plug into American
platforms would be easy to write and pleasant to read, but without evidence it is fiction.

I will write this instead. The fact that the sources are silent is itself information. The
content of that information is that the connections inside the five countries are
documented while the connections beyond them left no public record, and that no
independent analysis written in Korean was in this collection. Knowing that the terrain of
public sources is shaped this way is different from filling in that terrain however we please.

Lay the six questions out and they gather into three clusters. Questions closed by
classification form one cluster; the contents of the classified programs and the future-year
budgets go here. Questions without answers because the sources have not yet come into
being form another; the problem of cooperation in communications-cut environments and
the problem of responsibility for mistaken engagements sit close to it. Questions whose
documents exist in the world but stayed out of reach form the remaining cluster; the origin
of the prohibited use cases, the commercial model contracts, and integration beyond Five
Eyes are of that kind.
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This classification is needed because what to seek next differs by cluster. The last cluster
yields answers if more sources are gathered: the original contracts, the multinational
intelligence-sharing guidance, the implementation pathway document, and the Inspector
General reports make up that list. The middle cluster yields answers only as time passes
and incidents accumulate. The first cluster does not open by combing through public
sources.

The sources this book stands on are documents the U.S. Department of War issued itself
and discussion videos it hosted itself. On such ground, achievements look large and
failures look small. I could not remove that slope, and I did not pretend to have removed it.
Instead, I left a mark at every place where the ground tilts.

Leaving marks is no lesser work than producing answers. Only the person who knows
which cells are empty can go out to find the documents that will fill them. What I want to
leave Korean readers is not a conclusion about the U.S. Department of War. It is the habit
of drawing up the table before drawing the conclusion. One table that separates what is
confirmed, what conflicts, and what has not yet been seen is enough to begin.
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